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Abstract

Multiple computers working together as a single distributed system is becoming
increasingly common. State machine replication is an approach used to ensure fault
tolerance in such distributed systems. Goxos is a framework, based on the consensus
algorithm Paxos, which can be used to builds such fault tolerant replicated state
machine systems.

In this thesis, we aim to leverage the fact that Paxos does not depend on reli-
able communication to ensure consistency among the replicated state machines, to
implement a new datagram-based communications protocol. A new protocol with
low overhead and fast transmission, intended to be used by the Goxos framework.

Paxos requires some form of retransmission to ensure that progress can be made.
To this end, the new protocol features a sliding window protocol with selective re-
transmission. In addition, the new protocol features various other transport layer
mechanisms. The mechanisms were selected by first examining some of the func-
tionality commonly provided by other communication protocols. Then, different
variations of the mechanisms were compared in experiments and a final incarna-
tion of the protocol was compared to the original Goxos implementation.

Though the new protocol does not surpass the original Goxos implementation
when it comes to performance, it delivers a viable throughput, not far from the
original’s. In addition, by being implemented in user space, and having a modular,
layered structure, the new protocol is open and accessible for further modifications
and improvements.
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Chapter 1

Introduction

The use of cloud computing for various tasks and services is becoming increasingly
prevalent. In a distributed cloud computing system, it is important that a failure in
one node does not bring down the whole system. Typically costly techniques are
used to provide an acceptable level of fault tolerance in a system. This can involve
backup hardware which kicks in at the event of a failure or multiple transmissions
of the same data.

There is a desire to keep costs low, while at the same time preserving fault tol-
erance. To this end, we have the replicated state machine (RSM) approach. Fault
tolerance is achieved by having each machine in the system, contain a copy of the
system’s state. Updates to the state has to be agreed upon, through consensus. The
most widely used algorithm for reaching such a consensus is know as Paxos.

The Paxos protocol itself does not depend on reliable communication to ensure
safety, i.e. consistency among the replicas, and so it can be implemented using un-
reliable communication. In this thesis, we aim to leverage this fact to implement
a new datagram-based communications protocol with low overhead and fast trans-
mission. A new protocol intended to be used by a Paxos-based RSM framework.

While Paxos retains safety even when using unreliable communication, it may
experience lack of progress, and so to make progress, our protocol needs to im-
plement some form of retransmission. In addition to retransmission, our protocol
provides a handful of other transport layer services, with the added bonus of being
located in user space. This means the protocol is accessible for modifications and
extensions. Different variants of transport layer mechanisms will be compared and
selected through experimentation. Comparisons between the final incarnation and
the original framework, using TCP for communication, will be conducted. Hope-
fully the new protocol has achieved performance and efficiency which surpasses the
original.

Chapter 2 provides the background information, such as transport layer mech-
anisms and terminology, needed to understand the thesis. Chapter 3 describes the
current implementation of the Paxos-based RSM framework Goxos. In chapter 4,
the architecture and design of the protocol is presented, while the implementation
is presented in chapter 5. Chapter 6 shows the results of the experiments. Possible
future work is mentioned in chapter 7, and chapter 8 concludes the thesis.
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Chapter 2

Background

This chapter describes some of the functionality commonly provided by the trans-
port layer for network communication. The problems these services solve will be
discussed and we take a look at some specific variations of flow and congestion con-
trol to see how those problems are met. To start, there will be some details about
Go. Go is the programming language which is used for the Goxos implementation.
It is also the language which will be used for the implementation work in this thesis.

2.1 Go

This section gives a description of the programming language used in this thesis.
A rudimentary understanding of the terminology in Go is expected to be able to
understand the implementation work done in this thesis.

Go [7] is a programming language initially developed by Google in 2007, later
released to the public as an open source project in 2009. It was designed to be
a systems programming language which was compiled, statically typed, had good
support for networking and multiprocessing, as well as being textually light, in the
fashion of dynamically typed languages. Go is related to C and C++, which are also
statically typed and compiled, but Go differs from them by being memory safe and
by including garbage collection.

Go was also designed with concurrency in mind, it features built-in concurrency
facilities, specifically goroutines, channels and the "select" statement. A goroutine
is a light-weight process. It can be viewed as Go’s take on threads. Starting a func-
tion in a new goroutine can be achieved simply by prefixing the function call with
the "go" keyword. While common concurrency control structures such as mutually
exclusive locks are available in go, synchronization and message passing between
goroutines are normally achieved with the use of channels, which are synchronized
FIFO buffers.

Go’s types are similar to objects of other languages. A type can be a struct,
meaning it is a type which has a collection of fields. Basically this means that it is
a type which is made up of multiple other types. In listing 2.1 you can see a type
called person. It is a struct consisting of a string called name and an int called age.
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String and int are two basic types of Go. A function tied to a specific struct is called
a method of that struct.

1 type person struct {
2 name string
3 age int
4 }

Listing 2.1: A type called person

Go features a slice type, which is an abstraction built on top of Go’s array type.
Slices are analogous to arrays in other languages.

Go’s channels are type specific. A channel of type T can only pass messages
of type T. They are operated by special arrow syntax; say a goroutine includes the
expression <-ch, the goroutine will be blocked until a message is passed over the
channel ch, on the other hand the expression ch <- x, sent the value x over the
channel ch. The built-in switch-like select statement can be used to implement non-
blocking communication on multiple channels.

Listing 2.2 shows a simple program implemented in Go, using channels and
goroutines. A channel which passes ints is created at line 1. On line 4 a call to an
anonymous function is made. The call is prefixed with the "go" keyword, this means
it will be executed in a separate goroutine (thread). On line 5 The anonymous
function is blocked from proceeding until something is passed to the ch channel.
The main goroutine continues and prints the string "Hello ". After the print, it passes
an int to ch. The goroutine, blocked at line 5, can now read a value from the channel
and proceed to print "world". Resulting output: Hello world.

1 func main() {
2 ch := make(chan int)
3
4 go func() {
5 <-ch
6 fmt.Print("world")
7 }()
8
9 fmt.Print("Hello ")
10 ch <- 1
11 }

Listing 2.2: Hello World implementation in Go, using goroutines and a channel

2.2 The Transport Layer

The Transport Layer is the fourth layer of the Open Systems Interconnection (OSI)
model [5] which is a standardization of computer networking. The Transport layer
provides services such as flow control, reliability, congestion avoidance and mul-
tiplexing based on port numbers. The most known transport layer protocols are
Transmission Control Protocol (TCP) [1] and User Datagram Protocol (UDP) [2].

The main differences between the two is reliability. UDP is a simple unreliable
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protocol which can be seen as a "fire and forget"[11] protocol, sending independent
datagrams without expecting a response. TCP on the other hand is a connection-
oriented protocol, providing a reliable stream of data, with guaranteed order of
messages [13].

TCP also include many other services which UDP does not, such as flow con-
trol and congestion avoidance. Due to the extra overhead associated with the TCP
connection and its various other services, the protocol is much heavier than the
lightweight UDP. The benefit of UDP is the low overhead associated with it. UDP
provides unreliable but quick data transmission.

2.3 Flow Control

This section gives a description of flow control, a transport layer service provided
by protocols such as TCP and Google’s QUIC [6]. Flow control is not included in
UDP, and as such it is one of the services which will be added on top of UDP in this
thesis.

Flow Control is the process of determining the rate of data transmission in an ef-
fort to avoid congestion at a data receiver. When two nodes are communicating, the
transmitting node might transmit faster than the receiver can receive and process
the data, causing the receiver’s buffer to fill up and overflow. This can happen either
if the receiver is experiencing heavy traffic load, or if it simply has less processing
power than the transmitter. An overflowing buffer will lead to new frames being
lost while the receiver is still trying to process old ones. To avoid this, some form of
flow control is implemented. Flow control provides some mechanism which allows
the receiver to determine the rate of transmission when communication is initiated.
Flow control schemes are often divided into two classes, those which provide feed-
back, and those which do not send any kind of feedback. Below are descriptions of
two of the most common forms of flow control. Both forms of flow control will be
included in the implementation of the new protocol.

2.3.1 Stop-and-Wait

This section gives a description of the simplest and most basic form of flow control,
known as Stop-and-Wait (also known as Send-and-Wait) [12].

Stop-and-Wait works by having the transmitter stop and wait for an acknowl-
edgment (ACK) for each individual packet it sends, before it sends the next packet.
Large messages are split into smaller packets. The packets have to be smaller in size
than the max buffer size of the receiver.

After splitting a message, a first packet is sent, and an ACK is returned from the
receiver which confirms that the packet was successfully received. The transmitter
then sends the next packet after having received the ACK. This simple communica-
tion is shown in figure 2.1. A timer is also used in case the packet or ACK is lost
during transmission. After sending a packet, the transmitter waits for the ACK until
some specified time has passed. If it does not receive the ACK within that time, a
timeout occurs and the packet is retransmitted.
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Figure 2.1: Packet exchange over a network for a simple Stop-and-Wait protocol.
Time proceeds down the figure.

This method of flow control includes a large amount of waiting. The need to
wait for an ACK after each packet is sent, means that transmission will often be slow
and inefficient [12].

2.3.2 Sliding Window

The most common type of flow control is known as sliding window. It is a much
more efficient flow control method than Stop-and-Wait. By using sliding window
multiple packets can be in transit at the same time. The flow control included in
TCP is a variation on the general sliding window mechanism described below.

When using sliding window, communication between two nodes start with the
receiver allocating space in its buffer for N packets. This space is the receivers win-
dow. The transmitter also has a window (sliding window) of the same size. The
transmitter can then send N packets without the need to wait for an ACK for the in-
dividual packets. The packets are given individual sequence numbers by the trans-
mitter and after the packets are received, the receiver returns an ACK which includes
the sequence number of the packet it received from the transmitter. This ACK indi-
cates to the transmitter that the receiver has received the packet with that sequence
number. If the acknowledged packet is the first entry in the transmitters sliding win-
dow, the window can slide pased that slot. This means that a new sequence number
is available for transmission.

Figure 2.2 shows an example of communication when the sliding window pro-
tocol is in use. In Figure 2.2 the transmitter is able two send two packets before
it receives an acknowledgment of the first. The window size is 5. That means
the transmitter can, at the start, potentially send packets with sequence number 0
through 4 without receiving an ACK. For some reason ACKs for packet 3, 4 and 0 are

5



Figure 2.2: An example of the sliding window protocol with window size of 5. A
green sequence number indicates that the packet is awaiting an acknowledgment.
Time proceeds down the figure.
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lost. The transmitter can still send packets until the window is full of unacknowl-
edged packets. If the window of a sliding window protocol is filled up due to packet
or ACK loss, some form of retransmission must occur. If not, the communication be-
tween transmitter and receiver will break down. Retransmission is discussed in the
next section. The receiver instantly passed the received messages to the application
due to the fact that all packets are received in order.

sliding window performs much better than Stop-and-Wait due to the fact that
it allows multiple packets to be in transit at the same time [12]. A sliding window
protocol with window size set to 1 is the equivalent of a Stop-and-Wait protocol.

2.3.3 Sequence Numbers and Integer Overflow

In figure 2.2, the sequence numbers are shown to "wrap-around", iterating from 4
back to 0. The "wrap-around" can be achieved by doing a modulo operation on
the original sequence number, using the window size as modulo. This prevents the
sequence numbers from getting too large. An integer can only represent numbers up
to a certain value, depending on how many bits the integer consists of. Exceeding
this value will lead to an integer overflow, e.g. a signed integer represented by 8 bits
will overflow if it gets larger than 27 -1 = 127. Another way of achieving a "warp-
around" effect, is to use unsigned integers. When an unsigned integer overflows, it
will simply "wrap-around" on its own. The output of listing 2.3 shows what happens
in Go, when a 8 bit signed or unsigned integer overflows.

1 var i8 int8 = 124 // overflows if > 127
2 var u8 uint8 = 252 // overflows if > 255
3
4 fmt.Println("int8 : uint8")
5 fmt.Println("------------")
6 for i := 1; i < 7; i++ {
7 i8 += 1
8 u8 += 1
9 fmt.Println(i8, " : ", u8)
10 }
11 // Output:
12 //
13 // int8 : uint8
14 // ------------
15 // 125 : 253
16 // 126 : 254
17 // 127 : 255
18 // -128 : 0
19 // -127 : 1
20 // -126 : 2
21

Listing 2.3: Overflowing int8 and uint8 in Go

2.4 Automatic Repeat Request

Automatic Repeat Request (ARQ) is a method of error control for data transmission.
An ARQ protocol usually works by retransmitting a packet if it has not received an
ACK for that packet within a specified timeout duration [12]. ARQ protocols may

7



Figure 2.3: An example of the sliding window protocol with Selective Repeat ARQ.
Time proceeds down the figure.
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be characterized by their persistency. Persistence is the willingness of the protocol
to retransmit lost frames to ensure reliable delivery of traffic across the link [3].

2.4.1 Selective Repeat ARQ

Most ARQ protocols are extensions of sliding window protocols. One such version
is Selective Repeat ARQ. Selective Repeat ARQ differentiates itself from many other
ARQ protocols by only retransmitting the packets which are actually lost. In other
words, the receiver can buffer packets with sequence numbers higher than the lost
packet. Other ARQ protocols, such as Go-Back-N [12], retransmits the lost packet,
and all packets which were sent after it. Even though those packets might have been
received.

In figure 2.3 a scenario is shown where two packets are lost during communi-
cation through a sliding window with Selective Repeat ARQ. The green numbers
indicate packets which are awaiting acknowledgment. The blue numbers are pack-
ets which have been received by the receiver, but can not be passed to the application
until some packet or multiple packets with lower sequence numbers are received.
In the case of the transmitter, the blue numbers indicates that the packet has been
acknowledged, but the sliding window can not slide passed it until some packet(s)
with a lower sequence number(s) has been acknowledged. The red numbers indi-
cate packets which have been received and are ready to be passed to the application.

Even though packets 2 and 3 are lost during transmission, the transmitter con-
tinues and sends packets 4, 0 and 1. Now the receiver has packets 4, 0 and 1 in its
buffer, but it cannot pass them to the application before it receives packets 2 and 3.
The transmitters window is full, so it stops sending packets. After a certain amount
of time, packet 2 times out and is resent. Shortly thereafter, the same happens with
packet 3. Packet 2 is received by the receiver and gets passed to the application. The
buffer still contains packets 4, 0 and 1. The receiver is waiting for packet 3, which
is next in line to be passed to the application. When it is received, all the packets
in the buffer gets passed to the application. Likewise on the transmitter side, its
window slides one slot after packet 2 has been acknowledged. After packet 3 has
been acknowledged, it can slide passed 3, 4, 0 and 1.

2.5 Congestion

Congestion is a condition which occurs when a node in a network becomes over-
whelmed by incoming traffic. The node will start dropping packets when its buffer
is filled up. This can lead to a state known as congestive collapse, in which useful
communication over the network becomes limited or prevented.

Congestion is easy to understand when considering a simple example taken from
[13]: Let us say we have a network consisting of an Ethernet switch, with only three
computers attached. Suppose two computers send data to a third. Assume each of
the connections to the switch operates at 1 Gbps. Now consider the scenario where
computers A and B are sending data to C continuously. A and B will forward data
at an aggregate rate of 2 Gbps. Because the connection to C can only handle half
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that rate, the link to C will become congested. The switch has no way of informing
A and B of the congestion or stopping incoming traffic. After some amount of time
the buffer space of the switch will be used up, forcing the switch to drop arriving
packets.

2.6 Congestion Avoidance

This section describes the methods and mechanisms used to avoid sending more
data than a network is capable of transmitting, that is, to avoid causing congestion.

Congestion Avoidance regulates the traffic entering a network, in an effort to
avoid congestive collapse. This is achieved through a reduction of the transmission
rate at the transmitter, in response to some indication that congestion is occurring.
Such indications may be larger delay times, round trip times (RTTs) or packet loss.
In addition to mechanisms which deal with congestion as it occurs, there are also
mechanisms used to avoid congestion in the first place.

2.6.1 Slow-Start

This section describes a part of the congestion avoidance strategy used by TCP, called
slow-start.

When communication over a network one way of determining the rate of which
new packets are sent into the network is to use the returning ACKs as triggers. ACKs
cannot be generated by the receiver faster than the packets can get through the
network. This system will dynamically adjust to variations in delay and bandwidth
in the network. There is a problem with this system though, it requires data in
circulation, meaning that starting up after a packet loss or otherwise is hard, as
stated by the creators of slow-start [14]: to get data flowing there must be ACKs to
strobe out packets but to get ACKS there must be data flowing.

It is to solve this problem slow-start was developed, and the algorithm is quite
simple [14]:

• Add a congestion window, cwnd, to the per-connection state.

• When starting or restarting after a loss, set cwnd to one packet.

• On each ACK for new data, increase cwnd by one packet.

• When sending, send the minimum of the receiver’s advertised window (re-
ceiving window, mentioned in 2.3.2) and cwnd

Despite what the name implies, this algorithm does not actually give a slow start.
As illustrated by figure 2.4, even though it starts at a single packet, it increases the
congestion window exponentially, ensuring that the maximum transmission rate,
bounded by the receiving window, is quickly reached.
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Figure 2.4: An example of the slow start protocol. The black arrow represent packets
and the green arrows represents acknowledgments. Time proceeds down the figure.
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Figure 2.5: Typical behavior of the window size when using AIMD. Unless there has
been a packet loss, an ACK is received at each RTT point.

2.6.2 Additive-increase/Multiplicative-decrease

This section describes the Additive-increase/multiplicative-decrease (AIMD) algo-
rithm used for congestion control. AIMD is included in TCP congestion avoidance.
One benefit of AIMD over the related algorithms multiplicative-increase/multiplicative-
decrease (MIMD) and additive-increase/additive-decrease (AIAD), shown by Chiu
and Jain in 1989 [15], is that multiple data flows using AIMD congestion control
will eventually converge to use equal amounts of a contended link.

The name of AIMD refers to how modification of the congestion window is done.
The algorithm works by increasing the congestion window until loss occurs. The
window is additively increased with some fixed amount each time some duration
of time has past. This can be either a statically given or dynamic duration, for
example RTT. When congestion is signaled, often by a timeout or duplicate ACKs,
the congestion window is decreased by a multiplicative factor. It is common to half
the window after a loss. Such is the case in TCP. The typical behavior of the cwnd
size when using AIMD is illustrated in figure 2.5, while figure 2.6 shows a scenario
where AIMD is combined with the maximum window size of e.g. a sliding window
protocol. The saw-tooth graph is characteristic of communication when AIMD is
implemented.

2.7 Paxos

Paxos was proposed by Leslie Lamport in 1998 [4] as an algorithm used for the
purpose of reaching consensus in distributed systems. Paxos ensures that decisions
can be made if more than half of the nodes in a distributed system are functioning
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Figure 2.6: Behavior of the window size when using AIMD combined with sliding
window. Unless there has been a packet loss, an ACK is received at each RTT point.

properly. The Paxos algorithm is a central part of the Goxos implementation. Most
of the messages passing through the new transport layer will be carrying one of the
message types of the Paxos algorithm as payload. Even so, understanding the Paxos
algorithm in detail is not required to understand the implementation work done in
this thesis.
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Chapter 3

Goxos

Most large web sites and web applications today usually consist of several dis-
tributed subsystems. These distributed systems need to be fault tolerant, a single
node failing should not stop the whole system from functioning. This fault tolerance
is often achieved by using the Replicated State Machine (RSM) approach. RSMs are
built on a consensus algorithm, one of the most commonly used algorithms being
Paxos.

Goxos is a Paxos-based RSM framework developed by the Distributed Systems
Group at the University of Stavanger, which applications can use to implement a con-
sistent stateful service. The main foundation of goxos was implemented by Jothen
and Lea while taking the course Project in Computer Science [8], with new function-
ality and improvements added later through multiple master theses done by various
students at the University of Stavanger, most notably Lea’s own master’s thesis from
2013 [9].

The implementation work done in this thesis builds upon Goxos. This chapter
will give an overview of the Goxos framework and a more in-depth look at the
structure of Goxos’s network module, which is the focal point of this thesis.

3.1 Overview

One of the design decisions made during the planning done before the initial Goxos
implementation, was for Goxos to be modularized [8]. The modular design was
included as a way to manage the complexity of Goxos’s code base. This modulariza-
tion leads to a better debugging and testing environment, in which tests can focus
on single modules. Another benefit is that modules can be replaced with relative
ease, something which was very important for the earlier work done on Goxos, as
multiple versions of the Paxos algorithm was implemented and evaluated [8]. In
this thesis, we will also benefit from this modularization, as it allows us to focus
mainly on a single module; the Network module. Below is a description of the main
modules and submodules of Goxos. The structure and interconnectivity of these
main modules are shown in figure 3.1.
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Figure 3.1: A partial view of the architecture of a single node of Goxos where each
separately colored layer is a module (Go package) and each entity is a goroutine
sending and receiving messages. Each arrow represents a Go channel. This figure
and its caption is taken from the original report on the Goxos implementation [8].
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The Paxos module is the first of the main modules. The Goxos framework is
based on communication between multiple nodes in a distributed system. Each
node implements three submodules representing the three actors required by the
Paxos algorithm: a Proposer, an Acceptor and a Learner. These three submodules,
as a whole, are referred to as one of the three main modules of Goxos; the Paxos
module [8]. It is responsible for all logic associated with the Paxos algorithm.

The Liveness module is one of the main module of Goxos, is responsible for leader
election and failure detection. It is divided into multiple submodules: Leader Detec-
tor; which hold information about the current leader, as well as being responsible
for leader election and replacement handling. Failure Detector; which is responsi-
ble for informing other modules about which nodes are believed to have failed. It
assumes failure if the node has not received any messages from a specific node for
some given time. Even though any message type indicates liveness to the failure
detector a third submodule is included in the Liveness module to compliment the
failure detector, namely the Heartbeat Emitter. This submodule broadcasts heart-
beats at regular, specified intervals unless another message type has recently been
broadcast.

The Network Module is the last of main module of Goxos. This is where most of
the implementation work of this thesis will be done, and as such it is described in
greater detail in the section 3.2. Here I will only give a short overview.

The Network module is responsible for all communication within and between
nodes. Communication with clients is handled by another, separate module called
the Client Handler. The Network module is comprised of two main parts, a Demuxer
and a Sender. All incoming messages are handles by the Demuxer. This includes
both messages originating from other modules internally in the specific node and
messages sent by other nodes. The Sender is responsible for the transmission of
messages to other nodes.

Other important modules include the group manager. It holds a map of all the
nodes in the system. Another module which is significant in relation to the work
in this thesis is the Server module. It is one of the most central parts of the Goxos
framework. It is the representation of a server node. It is the Server module which
combines the other modules to form a Goxos implementing server replica. It is
responsible for creating, initializing, starting and stopping the other modules of the
node.

3.2 The Network Module

Goxos relies heavily on network and internal communication between modules.
The Network module handles all communications that are not related to clients.
Currently, the implementation of the Network module relies on TCP connections
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between nodes. The use of TCP means that flow control, error detection and cor-
rection, retransmission and congestion control are included in the Goxos implemen-
tation.

In the original report on the Goxos implementation it was noted that the choice
of TCP was made to simplify many aspects of the implementation. Use of UDP for
some parts of the network communication was mentioned as a possible improve-
ment [8]. In addition to the main submodules, Demuxer and Sender, the Network
module includes definitions of a few message and connection types, with related
functions such as Read and Write. Messages sent between nodes are encoded with
Go’s built-in gob encoding format. Gob is a binary encoding which has very good
encoding and decoding performance [8].

3.2.1 Demuxer

The Demuxer handles incoming messages and distributes them to the different mod-
ules. Connections from other nodes are handled by the Demuxer and messages re-
ceived on those connections are distributed to the appropriate modules for further
processing. Communication between modules are done over Go’s channels. The De-
muxer passes a messages of a certain type to a channel corresponding to that type.
Other modules can subscribe the channels with message types relevant to them,
e.g. the Proposer subscribes to a channel which the Demuxer passes messages of
type Promise to. These channel can also be used by the modules to send messages
internally.

3.2.2 Sender

The Sender is responsible for sending messages to other nodes. It includes function-
ality for both broadcast and unicast. It holds a map of the connections received by
and shared with the Demuxer. Other modules can request sending of messages by
passing them to one of two channels held by the Sender, one for broadcast and one
for unicast, along with the unique id of the node it wishes to send to. The Sender
takes care of addressing and matching the id with the corresponding IP address and
port.
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Chapter 4

Architecture

This chapter aims to give an overview of the design and architecture of the new
network module. It describes the responsibilities and functions of the different com-
ponents of the net package.

4.1 Three-Layered Approach

The main structure of the network package is based on the implementation done
by Knut Helleland in connection to his 2014 thesis “Paxos Optimizations” [10]. He
proposed a three layered structure with the Demuxer and Sender on top, a Con-
nection Manager at the middle level and a protocol layer on the bottom. Some of
the responsibilities of the Demuxer and Sender have been moved to the other two
layers. This three layered approach suites my implementation well. The bottom
layer provides a clean code space. The protocol implementation does not have to
concern itself with any application specific factors. The main bulk of transport layer
features will be implemented in the bottom layer.

The top layer interacts with other submodules of Goxos. It receives send re-
quests and passes received messages to the correct channels. All interaction with
the network is done through the bottom layer. Between the two layers is a third,
middle, layer which is responsible for the initial connect procedure, among other
things. The main components of the net package and their main responsibilities are
shown in figure 4.1

4.2 Top Layer

The top layer consists of the Sender and Demuxer. The Sender is responsible for
handling send requests from other modules. Unicast send requests passed to the
Sender consists of some kind of message (e.g. an Accept or Learn from the Paxos
modules) and a target node id. The message gets encoded and the Sender retrieves
the IP and Port number of the target node. The Sender can then pass the message
on to the lower layers. A broadcast send requests is just the message itself. It gets
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Figure 4.1: Overview of the net package.
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encoded and passed on to the lower layers. If a message is to be sent through unicast
or broadcast is determined by which of the Senders channels it was passed through.

The Demuxer is constantly reading messages from the lower layers. Whenever
a message is received, it gets decoded and its type gets asserted. It will then be
passed to a channel corresponding to its type. The various other modules of Goxos
subscribe to channels of the Demuxer which corresponds to types they are interested
in, e.g. the Paxos module’s Learner submodule subscribes to the Demuxers Learn
channel.

4.2.1 Encoding

The switch from TCP to UDP based communication meant that the use of Go’s native
Gob encoding was no longer as optimal. This is due the fact that Gob is designed to
work on streams of data. Even so, four encoding schemes have been implemented,
including one using Gob. Two are JSON based. One using Go’s own "encoding/j-
son" package, and the other using gobson (release r2015.12.06). Created by Gus-
tavo Niemeyer in 2011, gobson is Binary JSON (BSON) encoding for Go [19]. The
function calls to the "encoding/json" and "gopkg.in/mgo.v2/bson" packages which
are used in this implementation are identical. They both use the same Sender and
Demuxer, called XsonSender and XsonDemuxer respectively. Due to the structural
similarity of the JSON and BSON scheme, they will henceforth collectively be re-
ferred to as XSON.

The XSON scheme has some drawbacks as well. As a result of the Gob and XSON
schemes being deemed unsatisfactory, a fourth solution was implemented. This
scheme is based on MessagePack. MessagePack was originally created by Sadayuki
Furuhashi[20]. The Go implementation of MessagePack which is used in this thesis
was created by Vladimir Mihailenco [21]. With the MessagePack scheme, the main
drawbacks of the other schemes were avoided. More information about the different
encoding schemes will be given in the implementation chapter.

4.3 Middle Layer

The two lower layers both implement the same interface called PacketProtocol, with
methods for reading and sending packets, both unicast and broadcast. It also has a
method for adding new connections and one which returns the maximum size of a
packet. Helleland explained and justified the inclusion of the connection manager
(CM) by stating “The connection manager is a layer on top of the PacketProtocol
interface to manage connections according to our GroupManager. This separation
is made because we want to have our PacketProtocols to be as low-level as possible,
without depending on GroupManager.” [10]. This desire to have the PacketProtocol
be as low-level as possible holds true for our implementation as well. It is the CM
who initiates the initial connect procedure and provides the PacketProtocol with
necessary information concerning the other nodes in the system.

The CM intercepts sends to the lower layers. It prefixes the messages being sent
with a signature comprised of the id of the node and an epoch value, before passing
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Figure 4.2: The listening loop of GRDP.

it to the bottom layer. When a message is being passed from the bottom layer to the
Demuxer, it will intercept this as well. It reads and removes the prefixed signature.
It then passes the id to the failure detector of the liveness module. This informs
the failure detector that the remote node is alive. The CM then passes the message,
stripped of its prefix, to the Demuxer.

4.4 Bottom Layer

The bottom layer contains most of the algorithms and logics of the Goxos Reliable
Datagram Protocol (GRDP). It handles communication over the network.

4.4.1 Goxos Reliable Datagram Protocol

Even though the whole net package is a part of the work being presented in this
thesis, its at the bottom layer we find most of the transport layer mechanisms and
protocols of GRDP. The two upper layers are Goxos specific and concern themselves
with application level tasks. As such, the term GRDP will henceforth refer to this
layer, specifically the GRDProtocol struct and the protocols connected to it and its
sub elements (i.e. the GRDPconnection and SlidingWindow structs).

When a new instance of GRDP is created (i.e. a Go new variable of the GRDPro-
tocol struct type is created), it spawns a loop in which it listens to the network on
a socket specified at its creation. This loop will run until a signal to stop is received
from the Demuxer. A simplified version of the processing steps of the listening loop
is shown in figure 4.2. Each node holds one instance of GRDP, which holds a map of
GRDPconnections. Each connection holds two sliding window buffers. In addition
to its listening loop, GRDP has a transmission loop for each GRDPconnection.

21



Figure 4.3: Structure of the different message types of GRDP.
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4.4.2 Message Types and Headers

GRDP has 5 different message types. All messages are 5 bytes large, except packets,
which also has a payload. The first field of every header is a message type identifier.
It is an unsigned integer, represented by 8 bits. The different types are shown in
figure 4.3.

The second to fifth bytes of each message represents a unsigned integer. For a
regular packet, those bits represent the packet’s sequence number. In the case of an
ACK or NACK, it signifies what packet it is a response to. NACKs will be discussed
further in the implementation chapter. Ping and Pong messages use the 32 bits to
represent the receiving window size of the node which is transmitting them. This
means that the maximum sequence number of a packet is the same as the maximum
window size of a buffer. The theoretical limit being: 232 - 1 = 4,294,967,295. The
only message larger than 5 bytes is, as mentioned, a regular packet. All bytes after
the 5 header bytes of the packet, is its payload.

Goxos Specific Fields

Only the five first bytes are strictly counted as GRDP’s header. The fields featured
in figure 4.3 after the head number field are specific to Goxos. These fields are not
required for GRDP to function.

When using the XSON encoding sheme, the sender prepends a payload type
identifier to the encoded message before passing it to the CM. The type identifier is
an unsigned integer made of 4 bytes, which is used by the Demuxer to decode the
payload to the correct type. More information on this will be given in section 5.2.

When the CM receives a message from the Sender it prepends it with a signature.
This signature consists of a server ID which is 1 byte large and an incarnation ID,
which is represented by an 8 integer. The incarnation ID is renewed if a server
is shut down (properly or crash) and restarted. The CM passes heartbeats to the
failure detector based on this signature, thus updating the liveness status of the
remote node.

This means that the maximum payload of a packet, sent through GRDP, is the
maximum payload of a UDP datagram minus the GRDP header, CM signature and
payload type identifier. This gives a maximum of 65,507 - (5 + 9 + 4) = 65,489
bytes.

4.4.3 Ping-Pong Handshake

When the CM starts the initial connect procedure, it will ask GRDP to add all the
nodes of the nodemap to GRDPs connections map. One by one, the nodes will
be added and the connections will be confirmed through the GRDPs handshake
protocol, called Ping-Pong. The 1 RTT Ping-Pong Handshake is illustrated in figure
4.4 which starts with the initiating node sending a Ping message to the remote node.
A Ping message only contains the receiving window size of the initiating node and
an prefixed byte which indicates that it is a Ping. When the remote node receives
the Ping, it adds the initiating node to its connections map, and returns a Pong.
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Figure 4.4: The Ping-Pong handshake. Time proceeds down the figure.
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The Pong consists of the remote nodes receiving window size and a prefixed byte
indicating its a Pong. Now that they have each others receiving window size, they
can initialize their outgoing sliding window buffers. When the buffers are ready,
the GRDP starts a transmission loop for the connection. The Ping confirms for the
remote node that the initiating node exists and is alive, while the Pong confirms the
same about the remote node for the initiating node.

As explained in section 2.6.2, the window size included in a Ping or Pong is
represented by 4 bytes or, in other words, 32 bits. Therefore, the largest window
that can be used is 232 -1 B = 4,294,967,295. The TCP header has a 16 bit field
which specifies window size [17], this means the maximum window size of TCP is
216 -1 = 65,535. Comparatively, the maximum window size of GRDP, at roughly
4.3 billion, may seem vast compared to the meager 65 thousand maximum win-
dow size of TCP. However, as shown by the IPv4 address exhaustion [18], numbers
which seem vast today, might be considered small in the future. So GRDP has a
maximum window size of 4.3 billion and a maximum of 65,489 bytes of payload
data per packet. That means that the theoretical maximum amount of unacknowl-
edged payload data which can be in transit at the same time, when using GRDP, is
4,294,967,295 * 65,489 bytes = 281,273,113,182,255 bytes. That is roughly 255
Terabytes of data.

4.4.4 GRDP Connections

GRDP connections are virtual connections representing the link between two nodes.
Hereafter, GRDP connections will be referred to as connections. The GRDP keeps
track of all its connections in a single map. The socket address of the connection
is used as the map key. The connection itself also contains this socket address.
Whenever GRDP receives a packet in its listening loop, it looks up a connection
from it is map, using the remote address returned from the network read as key. It
can then pass the packet to the connections incoming buffer. The socket address
contained within the connection is used each time something is to be transmitted
over the network.

4.4.5 Flow Control

Each connection holds two sliding window buffers, which was introduces in section
2.3.2. One for outgoing data and one buffer for incoming data. The sliding window
algorithm for incoming packets is a method of the GRDP, which is responsible for
receiving from the network and passing messages to the upper layers. The algorithm
ensures that messages are passed in the correct order. The sliding window algorithm
for outgoing packets is a method of the sliding window buffer, which is responsible
for passing messages, which are ready to be sent over the network, to the GRDP.
It ensures that there are never more packets in transit than the receivers incoming
window can handle. By setting the window size of the sliding window to one, we
get an implementation of the Stop-and-Wait protocol, described in section 2.3.1.
Comparisons of Stop-and-Wait and sliding window will be shown in chapter 6.
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4.4.6 Retransmission

GRDP includes a take on the Selective Repeat ARQ protocol. The protocol will be
persistent, meaning it will keep retransmitting, without backing of, until the mes-
sage is acknowledged. As explained in section 2.4, retransmission will occur if a
packet is not acknowledged within a certain timeout duration. After each acknowl-
edgment is received, RTT is recorded. The RTT is used to calculate the new timeout
duration. The calculation is based on TCP’s smoothed timeout duration calculation,
defined in RFC 6298 [16]. The following page is, in its entirety, excerpted from RFC
6298:
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Paxson, et al. Standards Track [Page 2]

RFC 6298 Computing TCP's Retransmission Timer June 2011

The rules governing the computation of SRTT, RTTVAR, and RTO are as
follows:

(2.1) Until a round-trip time (RTT) measurement has been made for a
segment sent between the sender and receiver, the sender SHOULD
set RTO <- 1 second, though the "backing off" on repeated
retransmission discussed in (5.5) still applies.

Note that the previous version of this document used an initial
RTO of 3 seconds [PA00]. A TCP implementation MAY still use
this value (or any other value > 1 second). This change in the
lower bound on the initial RTO is discussed in further detail
in Appendix A.

(2.2) When the first RTT measurement R is made, the host MUST set

SRTT <- R
RTTVAR <- R/2
RTO <- SRTT + max (G, K*RTTVAR)

where K = 4.

(2.3) When a subsequent RTT measurement R' is made, a host MUST set

RTTVAR <- (1 - beta) * RTTVAR + beta * |SRTT - R'|
SRTT <- (1 - alpha) * SRTT + alpha * R'

The value of SRTT used in the update to RTTVAR is its value
before updating SRTT itself using the second assignment. That
is, updating RTTVAR and SRTT MUST be computed in the above
order.

The above SHOULD be computed using alpha=1/8 and beta=1/4 (as
suggested in [JK88]).

After the computation, a host MUST update
RTO <- SRTT + max (G, K*RTTVAR)

(2.4) Whenever RTO is computed, if it is less than 1 second, then the
RTO SHOULD be rounded up to 1 second.
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GRDP follows rule 2.2 and 2.3. For clarification, the retransmittion timeout
(RTO) is the actual timeout duration. SRTT is the smoothed RTT and RTTVAR is the
RTT variance. K is a constant set to 4. G is the clock granularity. The max function
of G and K*RTTVAR is included to ensure that e.g. if K*RTTVAR is 0.2 seconds, and
the clock only increments in full seconds, the system will not be waiting for a time
(0.2 seconds) which the clock never hits.

GRDP does not follow rule 2.4, which specifies that the minimum RTO should
be 1 second. Goxos is meant for both wide area networks and computer cluster
environments where computers are connected through a local area network. In the
latter case, RTTs would be much smaller than 1 second. Therefor, it is recommended
that minimum RTO in GRDP be set depending on the server setup and connections.

4.4.7 Congestion Avoidance

The sliding window buffer sizes can be considered maximum window sizes. In ad-
dition to these maximum window sizes, there is a current window size, determined
by the congestion avoidance algorithm. It is this window size which actually limits
the number of unacknowledged packets which can be in transit at the same time.
At startup the current window is the same as the maximum size, but each time a
packet is lost, and retransmission takes place, the current window is cut in half.
Whenever a packet is acknowledged, the current window is increased by one. This
is a variation of AIMD, which was described in section 2.6.2.

The algorithm can easily be converted to Slow-Start, shown in section 2.6.1.
This is done by setting current window to one at startup and each time a packet is
lost. AIMD, Slow-Start as well as MIMD will be compared in chapter 6,
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Chapter 5

Implementation

This chapter will present and explain significant pieces of the implementation of
GRDP. First the two variations of the top layer, the Gob and XSON schemes, will be
described. After this, the rest of the chapter will focus on the bottom layer, GRDP.
The CM will not be described here, as it has seen minimal change from the CM
implementation from 2014, made by Helleland [10].

5.1 The Gob Scheme

As previously mentioned, Gob is not well suited for datagram-based communication.
Listing 5.1 shows the unicast method of the Gob Sender. The method gets called
each time the sender receives a send request through its unicast channel. The detri-
mental part of this method is located at line 6. For each unicast message the sender
want to send, a new Gob encoder has to be created. Similarly, a new Gob encoder
is created with each call to the Senders broadcast method as well.

1 func ( snd ∗GobSender ) un i ca s t (msg i n t e r f a c e {} , id grp . ID ) {
2 i f id == snd . id {
3 snd .dmx . HandleMessage (msg)
4 } e l s e {
5 var buf bytes . Bu f f e r
6 enc := gob . NewEncoder(&buf )
7 e r r := enc . Encode(&msg)
8 i f e r r != n i l {
9 glog . F a t a l l n ( " encode e r ro r : " , e r r )
10 }
11 node , _ := snd . grpmgr . NodeMap() . LookupNode( id )
12 e r r = snd . p ro toco l . SendPacket (node . PaxosAddr () , buf . Bytes () )
13 i f e r r != n i l {
14 glog . Er ror ( e r r )
15 re turn
16 }
17 }
18 }

Listing 5.1: The Gob Senders unicast method

Listing 5.2 shows that the same problem is present at the receiving side. On line
11 a new Gob decoder is being created. This happens each time a message is read
from the lower layers. One benefit of this scheme is that when the rawBytes byte
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slice is decoded into msg on line 12, it will be decoded to the correct type. This is
thanks to Gob’s ability to record types with its register method, at compile time. This
convenience is not available for the XSON scheme, which will be shown in section
5.2.

1 func (dmx *GobDemuxer) Start () {
2 glog.Infoln("Starting")
3 dmx.closed = false
4 go func() {
5 defer dmx.stopCheckIn.Done()
6 for !dmx.closed {
7 var rawBytes = make ([]byte , dmx.protocol.GetPacketMaxSize ())
8 rawBytes = dmx.protocol.ReadPacket ()
9 var msg interface {}
10 buf := bytes.NewBuffer(rawBytes)
11 dec := gob.NewDecoder(buf)
12 err := dec.Decode (&msg)
13 if err != nil {
14 glog.Warningln("decode error:", err)
15 } else {
16 dmx.HandleMessage(msg)
17 }
18 }
19 }()
20 }

Listing 5.2: The Gob Demuxers main loop

Fruitless attempts were made at a Gob scheme in which only a single encoder
and decoder was created. This involved making the GRDP struct implement the Go’s
Writer and Reader interfaces, so that the encoder and decoder could write and read
directly to and from GRDP. Unfortunately, this solution had no way for the Sender to
tell GRDP which connection to send the message over. On the decoder side, various
decoding errors where encountered. Another possible solution would be to have an
encoder and decoder for each connection held by the GRDP.

5.2 The XSON Scheme

Even though XSON was first chosen for its convenience, there were some unfor-
tunate problems which appeared with this new scheme. XSON does not have an
equivalent to Gob’s register function for recording struct types, which meant that
structs being decoded at the Demuxer would only be identified as plain interfaces.
Any simple solution involving the Demuxer decoding the messages into the correct
struct types based on an identifying int did not work. The problem was that the
demuxer could not get access to the types of the paxos package (Paxos module), be-
cause the paxos package imported the net package, and trying to import the paxos
package anywhere inside the net package only lead to a disallowed circular import.
This meant that some other mechanism was needed to build the received bytes into
their proper types, so that they could, in turn, be distributed to the other modules.
Unfortunately the solution involves hard coding in type information and decoding
functions for each custom type which is to be transmitted over GRDP.
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5.2.1 Encode Function

The solution involved several components. First of which is a new function, called
encode, which is shown in listing 5.3. The function takes as parameter any type
which implements the empty interface (i.e. all types). This parameter is called i.
The function also takes a bool, useBson, as parameter, this bool is used to select
JSON or BSON encoding. If the type of i is recognized as one of the 12 types being
sent through Goxos, the typeInt variable will be set to some value which is specific
to that type. If i is some other type, typeInt remain 0, which it was initialized to
be at line 5. The function makes a call to either json’s or bson’s Marshal function
depending on the useBson parameter, which returns the JSON or BSON encoding
of i respectively. This encoding of the i is represented by a byte slice called b. Lastly,
typeInt gets converted to a byte slice and the encoding of i is appended to it, and the
resulting byte slice is returned together with a nil error value, if no error occurred
during the call to Marshal.

The byte slice which gets returned has already been shown in figure 4.3 as part
of the packet message’s composition. The byte slice representation of typeInt is
referred to as the top layer type identifier or payload type identifier and the byte
slice b is referred to as the payload.

1 func encode(i interface {}, useBson bool) ([]byte , error) {
2 var typeInt uint32 = 0
3 switch reflect.ValueOf(i).Type().String () {
4 case "paxos.Prepare":
5 typeInt = 1
6 case "paxos.Promise":
7 typeInt = 2
8 case "paxos.Accept":
9 typeInt = 3
10 case "paxos.Learn":
11 typeInt = 4
12 case "paxos.CatchUpRequest":
13 typeInt = 5
14 case "paxos.CatchUpResponse":
15 typeInt = 6
16 case "paxos.RangeTuple":
17 typeInt = 7
18 case "paxos.ResponseTuple":
19 typeInt = 8
20 case "liveness.Heartbeat":
21 typeInt = 9
22 case "liveness.FdMsg":
23 typeInt = 10
24 case "*paxos.Accept":
25 typeInt = 11
26 case "*paxos.CatchUpRequest":
27 typeInt = 12
28 }
29 if useBson {
30 b, err := bson.Marshal(i)
31 return append(intToBytes(typeInt), b...), err
32 } else {
33 b, err := json.Marshal(i)
34 return append(intToBytes(typeInt), b...), err
35 }
36 }

Listing 5.3: The encode function

Every time the Sender want to send a unicast or broadcast message, it first makes
a call to the encode function. This call can be seen on line 7 in listing 5.4, which
shows the XSON Senders unicast method. After the encoded packet is returned, it
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gets passed to GRDP together with the socket address of the target node in the call
to SendPacket on line 14.

1 func (snd *XsonSender) unicast(msg interface {}, id grp.ID) {
2 if id == snd.id {
3 snd.dmx.HandleMessage(msg)
4 return
5 }
6
7 packet , err := encode(msg , snd.useBson)
8 if err != nil {
9 glog.Warning("xson.Marshal ():", err)
10 glog.Infoln("xson packet:", string(packet))
11 return
12 }
13 node , _ := snd.grpmgr.NodeMap ().LookupNode(id)
14 err = snd.protocol.SendPacket(node.PaxosAddr (), packet)
15 if err != nil {
16 glog.Error(err)
17 return
18 }
19 }

Listing 5.4: The XSON Senders unicast method

5.2.2 Unmarshallers Variable

The next component of the solution is a variable which is defined in the server
package (Server module). There are actually two versions of this variable, one for
the JSON and for the BSON scheme. The variables are practically identical. The only
difference is the term json/bson. The JSON related variable is shown in listing 5.5.
The variable is a map of anonymous functions. The key of the map is a unsigned
integer made of 4 bytes. The functions of the map takes in a byte slice which it
decodes into a specific type, related to the value of the key.

1 var json_um = map[uint32]func ([] byte) (interface{}, error){
2 1: func(raw []byte) (interface {}, error) {
3 var f paxos.Prepare
4 err := json.Unmarshal(raw , &f)
5 return f, err
6 },
7 2: func(raw []byte) (interface {}, error) {
8 var f paxos.Promise
9 err := json.Unmarshal(raw , &f)
10 return f, err
11 },
12 3: func(raw []byte) (interface {}, error) {
13 var f paxos.Accept
14 err := json.Unmarshal(raw , &f)
15 return f, err
16 },
17 4: func(raw []byte) (interface {}, error) {
18 var f paxos.Learn
19 err := json.Unmarshal(raw , &f)
20 return f, err
21 },
22 5: func(raw []byte) (interface {}, error) {
23 var f paxos.CatchUpRequest
24 err := json.Unmarshal(raw , &f)
25 return f, err
26 },
27 6: func(raw []byte) (interface {}, error) {
28 var f paxos.CatchUpResponse
29 err := json.Unmarshal(raw , &f)
30 return f, err
31 },
32 7: func(raw []byte) (interface {}, error) {
33 var f paxos.RangeTuple
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34 err := json.Unmarshal(raw , &f)
35 return f, err
36 },
37 8: func(raw []byte) (interface {}, error) {
38 var f paxos.ResponseTuple
39 err := json.Unmarshal(raw , &f)
40 return f, err
41 },
42 9: func(raw []byte) (interface {}, error) {
43 var f liveness.Heartbeat
44 err := json.Unmarshal(raw , &f)
45 return f, err
46 },
47 10: func(raw []byte) (interface {}, error) {
48 var f liveness.FdMsg
49 err := json.Unmarshal(raw , &f)
50 return f, err
51 },
52 11: func(raw []byte) (interface {}, error) {
53 var f *paxos.Accept
54 err := json.Unmarshal(raw , &f)
55 return f, err
56 },
57 12: func(raw []byte) (interface {}, error) {
58 var f *paxos.CatchUpRequest
59 err := json.Unmarshal(raw , &f)
60 return f, err
61 },
62 0: func(raw []byte) (interface {}, error) {
63 var f interface {}
64 err := json.Unmarshal(raw , &f)
65 return f, err
66 },
67 }

Listing 5.5: The JSON unmarshallers variable

The unmarshallers variable is passed to the Demuxer through its factory func-
tion. By doing this, access to the paxos and liveness packages’ types has been
achieved in the net package.

Whenever the Demuxer reads a message from the lower levels, it passes the
message to its processBytes method. The method is shown in listing 5.6. The GRDP
header and the CM signature has already been stripped from the message, meaning
that the 4 first bytes of the message is the payload type identifier which was added
by the encode function, which we described in section 5.2.1. The rest of the message
is the actual payload. On line 2, the payload type identifier is converted to its int
form and passed to the Demuxer’s unmarshallInnerData method, together with the
payload.

1 func (dmx *XsonDemuxer) processBytes(rawBytes []byte) {
2 val , err := dmx.unmarshalInnerData(bytesToInt(rawBytes [0:4]) , rawBytes [4:])
3 if err == nil {
4 dmx.HandleMessage(val)
5 } else if bytesToInt(rawBytes [0:4]) == 99 {
6 glog.Infoln(string(rawBytes [4:]))
7 } else {
8 glog.Infoln("xson.Unmarshal:", err)
9 }
10 }

Listing 5.6: The XSON Demuxer’s processBytes function

On line 2 of listing 5.7 the type identifier is used as key on the Demuxers unmar-
shallers map. If the key is valid, a function will be returned. On line 6 the payload
is fed to the function and the decoded payload which the function returns, is re-
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turned together with a nil error value, if the decoding went successfully. Back in
processBytes, listing 5.6, line 2, val is the decoded payload. If there were no error
during decoding, val has a proper type (e.g. the paxos package’s Learn or Prepare
type) and can be passed to HandleMessage on line 4. HandleMessage distributes
the message according based on type, to the other modules of Goxos, as explained
in sections 3.2.1 and 4.2.

1 func (dmx *XsonDemuxer) unmarshalInnerData(i uint32 , b []byte) (interface{}, error) {
2 unmarshaller , found := dmx.unmarshallers[i]
3 if !found {
4 return nil , ErrUnmarshallerNotFound
5 }
6 return unmarshaller(b)
7 }

Listing 5.7: The XSON Demuxer’s unmarshalInnerData method

5.3 the MessagePack Scheme

MessagePack is a binary serialization format similar to BSON [20]. The go imple-
mentation of MessagePack has the same Marshal and Unmarshal function signatures
as the XSON packages. This means MessagePack could be included in the Goxos im-
plementation by simply swapping the package references to one of the XSON pack-
ages with the MessagePack package. This solution does not avoid the hard coding
problem of the XSON scheme though. Thankfully, MessagePack features a function
for registering type extensions, akin to Gob’s register function. This means Mes-
sagePack, at compile time, records all the different types which will be sent through
GRDP. This means that instead of making a call to the encode function, a simple call
to MessagePack’s Marshal function is made. This can be seen on line 6 of listing 5.8,
which show’s the Sender’s unicast method.

1 func (snd *MpSender) unicast(msg interface{}, id grp.ID) {
2 if id == snd.id {
3 snd.dmx.HandleMessage(msg)
4 return
5 }
6 packet , err := msgpack.Marshal(msg)
7 if err != nil {
8 glog.Warning("msgpack.Marshal ():", err)
9 return
10 }
11 node , _ := snd.grpmgr.NodeMap ().LookupNode(id)
12 err = snd.protocol.SendPacket(node.PaxosAddr (), packet)
13 if err != nil {
14 glog.Error(err)
15 return
16 }
17 }

Listing 5.8: The MessagePack Senders’s unicast method

The need for both the type identifying int and the unmarshallers variable has
been removed, thanks to the type registration of MessagePack. When the Demuxer
receives a message from the lower levels, the bytes can be decoded directly into an
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empty interface, as seen on line 10 of listing 5.9. The resulting variable is of the
correct type and can be passed to the HandleMessage method for distribution to the
other Goxos modules.

1 func (dmx *MpDemuxer) Start () {
2 glog.Infoln("Starting Demuxer loop")
3 dmx.closed = false
4 go func() {
5 defer dmx.stopCheckIn.Done()
6 for !dmx.closed {
7 var msg interface {}
8 var rawBytes = make ([]byte , dmx.protocol.GetPacketMaxSize ())
9 rawBytes = dmx.protocol.ReadPacket ()
10 err := msgpack.Unmarshal(rawBytes , &msg)
11 if err == nil {
12 dmx.HandleMessage(msg)
13 }
14 }
15 }()
16 }

Listing 5.9: The MessagePack Demuxers’s main loop

5.4 Data Structures of the Goxos Reliable Datagram Proto-
col

In this section the main struct types of GRDP is presented. Most of the transport
layer protocols included in GRPD involves all of them in one way or another. The
main struct type is the GRDProtocol struct, which holds a map of pointers to GRDP-
connections. Each GRDPconnection holds two SlidingWindows, which in turn holds
a slice of pointers to swPackets.

1 type GRDProtocol struct {
2 connections map[string ]* GRDPConnection
3 packetsIncomingBuffer chan []byte
4 nullconn *net.UDPConn
5 mu sync.Mutex
6 stopped bool
7 wndSize_Max uint32
8 stopChan chan int
9 }

Listing 5.10: The GRDProtocol struct

The GRDProtocol struct, shown in listing 5.10, contains a map called connec-
tions, as mentioned in sections 4.4.1 and 4.4.4. In addition to the connections map,
the struct holds a channel, called packetsIncominBuffer, used to pass byte slices to
the Demuxer. The UDPConn, on line 4 of listing 5.10, called nullconn, is a a UD-
PConn with IP address 0.0.0.0 and Port number 0000. It is the node’s route to the
Internet. All connections in the connections map write to nullconn when they wish
to send something over the network. The Mutex mu is included to ensure that only
one goroutine accesses the connections map at a time. wndSize_Max is the window
size of the receiving window. The bool, stopped, and the channel, stopChan, are
utilities used during the shutdown procedure.
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1 type GRDPConnection struct {
2 addr string
3 Connected bool
4 sw_out SlidingWindow
5 sw_in SlidingWindow
6 }

Listing 5.11: The GRDPConnection struct

The GRDPConnection struct, shown in listing 5.11, includes a socket address
and two SlidingWindow structs. One for incoming data and one for outgoing. The
struct also contains a bool, called Connected, which is used during Ping-Pong.

1 type SlidingWindow struct {
2 // Thread safety related variable
3 Mu sync.Mutex
4 // Data storing and passing related variables
5 Buffer []* swPacket
6 outChan chan []byte
7 // Flow Control related variables
8 seqChan chan uint32
9 NextWrite uint32
10 NextAck uint32
11 maxSeqNr uint32
12 // FC & Congestion Avoidance related variable
13 WindowSize uint32
14 // Time -out related variables
15 TimeoutDur time.Duration
16 varRtt float64
17 sRtt float64
18 alpha float64
19 beta float64
20 firstRtt bool
21 }

Listing 5.12: The SlidingWindow struct

As, shown on line 5 of listing 5.12, the SlidingWindow struct contains a slices of
pointers to swPackets (struct definition shown in listing 5.13). This slice is simply
called Buffer. The outChan channel is connected to a transmission loop held by the
GRDP. Anything which gets passed to this channel will be written to the GRDP’s
nullconn. The Mutex Mu is used to ensure that only one goroutine can access the
SlidingWindow’s Buffer at a time. The remaining fields of the sliding window are
mostly numbers used by the different transport layer protocols of GRDP. Listing 5.12
includes comments which details which protocol the various variables are connected
to.

1 type swPacket struct {
2 timeStamp time.Time
3 msg []byte
4 acked bool
5 sending bool
6 signaler chan int
7 }

Listing 5.13: The swPacket struct

A swPacket contains a byte slice called msg. Seen on line 3 of listing 5.13. If the
swPacket is connected to an outgoing SlidingWindow, msg is a network ready byte
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slice. It can be any of the 5 message types of GRDP, shown in section 4.4.2. If the
swPacket is connected to an receiving SlidingWindow, msg will be a regular packet,
stripped of it’s GRDP header. The timeStamp field, of type time.Time, is used to
record RTTs. The acked bool is a vital part of the flow control and message ordering
protocols. The signaler channel is used to inform the retransmission protocol that a
message has been acknowledged, thus stopping retransmission.

5.5 Receiving

It was mentioned in section 4.4.1 that when a GRDProtocol struct is created, it
spawns a loop in which it listens for messages from the network. Specifically, a
call to the receive method, shown in listing 5.14, is made in the factory function
of GRDProtocol. The call is prefixed with the "go" keyword, meaning it is ran in a
separate goroutine.

The method first readies a UDPConn, on line 7, to receive messages on. It then
enters the listening loop on line 12. On the next line a byte slice with maximum
capacity equal the maximum size of a UDP datagram is prepared. The process then
tries to read from the UDPConn named sock. This read will timeout after half a
second, as defined on line 14. This timeout is included to ensure that the loop
regularly checks if the GRDP has been told to stop.

After a message has been received, the receivedDatagram byte slice gets resliced.
On line 19, so that it is no larger than it has to be. The read returns r, which is the
socket address of the remote node. However, the returned port number is a wildcard
port number. This means that it does not represent the port which the remote node is
actually listening to. All the Goxos nodes will be listening on the same port number,
so on line 20, GRDP builds a remote address by appending its own port number
to r’s IP address. The remote address and the byte slice is then passed to another
method for processing. When the method returns, the loop starts over.

1 func (grdp *GRDProtocol) receive(listenAddr string) {
2 addr , err := net.ResolveUDPAddr("udp", listenAddr)
3 if err != nil {
4 glog.Fatalf("Couldnt resolve udpAddr (%v)", err)
5 }
6
7 sock , err := net.ListenUDP("udp", addr)
8 if err != nil {
9 glog.Fatalf("Couldnt listen on udp addr (%v)", err)
10 }
11
12 for !grdp.stopped {
13 receivedDatagram := make ([]byte , headerSize+datagramSize)
14 sock.SetReadDeadline(time.Now().Add (500 * time.Millisecond))
15 length , r, err := sock.ReadFromUDP(receivedDatagram)
16 if err != nil {
17 glog.V(3).Infoln(err)
18 } else {
19 receivedDatagram = receivedDatagram [: length]
20 remoteAddr := r.IP.String () + ":" + strconv.Itoa(addr.Port)
21 grdp.processReceivedDatagram(remoteAddr , receivedDatagram)
22
23 }
24 }
25 }

Listing 5.14: The listening loop of GRDP
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The listen loop passes the remote address and the received bytes to the process-
ReceivedDatagram method. First, the remote address is used as key to retrieve a
connection from GRDP’s connections map. This retrieval is shown on line 3 of list-
ing 5.15. If the corresponding connection is not found on the map, a check is done
on line 24 to see if the message is a Ping. If it indeed is a Ping, a new connection is
created and added to the map. The connections outgoing window is initialized and
its transmission loop is initiated. Lastly, on line 31, a Pong is returned to the remote
node.

If a connection was retrieved from the map on line 3, a switch on the message
identifier is performed on line 6. If the message is a NACK, it will simply lead to
the message with sequence number equaling the header number contained by the
NACK, being acknowledged. This behavior is pretty naive, but there is only one
scenario which has currently been encountered, in which an NACK is received. It
happens when a packet is received by the receiving node, and the returning ACK
is lost. The transmitting node will then retransmit the already received packet. If
the sliding window of the receiver has already moved passed the packets sequence
number, the packet will be deemed outside the current receiving window. This
triggers the sending of a NACK.

If the message is a Ping, it most likely means the remote node had time to send
multiple Pings before it received a Pong. It could also mean that the two nodes
initiated Ping-Pong at the same time. In the case of the first scenario nothing will be
done. In second scenario the node will initialize its outgoing window with the size
specified by the received message’s header number (second to fifth byte) and deem
the remote node connected. This is also what happens if a Pong is received.

1 func (grdp *GRDProtocol) processReceivedDatagram(remoteAddr string , receivedDatagram []byte)
{

2 grdp.mu.Lock()
3 c, found := grdp.connections[remoteAddr]
4 grdp.mu.Unlock ()
5 if found {
6 switch uint8(receivedDatagram [0]) {
7 case 4:
8 c.sw_out.ackMsg(bytesToInt(receivedDatagram [1:5]))
9 case 3:
10 if !c.Connected {
11 c.initOutWindow(bytesToInt(receivedDatagram [1:5]))
12 }
13 case 2:
14 if !c.Connected {
15 c.initOutWindow(bytesToInt(receivedDatagram [1:5]))
16 c.sw_out.outChan <- append ([] byte{3}, intToBytes(grdp.wndSize_Max)...)
17 }
18 case 1:
19 c.sw_out.ackMsg(bytesToInt(receivedDatagram [1:5]))
20 case 0:
21 grdp.processMessage(c, bytesToInt(receivedDatagram [1:5]) , receivedDatagram [5:])
22 }
23 } else {
24 if uint8(receivedDatagram [0]) == 2 {
25 c := NewGRDPConnection(remoteAddr , grdp.wndSize_Max)
26 grdp.mu.Lock()
27 grdp.connections[remoteAddr] = c
28 grdp.connections[remoteAddr ]. initOutWindow(bytesToInt(receivedDatagram [1:5]))
29 grdp.mu.Unlock ()
30 go grdp.transmit(c)
31 c.sw_out.outChan <- append ([] byte{3}, intToBytes(grdp.wndSize_Max)...)
32 }
33 }
34 }

Listing 5.15: Processing and distributing the datagram
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As with the NACK, if the message is of type ACK, the sequence number it contains
will be sent to SlidingWindow’s ackMsg method. If the message is a regular packet,
a call will be made to GRDP’s processMessage method. The method receives the
connection, the sequence number and the payload of the packet as parameters. The
call to processMessage can be seen on line 21.

5.6 Transmitting

Shortly after adding a new connection to it’s map, GRDP makes a call to its transmit
method, passing the conncetion as a parameter. The method is ran in its own gor-
outine. On line 8, of listing 5.16, the transmission loop is blocked until a message
is passed to it through outChan. When a message is received through outChan, it is
written to the network through GRDP’s nullconn. This loop keeps repeating until a
signal to stop is received from GRDP’s stopChan.

1 func (grdp *GRDProtocol) transmit(c *GRDPConnection) error {
2 udpaddr , err := net.ResolveUDPAddr("udp", c.addr)
3 if err != nil {
4 return err
5 }
6 for {
7 select {
8 case msg := <-c.sw_out.outChan:
9 _, err = grdp.nullconn.WriteToUDP(msg , udpaddr)
10 if err != nil {
11 fmt.Printf("Error while transmitting (%v)", err)
12 }
13 case <-grdp.stopChan:
14 return nil
15 }
16 }
17 }

Listing 5.16: Transimssion loop, G

5.7 Adding Connections

The AddConnection method of GRDP, shown in listing 5.17, is called by the CM
during the initial connection procedure. On line 2 a UDPAddr is resolved, using the
address supplied through the method call. This is done to confirm that the address
is valid. If the address is valid, GRDP checks if a connection with that address has
already been added to it’s map. If a connection is found the method simply returns.
If not found, a new connection is created and added to the map. Then, on line
16, a Ping message is constructed. The Ping includes GRDP’s wndSize_Max, which
is its receiving window size. The connections outgoing window has not yet been
initialized, meaning its outChan is unavailable. Therefor the Ping is sent through
a call to the singleTransmit method. The singleTransmit method writes a single
message to the GRDP’s nullconn and return. Pings will be sent each half second
until a Pong (or Ping) has been received from the remote node. When a Ping or
Pong has been received, the connections outgoing window and outChan is ready
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to be used. GRDP can now spawn the connections transmission loop on line 22 of
listing 5.17, and return.

1 func (grdp *GRDProtocol) AddConnection(addr string) error {
2 udpAddr , err := net.ResolveUDPAddr("udp", addr)
3 if err != nil {
4 return err
5 }
6 _, found := grdp.connections[udpAddr.String ()]
7 if !found {
8 c := NewGRDPConnection(udpAddr.String (), grdp.wndSize_Max)
9 grdp.mu.Lock()
10 grdp.connections[udpAddr.String ()] = c
11 grdp.mu.Unlock ()
12 var message []byte
13 message = append ([] byte{2}, intToBytes(grdp.wndSize_Max)...)
14 for !c.Connected {
15 grdp.singleTransmit(c, message)
16 time.Sleep (500 * time.Millisecond)
17 }
18 go grdp.transmit(c)
19 }
20 return nil
21 }

Listing 5.17: GRDP adding a new connection

5.8 Outgoing Sliding Window

The implementation of a sliding window protocol, with Selective Repeat ARQ, in-
volves multiple interconnected methods of the GRDP and SlidingWindow structs.
This section will give a description of those methods.

5.8.1 SlidingWindow’s seqChan

The SlidingWindos’ seqChan is a channel which can store a number of sequence
numbers equal to the outgoing window size. When the outgoing window is ini-
tialized a call is made to initSeqChan. The initSeqChan method fills seqChan with
sequence numbers, as can been seen on line 2 - 4 of listing 5.18. Listing 5.18 also
shows the increaseSeq, which provides a new sequence number for seqChan, given
seqChan isn’t already full. Lastly, the getSeq method is shown. It is used to request
a sequence number from seqChan.

1 func (s *SlidingWindow) initSeqChan () {
2 for s.currentWindowContains(s.NextWrite) {
3 s.seqChan <- s.NextWrite
4 s.NextWrite = (s.NextWrite + 1) % s.maxSeqNr
5 }
6 }
7
8 func (s *SlidingWindow) increaseSeq () {
9 s.seqChan <- s.NextWrite
10 s.NextWrite = (s.NextWrite + 1) % s.maxSeqNr
11 }
12
13 func (s *SlidingWindow) getSeq () uint32 {
14 nr := <-s.seqChan
15 return nr
16 }

Listing 5.18: seqChan related methods

40



Each time a call is made to GRDP’s SendPacket method, which is shown in listing
5.19, a call is made on line 12 to the SlidingWindow’s getSeq method after retrieving
a conncetion from the connections map. If seqChan is empty, it will block the method
until a new number is passed to it. How this happens will be explained in section
5.8.2. If seqChan has an available sequence number, the method can proceed to
build a packet, using the number it got from seqChan as its sequence number. The
packet is then passed to the SlidingWindow’s addToBufferAndSend method together
with the sequence number, in a new goroutine. This happens on line 15 of listing
5.19

1 func (grdp *GRDProtocol) SendPacket(addr string , data []byte) error {
2 udpAddr , err := net.ResolveUDPAddr("udp", addr)
3 if err != nil {
4 return err
5 }
6 grdp.mu.Lock()
7 c, found := grdp.connections[udpAddr.String ()]
8 grdp.mu.Unlock ()
9 if !found {
10 return errConnectionNotFound
11 }
12 nr := c.sw_out.getSeq ()
13 var message []byte
14 message = append(append ([] byte{0}, intToBytes(nr)...), data ...)
15 go c.sw_out.addToBufferAndSend(nr, message)
16 return nil
17 }

Listing 5.19: GRDP’s SendPacket method

On line 2 of listing 5.20, addToBufferAndSend creates and initializes a new sw-
Packet, which wraps the packet. A pointer to the swPacket is added to the Sliding-
Window’s Buffer using the sequence number of the packet as index. Then on line 8,
a call is made to the send method, passing the sequence number as parameter.

1 func (s *SlidingWindow) addToBufferAndSend(nr uint32 , message []byte) {
2 s.Buffer[nr] = &swPacket{
3 signaler: make(chan int , 1),
4 msg: message ,
5 acked: false ,
6 sending: false ,
7 }
8 s.send(nr)
9 }

Listing 5.20: SlidingWindo’s addToBufferAndSend method

5.8.2 Recursive Retransmission

The first thing that happens when a call is made to send, is that a time-stamp is added
to the swPacket, in the Buffer index specified by the sequence number. Then, on line
3 of listing 5.21, the packet, contained by the swPacket, is passed to a transmission
loop through outChan. The method then waits for the signaler to indicate that the
message has been acknowledged. When it receives a signal, the method returns.
If a signal is not received within the duration, calculated in listing 5.25, a timeout
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has occurred. in the case of a timeout, a call will first be made to the decrease the
outgoing window size. Then a recursive call will be made to send, using the same
sequence number as parameter.

1 func (s *SlidingWindow) send(nr uint32) {
2 s.Buffer[nr]. timeStamp = time.Now().UTC()
3 s.outChan <- s.Buffer[nr].msg
4 s.Buffer[nr]. sending = true
5 select {
6 case <-s.Buffer[nr]. signaler:
7 s.Buffer[nr]. sending = false
8 case <-time.After(s.TimeoutDur):
9 s.decreaseWindow ()
10 s.send(nr)
11 }
12 }

Listing 5.21: The recursive send method

When a packet is sent and an ACK is successfully returned. The header number
of the ACK, representing the sequence number of the packet its acknowledging, is
passed to the SlidingWindow’s ackMsg method. Line 2 of listing 5.22 shows the
RTT being recorded by subtracting the time-stamp of the swPacket, in the Sliding-
Window’s Buffer, from the current time. The RTT is passed to updateTimeoutDur,
which updates the timeout duration. Next, the outgoing window size is increased
and an int is passed to the swPacket’s signaler, stopping retransmission.

Line 7 and 9 - 13 of listing 5.22 shows the actual algorithm which slides the
outgoing window. First, the swPacket at the nr index of Buffer is deemed acknowl-
edged on line 7. If it is not next in line to be slid passed, nothing more happens and
the method return. However, if it is indeed the next in line, line 11 will be reached.
The packet has now played its part and the swPacket at the nr index of Buffer is
deemed unacknowledged. NextAck, which indicates the number next in line to be
slid by, is increased and a call is then made to increaseSeq. If the swPacket at the
next index in the Buffer is also acknowledged the same steps from line 11 to 13 will
be repeated. This will repeat until an unacknowledged swPacket is encountered.

1 func (s *SlidingWindow) ackMsg(nr uint32) {
2 rtt := time.Now().UTC().Sub(s.Buffer[nr]. timeStamp)
3 if rtt != 0 {
4 s.updateTimeoutDur(rtt)
5 }
6 s.increaseWindow ()
7 s.Buffer[nr].acked = true
8 s.Buffer[nr]. signaler <- 1
9 if nr == s.NextAck {
10 for s.Buffer[s.NextAck ]. acked {
11 s.Buffer[s.NextAck ].acked = false
12 s.NextAck = (s.NextAck + 1) % s.maxSeqNr
13 s.increaseSeq ()
14 if s.Buffer[s.NextAck] == nil {
15 break
16 }
17 }
18 }
19 }

Listing 5.22: Processing an ACK

If a goroutine is being blocked on line 12 of the SendPacket method, shown in
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listing 5.19, it now receives the sequence number newly provided to seqChan by the
call to increaseSeq on line 13 of listing 5.22. It can now proceed to send its packet.

5.9 Incoming Sliding Window

The algorithm implemented by GRDP’s processMessage method is pretty similar to
the algorithm of ackMsg. As explained in section 5.5, when a packet is received,
its sequence number and payload gets passed to processMessage. First the method
confirms that the sequence number, represented by the nr parameter, is within the
current receiving window of the SlidingWindow. A scenario where this check returns
false was described in section 5.5.

If the sequence number is within the window, the payload is added to the in-
coming Buffer, at index nr. As seen on line 4 of listing 5.23, the payload is wrapped
by a swPacket struct with its acked bool set to true. In the case of the incoming
SlidingWindow, the swPacket’s acked bool does not signify that a packet has been
acknowledged. The naming is a consequence of the same bool field of swPacket
being used to signify different things depending on which type of SlidingWindow
its used in (outgoing or incoming). In processMessage the acked bool is used to in-
dicate that a packet has been received, and that the packets payload, not yet passed
to the Demuxer, is in the Buffer at that specific index.

1 func (grdp *GRDProtocol) processMessage(c *GRDPConnection , nr uint32 , data []byte) {
2 c.sw_in.Mu.Lock()
3 if c.sw_in.currentWindowContains(nr) {
4 c.sw_in.Buffer[nr] = &swPacket{msg: data , acked: true}
5 if nr == c.sw_in.NextAck {
6 for c.sw_in.Buffer[c.sw_in.NextAck ].acked {
7 grdp.packetsIncomingBuffer <- c.sw_in.Buffer[c.sw_in.NextAck ].msg
8 c.sw_in.Buffer[c.sw_in.NextAck] = &swPacket{acked: false}
9 c.sw_in.NextAck = (c.sw_in.NextAck + 1) % c.sw_in.maxSeqNr
10 if c.sw_in.Buffer[c.sw_in.NextAck] == nil {
11 break
12 }
13 }
14 }
15 message := append ([] byte{1}, intToBytes(nr)...)
16 c.sw_out.outChan <- message
17 } else {
18 message := append ([] byte{4}, intToBytes(nr)...)
19 c.sw_out.outChan <- message
20 }
21 c.sw_in.Mu.Unlock ()
22 }

Listing 5.23: Processing a packet

If nr is not the next in line to be passed to the Demuxer, an ACK containing the
sequence number of the packet is returned to the packets transmitter. In the case
where nr is the next in line to be passed to the Demuxer, the payload gets passed
to GRDP’s packetsIncomingBuffer channel. A channel which the Demuxer is con-
stantly reading from, through calls to GRDP’s readPacket method. The readPacket
method is shown in listing 5.24. It should be noted that before the Demuxer receives
the payload, the CM reads and strips the CM signature from the payload. After the
payload has been passed to packetsIncomingBuffer, an almost empty swPacket, con-
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taining only acked, initialized to false, is placed in the Buffer slot which previously
contained the payload. Then on line 9 of listing 5.23, the NextAck variable, rep-
resenting the sequence number which is next in line to be passed to the Demuxer
is increased. If the next packet is already in the Buffer, the steps will repeat. This
happens until an empty Buffer slot is encountered. After this an ACK is returned for
the received packet, and the method returns.

1 func (grdp *GRDProtocol) ReadPacket () []byte {
2 select {
3 case <-grdp.stopChan:
4 var s []byte
5 s = make ([]byte , 9, 9)
6 return append(append(s, intToBytes (99) ...), []byte("GRDP stopping")...)
7 case b := <-grdp.packetsIncomingBuffer:
8 return b
9 }
10 }

Listing 5.24: GRDP’s ReadPacket method

5.10 Timeout Calculation

The time which GRDP wait before retransmission is based on TCP’s timeout cal-
culation rules [16], which was explained in section 4.4.6. Each time a message is
acknowledged, the RTT gets recorded and passed to the method shown in listing
5.17. The if block from line 8 to line 10, ensures that we get the absolute value of
the difference between the SRTT and RTT.

The calculations is done with float64 representations of seconds. On line 10,
the resulting number is multiplied with 109 to get a number which represents the
duration in nanoseconds. Nanoseconds are the basic units of Go’s time.Time, in
other word, the finest granularity possible in Go. The check on line 14 ensures that
the RTO does not get smaller than the specified minimum RTO.

1 func (s *SlidingWindow) updateTimeoutDur(rtt time.Duration) {
2 if s.firstRtt {
3 s.sRtt = float64(rtt.Seconds ())
4 s.varRtt = float64(rtt.Seconds () / 2)
5 s.firstRtt = false
6 }
7 abs := s.sRtt - rtt.Seconds ()
8 if abs < 0 {
9 abs = -abs
10 }
11 s.varRtt = ((1 - s.beta) * s.varRtt) + (s.beta * abs)
12 s.sRtt = ((1 - s.alpha) * s.sRtt) + (s.alpha * rtt.Seconds ())
13 s.TimeoutDur = time.Duration ((s.sRtt + (4 * s.varRtt)) * 1000000000)
14 if s.TimeoutDur < minimumRTO {
15 s.TimeoutDur = minimumRTO
16 }
17 }

Listing 5.25: Calculating the timeout duration
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5.11 Congestion Avoidance Algorithms

The congestion avoidance works by increasing and decreasing the outgoing window
based on some specific rules. The call to increaseWindow is made when a packet
is acknowledged, as shown on line 6 of listing 5.22. The call to decreaseWindow is
made when a timeout occurs, shown on line 9 of listing 5.21. Though only the AIMD
algorithm is included in the final code base, three variations of congestion avoidance
have been implemented and tested. First we have the slow start algorithm, shown
at line 2 to 10 in listing 5.26. The rules are simple; when decreaseWindow is called,
set window size to 1. When increase window is called, increase window size by 1.
In addition to this, a call to decreaseWindow is made when the outgoing buffer is
first initialized.

1 // ------------------SLowStart ---------------------
2 func (s *SlidingWindow) decreaseWindow () {
3 s.WindowSize = 1
4 }
5 func (s *SlidingWindow) increaseWindow () {
6 s.WindowSize += 1
7 if s.WindowSize > s.maxSeqNr /2 {
8 s.WindowSize = s.maxSeqNr / 2
9 }
10 }
11 // --------------------AIMD ------------------------
12 func (s *SlidingWindow) decreaseWindow () {
13 s.WindowSize = s.WindowSize / 2
14 if s.WindowSize <= 0 {
15 s.WindowSize = 1
16 }
17 }
18 func (s *SlidingWindow) increaseWindow () {
19 s.WindowSize += 1
20 if s.WindowSize > s.maxSeqNr /2 {
21 s.WindowSize = s.maxSeqNr / 2
22 }
23 }
24 // --------------------MIMD ------------------------
25 func (s *SlidingWindow) decreaseWindow () {
26 s.WindowSize = s.WindowSize / 2
27 if s.WindowSize <= 0 {
28 s.WindowSize = 1
29 }
30 }
31 func (s *SlidingWindow) increaseWindow () {
32 if s.WindowSize == 1 {
33 s.WindowSize += 1
34 }
35 s.WindowSize += s.WindowSize / 2
36 if s.WindowSize > s.maxSeqNr /2 {
37 s.WindowSize = s.maxSeqNr / 2
38 }
39 }

Listing 5.26: Slow Start

Next we have AIMD, shown at line 12 to 23 in listing 5.26. In this implemen-
tation of AIMD, window size is cut in half each time a call to decreaseWindow is
made. When a call to increaseWindow is made, window size is increased by 1.

Lastly we have MIMD, shown at line 25 to 39 in listing 5.26. When a call is
made to decreaseWindow, the window size is cut in half. When a call is made to
increaseWindow, the window is increased by half its current size. If the current win-
dow size is 1, the window will be increased by 1. This is to prevent the window size
getting stuck at 1. Which can happen because 1 divided by 2 returns a 0 (integer).
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Chapter 6

Experiments

This chapter details the experiments which were ran to test GRDP, and select some
of its features. We will first describe the test setup, before moving on to display and
discuss the results of the experiments.

By running the experiments, we wish to find which version of the different mech-
anism provides the optimal throughput for GRDP. Throughput is measured as the
number of client request which are processed and completed each second. Such
measurements will be denoted by req/sec.

6.1 setup

The Goxos framework has been used for various other research experiments. It
therefor includes an, already implemented, key-vale-store application, called kvs,
for the purpose of running experiments. The kvs application is a RSM, using Goxos.

There is also an application included called kvsc. This is a client for kvs, which
can be setup to e.g. generate and send a certain amount of randomly generated
write requests to kvs.

Throughput is recorded by the Server module of Goxos. For our experiments
this happens every 25 milliseconds.

There is also a script included for running the experiments. This script had to be
modified slightly, as it had previously been used for experiments involving replica
failure and recovery.

The script first prepares 3 kvs replicas on 3 physical machines. It then prepares
5 physical machines with 26 kvsc-clients each. Each of the 130 clients proceed to
send 3000 randomly generated write requests to the kvs cluster. When a 60 seconds
has passed, the script checks if the states of the replicas are identical. If not, the test
run is deemed invalid. After this, the script generates a HTML-report, containing the
measured throughput of the run. This whole process is repeated for some specified
number of times. In our case 10 or 20 times.
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6.1.1 Hardware

The experiments are run on a cluster of identical machines. The machines are lo-
cated in on of the labs of the University of Stavanger. The machines have the fol-
lowing specifications:

CPU Intel Xeon E5606 @ 2.13 Ghz. (4 cores)

Memory 16 GB

Operating System CentOS 6.8 (6-8.el6.centos.12.3.x86_64)

Network Gigabit

6.1.2 Parameters

In this section we list testing parameters which are unchanged throughout the ex-
periments.

Alpha The alpha variable determents the amount of pipelining used. More infor-
mation about alpha and the pipelining in Goxos can be found in Helleland’s thesis
from 2014 [10].

Batch Size Batch Size determines how many messages can be batched together
before being passed through the Paxos module. As with alpha, batch size has also
been set to a value which makes the experiments conform to earlier experiments.
The batch size is set to 10. For more information about batch size and the batching
in Goxos, see [10] .

Key Size and Value Size The key and value are the data payload of the experi-
ments. For the experiments the key and value size are set to 8 bytes. This means
the total payload size is 16 bytes.

Paxos Implementation All the tests use the Multipaxos implementation of the
Paxos algorithm.

Replicas The number of computers acting as servers. Out experiment use 3 Repli-
cas.

Clients The number of clients sending requests to the replicas. For the experiments
there are 5 physical machines. Each physical machine runs 26 instances of the client
program. This means there are a total of 130 virtual clients.

Number of Requests A request is read or write request sent by a client to the
replicas. Each client in the setup sends 3000 requests. This gives a total of 390000
per 60 second run.
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Run duration and Total Number of Runs Each experiment run is 60 seconds.
Each experiment, except the final comparison between the original implementation
and GRDP, consists of 10 runs.

6.2 Results

In this section the results obtained through the experiments will be presented and
discussed. First some details around failed runs will be given. Next the results
of experiments done to select and tune the various features of GRDP is presented.
Lastly, the results of the final experiment, which compares the original Goxos with
the final incarnation of GRDP will be presented and discussed.

6.2.1 Failed Runs

For all the experiments testing GRDP, the number of valid runs ranged from 7 to 10.
The average being somewhere around 8.5 valid runs per 10 runs. A run is deemed
valid if no clients or replicas crash, and the replica states are identical at the end of
the run. Table 6.1 shows that the average number of valid runs per 10 runs, during
the window size experiment in section 6.2.2, is 8.6429. Most failed runs are due to
an unresolved bug connected to the methods of the test applications MapRequest
struct. Paxos messages sometimes reach their resend limit, it is suspected that this
is also connected to the bug in the test application.

Window Size Runs Valid Runs
1 10 7
2 10 9
3 10 8
4 10 7
5 10 10
6 10 7
7 10 10
8 10 8
9 10 9
10 10 10
25 10 8
50 10 10
500 10 10
1000 10 8
Average: 10 8.6429

Table 6.1: Table of valid runs from the window size experiment in section 6.2.2
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Figure 6.1: A graph showing the result when testing for throughput with different
window sizes.

6.2.2 Window Size

First we ran experiments using different window sizes. For this experiment we use
the BSON encoding scheme and AIMD for congestion avoidance.

When the window size is set to 1, we are, in effect, using Stop-and-Wait, which
was presented in section 2.3.1. As figure 6.1 shows, simply increasing the window
size from 1 to 2 almost doubles the throughput, going from 9000 to 17000 req/sec.
Increasing the window size further yields diminishing increases in throughput until
the graph flattens out at around 27000 req/sec, after reaching a window size of 8.
This means that the increase in window size from 1 to 8 produced a 200% increase
in throughput.

To ensure that the window size does not become a bottleneck in the other exper-
iments, only window sizes larger than 10 will be used. As a default, we set window
size to 100.

6.2.3 Congestion Avoidance

Next we tested the different congestion avoidance algorithms. The results are pre-
sented in figure 6.2. For this experiment we used the BSON encoding scheme and
set the maximum window size to 500.

Unfortunately, congestion conditions were not encountered. This could be be-
cause of some bottleneck limiting the throughput, that the experiment was ran in a
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Figure 6.2: A bar graph showing the result when testing for throughput with differ-
ent congestion avoidance algorithms. The graph includes standard deviation.

cluster environment, or a combination of the two. Due to this, the best results were
attained by not using any congestion avoidance. This makes intuitive sense. In
a scenario where congestion never occurs, removing the overhead associated with
avoiding it should give better throughput. Even so, the algorithms performed al-
most identically, with only around 300 req/sec separating the lowest results from
the highest. When recorded throughput is at around 27000 req/sec, 300 req/sec is
almost negligible.

As the experiment does not indicate a clear best-performer, we fall back on the
research done by Chiu and Jain [15]. As such we select AIMD as the default con-
gestion avoidance for GRDP.

6.2.4 Encoding Schemes

For the experiments ran to test the different encoding schemes we use AIMD for
congestion control and a window size of 50.
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Figure 6.3: A bar graph showing the result when testing for throughput with differ-
ent encoding schemes. The graph includes standard deviations.

As shown in figure 6.3, the Gob scheme delivers the lowest throughput. In actu-
ality, Gob is the fastest serialization method among the four included in the GRDP
[22]. However, as explained in section 5.1, Gob is meant for stream-based com-
munication, and our implementation has to create a new Gob encoder and decoder
for each packet it sends. This results in very poor throughput while using the Gob
scheme.

the XSON scheme performs significantly better than the Gob scheme. The JSON
version achieves a throughput at around 25000 req/sec, while the BSON version
surpass this with around 3000 req/sec, ending up with a throughput at around
28000 req/sec.

Lastly we have the MessagePack scheme. At 28000 req/sec, its performance
is equal that of the BSON scheme. This makes selecting MessagePack as GRDP’s
default encoding scheme easy. It is tied for highest performance, it is the implemen-
tation with lowest amount of code lines and adding new custom types is simple and
easy, requiring only a single line of code.
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Figure 6.4: A graph showing the result when testing for throughput with Mes-
sagePack encoding and different window size.

A closer look at MessagePack

Seeing as the MessagePack scheme was selected as the default encoding scheme in
GRDP, we decided to take a closer look at its performance. For this experiment we
used AIMD congestion avoidance, and tested throughput at different window sizes.

The results show that throughput achievable by the MessagePack scheme is ac-
tually around 2000 req/sec higher than that of the BSON scheme. The graph in
figure 6.4 shows that a throughput closer to 30000 req/sec is actually achieved.

There is some standard deviation observed. To explain this, figure 6.4 also in-
cludes the best and worst run from each test. The average throughput is close to the
maximum throughput achieved for each test, while the minimum is quite far from
the average. This signifies that a few runs with significantly lower throughput than
the average contributes to a lower average and higher standard deviation, while
most runs actually performs close to the maximum.

Upon closer examination of the individual runs, it was observed that in a few
runs, a single client out of the 130 clients does not connect to the replicas until all
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the other 129 clients are done sending all their requests. When only this one client
is being served, its suspected that not enough requests are supplied for the batcher
to have any effect. As such a lower throughput is observed. These cases are rare,
and as such the average throughput is expected to approach around 30000 req/sec
in the long run.

6.3 Final Experiment

Finally, we compare GRDP with the original implementation of Goxos. For this
experiment GRDP uses the mechanisms and configurations which has been selected
as default. AIMD is used for congestion avoidance. Window size is set to 100 and
we use the MessagePack encoding scheme.

For the last experiment we use 20 valid runs for each protocol to make the com-
parison. This meant running different amount of runs for the two protocols, as the
original failed around 50% of the time, thanks to the bug in the testing application,
which was mentioned in 6.2.1.

Most of GRDP’s runs were valid, but two runs where a client connects after all
others have finished, were removed. The runs in question are not representative of
the actual throughput, as not enough packets are being supplied to the replicas for a
certain period of time, resulting in throughput recordings as low as 11000 req/sec.
Below, in table 6.2 the results of the 20 valid runs are displayed.

Run Throughput (Original) Throughput (GRDP)
1 39897 30528
2 39897 30891
3 40310 30891
4 39897 27036
5 39694 30891
6 39897 30952
7 39593 30769
8 40102 31075
9 39897 30952
10 39897 30891
11 39795 27177
12 39593 30891
13 40414 30891
14 39593 30830
15 40102 30648
16 35944 30830
17 39593 30708
18 39897 24111
19 39897 31075
20 39795 30708

Table 6.2: Table of throughputs from the final experiment. Throughput is measured
in request per second
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Figure 6.5: The final comparison between the original implementation and GRDP.

Final Comparison

The average throughputs and standard deviations of the final experiment are shown
in figure 6.5. The original Goxos implementation achieves a throughput of 39685
req/sec, with a standard deviation of 908, while GRDP achieved a throughput of
30137 req/seq with a standard deviation of 1829. This means GRDP delivers 75,94%
of the originals throughput. In other word, we have unfortunately not achieved our
goal of increasing the performance of Goxos. Even so, this is a decent result, which
could be improved in various ways in the future. To this end, some suggestions will
be given in chapter 7

We suspect the major bottleneck of GRDP to be the encoding scheme. Some
benchmarking test show that when implemented as intended, Gob, which the orig-
inal uses, is approximately 35% faster than MessagePack [22].

The results also indicates that the assumption stated in section 6.2.4, concerning
the throughput approaching 30000 req/sec in the long run, is correct, as the GRDP’s
throughput is actually over 30000 req/sec.
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Chapter 7

Future Work

This chapter describes some possible future work related to improving the perfor-
mance and functionality of GRDP. All three recommendations could significantly
increase the performance and efficiency of GRDP.

7.1 Encoding

Encoding and decoding are suspected of being the major bottlenecks of GRDP. Bench-
mark tests of different encoding methods, performed by Alec Thomas, shows that
multiple methods outperforms MessagePack, using less then half the time of Mes-
sagePack to encode and decode data [22]. A new encoding scheme would only
involve creating a new Sender and Demuxer at the top level. A possible substitute
for the current MessagePack encoding scheme could be one using Google’s protocol
buffers or the extended version called gogoprotobuf [24].

7.2 Multicast

By being based on UDP, it is possible to extend GRDP with multicast. The larger a
cluster of RSM replicas get, the more they could benefit from the use of multicast.
Currently GRDP uses unicast, meaning transmission is one-to-one. In the current
implementation of GRDP, when a node issues a broadcast request, a packet is written
to the network for each connection. With multicast, there would always be just a
single write, as multicast is a one-to-many method of transmission.

7.3 Batching

Goxos already has Batching for the messages passing through its Paxos module. In
his thesis from 2014, Helleand show the great effect this had on the performance of
Goxos [10]. Implementing a similar mechanism for GRDP is possible. GRDP could
potentially gain a large increase in throughput by batching a number of packets
together, before sending them over the network.
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Chapter 8

Conclusion

While being fault tolerance is important for a cloud computing system, it is also vital
that the system is able to make progress. This thesis has provided a new commu-
nications protocol which ensures that a Paxos-based RSM framework, specifically
Goxos, can continue to make progress. The protocol achieves this by selectively re-
transmits lost packets based on timeouts, calculated with the use of round trip time
measurements. The protocol also provides mechanisms for ordering out-of-order
packets before passing them to the application, as well as a mechanism for avoiding
congestion. In other words, the protocol is prepared for harsh network conditions.
All this is achieved with the use of a small, 5 byte, header. Which means that band-
width is mainly being used to transmit what is actually important, the payload.

Various experiments were performed, testing and comparing different mech-
anisms. Through the experiments, an encoding scheme based on MessagePack
was selected, and additive-increase/multiplicative-decrease was included to pro-
vide congestion avoidance. We saw the great benefit of implementing a sliding
window protocol, and we saw the great drawback of using Gob for datagram-based
communication.

Though the new protocol does not surpass the original Goxos framework when
it comes to performance, it delivers a viable throughput, not far from the original’s.
In addition, by being implemented in user space, and having a modular, layered
structure, the new protocol is open and accessible for further modifications and
improvements.
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Appendix A

Running the Code

1. Make sure ‘$GOPATH‘ is set locally.

2. Uncompress the code attached to this pdf into the "$GOPATH/src" directory.

3. Install BSON with: $ go get gopkg.in/mgo.v2/bson

4. Install MessagePack with: $ go get gopkg.in/vmihailenco/msgpack.v2

5. Install Fabric (http://fabfile.org/) and its Python dependencies.

6. Navigate to "$GOPATH/src/github.com/relab/goxos/exp/exprun".

7. Make sure the prerequisites defined in the README.md file are met.

8. Create an experiement description, defined in an INI file. See example-exp.ini
for available options.

9. Run the scrip using either the default or a custom output path:

(a) Using the default output path (‘/tmp/kvs-experiments‘):
$ fab run_exp:example-exp.ini

(b) Using a custom output path:
$ fab run_exp:example-exp.ini,local_out=/tmp/somedir
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Appendix B

Attachments

Source code: attached to pdf
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github.com/relab/goxos/app/doc.go

/*
Package app provides the App interface which is required to be implemented by
implementors of new replicated services.
*/
package app







github.com/relab/goxos/app/handler.go

package app

// The Handler interface must be implemented by an implementer of a Goxos replicated
// service. It must be possible to pass a command to the application through the Execute()
// method, as well as get and set the state of the application using GetState() and SetState().
type Handler interface {
	Execute(req []byte) (resp []byte)
	GetState(slotMarker uint) (sm uint, state []byte)
	SetState(state []byte) error
}







github.com/relab/goxos/app/state.go

package app

import (
	"github.com/relab/goxos/paxos"
)

type StateReq struct {
	respChan chan<- State
}

func NewStateReq(respChan chan<- State) StateReq {
	return StateReq{respChan}
}

func (sr *StateReq) RespChan() chan<- State {
	return sr.respChan
}

type State struct {
	SlotMarker paxos.SlotID
	State      []byte
}

func NewState(slotMarker paxos.SlotID, state []byte) State {
	return State{slotMarker, state}
}







github.com/relab/goxos/arec/ac_handle.go

package arec

import (
	"time"

	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const (
	connectionwait = 20 * time.Millisecond
	connwaittimes  = 30
)

func (rh *AReconfHandler) checkOutsideActivation(ac *Activation) bool {

	// Is the activation for an old Epoch?
	if ac.Epoch < rh.id.Epoch {
		glog.V(2).Infoln("aborting activation in old epoch")
		return false
	}

	if ac.Epoch == rh.id.Epoch && rh.stateful {
		glog.V(2).Infoln("aborting redundent activation in current epoch")
		return false
	}

	for ep := range ac.Confs {
		if _, ok := rh.confs[ep]; !ok && ep > ac.Epoch {
			rh.confs[ep] = ac.Confs[ep]
			if ep > rh.maxEpochSeen {
				rh.maxEpochSeen = ep
			}
		}
	}

	return true
}

func (rh *AReconfHandler) handleActivation(ac *Activation) {
	glog.V(2).Infoln("received", ac)

	// If we are still valid, make the acceptor stop.
	if rh.valid && rh.stateful {
		rh.acceptorState = rh.acceptor.GetState(rh.adu.Value(), rh.acceptorRelease)
	}

	rh.changeEpoch(ac.Epoch)

	rh.acceptorState = ac.AccState
	rh.accFirstSlot = ac.AduSlot + 1
	rh.acceptor.SetState(ac.AccState)
	rh.acceptor.SetLowSlot(rh.accFirstSlot)
	rh.proposer.SetNextSlot(rh.accFirstSlot)

	for id := range rh.confs[ac.Epoch] {
		rh.fd.SetAlive(id)
	}

	if rh.maxEpochSeen <= ac.Epoch {
		rh.valid = true
		rh.confs = make(map[grp.Epoch]map[grp.ID]grp.Node)
		if rh.stateful {
			rh.acceptorRelease <- true
		} else {
			close(rh.runPaxosChan)
			rh.stateful = true
		}
		elog.Log(e.NewEvent(e.ARecRestart))
	} else {
		rh.valid = false
		rh.stateful = true
		glog.V(2).Infoln("sending Cpromise to higher confs")
		nextEpoch := rh.maxEpochSeen
		for ep := range rh.confs {
			if ep <= rh.id.Epoch {
				delete(rh.confs, ep)
			} else if ep < nextEpoch {
				nextEpoch = ep
			}
			//Send CPromise to nextEpoch
		}
	}
}

//Change the local epoch.
func (rh *AReconfHandler) changeEpoch(epoch grp.Epoch) {
	if _, ok := rh.confs[epoch]; !ok {
		//Can the following happen?
		glog.Errorln("received activation for Epoch I do not know")
		return
	}

	glog.V(2).Info("requesting hold from grpmgr")
	holdChan := make(chan bool)
	rh.grpmgr.RequestHold(holdChan)
	defer close(holdChan)

	getconn := rh.reconnect(epoch)

	holdChan <- false

	rh.id.Epoch = epoch
	rh.grpmgr.SetNewNodeMap(rh.confs[epoch])
	rh.grpmgr.SetID(rh.id)

	rh.waitForFullConnection(getconn)
}

//Important! This has to be done, while the grpmgr is on Hold.
//We reconnect everybody to get the new ids into the new connections.
func (rh *AReconfHandler) reconnect(epoch grp.Epoch) (notconn []grp.ID) {
	pid := rh.id.PaxosID
	notconn = make([]grp.ID, 0, pid)
	/*
		for gcid := range rh.confs[epoch] {
			if pid < gcid.PaxosID {
				glog.V(2).Infof("connecting to %v\n", gcid)
				conn, err := net.GxConnectTo(rh.confs[epoch][gcid], grp.NewID(rh.id.PaxosID, epoch), gcid, rh.dmx)
				if err != nil {
					glog.V(2).Infof("could not connect to %v", gcid)
					//should we retry later?
				} else if err = net.AddToConnections(conn, true); err != nil {
					glog.Fatalln("error when adding replacer connection", err)
				}
			} else if pid > gcid.PaxosID {
				notconn = append(notconn, gcid)
			}
		}
	*/
	return notconn
}

func (rh *AReconfHandler) waitForFullConnection(getconn []grp.ID) {
	/*for i := 0; i < connwaittimes; i++ {
		notconn := net.CheckConnections(getconn)
		if len(notconn) == 0 {
			glog.V(3).Infoln("we are fully connected")
			return
		}
		glog.V(2).Infof("we are not connected to %v, waiting %v", notconn, connectionwait)
		time.Sleep(connectionwait)
	}
	glog.V(2).Infoln("waited 5 times, still not fully connected")
	*/
	return
}

//For new Replica.
func (rh *AReconfHandler) newconnect(epoch grp.Epoch) {
	/*
		var keys []grp.ID
		for key := range rh.confs[epoch] {
			keys = append(keys, key)
		}
		notconn := net.CheckConnections(keys)
		if len(notconn) == 0 {
			return
		}
		glog.V(1).Infoln("missing connections to %v", notconn)
		for _, id := range notconn {
			if id.PaxosID > rh.id.PaxosID {
				glog.V(2).Infof("connecting to %v\n", id)
				conn, err := net.GxConnectTo(rh.confs[epoch][id], grp.NewID(rh.id.PaxosID, epoch), id, rh.dmx)
				if err != nil {
					glog.V(2).Infof("could not connect to %v", id)
					//should we retry later?
				} else if err = net.AddToConnections(conn, true); err != nil {
					glog.Fatalln("error when adding replacer connection", err)
				}
			}
		}
	*/
}

/*
func (rh *AReconfHandler) reconnect(epoch grp.Epoch) {
	for gc := range rh.confs[epoch] {
		// Are we increasing the number of nodes?
		if int(gc.PaxosId) > int(rh.grpmgr.NodeMap().NrOfNodes())-1 {
			glog.V(5).Infof("increasing number of nodes")
			//TODO: Connect
			//Or is the node a replacement?
		} else if nw := rh.grpmgr.NodeMap().IsNew(gc, rh.confs[epoch][gc]); nw {
			glog.V(5).Infof("connecting to new node %v\n", gc)
			conn, err := net.GxConnectTo(rh.confs[epoch][gc], rh.id, grp.NewId(gc.PaxosId, epoch), rh.dmx)
			if err != nil {
				glog.V(5).Infof("could not connect to %v", gc)
				//should we retry later?
			} else if err = net.AddToConnections(conn, true); err != nil {
				glog.Fatalln("error when adding replacer connection", err)
			}
		}
	}
}
*/







github.com/relab/goxos/arec/arec.go

package arec

import (
	"errors"
	"sync"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/nodeinit"
	"github.com/relab/goxos/paxos"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// ReplacementHandler represents a Goxos submodule handling the core Asynchronous
// Reconfiguration protocol. It is responsible for handling startup for replicas
// joining a Goxos cluster as the result of a replacement. The module is also
// responsible for initiating replacements based failure indications.
type AReconfHandler struct {
	id                 grp.ID
	rleader            grp.ID
	config             *config.Config
	appID              string
	stateful           bool
	valid              bool
	acceptorState      *paxos.AcceptorSlotMap
	accFirstSlot       paxos.SlotID
	acceptorRelease    chan bool
	reconfInProgress   bool
	muReconfInProgress sync.Mutex
	confs              map[grp.Epoch]map[grp.ID]grp.Node
	maxEpochSeen       grp.Epoch
	cPromises          map[grp.Epoch][]*CPromise
	replicaProvider    nodeinit.ReplicaProvider
	dmx                net.Demuxer
	grpmgr             grp.GroupManager
	fd                 *liveness.Fd
	ld                 liveness.LeaderDetector
	fdChan             <-chan liveness.FdMsg
	repLdChan          <-chan grp.ID
	bcast              chan<- interface{}
	ucast              chan<- net.Packet
	reconfMsgChan      <-chan ReconfMsg
	cPromiseChan       <-chan CPromise
	activationChan     <-chan Activation
	runPaxosChan       chan bool
	cmdChan            chan ReconfCmd
	appStateReqChan    chan<- app.StateReq
	acceptor           paxos.Acceptor
	proposer           paxos.Proposer
	adu                *paxos.Adu
	stop               chan bool
	stopCheckIn        *sync.WaitGroup
}

// NewAReconfHandler returns a new areconfig handler.
func NewAReconfHandler(id grp.ID, conf *config.Config, appID string,
	grpmgr grp.GroupManager, fd *liveness.Fd, ld liveness.LeaderDetector,
	bcast chan<- interface{}, ucast chan<- net.Packet, dmx net.Demuxer,
	asrch chan<- app.StateReq, acceptor paxos.Acceptor, proposer paxos.Proposer, adu *paxos.Adu,
	stopCheckIn *sync.WaitGroup) *AReconfHandler {
	return &AReconfHandler{
		id:               id,
		rleader:          ld.ReplacementLeader(),
		config:           conf,
		appID:            appID,
		stateful:         id.Epoch == grp.Epoch(0), //Initial servers are statefull on start.
		valid:            true,
		acceptorRelease:  make(chan bool),
		reconfInProgress: false,
		confs:            make(map[grp.Epoch]map[grp.ID]grp.Node),
		maxEpochSeen:     id.Epoch,
		cPromises:        make(map[grp.Epoch][]*CPromise),
		replicaProvider:  nodeinit.GetReplicaProvider(0, conf),
		dmx:              dmx,
		grpmgr:           grpmgr,
		fd:               fd,
		ld:               ld,
		bcast:            bcast,
		ucast:            ucast,
		runPaxosChan:     make(chan bool),
		cmdChan:          make(chan ReconfCmd, 1),
		appStateReqChan:  asrch,
		acceptor:         acceptor,
		proposer:         proposer,
		adu:              adu,
		stop:             make(chan bool),
		stopCheckIn:      stopCheckIn,
	}
}

// Start starts the AReconfHandler by spawning a goroutine to handle
// incoming and outgoing messages.
func (rh *AReconfHandler) Start() {
	glog.V(1).Info("starting")
	rh.registerAndSubscribe()

	go func() {
		defer rh.stopCheckIn.Done()
		for {
			select {
			case fdmsg := <-rh.fdChan:
				rcmd := rh.handleFdMsg(&fdmsg)
				if rcmd != nil {
					rh.handleReconfCmd(rcmd)
				}
			case ldmsg := <-rh.repLdChan:
				rh.handleRepLdMsg(ldmsg)
			case rm := <-rh.reconfMsgChan:
				cp := rh.handleReconfMsg(&rm)
				if cp != nil {
					rh.sendCP(cp, &rm.OldIds)
				}
			case cp := <-rh.cPromiseChan:
				ac := rh.handleCPromise(cp)
				if ac != nil {
					rh.handleActivation(ac)
				}
			case ac := <-rh.activationChan:
				correct := rh.checkOutsideActivation(&ac)
				if correct {
					rh.handleActivation(&ac)
				}
			case arc := <-rh.cmdChan:
				rh.handleReconfCmd(&arc)
			case <-rh.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the AReconfHandler.
func (rh *AReconfHandler) Stop() {
	rh.stop <- true
}

// RequestReplacement request replacement of the replica specified
// by rcmd.
func (rh *AReconfHandler) RequestReconf(rcmd ReconfCmd) error {
	rh.cmdChan <- rcmd
	//err := <-rcmd.err
	return nil
}

// WaitForActivation blocks until a replica is activated by using the
// protocol. The method returns immediately if the replica
// is already activated. This method should be used by a replacer replica
// during startup.
func (rh *AReconfHandler) RunningPaxos() {
	if rh.stateful && rh.valid {
		return
	}

	<-rh.runPaxosChan
	glog.V(2).Infoln("valid and statefull activation")
	// Disabled for the current implementation using TCP
	//close(rh.cancelActivationTimer)
	//go rh.signalTerminateToReplacedNode()

	return
}

func (rh *AReconfHandler) registerAndSubscribe() {
	rmch := make(chan ReconfMsg, rh.grpmgr.Quorum())
	rh.dmx.RegisterChannel(rmch)
	rh.reconfMsgChan = rmch

	cpch := make(chan CPromise, rh.grpmgr.NrOfNodes()*2)
	rh.dmx.RegisterChannel(cpch)
	rh.cPromiseChan = cpch

	acch := make(chan Activation)
	rh.dmx.RegisterChannel(acch)
	rh.activationChan = acch

	rh.fdChan = rh.fd.SubscribeToFdMsgs("ar")
	rh.repLdChan = rh.ld.SubscribeToReplacementLdMsgs("ar")
}

func (rh *AReconfHandler) nodeIsReplacementLeader() bool {
	return rh.id == rh.rleader
}

func (rh *AReconfHandler) handleFdMsg(fdmsg *liveness.FdMsg) *ReconfCmd {
	glog.V(2).Infoln("received msg from fd:", fdmsg)

	if !rh.nodeIsReplacementLeader() {
		return nil
	}

	switch fdmsg.Event {
	case liveness.Suspect:
		glog.V(2).Infoln("requesting replacement of node", fdmsg.ID)
		return NewReconfCmdFromID(fdmsg.ID)
	case liveness.Restore:
		return nil
	}

	return nil
}

var (
	ErrInvalidID     = errors.New("provided id is not a part of the running cluster")
	ErrEpochMismatch = errors.New("inconsistency between epoch in id and epoch in epoch vector")
)

func (rh *AReconfHandler) handleReconfCmd(rcmd *ReconfCmd) {
	glog.V(2).Infoln("received command - ", rcmd)
	if !rh.valid || !rh.stateful {
		glog.V(2).Infoln("aborting reconf, since not valid and stateful", rcmd)
		return
	}

	if inProgress := rh.IsReconfigInProgress(); inProgress {
		glog.V(2).Infoln("aborting reconf, since other reconf in progress", rcmd)
		return
	}
	elog.Log(e.NewEvent(e.ARecStart))
	rh.SetReconfigInProgress(true)
	// Try also: go rh.prepareandSend(rcmd)

	rcMsg, newNodes, err := rh.reconfSetupLocal(rcmd)
	if err != nil {
		glog.Errorln("error preparing reconfiguration locally, aborting:", err)
		rh.SetReconfigInProgress(false)
		rh.cmdChan <- *rcmd
		return
	}

	appState := rh.getAppState()

	go rh.doRemoteSetupAndSend(rcMsg, newNodes, appState, rcmd)

	//rh.prepareandSend(rcmd)

}

func (rh *AReconfHandler) doRemoteSetupAndSend(rcMsg *ReconfMsg,
	newNodes map[grp.Node]config.TransferWrapper,
	appState *app.State, rcmd *ReconfCmd) {

	if err := reconfSetupGlobal(newNodes, *appState); err != nil {
		glog.Errorln("error while preparing remote nodes, aborting", rcmd)
		rh.SetReconfigInProgress(false)
		rh.cmdChan <- *rcmd
	} else {
		rh.bcast <- *rcMsg
		elog.Log(e.NewEvent(e.ARecRMSent))
		glog.V(2).Infoln("initalization done, broadcasting ReconfMsg")
	}
}

// SetReconfigInProgress is used to indicate that a reconfiguration is being prepared
func (rh *AReconfHandler) SetReconfigInProgress(inProgress bool) {
	glog.V(2).Infoln("setting reconfig in progress to", inProgress)
	rh.muReconfInProgress.Lock()
	defer rh.muReconfInProgress.Unlock()
	rh.reconfInProgress = inProgress
}

// IsReconfigInProgress returns the value uf reconfInProgress.
func (rh *AReconfHandler) IsReconfigInProgress() bool {
	rh.muReconfInProgress.Lock()
	defer rh.muReconfInProgress.Unlock()
	return rh.reconfInProgress
}

func (rh *AReconfHandler) handleRepLdMsg(repLdID grp.ID) {
	// Set the leader when method returns
	defer func() {
		rh.rleader = repLdID
	}()

	// If the replacement leader id is different from ours, do nothing
	if repLdID != rh.id {
		return
	}

	// We are not the current replacement leader, and the trust message is
	// for our id, handle it (if we are already for some reason are the
	// replacement leader, we do nothing).
	if rh.rleader != rh.id {
		glog.V(2).Infoln("I'm now replacement leader")
		// Let the FD resend every current suspected node in case the
		// failed replacement leader has failed to replace them.
		//rh.fd.ResendCurrentSuspected()
	}
}







github.com/relab/goxos/arec/cmd.go

package arec

import (
	"fmt"

	"github.com/relab/goxos/grp"
)

// ReconfCmd encapsualtes a replacement command.
type ReconfCmd struct {
	repl []grp.ID
	add  int
}

// NewReconfCmdFromID returns a replacement command for
// the replica with identifier id.
func NewReconfCmdFromID(id grp.ID) *ReconfCmd {
	return &ReconfCmd{[]grp.ID{id}, 0}
}

// NewReconfCmdFromSlice returns a replacement command for
// the replicas specified.
func NewReconfCmdFromSlice(ids []grp.ID) ReconfCmd {
	return ReconfCmd{ids, 0}
}

// String returns a text representation of the
// replacement command.
func (rc ReconfCmd) String() string {
	return fmt.Sprintf("Replace nodes %v, add %v nodes", rc.repl, rc.add)
}







github.com/relab/goxos/arec/cp_handle.go

package arec

import (
	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (rh *AReconfHandler) handleCPromise(cp CPromise) *Activation {
	glog.V(2).Infoln("received", cp)

	if cp.NewEpoch < rh.id.Epoch {
		glog.V(2).Info("ignoring old cpromise")
		return nil
	}

	if cp.NewEpoch == rh.id.Epoch && rh.stateful {
		glog.V(2).Info("ignoring old cpromise")
		return nil
	}

	for epoch := range cp.Confs {
		if epoch >= cp.NewEpoch { //Store Conf
			if _, ok := rh.confs[epoch]; !ok {
				rh.confs[epoch] = cp.Confs[epoch]
				if epoch > rh.maxEpochSeen {
					rh.maxEpochSeen = epoch
				}
			}
		} else if epoch < cp.NewEpoch && cp.ID.Epoch < epoch {
			//Send NewConf message to configuration with epoch.
			//This cPromise is not stored.
			return nil
		}
	}

	// Store CPromise
	var promises []*CPromise
	if cpros, exists := rh.cPromises[cp.ID.Epoch]; exists {
		promises = append(cpros, &cp)
		rh.cPromises[cp.ID.Epoch] = promises
	} else {
		promises = make([]*CPromise, 0, cp.QuorumSize)
		rh.cPromises[cp.ID.Epoch] = append(promises, &cp)
		glog.V(2).Infof("cPromise in new Epoch, not yet a quorum")
		return nil
	}

	// Is it not possible to obtain a valid quorum due to size?
	if uint(len(promises)) < cp.QuorumSize {
		glog.V(2).Infof("need %d c promises before staring to check for "+
			"a valid quorum", cp.QuorumSize-uint(len(promises)))
		return nil
	}

	validQuorum, quorum := check(promises, cp.ID.Epoch)
	if !validQuorum {
		glog.V(2).Info("could not extract a valid quorum from " +
			"current set of cpromises")
		return nil
	}

	elog.Log(e.NewEvent(e.ARecActivatedFromCPs))
	rh.acceptorState, rh.accFirstSlot = extractAcceptorState(quorum)
	glog.V(2).Info("found a state")

	glog.V(2).Info("send Activation")
	return &Activation{cp.NewEpoch, rh.accFirstSlot, rh.acceptorState, rh.confs}

	// Disabled for the current implementation using TCP
	//rh.cancelActivationTimer <- true

}

func check(msgs []*CPromise, epoch grp.Epoch) (bool, []*CPromise) {
	returmsgs := make([]*CPromise, 0, len(msgs))
	ids := make(map[grp.PaxosID]bool, len(msgs))
	for _, cp := range msgs {
		if _, exists := ids[cp.ID.PaxosID]; cp.ID.Epoch == epoch && !exists {
			ids[cp.ID.PaxosID] = true
			returmsgs = append(returmsgs, cp)
		} else {
			glog.V(2).Infof("found a cp with id %v in epochs for %v",
				cp.ID, epoch)
		}

	}
	if len(returmsgs) == 0 || uint(len(returmsgs)) < returmsgs[0].QuorumSize {
		return false, returmsgs
	}

	return true, returmsgs

}

//TODO: we should decouple rnd and the slots. After that, change also this.
func extractAcceptorState(cps []*CPromise) (slotMap *px.AcceptorSlotMap, firstSlot px.SlotID) {
	glog.V(2).Info("extracting acceptor state from cpromises")
	slotMap = px.NewAcceptorSlotMap()
	for _, cp := range cps {
		if cp.AduSlot > firstSlot {
			firstSlot = cp.AduSlot
		}
		if cp.AccState.Rnd.Compare(slotMap.Rnd) == 1 {
			slotMap.Rnd = cp.AccState.Rnd
		}
		for id, accSlot := range cp.AccState.Slots {
			slot := slotMap.GetSlot(id)
			if accSlot.VRnd.Compare(slot.VRnd) >= 0 &&
				accSlot.VRnd.Compare(slot.VRnd) != 0 {
				slot = accSlot
			}
		}
	}
	slotMap.Rnd.ID.Epoch = cps[0].NewEpoch

	return
}







github.com/relab/goxos/arec/epochgen.go

package arec

import "github.com/relab/goxos/grp"

func getNewEpoch(id grp.ID) grp.Epoch {
	return grp.Epoch(uint64(id.PaxosID) + (uint64(id.Epoch)/10+1)*10)
}

func cantorPairing(k1, k2 uint64) uint64 {
	return (k1+k2)*(k1+k2+1)/2 + k2
}







github.com/relab/goxos/arec/init_areconfig.go

package arec

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	ni "github.com/relab/goxos/nodeinit"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func reconfSetupGlobal(newNodes map[grp.Node]config.TransferWrapper,
	appState app.State) error {
	glog.V(2).Infoln("Initializing new Nodes")

	//TODO: Do this in a goroutine?
	for nd, conf := range newNodes {
		if err := ni.InitNode(ni.AReconfNode, nd,
			conf.ID, conf, appState); err != nil {
			glog.V(2).Infoln("Error while initializing new Node", nd)
			return err
		}
	}
	return nil
}

func (rh *AReconfHandler) reconfSetupLocal(rcmd *ReconfCmd) (
	rMsg *ReconfMsg, newNodes map[grp.Node]config.TransferWrapper, err error) {

	//Generate new epoch
	glog.V(2).Info("calculating new epoch")
	newEpoch := getNewEpoch(rh.id)
	glog.V(2).Infoln("new epoch was", newEpoch)

	//New and Old NodeMap
	oldMap := rh.grpmgr.NodeMap().CloneMap()
	newMap := make(map[grp.ID]grp.Node)
	newids := make([]grp.ID, 0, len(rcmd.repl)+rcmd.add)
	oldids := make(map[grp.ID]bool, len(oldMap))
	newNodes = make(map[grp.Node]config.TransferWrapper)

	//Fill new map with old nodes.
	for id, node := range oldMap {
		newMap[grp.NewID(id.PaxosID, newEpoch)] = node
		oldids[id] = true
	}

	//For every replacement:
	for _, repID := range rcmd.repl {
		if _, ok := oldMap[repID]; ok {
			// Try to get a replacer through our ReplacerProvider
			node, err2 := rh.replicaProvider.GetReplica(rh.appID, "lr")
			if err != nil {
				return nil, newNodes, err2
			}
			newid := grp.NewID(repID.PaxosID, newEpoch)
			delete(oldids, repID)
			newids = append(newids, newid)
			newMap[newid] = node
		} else {
			err = ErrInvalidID
			return nil, newNodes, err
		}
	}

	//Add new nodes:
	if rcmd.add > 0 {
		size := len(newMap)
		for i := 0; i < rcmd.add; i++ {
			node, err2 := rh.replicaProvider.GetReplica(rh.appID, "lr")
			if err2 != nil {
				return nil, newNodes, err2
			}
			newID := grp.NewID(grp.PaxosID(int8(size)), newEpoch)
			newMap[newID] = node
			newids = append(newids, newID)
			size++
		}
	}
	for _, id := range newids {
		replacedID := grp.NewID(id.PaxosID, rh.id.Epoch)
		delete(oldMap, replacedID)
		oldMap[id] = newMap[id]
		newNodes[newMap[id]] = config.TransferWrapper{
			ID:        id,
			NodeMap:   oldMap,
			ConfigMap: rh.config.CloneToKeyValueMap(),
		}
	}
	rMsg = &ReconfMsg{newEpoch, newMap, oldids, rh.adu.Value()}

	return rMsg, newNodes, nil

}

func (rh *AReconfHandler) getAppState() *app.State {
	glog.V(2).Info("requesting application state from server module")
	respChan := make(chan app.State)
	req := app.NewStateReq(respChan)
	rh.appStateReqChan <- req
	appState := <-respChan
	return &appState
}







github.com/relab/goxos/arec/msg.go

package arec

import (
	"encoding/gob"
	"fmt"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(ReconfMsg{})
	gob.Register(CPromise{})
	gob.Register(Activation{})
}

type ReconfMsg struct {
	NewEpoch grp.Epoch
	NodeMap  map[grp.ID]grp.Node
	OldIds   map[grp.ID]bool
	AduSlot  paxos.SlotID
}

type CPromise struct {
	ID         grp.ID
	QuorumSize uint
	Sender     grp.Node
	NewEpoch   grp.Epoch
	Confs      map[grp.Epoch]map[grp.ID]grp.Node
	AduSlot    paxos.SlotID
	AccState   paxos.AcceptorSlotMap
}

type Activation struct {
	Epoch    grp.Epoch
	AduSlot  paxos.SlotID
	AccState *paxos.AcceptorSlotMap
	Confs    map[grp.Epoch]map[grp.ID]grp.Node
}

func (rm ReconfMsg) String() string {
	return fmt.Sprintf("Reconf Msg with epoch %v, nodes:"+
		"%v and Slot %v", rm.NewEpoch, rm.NodeMap, rm.AduSlot)
}

func (cp CPromise) String() string {
	keys := make([]grp.Epoch, 0, len(cp.Confs))
	for k := range cp.Confs {
		keys = append(keys, k)
	}
	return fmt.Sprintf("CPromise from %v, including confs %v:", cp.ID, keys)
}

func (ac Activation) String() string {
	keys := make([]grp.Epoch, 0, len(ac.Confs))
	for k := range ac.Confs {
		keys = append(keys, k)
	}
	return fmt.Sprintf("Activation for epoch %v, including confs %v:", ac.Epoch, keys)
}







github.com/relab/goxos/arec/rm_handle.go

package arec

import (
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (rh *AReconfHandler) handleReconfMsg(rm *ReconfMsg) *CPromise {
	//rh.eventLogger.Log(e.NewEvent(e.RecvPrepareEpoch))
	glog.V(2).Infoln("received reconf msg:", rm)

	// If we're a replacer node, are we statefull ?
	if !rh.stateful {
		glog.V(2).Info("we're not stateful, dont know what to do with this message.")
		return nil
	}

	// Is new epoch larger?
	if !(rm.NewEpoch > rh.id.Epoch) {
		glog.V(2).Info("new epoch lower then mine, ignoring")
		return nil
	}

	//Running Paxos?
	if rh.valid {
		elog.Log(e.NewEvent(e.ARecStopPaxos))
		// Stop Paxos, by stopping acceptor and get state.
		glog.V(2).Info("requesting acceptor state")
		//defer close(acceptorRelease)
		rh.acceptorState = rh.acceptor.GetState(rm.AduSlot, rh.acceptorRelease)
		rh.valid = false
	} else {
		for epoch := range rh.confs {
			if rh.id.Epoch < epoch && epoch < rm.NewEpoch {
				rh.updateConfs(rm)
				//We have to first get activated in one epoch, to go to the next.
				glog.V(2).Info("exists other reconf with lower epoch, ignoring")
				return nil
			}
		}

	}

	rh.updateConfs(rm)
	//TODO:Start NewConfTimeout
	//	broadcast a NewConf Message.

	// Are we being replaced?
	if _, ok := rm.OldIds[rh.id]; !ok {
		//We are being replaced, what should we do?
		return nil
	}

	// Our id and node info
	node, found := rh.grpmgr.NodeMap().LookupNode(rh.id)
	if !found {
		glog.Fatal("running node not found in nodemap")
		return nil
	}

	glog.V(2).Info("generating cpromise")
	cp := CPromise{rh.id, rh.grpmgr.Quorum(), node, rm.NewEpoch, rh.confs, rm.AduSlot, *rh.acceptorState}

	return &cp
}

func (rh *AReconfHandler) sendCP(cp *CPromise, oldids *map[grp.ID]bool) {

	newnodes := cp.Confs[cp.NewEpoch]
	oldPax := make([]bool, len(newnodes))
	for id := range *oldids {
		oldPax[id.PaxosID] = true
		rh.ucast <- net.Packet{DestID: id, Data: *cp}
	}
	/*
		for id, node := range newnodes {
			if !oldPax[id.PaxosID] {
				glog.V(2).Infof("connecting to new node %v", id)
				conn, err := net.GxConnectEphemeral(node, rh.id)
				if err != nil {
					glog.Warningf("connection attempt to %v failed", id)
					conn, err = net.GxConnectEphemeral(node, rh.id)
					if err != nil {
						glog.Errorf("sending cpromise to %v aborted, reason %v:", id, err)
						continue
					}
				}

				glog.V(2).Info("sending cpromise")
				if err = conn.Write(*cp); err != nil {
					glog.Errorln("handling cpromise aborted, reason:", err)
					conn.Close()
				}
				conn.Close()
			}
		}
	*/

}

func (rh *AReconfHandler) updateConfs(rm *ReconfMsg) {
	rh.confs[rm.NewEpoch] = rm.NodeMap
	if rm.NewEpoch > rh.maxEpochSeen {
		rh.maxEpochSeen = rm.NewEpoch
	}
}







github.com/relab/goxos/authenticatedbc/authacceptor.go

package authenticatedbc

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type AuthAcceptor struct {
	id          grp.ID
	dmx         net.Demuxer
	rounds      *RoundStorage
	lowSlot     px.SlotID
	actors      []grp.ID
	authmgr     *AuthManager
	bcast       chan<- interface{}
	ucast       chan<- net.Packet
	publishChan <-chan Publish
	valReqChan  <-chan ValReq
	stop        chan bool
	stopCheckIn *sync.WaitGroup
}

// Construct a new AuthAcceptor.
func NewAuthAcceptor(pp *px.Pack) *AuthAcceptor {
	return &AuthAcceptor{
		id:  pp.ID,
		dmx: pp.Dmx,
		//The delta will later decide the size of the roundstorage
		rounds:      NewRoundStorage((uint(pp.Config.GetInt("alpha", config.DefAlpha)) + 10) * 3),
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		actors:      pp.Gm.NodeMap().AcceptorIDs(),
		authmgr:     NewAuthManager(pp.ID, pp.Config),
		stop:        make(chan bool),
		stopCheckIn: pp.StopCheckIn,
	}
}

func (aa *AuthAcceptor) registerChannels() {
	publishChan := make(chan Publish, 64)
	aa.publishChan = publishChan
	aa.dmx.RegisterChannel(publishChan)
	valReqChan := make(chan ValReq, 8)
	aa.valReqChan = valReqChan
	aa.dmx.RegisterChannel(valReqChan)
}

func (aa *AuthAcceptor) Start() {
	glog.V(2).Info("starting")
	aa.registerChannels()

	go func() {
		defer aa.stopCheckIn.Done()
		for {
			select {
			case publish := <-aa.publishChan:
				//fmt.Printf("Received publish from rnd: %d\n", publish.Slot)
				forward := aa.handlePublish(publish)
				if forward != nil {
					glog.V(2).Info("sending forward")
					aa.sendForward(forward)
				}
			case reqRnd := <-aa.valReqChan:
				aa.sendVal(reqRnd.Rnd)
			case <-aa.stop:
				glog.V(2).Info("exiting")
				return
			}
		}
	}()
}

func (aa *AuthAcceptor) Stop() {
	aa.stop <- true
}

func (aa *AuthAcceptor) handlePublish(msg Publish) *Forward {
	glog.V(2).Infoln("Recieved publish from", msg.ID)
	if !aa.authmgr.checkMAC(
		msg.ID,
		msg.Hmac,
		aa.authmgr.hashToBytes(msg.Val.Hash()),
		msg.Rnd,
	) {
		glog.Warningln("Received wrong HMAC from ", msg.ID)
		return nil
	}
	round := aa.rounds.Get(msg.Rnd)

	if !aa.rounds.IsValid(msg.Rnd) {
		return nil
	}

	//Store round
	round.RndID = msg.Rnd
	round.Val = msg.Val

	return aa.createForward(msg)
}

func (aa *AuthAcceptor) createForward(msg Publish) *Forward {

	//Create value hash
	hash := msg.Val.Hash()

	return &Forward{
		ID:   aa.id,
		Hash: hash,
		Rnd:  msg.Rnd,
	}
}

//Sends the forward messages
func (aa *AuthAcceptor) sendForward(msg *Forward) {
	for _, id := range aa.actors {
		aa.send(id, Forward{
			ID:   aa.id,
			Rnd:  msg.Rnd,
			Hash: msg.Hash,
			Hmac: aa.authmgr.generateMAC(id, aa.authmgr.hashToBytes(msg.Hash), msg.Rnd),
		})
	}
	//a.broadcast(msg)
}

func (aa *AuthAcceptor) getValue(rnd uint) px.Value {
	//Check if round is stored
	if &aa.rounds.Get(rnd).Val == nil {
		glog.Errorln("Value not stored in acceptor")
		return px.Value{}
	}

	return aa.rounds.Get(rnd).Val
}

func (aa *AuthAcceptor) sendVal(rnd uint) {
	val := aa.getValue(rnd)
	aa.ucast <- net.Packet{DestID: aa.id, Data: ValResp{rnd, val}}
}

// ****************************************************************
// Network functions
// ****************************************************************
func (aa *AuthAcceptor) broadcast(msg interface{}) {
	aa.bcast <- msg
}

func (aa *AuthAcceptor) send(id grp.ID, msg interface{}) {
	aa.ucast <- net.Packet{DestID: id, Data: msg}
}

// ****************************************************************
// Not used by Authenticated BC, but needed to fulfill the actor interface
// ****************************************************************

func (aa *AuthAcceptor) GetState(afterSlot px.SlotID, release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (aa *AuthAcceptor) GetMaxSlot(release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (aa *AuthAcceptor) SetState(slotmap *px.AcceptorSlotMap) {
}

func (aa *AuthAcceptor) SetLowSlot(slot px.SlotID) {
}







github.com/relab/goxos/authenticatedbc/authlearner.go

package authenticatedbc

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type AuthLearner struct {
	id          grp.ID
	nAcceptors  uint
	nFaulty     uint
	dmx         net.Demuxer
	rounds      *RoundStorage
	maxlearned  uint
	alpha       uint
	actors      []grp.ID
	authmgr     *AuthManager
	bcast       chan<- interface{}
	ucast       chan<- net.Packet
	dcdChan     chan<- *px.Value
	forwardChan <-chan Forward
	valRespChan <-chan ValResp
	started     bool
	stop        chan bool
	stopCheckIn *sync.WaitGroup
}

// Construct a new AuthLearner
func NewAuthLearner(pp *px.Pack) *AuthLearner {
	return &AuthLearner{
		id:          pp.ID,
		dmx:         pp.Dmx,
		nAcceptors:  pp.NrOfAcceptors,
		nFaulty:     (pp.NrOfAcceptors - 1) / 3,
		rounds:      NewRoundStorage((uint(pp.Config.GetInt("alpha", config.DefAlpha)) + 10) * 3),
		maxlearned:  0,
		alpha:       uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		actors:      pp.Gm.NodeMap().AcceptorIDs(),
		authmgr:     NewAuthManager(pp.ID, pp.Config),
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		dcdChan:     pp.DcdChan,
		started:     false,
		stop:        make(chan bool),
		stopCheckIn: pp.StopCheckIn,
	}
}

func (l *AuthLearner) Start() {
	if l.started {
		glog.V(2).Info("ignoring start request")
		return
	}
	l.registerChannels()
	glog.V(1).Info("starting")
	l.started = true
	go func() {
		defer l.stopCheckIn.Done()
		for {
			select {
			//Receive forward
			case cmsg := <-l.forwardChan:
				l.handleForward(&cmsg)
			//Receive value from acceptor
			case valresp := <-l.valRespChan:
				l.storeVal(valresp)
				l.sendDecided(valresp.Rnd)
			//Receive stop signal
			case <-l.stop:
				glog.V(2).Info("exiting")
				l.started = false
				return
			}
		}
	}()
}

//Register channels with the demuxer
func (l *AuthLearner) registerChannels() {
	forwardChan := make(chan Forward, 64)
	l.forwardChan = forwardChan
	l.dmx.RegisterChannel(forwardChan)
	valRespChan := make(chan ValResp, 8)
	l.valRespChan = valRespChan
	l.dmx.RegisterChannel(valRespChan)
}

//Stops the learner
func (l *AuthLearner) Stop() {
	l.stop <- true
}

// ****************************************************************
// Handling forwards
// ****************************************************************

//Function that handles incoming forward messages
//returns true if the message caused a learn
func (l *AuthLearner) handleForward(msg *Forward) bool {
	glog.V(2).Infof("Received forward for round %d from id %d\n", msg.Rnd, msg.ID.PaxosID)
	//If the forward has wrong mac, drop
	if !l.authmgr.checkMAC(msg.ID, msg.Hmac, l.authmgr.hashToBytes(msg.Hash), msg.Rnd) {
		glog.Warningln("Received wrong HMAC from ", msg.ID)
		return false
	}
	//If this is a forward for an old round, return
	if !l.rounds.IsValid(msg.Rnd) {
		return false
	}

	rnd := l.rounds.Get(msg.Rnd)
	// If no forwards received for round, then initialize it
	if len(rnd.Forwards) == 0 {
		rnd.RndID = msg.Rnd
		rnd.Forwards = make(map[grp.ID]Forward)
		rnd.Decided = false
		rnd.SntReq = false
		rnd.Learned = false
	}
	//If value already decided, return
	if rnd.Decided {
		return false
	}

	//If already received forward from that Id, return
	if _, ok := rnd.Forwards[msg.ID]; ok {
		glog.V(2).Infoln("Received duplicate forward from ", msg.ID)
		return false
	}

	//Store the forward and check if enough forwards
	rnd.Forwards[msg.ID] = *msg
	rnd.Decided = l.compareForwards(rnd.Forwards)
	//If the value is decided on, then ask for value
	if rnd.Decided && !rnd.SntReq {
		l.sendValReq(msg.Rnd)
		rnd.SntReq = true
	}
	return true
}

//Checks if there is enough forwards for a round. Returns true if there are
//enough forwards of the same value. This function is only called after a
//new forward is added, so it doesn't need to return which forward is correct
func (l *AuthLearner) compareForwards(forwards map[grp.ID]Forward) bool {
	forwardcount := make(map[uint32]uint)
	for _, forward := range forwards {
		forwardcount[forward.Hash]++
	}
	for _, v := range forwardcount {
		if v > (2 * l.nFaulty) {
			return true
		}
	}
	return false
}

//Sends a request to the acceptor for the needed value
func (l *AuthLearner) sendValReq(rnd uint) {
	l.send(l.id, ValReq{rnd})
}

//Stores a value for the appropriate round
func (l *AuthLearner) storeVal(resp ValResp) {
	glog.V(2).Infoln("Received value response from acceptor")
	if !l.rounds.IsValid(resp.Rnd) {
		glog.Warningln("Received old value. Failed to learn")
		return
	}
	l.rounds.Get(resp.Rnd).Val = resp.Val
	l.rounds.Get(resp.Rnd).Learned = true
}

// ****************************************************************
// After learn
// ****************************************************************

//Sends decides for the learned rounds in the correct order
func (l *AuthLearner) sendDecided(rnd uint) {
	if l.maxlearned+l.alpha < rnd {
		l.maxlearned++
	} else if l.maxlearned+1 != rnd {
		glog.V(2).Infoln("Learned for round out of order, holding responses")
		return
	}
	i := l.maxlearned
	for l.rounds.Get(rnd).Learned {
		//Send decide to server
		l.dcdChan <- &l.rounds.Get(rnd).Val
		//Send decide to publisher
		l.send(l.actors[0], DcdRnd{l.maxlearned})
		rnd++
		l.maxlearned++
	}
	glog.V(2).Infof("Sent decided values for %d round(s)\n", l.maxlearned-i)

}

// ****************************************************************
// Network functions
// ****************************************************************
func (l *AuthLearner) broadcast(msg interface{}) {
	l.bcast <- msg
}

func (l *AuthLearner) send(id grp.ID, msg interface{}) {
	l.ucast <- net.Packet{DestID: id, Data: msg}
}







github.com/relab/goxos/authenticatedbc/authmanager.go

package authenticatedbc

import (
	"bytes"
	"crypto/hmac"
	"crypto/sha1"
	"encoding/binary"
	"strconv"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type AuthManager struct {
	ID   grp.ID
	Keys map[int][]byte
}

func NewAuthManager(id grp.ID, conf *config.Config) *AuthManager {
	pathToKeys := conf.GetString(
		"configKeysPath",
		config.DefConfigKeysPath,
	)
	keys, err := KeysByID(id, pathToKeys)
	if err != nil {
		glog.Errorln("Error in getting keys:", err)
	}
	return &AuthManager{
		ID:   id,
		Keys: keys,
	}
}

func (au *AuthManager) checkMAC(senderID grp.ID, received, value []byte, rnd uint) bool {
	expected := au.generateMAC(senderID, value, rnd)
	return hmac.Equal(received, expected)
}

func (au *AuthManager) generateMAC(destID grp.ID, value []byte, rnd uint) []byte {
	if destID.PxInt() == au.ID.PxInt() {
		return nil
	}
	msg := strconv.AppendInt(value, int64(rnd), 10)
	key := au.Keys[destID.PxInt()]
	mac := hmac.New(sha1.New, key)
	mac.Write(msg)

	return mac.Sum(nil)
}

// ****************************************************************
// Bytestuffing functions
// ****************************************************************

func (au *AuthManager) hashToBytes(hash uint32) []byte {
	buf := new(bytes.Buffer)
	err := binary.Write(buf, binary.LittleEndian, hash)
	if err != nil {
		glog.V(2).Infoln("binary.Write failed:", err)
	}
	return buf.Bytes()
}
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package authenticatedbc

import (
	"container/list"
	"crypto/rand"
	"fmt"
	"sync"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

var (
	seq            uint32
	reqID          = "GenericReq"
	reqValue       string
	reqType        = client.Request_EXEC
	failedReplicas uint
)

type AuthPublisher struct {
	id             grp.ID
	config         *config.Config
	alpha          uint
	dmx            net.Demuxer
	currentRnd     uint
	maxdecided     uint
	prevmaxdecided uint
	decided        map[uint]uint
	actors         []grp.ID
	authmgr        *AuthManager
	bcast          chan<- interface{}
	ucast          chan<- net.Packet
	nAcceptors     uint
	publishqueue   *list.List
	dcdChan        <-chan DcdRnd
	started        bool
	stop           chan bool
	stopCheckIn    *sync.WaitGroup
}

// Construct a new AuthPublisher
func NewAuthPublisher(pp *px.Pack) *AuthPublisher {
	return &AuthPublisher{
		id:           pp.ID,
		config:       pp.Config,
		alpha:        uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		dmx:          pp.Dmx,
		authmgr:      NewAuthManager(pp.ID, pp.Config),
		actors:       pp.Gm.NodeMap().AcceptorIDs(),
		ucast:        pp.Ucast,
		bcast:        pp.Bcast,
		nAcceptors:   pp.NrOfAcceptors,
		publishqueue: list.New(),
		decided:      make(map[uint]uint),
		started:      false,
		stop:         make(chan bool),
		stopCheckIn:  pp.StopCheckIn,
	}
}

//Register channels with the demuxer
func (p *AuthPublisher) registerChannels() {
	dcdChan := make(chan DcdRnd, 64)
	p.dcdChan = dcdChan
	p.dmx.RegisterChannel(dcdChan)
}

//Function for generating values client requests
func (p *AuthPublisher) generateRequests(rounds uint, payload uint) {
	var rnd uint
	for rnd = 0; rnd < rounds; rnd++ {
		//Generating a random request
		b := make([]byte, payload)
		rand.Read(b)
		req := client.Request{
			Type: &reqType,
			Id:   &reqID,
			Seq:  &seq,
			Val:  b,
		}
		p.publishqueue.PushBack(&px.Value{
			Vt: 1,
			Cr: []*client.Request{&req},
		})
	}
}

func (p *AuthPublisher) Start() {
	if p.started {
		glog.V(2).Infoln("ignoring start request")
		return
	}
	p.registerChannels()
	glog.V(1).Info("starting")
	defer p.stopCheckIn.Done()

	if p.id.PaxosID == 0 {
		p.started = true
		go func() {
			//Decide number of requests and payload here
			p.generateRequests(
				uint(p.config.GetInt(
					"nrOfPublications",
					config.DefNrOfPublications,
				)),
				uint(p.config.GetInt(
					"publicationPayloadSize",
					config.DefPublicationPayloadSize,
				)),
			)
			//Short sleep to make sure everyone is connected
			time.Sleep(time.Second * 3)
			//Ticker to ensure liveness. Should be set someway else
			ticker := time.NewTicker(time.Millisecond * 500)
			p.genPublish()
			for {
				select {
				case drnd := <-p.dcdChan:
					if drnd.Rnd > p.maxdecided {
						p.decided[drnd.Rnd]++
						if p.decided[drnd.Rnd] >= p.nAcceptors-failedReplicas {
							p.maxdecided = drnd.Rnd
						}
						p.genPublish()
					}
					//To ensure liveness.
				case <-ticker.C:
					//If a round has not been decided in a set interval and
					//there are values in queue, then force next round.
					if p.maxdecided == p.prevmaxdecided && p.publishqueue.Len() != 0 {
						p.maxdecided++
						failedReplicas++
						p.genPublish()
					}
					p.prevmaxdecided = p.maxdecided
				case <-p.stop:
					glog.V(2).Info("exiting")
					p.started = false
					return
				}
			}
		}()
	}
}

//Stops the publisher
func (p *AuthPublisher) Stop() {
	if p.started {
		p.stop <- true
	}
}

// Sends publish messages limited by maxdecided and alpha
func (p *AuthPublisher) genPublish() {
	current := p.currentRnd
	to := p.maxdecided + p.alpha
	for ; current < to; current++ {
		if p.publishqueue.Len() != 0 {
			val := p.publishqueue.Front().Value.(*px.Value)
			p.publishqueue.Remove(p.publishqueue.Front())
			p.sendPublish(&Publish{
				Rnd: current,
				Val: *val,
			})
		} else {
			break
		}
	}
	if p.publishqueue.Len() == 0 {
		glog.V(2).Info("finished!")
		fmt.Println("finished!")
	}
	p.currentRnd = current
}

func (p *AuthPublisher) sendPublish(msg *Publish) {
	for _, id := range p.actors {
		p.send(id, Publish{
			ID:  p.id,
			Rnd: msg.Rnd,
			Val: msg.Val,
			Hmac: p.authmgr.generateMAC(
				id,
				p.authmgr.hashToBytes(msg.Val.Hash()),
				msg.Rnd,
			),
		})
	}
	//p.broadcast(msg)
}

// ---------------------------------------------------------
// Network functions
func (p *AuthPublisher) broadcast(msg interface{}) {
	p.bcast <- msg
}

func (p *AuthPublisher) send(id grp.ID, msg interface{}) {
	p.ucast <- net.Packet{DestID: id, Data: msg}
}

// ****************************************************************
// Not used by RelBC, but needed to fulfill the actor interface
// ****************************************************************
func (p *AuthPublisher) SetNextSlot(ns px.SlotID) {
}
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package authenticatedbc

import (
	px "github.com/relab/goxos/paxos"
)

// Create the three authenticated broadcast actors from the PaxosPack.
func CreateAuthenticatedBC(pp *px.Pack) (*AuthAcceptor, *AuthPublisher, *AuthLearner) {
	a := NewAuthAcceptor(pp)
	p := NewAuthPublisher(pp)
	l := NewAuthLearner(pp)
	return a, p, l
}
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package authenticatedbc

import (
	"crypto/rand"
	"encoding/hex"
	"encoding/json"
	"fmt"
	"os"
	"strconv"
	"strings"

	"github.com/relab/goxos/grp"
)

//Function for generating keys
func generateKeys(nodes, keyStrength int) (map[string][]byte, error) {
	keys := make(map[string][]byte)
	for i := 0; i < nodes-1; i++ {
		for j := i + 1; j < nodes; j++ {
			key := make([]byte, keyStrength)
			if _, err := rand.Read(key); err != nil {
				return nil, err
			}
			id := fmt.Sprintf("%d%s%d", i, "-", j)
			keys[id] = key
		}
	}
	return keys, nil
}

//Function for writing the keys to a .json-file
func writeJSON(keys map[string][]byte, path string) error {
	file, err := os.Create(path)
	if err != nil {
		return err
	}
	store := make(map[string]string)
	for k, v := range keys {
		store[k] = hex.EncodeToString(v)
	}
	b, err := json.Marshal(store)
	if err != nil {
		return err
	}
	_, err = file.Write(b)
	if err != nil {
		return err
	}
	err = file.Close()
	if err != nil {
		return err
	}
	return nil
}

//Function for retrieving keys from a .json-file
func readJSON(path string) (map[string][]byte, error) {
	file, err := os.Open(path)
	if err != nil {
		return nil, err
	}
	fi, err := file.Stat()
	if err != nil {
		return nil, err
	}
	buf := make([]byte, fi.Size())
	n, err := file.Read(buf)
	if err != nil {
		return nil, err
	}
	err = file.Close()
	if err != nil {
		return nil, err
	}
	store := make(map[string]string)
	err = json.Unmarshal(buf[:n], &store)
	if err != nil {
		return nil, err
	}
	keys := make(map[string][]byte)
	for k, v := range store {
		keys[k], err = hex.DecodeString(v)
	}
	if err != nil {
		return nil, err
	}
	return keys, nil
}

//Function for retrieving the keys needed for a single node
func KeysByID(id grp.ID, pathToKeys string) (map[int][]byte, error) {
	allKeys, err := readJSON(pathToKeys)
	keys := make(map[int][]byte)
	for k, v := range allKeys {
		sl := strings.Split(k, "-")
		a, err := strconv.Atoi(sl[0])
		b, err := strconv.Atoi(sl[1])
		if err != nil {
			return nil, err
		}
		if a == id.PxInt() {
			keys[b] = v
		} else if b == id.PxInt() {
			keys[a] = v
		}
	}
	return keys, err
}
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package authenticatedbc

import (
	"encoding/gob"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(Publish{})
	gob.Register(Forward{})
	gob.Register(DcdRnd{})
}

type Publish struct {
	ID   grp.ID
	Rnd  uint
	Val  paxos.Value
	Hmac []byte
}

type Forward struct {
	ID   grp.ID
	Hash uint32
	Rnd  uint
	Hmac []byte
}

type DcdRnd struct {
	Rnd uint
}

type ValReq struct {
	Rnd uint
}

type ValResp struct {
	Rnd uint
	Val paxos.Value
}
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package authenticatedbc

import (
	"sync"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

//This is the data a reliable broadcast learner require for each round.
type Round struct {
	RndID    uint
	Forwards map[grp.ID]Forward
	Decided  bool
	SntReq   bool
	Learned  bool
	Val      paxos.Value
}

//Slice that stores the learner rounds
type RoundStorage struct {
	m      sync.Mutex
	rounds []Round
	min    uint
	length uint
}

func NewRoundStorage(length uint) *RoundStorage {
	return &RoundStorage{
		rounds: make([]Round, length),
		min:    0,
		length: length,
	}
}

//Retrieves the correct value from the slice
func (ls *RoundStorage) Get(rnd uint) *Round {
	i := rnd
	if i >= ls.min+ls.length {
		ls.reSlice()
	}
	return &ls.rounds[i-ls.min]
}

//Reslices the slice to make room for new values
func (ls *RoundStorage) reSlice() {
	ls.m.Lock()
	defer ls.m.Unlock()
	i := ls.length / 3
	ls.rounds = append(ls.rounds[i:], make([]Round, i)...)
	ls.min += i
}

//Checks if the round is still valid
func (ls *RoundStorage) IsValid(rnd uint) bool {
	i := rnd
	return i >= ls.min
}
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package batchpaxos

import (
	"sync"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// The main structure storing all the state associated with a batch acceptor.
type BatchAcceptor struct {
	startable    bool
	id           grp.ID // Our id
	leader       grp.ID // Current leader
	batcher      *Batcher
	batchpter    *BatchPointer
	batchqc      *BatchQuorumChecker
	batchTimeout time.Duration    // Period of inactivity we wait before batching
	timeoutChan  <-chan time.Time // Timer channel, we receive a tick on this channel after inactivity
	batchAru     uint             // The batch id for which all batches less than this are executed
	batchMaxReq  uint             // Maximum number of requests that we can fit into a batch
	currNumReq   uint             // Current number of requests in the current batch
	ucast        chan<- net.Packet
	bcast        chan<- interface{}
	trust        <-chan grp.ID
	propChan     <-chan *px.Value
	blChan       <-chan BatchLearnMsg
	bcChan       <-chan BatchCommitMsg
	ureqChan     <-chan UpdateRequestMsg
	urepChan     <-chan UpdateReplyMsg
	dcdChan      chan<- *px.Value
	dmx          net.Demuxer
	grpmgr       grp.GroupManager
	stop         chan bool
	recvtime     map[uint32]time.Time
	exectime     map[uint32]time.Time
	stopCheckIn  *sync.WaitGroup
}

// Construct a new batch acceptor state, given the setup information required in
// the paxos pack.
func NewBatchAcceptor(pp px.Pack) *BatchAcceptor {
	if pp.Config.GetInt("batchMaxSize", config.DefBatchMaxSize) > 1 {
		panic("Cannot run BatchPaxos when regular batching is enabled. Set config `batchMaxSize` to 1.")
	}

	return &BatchAcceptor{
		id:           pp.ID,
		batchTimeout: pp.Config.GetDuration("batchPaxosTimeout", config.DefBatchPaxosTimeout),
		batchMaxReq:  uint(pp.Config.GetInt("batchPaxosMaxSize", config.DefBatchPaxosMaxSize)),
		startable:    pp.RunAcc,
		ucast:        pp.Ucast,
		bcast:        pp.Bcast,
		trust:        pp.Ld.SubscribeToPaxosLdMsgs("acceptor"),
		dmx:          pp.Dmx,
		grpmgr:       pp.Gm,
		dcdChan:      pp.DcdChan,
		propChan:     pp.PropChan,
		batcher:      NewBatcher(),
		batchpter:    NewBatchPointer(),
		batchqc:      NewBatchQuorumChecker(pp.NrOfAcceptors/2 + 1),
		stop:         make(chan bool),
		recvtime:     make(map[uint32]time.Time),
		exectime:     make(map[uint32]time.Time),
		stopCheckIn:  pp.StopCheckIn,
		leader:       pp.Ld.PaxosLeader(),
	}
}

// Spawn a new goroutine handling all of the channels from the demuxer.
func (ba *BatchAcceptor) Start() {
	glog.V(1).Infof("starting (timeout=%v, maxreq=%d)", ba.batchTimeout, ba.batchMaxReq)

	ba.registerChannels()
	ba.resetTimer()

	go func() {
		defer ba.stopCheckIn.Done()
		for {
			select {
			case val := <-ba.propChan:
				// Only can handle client requests
				if val.Vt != px.App {
					glog.Fatal("can't handle non client request type value")
				}
				ba.handleRequest(*val)
			case msg := <-ba.blChan:
				ba.handleLearnMsg(msg)
			case msg := <-ba.bcChan:
				ba.handleCommitMsg(msg)
			case msg := <-ba.ureqChan:
				ba.handleUpdateRequestMsg(msg)
			case msg := <-ba.urepChan:
				ba.handleUpdateReplyMsg(msg)
			case <-ba.timeoutChan:
				ba.handleBatchTimeout()
			case trustID := <-ba.trust:
				ba.leader = trustID
			case <-ba.stop:
				return
			}
		}
	}()
}

// Stop the goroutine, no future messages will be handled after the batch acceptor
// goroutine receives this message.
func (ba *BatchAcceptor) Stop() {
	ba.stop <- true
}

// Reset the timer -- which is usually done when a batch fills up or the timer
// expires due to inactivity.
func (ba *BatchAcceptor) resetTimer() {
	ba.timeoutChan = time.After(ba.batchTimeout)
}

// Register channels with the demuxer so that we can receive messages sent over
// the network.
func (ba *BatchAcceptor) registerChannels() {
	blChan := make(chan BatchLearnMsg, 128)
	ba.dmx.RegisterChannel(blChan)
	ba.blChan = blChan

	bcChan := make(chan BatchCommitMsg, 128)
	ba.dmx.RegisterChannel(bcChan)
	ba.bcChan = bcChan

	ureqChan := make(chan UpdateRequestMsg, 128)
	ba.dmx.RegisterChannel(ureqChan)
	ba.ureqChan = ureqChan

	urepChan := make(chan UpdateReplyMsg, 128)
	ba.dmx.RegisterChannel(urepChan)
	ba.urepChan = urepChan
}

// Handle a timer event -- called (event-based) when a timer expires or if we get
// enough requests to fill a batch (manually).
func (ba *BatchAcceptor) handleBatchTimeout() {
	if glog.V(3) {
		glog.Info("timeout -- batching")
	}

	batcher := ba.batcher
	batch := batcher.GetBatch()

	if batch != nil {
		if glog.V(4) {
			glog.Info("timeout -- batch not nil")
		}

		ba.send(BatchLearnMsg{
			ID:      ba.id,
			BatchID: batch.ID,
			HSS:     batch.HSS,
		}, ba.leader)
	} else {
		if glog.V(4) {
			glog.Info("timeout -- batch is nil")
		}
	}

	ba.resetTimer()
}

// Handle a request from a client. Must check whether or not the batch size is
// exceeding the specified limit.
func (ba *BatchAcceptor) handleRequest(val px.Value) error {
	if glog.V(3) {
		glog.Info("handling request")
	}

	req := val.Cr

	ba.recvtime[req[0].GetSeq()] = time.Now()

	batcher := ba.batcher
	batcher.LogRequest(*req[0])

	ba.currNumReq = (ba.currNumReq + 1) % ba.batchMaxReq

	// When wrap-around occurs, we've received enough commands to batch
	if ba.currNumReq == 0 {
		if glog.V(3) {
			glog.Info("maximum batch size -- batching")
		}

		batch := batcher.GetBatch()

		if batch != nil {
			if glog.V(4) {
				glog.Info("handlerequest -- batch not nil")
			}

			ba.send(BatchLearnMsg{
				ID:      ba.id,
				BatchID: batch.ID,
				HSS:     batch.HSS,
			}, ba.leader)
		} else {
			if glog.V(4) {
				glog.Info("handlerequest -- batch is nil")
			}
		}

		ba.resetTimer()
	}

	return nil
}

// Handle an update request -- part of the update protocol. This occurs when a commit
// message is received at a node and they don't yet have (at least one of) the ranges
// in the commit.
func (ba *BatchAcceptor) handleUpdateRequestMsg(msg UpdateRequestMsg) {
	if glog.V(3) {
		msg.Print()
	}

	br := ba.batcher
	inc := br.GetIncompleteRanges(msg.Ranges)

	if len(inc) == 0 {
		cmds := br.GetClientCommands(msg.Ranges)
		ba.send(UpdateReplyMsg{
			ID:      ba.id,
			BatchID: msg.BatchID,
			Ranges:  msg.Ranges,
			Values:  cmds,
		}, msg.ID)
	} else {
		if glog.V(4) {
			glog.Info("handleUpdateRequestMsg: did not have complete ranges")
		}
	}
}

// Handle an update reply -- part of the update protocol.
func (ba *BatchAcceptor) handleUpdateReplyMsg(msg UpdateReplyMsg) {
	if glog.V(3) {
		msg.Print()
	}

	br := ba.batcher
	bqc := ba.batchqc

	state := bqc.GetState(msg.BatchID)

	if state.Execute {
		return
	}
	br.SetClientCommands(msg.Values)
	inc := br.GetIncompleteRanges(state.ExecuteRanges)

	if len(inc) == 0 {
		state.Execute = true
		ba.tryToAdvance()
	} else {
		glog.Fatal("attempted update didn't bring us up to date")
	}
}

// Handle a learn message sent from one of the replicas to the leader. Quorum checking
// is then done. If an majority exists, then we intersect the ranges and send a commit
// to the quorum.
func (ba *BatchAcceptor) handleLearnMsg(msg BatchLearnMsg) {
	if glog.V(3) {
		msg.Print()
	}

	bp := ba.batchpter

	bqc := ba.batchqc
	bqc.AddLearn(msg)

	if bqc.LearnQuorumExists(msg.BatchID) {
		if glog.V(3) {
			glog.Infoln("quorum exists in batch", msg.BatchID)
		}

		intersect := bqc.Intersect(msg.BatchID)
		done, ranges := bp.TryBatchPoint(intersect)

		if glog.V(3) {
			if done {
				glog.Info("intersect advances to new batchpoint")
			} else {
				glog.Info("intersect does not advance batchpoint")
			}
		}

		ba.broadcast(BatchCommitMsg{
			ID:      ba.id,
			BatchID: msg.BatchID,
			Ranges:  ranges,
		})
	}
}

// Handle a commit message. Checking must be done to see whether we actually have the
// ranges contained in the commit. If not, the update protocol is initiated. Otherwise,
// start execution.
func (ba *BatchAcceptor) handleCommitMsg(msg BatchCommitMsg) {
	if glog.V(3) {
		msg.Print()
	}

	br := ba.batcher
	bqc := ba.batchqc

	state := bqc.GetState(msg.BatchID)
	state.ExecuteRanges = msg.Ranges

	inc := br.GetIncompleteRanges(msg.Ranges)

	if len(inc) == 0 {
		// We have all ranges, complete
		state.Execute = true
		ba.tryToAdvance()
	} else {
		// Need to use update protocol
		ba.broadcast(UpdateRequestMsg{
			ID:      ba.id,
			BatchID: msg.BatchID,
			Ranges:  inc,
		})
	}
}

// Execute a single request -- also record timings for the request.
func (ba *BatchAcceptor) execute(req client.Request) {
	if glog.V(3) {
		glog.Infof("executing command %v from %v", req.GetSeq(), req.GetId())
	}
	ba.dcdChan <- &px.Value{Vt: px.App, Cr: []*client.Request{&req}}
	if glog.V(3) {
		glog.Info("sent to server")
	}
	exectime := time.Now()
	recvtime := ba.recvtime[req.GetSeq()]
	ba.exectime[req.GetSeq()] = exectime
	if glog.V(3) {
		glog.Infof("time to execute for %d: %v", req.GetSeq(), exectime.Sub(recvtime))
	}
}

// Attempt to advance the batch ARU, usually called after receiving a commit
// message from the leader. This starts at the current ARU and executes batches
// until it reaches a batch id that cannot yet be executed.
func (ba *BatchAcceptor) tryToAdvance() {
	br := ba.batcher
	bqc := ba.batchqc

	for {
		state := bqc.GetState(ba.batchAru)

		if state.Execute && !state.Executed {
			if glog.V(3) {
				glog.Infoln("executing batch", ba.batchAru)
			}

			br.ForEach(state.ExecuteRanges, func(cr client.Request) {
				ba.execute(cr)
			})
			state.Executed = true
			ba.batchAru++

			if glog.V(3) {
				glog.Infoln("incrementing batch aru to", ba.batchAru)
			}
		} else {
			break
		}
	}
}

// Helper function to unicast to a single node.
func (ba *BatchAcceptor) send(msg interface{}, id grp.ID) {
	ba.ucast <- net.Packet{DestID: id, Data: msg}
}

// Helper function to broadcast to the whole RSM.
func (ba *BatchAcceptor) broadcast(msg interface{}) {
	ba.bcast <- msg
}

// Not used by BatchPaxos, but needed to fulfill actor interface
func (ba *BatchAcceptor) HandlePrepare(msg px.Prepare) error {
	return nil
}

// Not used by BatchPaxos, but needed to fulfill actor interface
func (ba *BatchAcceptor) HandleAccept(msg px.Accept) error {
	return nil
}

// Not used by BatchPaxos, but needed to fulfill actor interface
func (ba *BatchAcceptor) GetState(afterSlot px.SlotID, release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (ba *BatchAcceptor) GetMaxSlot(release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (ba *BatchAcceptor) SetLowSlot(slot px.SlotID) {
}

// Not used by BatchPaxos, but needed to fulfill actor interface
func (ba *BatchAcceptor) SetState(slotmap *px.AcceptorSlotMap) {
}
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package batchpaxos

import (
	"github.com/relab/goxos/client"
)

// A client log entry -- where client requests are actually stored, with a mapping
// from sequence number to request. Also maintained is the highest currently seen
// sequence number for this client.
type ClientLogEntry struct {
	Values      map[uint32]client.Request // Map from seq. no to request
	HighestSeen uint32                    // Highest seen seq. no
}

// A client range represents a range of client request from the start request
// to the stop request -- inclusive.
type ClientRange struct {
	Start uint32
	Stop  uint32
}

// A batch is tied to an id, as well as a mapping from client id to highest seen
// sequence number.
type Batch struct {
	ID  uint
	HSS map[string]uint32
}

// The batcher struct is used by the batch acceptor to easily keep track of the
// client requests as well as other batch information.
type Batcher struct {
	CLog         map[string]*ClientLogEntry
	BatchMap     map[uint]*Batch
	CurrentBatch uint
}

// Create a new batcher containing an initially empty client log, as well as an
// empty batch map.
func NewBatcher() *Batcher {
	return &Batcher{
		CLog:     make(map[string]*ClientLogEntry),
		BatchMap: make(map[uint]*Batch),
	}
}

// Get a client log for a particular client id.
func (br *Batcher) GetLog(cid string) *ClientLogEntry {
	_, exists := br.CLog[cid]

	if !exists {
		br.CLog[cid] = &ClientLogEntry{
			Values: make(map[uint32]client.Request),
		}
	}

	return br.CLog[cid]
}

// LogRequest will add the request to the log, indexed by the id of the client
// sending the request, as well as the sequence number.
func (br *Batcher) LogRequest(req client.Request) {
	id := req.GetId()
	seq := req.GetSeq()

	clog := br.GetLog(id)
	clog.Values[seq] = req

	if seq > clog.HighestSeen {
		clog.HighestSeen = seq
	}
}

// GetRequest will fetch a request from the log. Returns zero value of request if
// request is not found.
func (br *Batcher) GetRequest(id string, seq uint32) (req client.Request) {
	clog, logexists := br.CLog[id]

	if logexists {
		val, vexists := clog.Values[seq]
		if vexists {
			req = val
		}
	}

	return
}

// Check if any ranges in the given range map are incomplete -- i.e. if there are
// any missing requests on this replica. Returns the ids which don't have complete
// ranges.
func (br *Batcher) GetIncompleteRanges(rng RangeMap) RangeMap {
	inc := make(RangeMap)

	for cid, rng := range rng {
		log := br.GetLog(cid)
		for i := rng.Start; i <= rng.Stop; i++ {
			_, exists := log.Values[i]

			if !exists {
				inc[cid] = rng
				break
			}
		}
	}

	return inc
}

// Do a batchpoint -- could be the same as previous batchpoint, so this needs to be
// checked later.
func (br *Batcher) GetCurrentBatchPoint() BatchPoint {
	bp := make(BatchPoint)

	for cid, entry := range br.CLog {
		bp[cid] = entry.HighestSeen
	}

	return bp
}

// Helper function to loop over ranges in a range map in sorted order, passing each
// client request to the callback function passed to us.
func (br *Batcher) ForEach(ranges RangeMap, fn func(client.Request)) {
	// Sort
	ids := SortedKeysRange(ranges)

	for _, id := range ids {
		rng := ranges[id]
		for i := rng.Start; i <= rng.Stop; i++ {
			req := br.GetRequest(id, i)
			fn(req)
		}
	}
}

// Check whether we can batch -- i.e. if the latest batchpoint created is
// greater than the previous.
func (br *Batcher) GetBatch() *Batch {
	hss := br.GetCurrentBatchPoint()

	// Don't batch if no clients
	if len(hss) == 0 {
		return nil
	}

	// Growth in log since last time?
	if br.CurrentBatch == 0 {
		// First batch ==> Yes
		batch := &Batch{
			ID:  br.CurrentBatch,
			HSS: hss,
		}

		br.BatchMap[br.CurrentBatch] = batch
		br.CurrentBatch++
		return batch
	}

	prev := br.BatchMap[br.CurrentBatch-1]
	prevhss := prev.HSS
	batchable := false

	if len(hss) > len(prevhss) {
		// New client(s)
		batchable = true
	} else {
		// Check if clients HSS has grown
		for cid, hs := range hss {
			if hs > prevhss[cid] {
				batchable = true
				break
			}
		}
	}

	if batchable {
		batch := &Batch{
			ID:  br.CurrentBatch,
			HSS: hss,
		}

		br.BatchMap[br.CurrentBatch] = batch
		br.CurrentBatch++
		return batch
	}

	return nil
}

// Helper for the update protocol -- get a range of commands which can be included in
// a update reply message.
func (br *Batcher) GetClientCommands(ranges RangeMap) map[string][]client.Request {
	ret := make(map[string][]client.Request)

	for cid, rng := range ranges {
		ccmds := make([]client.Request, rng.Stop-rng.Start+1)

		for i := rng.Start; i <= rng.Stop; i++ {
			ccmds[i-rng.Start] = br.GetRequest(cid, i)
		}

		ret[cid] = ccmds
	}

	return ret
}

// Helper for the update protocol -- set a range of commands received in an update
// reply message.
func (br *Batcher) SetClientCommands(cmdmap UpdateValueMap) {
	for _, cmds := range cmdmap {
		for _, cmd := range cmds {
			br.LogRequest(cmd)
		}
	}
}
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package batchpaxos

import (
	"sync"

	px "github.com/relab/goxos/paxos"
)

// Unused batch learner actor -- we only use batch acceptors in this protocol.
type BatchLearner struct {
	stopCheckIn *sync.WaitGroup
}

func NewBatchLearner(pp px.Pack) *BatchLearner {
	return &BatchLearner{
		stopCheckIn: pp.StopCheckIn,
	}
}

func (bl *BatchLearner) Start() {
}

func (bl *BatchLearner) Stop() {
	bl.stopCheckIn.Done()
}

func (bl *BatchLearner) HandleLearn(msg px.Learn) error {
	return nil
}
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package batchpaxos

// The batchpointer structure is used to maintaining batchpoints at the leader. Previous
// batchpoints are stored so that they can be used to compute future batchpoints.
type BatchPointer struct {
	BatchPoints []BatchPoint
}

// Construct a new batchpointer, with empty list of previous batchpoints.
func NewBatchPointer() *BatchPointer {
	return &BatchPointer{
		BatchPoints: make([]BatchPoint, 0),
	}
}

// Given a batchpoint, make a range map from it. In this case the ranges all start at
// 0 since there are no previous batchpoints.
func makeRangeMap1(bp BatchPoint) RangeMap {
	rm := make(RangeMap)
	for cid, hs := range bp {
		rm[cid] = ClientRange{Start: 0, Stop: hs}
	}
	return rm
}

// Given two batchpoints, make a range from them such that all requests between each
// of the ranges are included.
func makeRangeMap2(bp1, bp2 BatchPoint) RangeMap {
	rm := make(RangeMap)
	for cid, hs := range bp2 {
		phs, exist := bp1[cid]
		if !exist {
			rm[cid] = ClientRange{Start: 0, Stop: hs}
		} else if hs > phs {
			rm[cid] = ClientRange{Start: phs + 1, Stop: hs}
		}
	}
	return rm
}

// Given an intersection from the batch acceptor, check if it is possible to do a batchpoint
// operation. If so, return true and the ranges for the batch. If not, return false and nil.
func (bp *BatchPointer) TryBatchPoint(nbp BatchPoint) (bool, RangeMap) {
	if len(bp.BatchPoints) == 0 {
		if len(nbp) > 0 {
			bp.BatchPoints = append(bp.BatchPoints, nbp)
			return true, makeRangeMap1(nbp)
		}
		return false, nil
	}
	last := bp.BatchPoints[len(bp.BatchPoints)-1]
	grtr := make(BatchPoint)
	rmable := false
	for cid, hs := range nbp {
		phs, exist := last[cid]
		if !exist {
			grtr[cid] = hs
			rmable = true
		} else if hs > phs {
			grtr[cid] = hs
			rmable = true
		} else {
			grtr[cid] = phs
		}
	}
	if rmable {
		bp.BatchPoints = append(bp.BatchPoints, grtr)
		return true, makeRangeMap2(last, grtr)
	}
	return false, nil
}
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package batchpaxos

import (
	"sync"

	px "github.com/relab/goxos/paxos"
)

// Unused batch proposer -- but needed to fill actor interface requirements.
type BatchProposer struct {
	stopCheckIn *sync.WaitGroup
}

func NewBatchProposer(pp px.Pack) *BatchProposer {
	return &BatchProposer{
		stopCheckIn: pp.StopCheckIn,
	}
}

func (bp *BatchProposer) Start() {
}

func (bp *BatchProposer) Stop() {
	bp.stopCheckIn.Done()
}

func (bp *BatchProposer) SetNextSlot(ns px.SlotID) {
}
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package batchpaxos

import px "github.com/relab/goxos/paxos"

// Create all the necessary actors given the paxos pack, containing all the communication
// channels and startup information.
func CreateBatchPaxos(pp px.Pack) (*BatchProposer, *BatchAcceptor, *BatchLearner) {
	p := NewBatchProposer(pp)
	a := NewBatchAcceptor(pp)
	l := NewBatchLearner(pp)

	return p, a, l
}







github.com/relab/goxos/batchpaxos/doc.go

/*
Package batchpaxos implements the Acropolis protocol, as discussed in the 2013
Master's thesis at UiS.
*/
package batchpaxos
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package batchpaxos

import (
	"encoding/gob"

	"github.com/relab/goxos/grp"
)

func init() {
	gob.Register(BatchLearnMsg{})
	gob.Register(BatchCommitMsg{})

	gob.Register(UpdateRequestMsg{})
	gob.Register(UpdateReplyMsg{})
}

// Main protocol

type BatchLearnMsg struct {
	ID      grp.ID
	BatchID uint
	HSS     BatchPoint
}

type BatchCommitMsg struct {
	ID      grp.ID
	BatchID uint
	Ranges  RangeMap
}

// Update protocol

type UpdateRequestMsg struct {
	ID      grp.ID
	BatchID uint
	Ranges  RangeMap
}

type UpdateReplyMsg struct {
	ID      grp.ID
	BatchID uint
	Ranges  RangeMap
	Values  UpdateValueMap
}
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package batchpaxos

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (msg *BatchLearnMsg) Print() {
	glog.Infof("\tLEARN %d", msg.BatchID)

	ids := SortedKeysHSS(msg.HSS)

	for _, id := range ids {
		glog.Infof("\t\t%s: %d", id, msg.HSS[id])
	}
}

func (msg *BatchCommitMsg) Print() {
	glog.Infof("\tCOMMIT %d", msg.BatchID)

	ids := SortedKeysRange(msg.Ranges)

	for _, id := range ids {
		rng := msg.Ranges[id]
		glog.Infof("\t\t%s: [%d, %d]", id, rng.Start, rng.Stop)
	}
}

func (msg *UpdateRequestMsg) Print() {
	glog.Infof("\tUPDATE-REQUEST %d", msg.BatchID)

	ids := SortedKeysRange(msg.Ranges)

	for _, id := range ids {
		rng := msg.Ranges[id]
		glog.Infof("\t\t%s: [%d, %d]", id, rng.Start, rng.Stop)
	}
}

func (msg *UpdateReplyMsg) Print() {
	glog.Infof("\tUPDATE-REPLY %d", msg.BatchID)

	ids := SortedKeysRange(msg.Ranges)

	for _, id := range ids {
		rng := msg.Ranges[id]
		glog.Infof("\t\t%s: [%d, %d] %d %d", id, rng.Start, rng.Stop,
			rng.Stop-rng.Start+1, len(msg.Values[id]))
	}
}
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package batchpaxos

import (
	"github.com/relab/goxos/grp"
)

// A structure for storing the state of a batch -- whether it has been executed
// and what messages we have received with this batch id.
type BatchState struct {
	Execute        bool
	Executed       bool
	ExecuteRanges  RangeMap
	Learns         []BatchLearnMsg
	LearnsNotified bool
}

// A batch quorum checker (BQC) is used to check for quorum for a particular batch
// id.
type BatchQuorumChecker struct {
	States     map[uint]*BatchState
	QuorumSize uint
}

// Create a new BQC given a quorum size.
func NewBatchQuorumChecker(qsize uint) *BatchQuorumChecker {
	return &BatchQuorumChecker{
		States:     make(map[uint]*BatchState),
		QuorumSize: qsize,
	}
}

// Pull out the state for a given batch id, create a new state if it doesn't
// already exist.
func (bqc *BatchQuorumChecker) GetState(batchid uint) *BatchState {
	_, ok := bqc.States[batchid]
	if !ok {
		bqc.States[batchid] = &BatchState{}
	}
	return bqc.States[batchid]
}

// Add a learn to the batch id state.
func (bqc *BatchQuorumChecker) AddLearn(msg BatchLearnMsg) {
	state := bqc.GetState(msg.BatchID)
	state.Learns = append(state.Learns, msg)
}

// Check if a quorum exists for a given batch id, returns true if there exists a
// quorum, false otherwise.
func (bqc *BatchQuorumChecker) LearnQuorumExists(batchid uint) bool {
	state := bqc.GetState(batchid)
	uniques := make(map[grp.ID]bool)

	for _, msg := range state.Learns {
		uniques[msg.ID] = true
	}

	quorum := len(uniques) >= int(bqc.QuorumSize)

	if quorum && !state.LearnsNotified {
		state.LearnsNotified = true
		return true
	}

	return false
}

// Perform an intersection of all of the learn messages for a batch id. Returns the
// potential batchpoint or nil otherwise.
func (bqc *BatchQuorumChecker) Intersect(batchid uint) map[string]uint32 {
	state := bqc.GetState(batchid)
	count := make(map[string]int)

	for _, msg := range state.Learns {
		for cid := range msg.HSS {
			count[cid]++
		}
	}

	mins := make(map[string]uint32)

	for cid, ct := range count {
		if ct == len(state.Learns) {
			min := findMin(state.Learns, cid)
			mins[cid] = min
		}
	}

	return mins
}

func findMin(msgs []BatchLearnMsg, cid string) uint32 {
	var min uint32
	first := true

	for _, msg := range msgs {
		if first {
			first = false
			min = msg.HSS[cid]
		} else if msg.HSS[cid] < min {
			min = msg.HSS[cid]
		}
	}

	return min
}
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package batchpaxos

import (
	"github.com/relab/goxos/client"
)

// A batch point is a mapping from client id (string) to sequence number
type BatchPoint map[string]uint32

// A range map is a mapping from client id (string) to client range
type RangeMap map[string]ClientRange

// An update value map is a mapping from client id (string) to slice of client requests
type UpdateValueMap map[string][]client.Request
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package batchpaxos

import (
	"sort"
)

// Given a range map, sort the keys (client ids) of the map and return
// them.
func SortedKeysRange(m RangeMap) []string {
	// Sort for debugging
	var ids []string
	for cid := range m {
		ids = append(ids, cid)
	}
	sort.Strings(ids)
	return ids
}

func SortedKeysHSS(m BatchPoint) []string {
	var ids []string
	for cid := range m {
		ids = append(ids, cid)
	}
	sort.Strings(ids)
	return ids
}
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package main

import (
	"flag"
	"fmt"
	"os"
	"os/signal"
	"runtime"
	"runtime/debug"
	"syscall"

	"github.com/relab/goxos"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/kvs/common"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const appID = "bftpubsub"

var (
	id         = flag.Uint("id", 0, "id for node (must match entry in config file)")
	configFile = flag.String("config-file", "config.ini", "path for configuration file to be used")
	allCores   = flag.Bool("all-cores", false, "use all available logical CPUs")
	gcOff      = flag.Bool("gc-off", false, "turn garbage collection off")
	showHelp   = flag.Bool("help", false, "show this help message and exit")
)

func Usage() {
	fmt.Fprintf(os.Stderr, "Usage: %s [OPTIONS]\n", os.Args[0])
	fmt.Fprintf(os.Stderr, "\nOptions:\n")
	flag.PrintDefaults()
}

func main() {
	parseFlags()

	if *gcOff {
		debug.SetGCPercent(-1)
	}

	defer glog.Flush()
	glog.V(1).Infoln("replica id is", *id)

	if *allCores {
		cpus := runtime.NumCPU()
		runtime.GOMAXPROCS(cpus)
		glog.V(1).Infoln("#cpus:", cpus)
	} else {
		glog.V(1).Info("#cpus: single")
	}

	start()
}

func parseFlags() {
	flag.Usage = Usage
	flag.Parse()

	if *showHelp {
		flag.Usage()
		os.Exit(0)
	}
}

func start() {
	// Log any runtime panic to file
	defer func() {
		if r := recover(); r != nil {
			glog.Fatalln("Runtime panic:", r)
		}
	}()

	gh := &GoxosHandler{}

	iniconfig, err := common.LoadFile(*configFile)
	if err != nil {
		glog.Errorf("Could not parse config file %s, error: %v", *configFile, err)
	}

	goxosConfig := config.NewConfig()
	for k, v := range iniconfig.Section("goxos") {
		goxosConfig.Set(k, v)
	}

	goxos := goxos.NewReplica(*id, appID, *goxosConfig, gh)

	goxos.Init()
	if err := goxos.Start(); err != nil {
		glog.Fatal(err)
	}

	defer func() {
		err := goxos.Stop()
		if err != nil {
			glog.Errorln("error when stopping goxos:", err)
		}
	}()

	signalChan := make(chan os.Signal, 1)
	signal.Notify(signalChan, os.Interrupt, os.Kill, syscall.SIGTERM)

	for {
		select {
		case signal := <-signalChan:
			if exit := handleSignal(signal); exit {
				return
			}
		}
	}
}

func handleSignal(signal os.Signal) bool {
	glog.V(1).Infoln("received signal,", signal)
	switch signal {
	case os.Interrupt, os.Kill, syscall.SIGTERM:
		return true
	default:
		glog.Warningln("unhandled signal", signal)
		return false
	}
}







github.com/relab/goxos/bftpubsub/config-authbc.ini

[bftpubsub]
# Add application layer specific config here

[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8080:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085


# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# # nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# # NOTE: This format differs from `nodes` in that there is no ID on standbys!
# # NodeInit specific settings
# nodeInitStandbys = 

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos | AuthenticatedBC | ReliableBC
protocol = AuthenticatedBC 

# # alpha: int
# # Alpha value used for pipelining
alpha = 10 

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = None

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
# nodeInitReplicaProvider = Disabled

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0

# configKeysPath: string
# Path to keys used by authentication manager
configKeysPath = config-keys.json

# nrOfPublications: int
# Number of publications to be published
nrOfPublications = 100

# publicationPayload: int
# Size of each publication in bytes
publicationPayloadSize = 32







github.com/relab/goxos/bftpubsub/config-keys.json

{"0-1":"09499fc6a3b4967bc7d96dbba2c41eca9672ccf62808063b71e25dede1d857d8",
"0-2":"ba753d840e8b6f8143651811c1d74e23e3ecaadeee707e76316107d33619279e",
"0-3":"bc3d8ef09bc80cf5d71baeec295a637630c89b4a506a58a434343b27442c7ec8",
"0-4":"14bc5e35083749ff9ae15f7141da5eba1b4f7beace54fe2236e6f083598ae922",
"0-5":"7578e51140ea1a6759e6ce8f1323e528c496e62134ddff5e1fa48ab4e73af130",
"0-6":"5410ba90bf94615ea475fc6ebe4283fab2a20784c22fd0c218253882be02851f",
"0-7":"e4564052d1a64051ddc9d185a9c08052cfbd11daa55cdcefa829958f20f1b34f",
"0-8":"d95adab0d8e656ecf4047374c69ff389195f432deb0824fddb70ded7d1d97227",
"0-9":"777a5269d3ca0662350ca24c54e61467f341742c0dc5654a2b7a7922aabfa0b7",
"1-2":"f409e8ac690c5a9f394b2e54b6f7929d1d84050a20a8559fec03d0541bbd1894",
"1-3":"2a9bac7cdba91a28097a0685337d2699fa75a1f331f6cd281cfd2dc6c5b364fb",
"1-4":"b14ce576ca3d522c00820d5ade1debc2bc28eaac12f3cbfb2251ba4633ceefe4",
"1-5":"8f0e98af8cb129f951bb97cad1cc23cfc9323ea13cc1e8fe4230c12a1ef28ffb",
"1-6":"8a858ee3352379ac674f781dd029f073b39b4e8811c9f6b02e3b816f6d3d4d6d",
"1-7":"2bea32ce8c88bea02bc9b6af62104f6f9b9666eaf3df1bf47f520fdcddaaea3b",
"1-8":"4b5d571c6337693f58b654e93d491cbdb8c53638b099a7b4db05a065d4654218",
"1-9":"428be704b1d3e35a0063cd1e12b806d3e546ee7ce2bf0f620b70a7e4aab4be6f",
"2-3":"4603e08389b89b7125fa3d503e2fa25414ae6bcfcb290d9fe14b725221f7c159",
"2-4":"6f519701c9da38cd61df494d8a8057960404b3719ed0f965e8286508340a28c5",
"2-5":"b983b8514c2dd08e820e823de7fe358762b982f607b374f8851b431a342d7716",
"2-6":"2391f39cd253e35cdaca2fb3a5f121e4b0324778e69599c18e57198787c2334e",
"2-7":"e6901b3d5ccf1a15d0f16c57f293005a6be30fc19860bbb93ddb9d506ac03fa0",
"2-8":"bc7d439b8fe443dd6d405c1befcf13cf457966e622facab5f00123057e5cbe9c",
"2-9":"2aee0fe8f7bb0bc8f1d4309cd2bbe5f986c46db5483ac350f231b2ec9b39fecb",
"3-4":"2558079ba1d6a16a9197a44c56d6e15dd31645eb17b458f23bd63e5ed7f9b6fd",
"3-5":"56fadc3ae78524232dcb1ab667a0f7675a1ddf99229c9bba229ddc4a5bd90f21",
"3-6":"e2f323361de00a7d7ef2e1d2108b0683cb34288c61b06dcab5181822eea1dc49",
"3-7":"f0cb1c0b650e33b7cd167ae636c70fb3c4185470cfc243d57ac032232d1eead5",
"3-8":"a21171123fef45fa19822810f5e33f8d8f3c2dabd66ba26a176dd48d99ccc016",
"3-9":"8862edf85bb12364a50304c6be18f7a1f95d64480e5270a0e7d53b0d2da367dc",
"4-5":"f1bf25264d5c0bd094992f74314525aa273c8d916779451fefa87e6fe2b6d914",
"4-6":"232d2315aab0b27b4fe1fb0041275493eb23f0dab1ea9b3a6c771c4ee717b9e7",
"4-7":"1e023292274563fbfb640967e7efc93e5447489a6e3d37afa1eec9ae0578a15f",
"4-8":"459e6d50565b79441fd6271971f05052cc6282fec85b95959aec2632c2ee78c6",
"4-9":"fdc15f4670cd7ec5ae2fc414d8e2ce4ba8c4f6050fe2b5f1cfd1c3edf73126e7",
"5-6":"62147c6135d017cdc8f60ae78f1ce061234cde1e8d06ecbcaae23df9329bd1ea",
"5-7":"b2e32de5ac5e6530d566b13eaf522364e66fb282f010c86542c2a327dfebb3d0",
"5-8":"c470985c62c3d64a39d4b40ec278b77e16ea3cff9917625d3ea086dc5d47e0fd",
"5-9":"f3a69580b51752b5676069510be5383a4e055cbce7a535519836d9a916b62769",
"6-7":"72989a486e53a88e9b869f7ec489c7dce00e9a5dabb749ba6212d1fa107e21f3",
"6-8":"2f7a595aea049f379c250517cc2383fa9f791081f905623b17f371b304e9110d",
"6-9":"0b64191418501a689202af4c9130e40e35383989923be566733d9ced249a47b7",
"7-8":"0c741ee4dc4f38e528f646d128bd198de9388fa14a9eae9cf8725a9f961083d3",
"7-9":"f020aee76fd0d1c9dd63f5b38e177cd27054571e93f008eb51e702e5a68ea401",
"8-9":"2f15b9214d8b6f3a9498005a8685e15a63c400da332b2a686ae240925aaceec1"}







github.com/relab/goxos/bftpubsub/config-relbc.ini

[bftpubsub]
# Add application layer specific config here

[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8080:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085


# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# # nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# # NOTE: This format differs from `nodes` in that there is no ID on standbys!
# # NodeInit specific settings
# nodeInitStandbys = 

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos | AuthenticatedBC | ReliableBC
protocol = ReliableBC 

# # alpha: int
# # Alpha value used for pipelining
alpha = 10 

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = None

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
# nodeInitReplicaProvider = Disabled

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0

# configKeysPath: string
# Path to keys used by authentication manager
configKeysPath = config-keys.json

# nrOfPublications: int
# Number of publications to be published
nrOfPublications = 100

# publicationPayload: int
# Size of each publication in bytes
publicationPayloadSize = 32







github.com/relab/goxos/bftpubsub/handler.go

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type GoxosHandler struct {
}

func (gh *GoxosHandler) Execute(req []byte) (resp []byte) {
	glog.V(2).Infof("Request received from execute: %s\n", req)
	return req
}

func (gh *GoxosHandler) GetState(slotMarker uint) (sm uint, state []byte) {
	return 0, nil
}

func (gh *GoxosHandler) SetState(state []byte) error {
	return nil
}







github.com/relab/goxos/bftpubsub/log/.gitignore

# Ignore everything in this folder; used as log dir for glog.
*
!.gitignore







github.com/relab/goxos/bftpubsub/README.md

bftpubsub
=========

This is an example application for testing the "Authenticated Broadcast" and "Reliable Broadcast" protocols using Goxos.

For more information, see \[1] and \[2].

Notes:

* There are two helper scripts for running each of the two protocols: ``runauthbc`` and ``runrelbc``.
* The publisher is set to publish a fixed amount of publications. The number of publications can be adjusted in the configuration file.
* All client, liveness and failure handling modules are disabled when using these two protocols.

\[1] Emil Haaland and Stian Ramstad. Tolerating Arbitrary Failures in a Pub/Sub System. Bachelor's thesis, 2014, University of Stavanger.

\[2] Leander Jehl and Hein Meling. Towards Byzantine Fault Tolerant Publish/Subscribe: A State Machine Approach. In Proceedings of the 9th Workshop on Hot Topics in Dependable Systems, HotDep '13, pages 5:1-5:5, New York, NY, USA, 2013. ACM.







github.com/relab/goxos/bftpubsub/runauthbc

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./bftpubsub -v=3 -log_dir=./log/ -id $i -all-cores -config-file config-authbc.ini &
done

echo "Running. Press enter to stop."

read && killall bftpubsub 







github.com/relab/goxos/bftpubsub/runrelbc

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./bftpubsub -v=3 -log_dir=./log/ -id $i -all-cores -config-file config-relbc.ini &
done

echo "Running. Press enter to stop."

read && killall bftpubsub 







github.com/relab/goxos/client/batchconnection.go

package client

import (
	"log"
	"net"
	"sync"
	"time"

	"github.com/relab/goxos/config"
)

const (
	batchReadTimeout = 10000 * time.Millisecond
)

type BatchConnection struct {
	id                 string
	replicaConnections []net.Conn
	seq                uint32
	writeLock          *sync.Mutex
	respMap            responseMap
	conf               *config.Config
}

func NewBatchConn(conn *ReplicaConn, connections []net.Conn) ServiceConn {
	batchConn := BatchConnection{
		id:                 conn.id,
		replicaConnections: connections,
		respMap:            newResponseMap(),
		writeLock:          new(sync.Mutex),
		conf:               conn.conf,
	}
	batchConn.startReadWorkers()
	return &batchConn
}

func (batchConn *BatchConnection) Send(request []byte) <-chan ResponseData {
	req := batchConn.genReq(request)
	respInfo := newResponseInfo()
	batchConn.respMap.add(req.GetSeq(), respInfo)

	go batchConn.trySend(req, respInfo)
	return respInfo.respChan
}

func (batchConn *BatchConnection) trySend(request Request, respInfo *responseInfo) {

	for {
		err := batchConn.writeToAllReplicas(request)
		if err != nil {
			log.Println("trySend: error on write: ", err)
			//Should we return error here? Should we just continue if error is timeout?

			//send err to response channel for this request
			// batchConn.mapLock.Lock()
			// responseChan, exist := batchConn.futureResponses[request.GetSeq()]
			// batchConn.mapLock.Unlock()
			// if exist {
			// 	responseChan <- Response{Value: request.GetVal(), Err: err}
			// }
			break
		}

		time.Sleep(batchConn.conf.GetDuration("awaitResponseTimeout", config.DefAwaitResponseTimeout))

		// if respInfo.isReceived() {
		// 	batchConn.respMap.delete(request.GetSeq())
		// 	return
		// }
	}
}

func (batchConn *BatchConnection) writeToAllReplicas(request Request) error {
	batchConn.writeLock.Lock()
	defer batchConn.writeLock.Unlock()
	for _, conn := range batchConn.replicaConnections {
		err := write(conn, &request)
		if err != nil {
			return err
		}
	}
	return nil
}

func (batchConn *BatchConnection) startReadWorkers() {
	for _, conn := range batchConn.replicaConnections {
		go func(conn net.Conn) {
			for {
				var response Response
				//TODO Do we need this deadline?
				conn.SetReadDeadline(time.Now().Add(batchReadTimeout))
				err := read(conn, &response)
				if err != nil {
					if netErr, ok := err.(net.Error); ok && netErr.Timeout() {
						//ignore if timeout
						continue
					}
					log.Printf("worker: read error, %v\n", err)
					continue
				}

				if response.HasError() {
					log.Printf("worker: error code nonzero, %v - %v\n",
						response.GetErrorCode(), response.GetErrorDetail())
					continue
				}

				respInfo, exist := batchConn.respMap.get(response.GetSeq())
				if !exist {
					log.Println("worker: no sequence information found for: ", response.GetSeq())
					return
				}
				// respInfo.setReceived(true)
				resp := ResponseData{Value: response.GetVal(), SendTime: respInfo.sendTime, ReceiveTime: time.Now()}
				respInfo.respChan <- resp
			}
		}(conn)
	}
}

func (batchConn *BatchConnection) Close() error {
	var err error
	for _, conn := range batchConn.replicaConnections {
		log.Println("close: closing", conn.RemoteAddr())
		err = conn.Close()
	}
	return err
}

func (batchConn *BatchConnection) genReq(value []byte) Request {
	seq := batchConn.seq
	req := Request{
		Type: Request_EXEC.Enum(),
		Id:   &batchConn.id,
		Seq:  &seq,
		Val:  value,
	}
	batchConn.seq++
	return req
}







github.com/relab/goxos/client/connection_test.go

// +build integration

package client

import (
	"bufio"
	"fmt"
	"io"
	"os"
	"os/exec"
	"runtime"
	"strconv"
	"strings"
	"testing"
	"time"
)

const (
	N       = 3
	cmds    = 500
	runs    = 20
	seqnums = cmds * runs
)

//TODO We should use os.PathSeparator to get proper cross-platform paths here.
var KVS = os.Getenv("GOPATH") + "/src/github.com/relab/goxos/kvs/"
var cfg = KVS + "kvsd/conf/config.ini"

// TODO should we automatically run go install ?

func startServers(t *testing.T) [N]*os.Process {
	kvsd, err := exec.LookPath("kvsd")
	fmt.Println("kvsd:" + kvsd)
	if err != nil {
		t.Fatal("kvsd not in $PATH; kvsd needs to be installed before running this test")
	}
	argv := []string{
		"-id",
		"1",
		"-v=3",
		"-log_dir=" + KVS + "kvsd/log/",
		"-all-cores",
		"-config-file",
		cfg,
	}
	var proc [N]*os.Process

	// start N servers
	for i := 0; i < N; i++ {
		argv[1] = strconv.Itoa(i)
		cmd := exec.Command(kvsd, argv...)
		//cmd.Dir = os.Getenv("GOPATH") + "src\\github.com\\relab\\goxos\\kvs\\kvsd"
		err := cmd.Start()
		if err != nil {
			t.Fatal("Failed to start kvsd:", err)
		}
		proc[i] = cmd.Process
	}
	return proc
}

func startClient(t *testing.T, argv ...string) (*exec.Cmd, io.ReadCloser) {
	kvsc, err := exec.LookPath("kvsc")
	fmt.Println("kvsC:" + kvsc)
	if err != nil {
		t.Fatal("kvsc not in $PATH; kvsc needs to be installed before running this test")
	}
	// start client in the provided mode
	cmd := exec.Command(kvsc, argv...)
	//cmd.Dir = "../kvs/kvsc"

	stderr, err := cmd.StderrPipe()
	if err != nil {
		t.Fatal(err)
	}
	err = cmd.Start()
	if err != nil {
		t.Fatal("Failed to start kvsc:", err)
	}
	return cmd, stderr
}

func checkClientOutput(out io.ReadCloser, expected []string, t *testing.T) {
	scanner := bufio.NewScanner(out)
	k := 0
	for scanner.Scan() {
		line := scanner.Text()
		if k < len(expected) {
			if strings.Contains(line, expected[k]) {
				k++
			}
		}
		fmt.Println(scanner.Text())
	}
	if err := scanner.Err(); err != nil {
		fmt.Fprintln(os.Stderr, "reading standard error:", err)
	}

	if k != len(expected) {
		t.Fatal("Client output did not contain expected output: ", len(expected), ", k: ", k)
	}
}

func TestSyncConnection(t *testing.T) {
	proc := startServers(t)

	// kill servers when done
	defer proc[0].Kill()
	defer proc[1].Kill()
	defer proc[2].Kill()

	// give the servers some time to start
	time.Sleep(1000 * time.Millisecond)

	cmd, stderr := startClient(t,
		"-mode=bench",
		"-runs="+strconv.Itoa(runs),
		"-cmds="+strconv.Itoa(cmds),
		"-noreport",
		"-config-file",
		cfg,
	)

	// text expected in output
	expected := make([]string, seqnums)
	for i := 0; i < seqnums; i++ {
		expected[i] = "seq#: " + strconv.Itoa(i)
	}
	checkClientOutput(stderr, expected, t)

	// wait for client to finish
	if err := cmd.Wait(); err != nil {
		t.Fatal("kvsc failed:", err)
	}
}

func TestSyncReconnect(t *testing.T) {
	proc := startServers(t)

	// kill the remaining servers when done
	defer proc[0].Kill()
	defer proc[1].Kill()

	// give the servers some time to start
	time.Sleep(1000 * time.Millisecond)

	cmd, stderr := startClient(t,
		"-mode=bench",
		"-runs="+strconv.Itoa(runs),
		"-cmds="+strconv.Itoa(cmds),
		"-noreport",
		"-config-file",
		cfg,
	)

	// kill the third process (the leader) after 2 seconds
	time.Sleep(2000 * time.Millisecond)
	proc[2].Kill()

	// text expected in output
	expected := []string{
		"read failed: EOF",
		"connecting to another replica",
		"resending",
		"Done!",
	}
	if runtime.GOOS == "windows" {
		expected[0] = "failed: WSA" //can be read or write
	}
	t.Log("Checking expected output")
	checkClientOutput(stderr, expected, t)

	// Also check that the sequence numbers are in order
	// expected = make([]string, seqnums)
	// for i := 0; i < seqnums; i++ {
	// 	expected[i] = "seq#: " + strconv.Itoa(i)
	// }
	// t.Log("Checking expected seq numbers")
	// checkClientOutput(stderr, expected, t)

	// wait for client to finish
	if err := cmd.Wait(); err != nil {
		t.Fatal("kvsc failed:", err)
	}
}

func TestAsyncConnection(t *testing.T) {
	proc := startServers(t)

	// kill servers when done
	defer proc[0].Kill()
	defer proc[1].Kill()
	defer proc[2].Kill()

	// give the servers some time to start
	time.Sleep(1000 * time.Millisecond)

	cmd, stderr := startClient(t,
		"-mode=bench-async",
		"-runs="+strconv.Itoa(runs),
		"-cmds="+strconv.Itoa(cmds),
		"-noreport",
		"-config-file",
		cfg,
	)

	// text expected in output
	expected := []string{
		"handshake: id accepted",
		"Done!",
	}
	// expected := []string{
	// 	"read failed: EOF",
	// 	"connecting to another replica",
	// 	"resending",
	// 	"Done!",
	// }
	// if runtime.GOOS == "windows" {
	// 	expected[0] = "read failed: WSARecv"
	// }
	checkClientOutput(stderr, expected, t)

	// wait for client to finish
	if err := cmd.Wait(); err != nil {
		t.Fatal("kvsc failed:", err)
	}
}

func TestAsyncReconnect(t *testing.T) {
	proc := startServers(t)

	// kill the remaining servers when done
	defer proc[0].Kill()
	defer proc[1].Kill()

	// give the servers some time to start
	time.Sleep(1000 * time.Millisecond)

	cmd, stderr := startClient(t,
		"-mode=bench-async",
		"-runs="+strconv.Itoa(runs),
		"-cmds="+strconv.Itoa(cmds),
		"-noreport",
		"-config-file",
		cfg,
	)

	// kill the third process (the leader) after 2 seconds
	time.Sleep(2000 * time.Millisecond)
	proc[2].Kill()

	// text expected in output
	expected := []string{
		"handshake: id accepted",
		"Done!",
	}
	// expected := []string{
	// 	"read failed: EOF",
	// 	"connecting to another replica",
	// 	"resending",
	// 	"Done!",
	// }
	// if runtime.GOOS == "windows" {
	// 	expected[0] = "read failed: WSARecv"
	// }
	checkClientOutput(stderr, expected, t)

	// wait for client to finish
	if err := cmd.Wait(); err != nil {
		t.Fatal("kvsc failed:", err)
	}
}







github.com/relab/goxos/client/connmanager.go

package client

import (
	"bytes"
	"crypto/sha1"
	"errors"
	"io"
	"log"
	"net"

	"github.com/relab/goxos/config"
)

//TODO: Make the members entry be a map from hostname:port to net.Conn. This
//way activeConn can be a string with the key for the active member. And if
//activeConn="all", then it means all members have a connection.

//TODO: Let the initial connection be to any of the servers. The handshake
//reply should contain the full list of members.

//TODO: Make a separate Conn struct for handling seq# and responseMap,
//writeLock etc. Do we need a separate seq# for each Conn (when using multiple
//connections?)

// type connection struct {
// 	conn      net.Conn
// 	seq       uint32
// 	respMap   responseMap
// 	writeLock *sync.Mutex
// }

type connManager struct {
	membID     []byte
	members    map[string]net.Conn
	activeConn string
	conf       *config.Config
}

func newConnManager(members []string, config *config.Config) *connManager {
	conn := &connManager{
		membID:  MembID(members),
		members: make(map[string]net.Conn),
		conf:    config,
	}
	for _, member := range members {
		conn.members[member] = nil
	}
	return conn
}

// MembId returns the membership identifier for the given membership. The
// membership identifier is expected to be identical for the same membership.
// Thus, it does not distinguish between two versions of the same membership
// that may have existed at different times during an execution.
func MembID(members []string) []byte {
	h := sha1.New()
	for _, member := range members {
		io.WriteString(h, member)
	}
	return h.Sum(nil)
}

// MembIdEqual returns true if aId and bId are equal.
func MembIDEqual(aID, bID []byte) bool {
	return bytes.Equal(aID, bID)
}

// Members returns the set of members managed by the connection manager.
func (cm *connManager) Members() []string {
	var membs []string
	for member := range cm.members {
		membs = append(membs, member)
	}
	return membs
}

func (cm *connManager) Size() int {
	return len(cm.members)
}

func (cm *connManager) Close() {
	for _, member := range cm.members {
		if member != nil {
			member.Close()
		}
	}
}

func (cm *connManager) update(members []string) {
	newMembers := make(map[string]net.Conn)
	for _, member := range members {
		newMembers[member] = nil
	}
	foundActive := false
	if _, present := newMembers[cm.activeConn]; present {
		// Member with active connection is also in the new membership.
		// Copy connection object to new data structure.
		newMembers[cm.activeConn] = cm.members[cm.activeConn]
		foundActive = true
	}
	cm.members = newMembers
	cm.membID = MembID(members)
	if !foundActive {
		// Connect to a new member, since no active member found.
		cm.connect()
	}
}

func (cm *connManager) connect() error {
	for i := 0; i < cm.conf.GetInt("cycleListMax", config.DefCycleListMax); i++ {
		for member := range cm.members {
			log.Printf("connect: connecting to %v", member)
			conn, err := net.DialTimeout("tcp", member, cm.conf.GetDuration("dialTimeout", config.DefDialTimeout))
			if err == nil {
				log.Printf("connect: succeeded connecting to %v", member)
				cm.members[member] = conn
				cm.activeConn = member
				return nil
			}
			log.Printf("connect: %v", err)
			continue
		}
	}
	return errors.New("failed connecting to any member nodes")
}







github.com/relab/goxos/client/connmanager_test.go

package client

import (
	"fmt"
	"log"
	"net"
	"testing"

	"github.com/relab/goxos/config"
)

var cm *connManager
var listeners []net.Listener

var initialMembership = []string{
	"localhost:8090",
	"localhost:8092",
	"localhost:8094",
}

func TestClientConnManager(t *testing.T) {
	cm = newConnManager(initialMembership, &config.Config{})
}

func TestMembId(t *testing.T) {
	newMembership := []string{
		"localhost:8090",
		"localhost:8092",
		"localhost:8096",
	}
	if !MembIDEqual(MembID(initialMembership), MembID(initialMembership)) {
		t.Error("The two memberships should be equal")
	}
	if MembIDEqual(MembID(initialMembership), MembID(newMembership)) {
		t.Error("The two memberships should not be equal")
	}
	if !MembIDEqual(cm.membID, MembID(initialMembership)) {
		t.Error("The two memberships should be equal")
	}
	if MembIDEqual(cm.membID, MembID(newMembership)) {
		t.Error("The two memberships should not be equal")
	}
}

func TestConnect(t *testing.T) {
	err := cm.connect()
	if err == nil {
		t.Error("We don't have any listener, so we expect err != nil")
	}
	expErr := "failed connecting to any member nodes"
	if err.Error() != expErr {
		t.Errorf("expected: '%v', got: '%v'", expErr, err)
	}

	// Setup listener and try to connect
	listeners = make([]net.Listener, cm.Size())
	for i, member := range cm.Members() {
		listeners[i] = listener(member, t)
		err = cm.connect()
		if err != nil {
			t.Errorf("could not connect, got '%v'", err)
		}
		if cm.activeConn != member {
			t.Errorf("active connection %v, expected %v", cm.activeConn, member)
		}
		listeners[i].Close()
	}
}

func setupListeners(t *testing.T) {
	listeners = make([]net.Listener, cm.Size())
	for i, member := range cm.Members() {
		listeners[i] = listener(member, t)
	}
}

func updateListeners(newMembership []string, t *testing.T) {
	memberSet := make(map[string]bool)
	for _, member := range cm.Members() {
		memberSet[member] = true
	}
	for _, member := range newMembership {
		if memberSet[member] {
			continue
		} else {
			fmt.Printf("New listener: %v\n", member)
			newListener := listener(member, t)
			listeners = append(listeners, newListener)
		}
	}
}

func closeListeners() {
	for _, listener := range listeners {
		listener.Close()
	}
}

func equal(a, b []string) bool {
	if len(a) == len(b) {
		mSet := make(map[string]bool)
		for _, member := range a {
			mSet[member] = true
		}
		for _, member := range b {
			if !mSet[member] {
				return false
			}
		}
	} else {
		return false
	}
	return true
}

func TestUpdate(t *testing.T) {
	setupListeners(t)
	defer closeListeners()
	cm.connect()
	if !equal(cm.Members(), initialMembership) {
		t.Errorf("membership not installed (%v)", cm.members)
	}
	if cm.activeConn == "" {
		t.Errorf("active connection %v, expected non-empty string", cm.activeConn)
	}

	newMembership := []string{
		"localhost:8090",
		"localhost:8092",
		"localhost:8096",
	}
	updateListeners(newMembership, t)
	cm.update(newMembership)
	checkConnections(newMembership, t)

	newMembership = []string{
		"localhost:8098",
		"localhost:8092",
		"localhost:8096",
	}
	updateListeners(newMembership, t)
	cm.update(newMembership)
	checkConnections(newMembership, t)

	newMembership = []string{
		"localhost:8050",
		"localhost:8052",
		"localhost:8054",
	}
	updateListeners(newMembership, t)
	cm.update(newMembership)
	checkConnections(newMembership, t)

	newMembership = []string{
		"localhost:8050",
		"localhost:8052",
		"localhost:8054",
		"localhost:8056",
		"localhost:8058",
		"localhost:8060",
	}
	updateListeners(newMembership, t)
	cm.update(newMembership)
	checkConnections(newMembership, t)

	cm.Close()
}

func checkConnections(newMembership []string, t *testing.T) {
	if !equal(cm.Members(), newMembership) {
		t.Errorf("membership not updated\n(%v)\n(%v)\n", cm.Members(), newMembership)
	}
	if cm.activeConn == "" {
		t.Errorf("active connection %v, expected non-empty string", cm.activeConn)
	}
	for member, conn := range cm.members {
		if cm.activeConn == member {
			if conn == nil {
				t.Errorf("expected non-nil connection for %v", member)
			}
		} else {
			if conn != nil {
				t.Errorf("expected nil connection for %v, got: %v", member, conn.RemoteAddr())
			}
		}
		if conn == nil {
			log.Printf("conn[%v]: nil", member)
		} else {
			log.Printf("conn[%v]: %v", member, conn.RemoteAddr())
		}
	}
}







github.com/relab/goxos/client/doc.go

/*
Package client is responsible for client-replica communication. In Goxos, a client
can connect to the service and send requests. These requests will usually be run by the
service, generating a response, which is sent back to the client.

Clients are handled through the use of ClientConn and ClientHandler. The ClientHandler
listens on a socket for connections from clients, does a handshake with the client, and
then creates a ClientConn -- which is responsible for further handling of each specific
client.

To recompile the Protobuf msg.proto file, use the command: protoc msg.proto --go_out=.
*/
package client







github.com/relab/goxos/client/fastconnection.go

package client

import (
	"log"
	"net"
	"sync"
	"time"

	"github.com/relab/goxos/config"
)

type FastConnection struct {
	id                 string
	replicaConnections []net.Conn
	seq                uint32
	receivedFrom       map[uint32][]net.Conn
	writeLock          *sync.Mutex
	respMap            responseMap
	conf               *config.Config
}

func NewFastConn(conn *ReplicaConn, connections []net.Conn) ServiceConn {
	c := FastConnection{
		id:                 conn.id,
		replicaConnections: connections,
		receivedFrom:       make(map[uint32][]net.Conn),
		respMap:            newResponseMap(),
		conf:               conn.conf,
	}
	c.startReadWorkers()
	return &c
}

func (c *FastConnection) Send(request []byte) <-chan ResponseData {
	req := c.genReq(request)
	respInfo := newResponseInfo()
	c.respMap.add(req.GetSeq(), respInfo)

	go c.trySend(req, respInfo)
	return respInfo.respChan
}

func (c *FastConnection) trySend(request Request, respInfo *responseInfo) {

	for retries := 0; retries < 30; retries++ {
		err := c.writeToAllReplicas(request)
		if err != nil {
			//send err to response channel for this request
			// c.mapLock.Lock()
			// responseChan, exist := c.futureResponses[request.GetSeq()]
			// c.mapLock.Unlock()

			if respInfo != nil {
				respInfo.respChan <- ResponseData{Value: request.GetVal(), Err: err}
			}
			break
		}

		time.Sleep(c.conf.GetDuration("awaitResponseTimeout", config.DefAwaitResponseTimeout))

		// Maybe check here if we have received answer from some replicas (but not all) and in that case send error?
		// This is because answer from some (but not all) replicas might point to a read error,
		// if it happens several times in row. The previous version of fastConnection returned error if read gave
		// an error
		// if respInfo.isReceived() {
		// 	c.respMap.delete(request.GetSeq())
		// 	return
		// }
	}
}

func (c *FastConnection) writeToAllReplicas(request Request) error {
	c.writeLock.Lock()
	defer c.writeLock.Unlock()
	for _, conn := range c.replicaConnections {
		err := write(conn, &request)
		if err != nil {
			return err
		}
	}
	return nil
}

func (c *FastConnection) startReadWorkers() {
	for _, conn := range c.replicaConnections {
		go func(conn net.Conn) {
			for {
				var response Response
				err := read(conn, &response)
				if err != nil {
					if netErr, ok := err.(net.Error); ok && netErr.Timeout() {
						//ignore if timeout
						continue
					}
					log.Printf("worker: read error, %v\n", err)
					continue
				}

				if response.HasError() {
					log.Printf("worker: error code nonzero, %v - %v\n",
						response.GetErrorCode(), response.GetErrorDetail())
					continue
				}
				//TODO: This code needs the mapLock, but has temporarily been disabled (while refactoring)
				// c.mapLock.Lock()
				receivedFrom, exist := c.receivedFrom[response.GetSeq()]
				if !exist {
					receivedFrom = make([]net.Conn, 0)
				}
				receivedFrom = append(receivedFrom, conn)
				c.receivedFrom[response.GetSeq()] = receivedFrom
				// c.mapLock.Unlock()

				//TODO: It seems problematic to require all replicaConnections
				// to respond. Are we assuming that replicaConnections refer to
				// only live connections?
				if len(receivedFrom) != len(c.replicaConnections) {
					continue
				}

				respInfo, exist := c.respMap.get(response.GetSeq())
				if !exist {
					log.Println("worker: no sequence information found for: ", response.GetSeq())
					return
				}
				// respInfo.setReceived(true)
				resp := ResponseData{Value: response.GetVal(), SendTime: respInfo.sendTime, ReceiveTime: time.Now()}
				respInfo.respChan <- resp
				//go deliverResponseToChannel(responseChan, resp)

			}
		}(conn)
	}
}

func (c *FastConnection) Close() error {
	var err error
	for _, conn := range c.replicaConnections {
		log.Println("close: closing", conn.RemoteAddr())
		err = conn.Close()
	}
	return err
}

func (c *FastConnection) genReq(value []byte) Request {
	seq := c.seq
	req := Request{
		Type: Request_EXEC.Enum(),
		Id:   &c.id,
		Seq:  &seq,
		Val:  value,
	}
	c.seq++
	return req
}







github.com/relab/goxos/client/id.go

package client

import (
	"bytes"
	"crypto/rand"
	"crypto/sha1"
	"encoding/base64"
	"errors"
	"io"
	"os"
	"time"
)

const randbits = 64

//TODO define the semantics of the returns for this method. Currently it
//returns empty string and err, but it should probably return nil, err.

func generateID() (id string, err error) {
	b := new(bytes.Buffer)

	// hostname
	hostname, err := os.Hostname()
	if err != nil {
		return "", err
	}
	b.Write([]byte(hostname)) //Lookup IP instead?

	// time
	now := time.Now()
	nowAsGob, err := now.GobEncode()
	if err != nil {
		return "", err
	}
	b.Write(nowAsGob)

	// random bits
	rb := make([]byte, randbits/8)
	n, err := io.ReadFull(rand.Reader, rb)
	if err != nil {
		return "", err
	}
	if n != len(rb) {
		return "", errors.New("random bits length mismatch")
	}
	b.Write(rb)

	hasher := sha1.New()
	hasher.Write(b.Bytes())
	id = base64.StdEncoding.EncodeToString(hasher.Sum(nil))

	return id, nil
}







github.com/relab/goxos/client/ioutils.go

package client

import (
	"encoding/binary"
	"io"
	"net"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

// These functions are not thread-safe.

func write(conn net.Conn, msg proto.Message) error {
	buffer, err := proto.Marshal(msg)
	if err != nil {
		return err
	}
	err = binary.Write(conn, binary.LittleEndian, int32(len(buffer)))
	if err != nil {
		return err
	}
	_, err = conn.Write(buffer)
	// if Write was ok, err == nil
	return err
}

func read(conn net.Conn, msg proto.Message) error {
	var size int32
	err := binary.Read(conn, binary.LittleEndian, &size)
	if err != nil {
		return err
	}
	buffer := make([]byte, size)
	_, err = io.ReadFull(conn, buffer)
	if err != nil {
		return err
	}
	err = proto.Unmarshal(buffer, msg)
	// if Unmarshal was ok, err == nil
	return err
}







github.com/relab/goxos/client/ioutils_test.go

package client

import (
	"net"
	"strconv"
	"testing"
	"time"
)

const iter = 100

var done chan bool

// helper function to set up listener on the given address; remember to close
// the connection at the end of each test case.
func listener(adr string, t *testing.T) net.Listener {
	l, err := net.Listen("tcp", adr)
	if err != nil {
		t.Fatal("Did you forget to close a connection?", err)
	}
	return l
}

func dial(adr string, t *testing.T) net.Conn {
	c, err := net.Dial("tcp", adr)
	if err != nil {
		t.Fatal(err)
	}
	return c
}

func accept(l net.Listener, t *testing.T) net.Conn {
	c, err := l.Accept()
	if err != nil {
		t.Fatal(err)
	}
	return c
}

func nwrite(c net.Conn, req *Request, t *testing.T) {
	err := write(c, req)
	if err != nil {
		t.Fatal(err)
	}
}

func nread(c net.Conn, resp *Response, t *testing.T) {
	err := read(c, resp)
	if err != nil {
		t.Fatal(err)
	}
}

func doWrite(c net.Conn, i int, t *testing.T) {
	myid := strconv.Itoa(i)
	hello := &Request{Type: Request_HELLO.Enum(), Id: &myid}
	if err := write(c, hello); err != nil {
		t.Errorf("write failed: %v", err)
	}
}

// TODO: This test can fail occationally. Figure out why. It may be totally
// reasonable, but it may also not be.
//
// --- FAIL: TestWriteRead (0.07 seconds)
// 	ioutils_test.go:72: expected 0, got: 1
// 	ioutils_test.go:72: expected 2, got: 0
// 	ioutils_test.go:72: expected 1, got: 2

func doRead(l net.Listener, t *testing.T) {
	c := accept(l, t)
	prevID := -1
	for {
		var resp Response
		if err := read(c, &resp); err != nil {
			t.Errorf("read failed: %v", err)
		}
		id, _ := strconv.Atoi(resp.GetId())
		if id != prevID+1 {
			t.Errorf("expected %d, got: %d", prevID+1, id)
		}
		prevID = id
		if id == iter-1 {
			done <- true
		}
	}
}

func TestWriteRead(t *testing.T) {
	done = make(chan bool)
	l := listener(":8100", t)
	defer l.Close()
	go doRead(l, t)

	d := dial("localhost:8100", t)
	for i := 0; i < iter; i++ {
		go doWrite(d, i, t)
		// delay writing to allow interleaving with reads
		time.Sleep(5 * time.Microsecond)
	}
	<-done
}







github.com/relab/goxos/client/msg.pb.go

// Code generated by protoc-gen-go.
// source: msg.proto
// DO NOT EDIT!

package client

import proto "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
import json "encoding/json"
import math "math"

// Reference proto, json, and math imports to suppress error if they are not otherwise used.
var _ = proto.Marshal
var _ = &json.SyntaxError{}
var _ = math.Inf

type Request_Type int32

const (
	Request_HELLO Request_Type = 1
	Request_EXEC  Request_Type = 2
)

var Request_Type_name = map[int32]string{
	1: "HELLO",
	2: "EXEC",
}
var Request_Type_value = map[string]int32{
	"HELLO": 1,
	"EXEC":  2,
}

func (x Request_Type) Enum() *Request_Type {
	p := new(Request_Type)
	*p = x
	return p
}
func (x Request_Type) String() string {
	return proto.EnumName(Request_Type_name, int32(x))
}
func (x Request_Type) MarshalJSON() ([]byte, error) {
	return json.Marshal(x.String())
}
func (x *Request_Type) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(Request_Type_value, data, "Request_Type")
	if err != nil {
		return err
	}
	*x = Request_Type(value)
	return nil
}

type Response_Type int32

const (
	Response_HELLO_RESP Response_Type = 1
	Response_EXEC_RESP  Response_Type = 2
)

var Response_Type_name = map[int32]string{
	1: "HELLO_RESP",
	2: "EXEC_RESP",
}
var Response_Type_value = map[string]int32{
	"HELLO_RESP": 1,
	"EXEC_RESP":  2,
}

func (x Response_Type) Enum() *Response_Type {
	p := new(Response_Type)
	*p = x
	return p
}
func (x Response_Type) String() string {
	return proto.EnumName(Response_Type_name, int32(x))
}
func (x Response_Type) MarshalJSON() ([]byte, error) {
	return json.Marshal(x.String())
}
func (x *Response_Type) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(Response_Type_value, data, "Response_Type")
	if err != nil {
		return err
	}
	*x = Response_Type(value)
	return nil
}

type Response_Protocol int32

const (
	Response_UNKNOWN    Response_Protocol = 0
	Response_MULTIPAXOS Response_Protocol = 1
	Response_FASTPAXOS  Response_Protocol = 2
	Response_BATCHPAXOS Response_Protocol = 3
)

var Response_Protocol_name = map[int32]string{
	0: "UNKNOWN",
	1: "MULTIPAXOS",
	2: "FASTPAXOS",
	3: "BATCHPAXOS",
}
var Response_Protocol_value = map[string]int32{
	"UNKNOWN":    0,
	"MULTIPAXOS": 1,
	"FASTPAXOS":  2,
	"BATCHPAXOS": 3,
}

func (x Response_Protocol) Enum() *Response_Protocol {
	p := new(Response_Protocol)
	*p = x
	return p
}
func (x Response_Protocol) String() string {
	return proto.EnumName(Response_Protocol_name, int32(x))
}
func (x Response_Protocol) MarshalJSON() ([]byte, error) {
	return json.Marshal(x.String())
}
func (x *Response_Protocol) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(Response_Protocol_value, data, "Response_Protocol")
	if err != nil {
		return err
	}
	*x = Response_Protocol(value)
	return nil
}

type Response_Error int32

const (
	Response_NONE        Response_Error = 0
	Response_REDIRECT    Response_Error = 1
	Response_INVALID_ID  Response_Error = 2
	Response_MISSING_ID  Response_Error = 3
	Response_MISSING_TAG Response_Error = 4
	Response_MISSING_VAL Response_Error = 5
	Response_OLD_CMD     Response_Error = 6
	Response_OTHER       Response_Error = 15
)

var Response_Error_name = map[int32]string{
	0:  "NONE",
	1:  "REDIRECT",
	2:  "INVALID_ID",
	3:  "MISSING_ID",
	4:  "MISSING_TAG",
	5:  "MISSING_VAL",
	6:  "OLD_CMD",
	15: "OTHER",
}
var Response_Error_value = map[string]int32{
	"NONE":        0,
	"REDIRECT":    1,
	"INVALID_ID":  2,
	"MISSING_ID":  3,
	"MISSING_TAG": 4,
	"MISSING_VAL": 5,
	"OLD_CMD":     6,
	"OTHER":       15,
}

func (x Response_Error) Enum() *Response_Error {
	p := new(Response_Error)
	*p = x
	return p
}
func (x Response_Error) String() string {
	return proto.EnumName(Response_Error_name, int32(x))
}
func (x Response_Error) MarshalJSON() ([]byte, error) {
	return json.Marshal(x.String())
}
func (x *Response_Error) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(Response_Error_value, data, "Response_Error")
	if err != nil {
		return err
	}
	*x = Response_Error(value)
	return nil
}

type Request struct {
	Type             *Request_Type `protobuf:"varint,1,req,name=type,enum=client.Request_Type" json:"type,omitempty"`
	Id               *string       `protobuf:"bytes,2,opt,name=id" json:"id,omitempty"`
	Seq              *uint32       `protobuf:"varint,3,opt,name=seq" json:"seq,omitempty"`
	Val              []byte        `protobuf:"bytes,4,opt,name=val" json:"val,omitempty"`
	XXX_unrecognized []byte        `json:"-"`
}

func (this *Request) Reset()         { *this = Request{} }
func (this *Request) String() string { return proto.CompactTextString(this) }
func (*Request) ProtoMessage()       {}

func (this *Request) GetType() Request_Type {
	if this != nil && this.Type != nil {
		return *this.Type
	}
	return 0
}

func (this *Request) GetId() string {
	if this != nil && this.Id != nil {
		return *this.Id
	}
	return ""
}

func (this *Request) GetSeq() uint32 {
	if this != nil && this.Seq != nil {
		return *this.Seq
	}
	return 0
}

func (this *Request) GetVal() []byte {
	if this != nil {
		return this.Val
	}
	return nil
}

type Response struct {
	Type             *Response_Type     `protobuf:"varint,1,req,name=type,enum=client.Response_Type" json:"type,omitempty"`
	Id               *string            `protobuf:"bytes,2,opt,name=id" json:"id,omitempty"`
	Seq              *uint32            `protobuf:"varint,3,opt,name=seq" json:"seq,omitempty"`
	Val              []byte             `protobuf:"bytes,4,opt,name=val" json:"val,omitempty"`
	Protocol         *Response_Protocol `protobuf:"varint,5,opt,name=protocol,enum=client.Response_Protocol" json:"protocol,omitempty"`
	ErrorCode        *Response_Error    `protobuf:"varint,14,opt,name=error_code,enum=client.Response_Error,def=0" json:"error_code,omitempty"`
	ErrorDetail      *string            `protobuf:"bytes,15,opt,name=error_detail" json:"error_detail,omitempty"`
	XXX_unrecognized []byte             `json:"-"`
}

func (this *Response) Reset()         { *this = Response{} }
func (this *Response) String() string { return proto.CompactTextString(this) }
func (*Response) ProtoMessage()       {}

const Default_Response_ErrorCode Response_Error = Response_NONE

func (this *Response) GetType() Response_Type {
	if this != nil && this.Type != nil {
		return *this.Type
	}
	return 0
}

func (this *Response) GetId() string {
	if this != nil && this.Id != nil {
		return *this.Id
	}
	return ""
}

func (this *Response) GetSeq() uint32 {
	if this != nil && this.Seq != nil {
		return *this.Seq
	}
	return 0
}

func (this *Response) GetVal() []byte {
	if this != nil {
		return this.Val
	}
	return nil
}

func (this *Response) GetProtocol() Response_Protocol {
	if this != nil && this.Protocol != nil {
		return *this.Protocol
	}
	return 0
}

func (this *Response) GetErrorCode() Response_Error {
	if this != nil && this.ErrorCode != nil {
		return *this.ErrorCode
	}
	return Default_Response_ErrorCode
}

func (this *Response) GetErrorDetail() string {
	if this != nil && this.ErrorDetail != nil {
		return *this.ErrorDetail
	}
	return ""
}

func init() {
	proto.RegisterEnum("client.Request_Type", Request_Type_name, Request_Type_value)
	proto.RegisterEnum("client.Response_Type", Response_Type_name, Response_Type_value)
	proto.RegisterEnum("client.Response_Protocol", Response_Protocol_name, Response_Protocol_value)
	proto.RegisterEnum("client.Response_Error", Response_Error_name, Response_Error_value)
}







github.com/relab/goxos/client/msg.proto

package client;

message Request {
	enum Type {
		HELLO 		= 1;
		EXEC  		= 2;
	}

	required Type type = 1;
	optional string id = 2;
	optional uint32 seq = 3;
	optional bytes val = 4;
}

message Response {
	enum Type {
		HELLO_RESP	= 1;
		EXEC_RESP	= 2;	
	}

	required Type type = 1;
	optional string id = 2;
	optional uint32 seq = 3;
	optional bytes val = 4;

	enum Protocol {
		UNKNOWN 	= 0;
		MULTIPAXOS 	= 1;
		FASTPAXOS	= 2;
		BATCHPAXOS	= 3;
	}

	optional Protocol protocol = 5;

	enum Error {
		NONE		= 0;
		REDIRECT 	= 1;
		INVALID_ID	= 2;
		MISSING_ID	= 3;
		MISSING_TAG	= 4;
		MISSING_VAL	= 5;
		OLD_CMD		= 6;
		OTHER	 	= 15;	
	}	

	optional Error 	error_code 	= 14 [default = NONE];
	optional string error_detail	= 15;
}







github.com/relab/goxos/client/msgutils.go

package client

import (
	"bytes"
	"fmt"
	"hash/fnv"
)

// the length of our ID field (base64 encoded SHA-1 hash)
const validIDLength = 28

var h = fnv.New32a()

// Display the Request in truncated string form.
func (r *Request) SimpleString() string {
	return fmt.Sprintf("request from %v with seq %d", r.GetId(), r.GetSeq())
}

// Display the Request in its full glory.
func (r *Request) FullString() string {
	h.Reset()
	h.Write(r.GetVal())
	return fmt.Sprintf("%v and value hash %x", r.SimpleString(), h.Sum32())
}

// Check whether two Requests are equal.
func (r *Request) Equal(other Request) bool {
	return r.GetType() == other.GetType() &&
		r.GetId() == other.GetId() &&
		r.GetSeq() == other.GetSeq() &&
		bytes.Compare(r.GetVal(), other.GetVal()) == 0
}

// Do a FNV hash of a Request.
func (r *Request) Hash() uint32 {
	h := fnv.New32a()
	h.Write(r.GetVal())
	return h.Sum32()
}

// IsInvalid returns true if the request's ID field is invalid.
func (r *Request) IsIDInvalid() bool {
	return r.GetId() == "" || len(r.GetId()) != validIDLength
}

// Display the Response in truncated string form.
func (r *Response) SimpleString() string {
	if !r.HasError() {
		return fmt.Sprintf("response to %v with seq %d", r.GetId(), r.GetSeq())
	}

	return fmt.Sprintf("response to %v with seq %d and error code %v",
		r.GetId(), r.GetSeq(), r.GetErrorCode())
}

// Display the Response in its fully glory.
func (r *Response) FullString() string {
	if !r.HasError() {
		h.Reset()
		h.Write(r.GetVal())
		return fmt.Sprintf("%v, value hash %x", r.SimpleString(), h.Sum32())
	}

	return fmt.Sprintf("%v, error detail: %v", r.SimpleString(), r.GetErrorDetail())
}

// Check whether the response contains an error.
func (r *Response) HasError() bool {
	return r.GetErrorCode() != 0
}







github.com/relab/goxos/client/replicaconn.go

package client

import (
	"errors"
	"log"
	"net"
	"sync"
	"time"

	"github.com/relab/goxos/config"
)

type ReplicaConn struct {
	id                  string
	conn                net.Conn
	seq                 uint32
	nextNodeToConnectTo int
	respMap             responseMap
	reqSent             chan bool
	handshakeLock       *sync.RWMutex //this is used to avoid the bug where tryReceive would sometimes read the response intended to be read in exhangeID
	nodes               []string
	conf                *config.Config
}

func newReplicaConn(config *config.Config) *ReplicaConn {
	return &ReplicaConn{
		respMap:       newResponseMap(),
		reqSent:       make(chan bool, 560),
		handshakeLock: new(sync.RWMutex),
		nodes:         make([]string, 0),
		conf:          config,
	}
}

func (c *ReplicaConn) Send(request []byte) <-chan ResponseData {
	req := c.genReq(request)
	respInfo := newResponseInfo()
	c.respMap.add(req.GetSeq(), respInfo)

	go c.trySend(&req, respInfo)
	return respInfo.respChan
}

func (c *ReplicaConn) Close() error {
	return c.conn.Close()
}

// trySend tries to send the request to the currently connected replica. If
// the current connection times out or the connection is otherwise lost, we
// try to connect to another replica and retry sending the request to that
// replica.
func (c *ReplicaConn) trySend(req *Request, respInfo *responseInfo) {
	for {
		// The write timeout should be long enough so that we don't need to
		// retry writing to the same replica twice because if we timeout, we
		// simply reconnect to another replica.
		c.conn.SetWriteDeadline(time.Now().Add(c.conf.GetDuration("writeTimeout", config.DefWriteTimeout)))
		err := c.write(req)
		if err != nil {
			log.Println("trySend: write failed:", err)
			// sleep to allow new leader to emerge
			// TODO: maybe this should be coordinated with liveness value on replicas?
			// perhaps this is something that can be sent in the handshake?
			time.Sleep(300 * time.Millisecond)
			err := c.reconnect()
			if err != nil {
				log.Println("trySend: reconnect failed; giving up:", err)
				respInfo.respChan <- ResponseData{Err: err}
				return
			}
			// we got a connection; try to write request again
			//time.Sleep(100 * time.Millisecond)
			log.Println("trySend: reconnected, resending seq#: ", req.GetSeq())
			continue
		}

		// the request has been sent; signal receiver to begin receiving
		c.reqSent <- true
		// garbage collect on return
		defer func() { c.respMap.delete(req.GetSeq()) }()

		// await response delivery or timeout
		select {
		case <-time.After(c.conf.GetDuration("awaitResponseTimeout", config.DefAwaitResponseTimeout)):
			log.Println("trySend: timeout:", req.GetSeq())
			// giving up; returning error on client's response channel
			respInfo.respChan <- ResponseData{Err: errors.New("timeout")}
			return
		case <-respInfo.resend:
			//resending request
			log.Println("trySend: resending seq#:", req.GetSeq())
		case <-respInfo.gotResponse:
			log.Println("trySend: got response, seq#:", req.GetSeq())
			return

		}
	}
}

func (c *ReplicaConn) write(req *Request) error {
	//c.writeLock.Lock()
	//defer c.writeLock.Unlock()
	c.handshakeLock.RLock()
	defer c.handshakeLock.RUnlock()
	return write(c.conn, req)
}

func (c *ReplicaConn) tryReceive() {
	for {
		var r Response
		<-c.reqSent // wait until something has been sent
		c.conn.SetReadDeadline(time.Now().Add(c.conf.GetDuration("readTimeout", config.DefReadTimeout)))
		// await reply
		c.handshakeLock.RLock()
		err := read(c.conn, &r)
		c.handshakeLock.RUnlock()
		if err != nil {
			log.Println("tryReceive: read failed:", err, c.conn.RemoteAddr())
			time.Sleep(100 * time.Millisecond)
			err := c.reconnect()
			if err != nil {
				log.Println("tryReceive: reconnect failed; giving up:", err)
				// returning error on all response channels for the client
				for seqNum, respInfo := range c.respMap.respMap {
					log.Println("tryReceive: failed to send seq#:", seqNum)
					respInfo.respChan <- ResponseData{Err: err}
				}
				return
			}
			//time.Sleep(100 * time.Millisecond)
			// got connection; resend outstanding requests and await replies
			for seqNum, respInfo := range c.respMap.respMap {
				log.Println("tryReceive: trigger resend for seq#:", seqNum)
				select {
				case respInfo.resend <- struct{}{}: //resending
				default:
				}
			}
			continue
		}

		// we got a reply
		respInfo, exist := c.respMap.get(r.GetSeq())
		if !exist {
			//TODO what could cause this?
			// getting a redirect could cause this, should it be handled here?
			// (this can also happen if we receive multiple responses with same seq)
			//log.Println("tryReceive: response channel not found for:", r.GetSeq(), r)
			//respInfo.resend <- true //resending

			// if the request timed out, and then we got this response, we
			// have no way to reach the client to pass along the reply.
			log.Println("tryReceive: response channel for", r,
				"has been garbage collected; ignoring.")
			continue
		}
		//TODO: We can avoid the ResponseData struct by adding SendTime and ReceiveTime to Response in msg.proto
		resp := ResponseData{Value: r.GetVal(), SendTime: respInfo.sendTime, ReceiveTime: time.Now()}
		// deliver to channels non-blocking, in case of mulitple responses with same seq number
		select {
		case respInfo.gotResponse <- struct{}{}:
		default:
		}

		select {
		case respInfo.respChan <- resp:
		default:
		}

	}
}

var reconnecting bool

func (c *ReplicaConn) reconnect() error {
	if reconnecting {
		return nil
	}
	reconnecting = true
	defer func() { reconnecting = false }()

	log.Println("reconnect: connecting to another replica")
	_, err := c.handshake()
	return err
}

func (c *ReplicaConn) tcpConnect() error {
	maxAttempts := len(c.nodes) * c.conf.GetInt("cycleListMax", config.DefCycleListMax)
	for i := 0; i < maxAttempts; i++ {
		log.Printf("tcpConnect: connecting to node %v", c.nextNodeToConnectTo)
		newConn, err := net.DialTimeout("tcp", c.nodes[c.nextNodeToConnectTo], c.conf.GetDuration("dialTimeout", config.DefDialTimeout))
		if err == nil {
			log.Printf("tcpConnect: connected to node %v", c.nodes[c.nextNodeToConnectTo])
			c.conn = newConn
			c.nextNodeToConnectTo = (c.nextNodeToConnectTo + 1) % len(c.nodes)
			return nil
		}
		log.Println("tcpConnect: error:", err)
		log.Println("tcpConnect: sleeping", c.conf.GetDuration("cycleNodesWait", config.DefCycleNodesWait))
		time.Sleep(c.conf.GetDuration("cycleNodesWait", config.DefCycleNodesWait))
		c.nextNodeToConnectTo = (c.nextNodeToConnectTo + 1) % len(c.nodes)
		continue
	}

	return errors.New("cannot contact any node in cluster")
}

func (c *ReplicaConn) genReq(value []byte) Request {
	seq := c.seq
	req := Request{
		Type: Request_EXEC.Enum(),
		Id:   &c.id,
		Seq:  &seq,
		Val:  value,
	}
	c.seq++
	return req
}







github.com/relab/goxos/client/response.go

package client

import (
	"log"
	"sync"
	"time"
)

type ResponseData struct {
	Value                 []byte
	SendTime, ReceiveTime time.Time
	Err                   error
}

type responseInfo struct {
	respChan    chan ResponseData
	resend      chan struct{}
	sendTime    time.Time
	gotResponse chan struct{}
}

func newResponseInfo() *responseInfo {
	return &responseInfo{
		respChan:    make(chan ResponseData, 1),
		resend:      make(chan struct{}, 1),
		sendTime:    time.Now(),
		gotResponse: make(chan struct{}, 1),
	}
}

type responseMap struct {
	respMap map[uint32]*responseInfo
	mapLock *sync.Mutex
}

func newResponseMap() responseMap {
	return responseMap{
		respMap: make(map[uint32]*responseInfo),
		mapLock: new(sync.Mutex),
	}
}

//TODO remove: only for debugging
func (m *responseMap) print() {
	for k := range m.respMap {
		log.Printf("key: %d\n", k)
	}
}

func (m *responseMap) delete(seqNum uint32) {
	m.mapLock.Lock()
	defer m.mapLock.Unlock()
	delete(m.respMap, seqNum)
}

func (m *responseMap) add(seqNum uint32, resp *responseInfo) {
	m.mapLock.Lock()
	defer m.mapLock.Unlock()
	m.respMap[seqNum] = resp
}

func (m *responseMap) get(seqNum uint32) (resp *responseInfo, exists bool) {
	m.mapLock.Lock()
	defer m.mapLock.Unlock()
	resp, exists = m.respMap[seqNum]
	return
}







github.com/relab/goxos/client/serviceconnection.go

package client

import (
	"errors"
	"fmt"
	"io"
	"log"
	"net"

	"github.com/relab/goxos/config"
)

type ServiceConn interface {
	Send(request []byte) <-chan ResponseData
	Close() error
}

func Dial(conf *config.Config) (ServiceConn, error) {
	c := newReplicaConn(conf)
	var err error

	log.SetPrefix("client ")
	c.id, err = generateID()
	if err != nil {
		return nil, err
	}
	log.Println("dial: generated client id:", c.id)

	log.Println("dial: reading configuration")
	nodeMap, err := conf.GetNodeMap("nodes")
	if err != nil {
		return nil, err
	}
	for _, node := range nodeMap.Nodes() {
		c.nodes = append(c.nodes, node.ClientAddr())
	}

	log.Println("dial: number of remote nodes in config is", len(c.nodes))
	return c.handshake()
}

var handShaking bool

func (c *ReplicaConn) handshake() (ServiceConn, error) {
	log.Println("handshaking is: ", handShaking)
	if !handShaking {
		handShaking = true
		c.handshakeLock.Lock()
		defer c.handshakeLock.Unlock()
		defer func() { handShaking = false }()
	}

	if err := c.tcpConnect(); err != nil {
		log.Println("handshake: tcp connect error: ", err)
		return nil, err
	}
	hsResp, err := handshakeReq(c.conn, &c.id)
	if err != nil {
		return nil, err
	}

	return c.handshakeResp(hsResp)
}

func handshakeReq(conn net.Conn, id *string) (*Response, error) {
	hsResp, err := exchangeID(conn, id)
	addr := conn.RemoteAddr()
	if err != nil {
		if err == io.EOF {
			log.Printf("handshake(%s): connection closed", addr)
		} else if neterr, ok := err.(net.Error); ok && neterr.Timeout() {
			log.Printf("handshake(%s): timeout", addr)
		} else {
			log.Printf("handshake(%s): unexpected error: %v", addr, err)
		}
		// Leave it to the caller to retry
		conn.Close()
		return nil, err
	}
	if hsResp.GetType() != Response_HELLO_RESP {
		// Leave it to the caller to retry
		conn.Close()
		return nil, errors.New("unknown response type" + hsResp.GetErrorDetail())
	}

	return hsResp, nil
}

func (c *ReplicaConn) handshakeResp(hsResp *Response) (ServiceConn, error) {
	switch hsResp.GetErrorCode() {
	case Response_NONE:
		log.Println("handshake: id accepted")
		return c.checkPaxosType(hsResp)
	case Response_REDIRECT:
		newNode := hsResp.GetErrorDetail()
		log.Println("handshake: redirected to", newNode)
		c.nextNodeToConnectTo = addNodeIfMissing(c.nodes, newNode)
		c.Close()
		// TODO: WARNING: This is a recursive call; should be avoided
		return c.handshake()
	default:
		c.Close()
		return nil, errors.New("unknown response from replica")
	}
}

func (c *ReplicaConn) checkPaxosType(response *Response) (ServiceConn, error) {
	switch response.GetProtocol() {
	case Response_MULTIPAXOS:
		log.Println("checkPaxosType: multipaxos reported in handshake")
		go c.tryReceive()
		return c, nil
	case Response_FASTPAXOS:
		log.Println("checkPaxosType: fastpaxos reported in handshake")
		return handleFastPaxosRunningOnService(c)
	case Response_BATCHPAXOS:
		log.Println("checkPaxosType: batchpaxos reported in handshake")
		return handleBatchPaxosRunningOnService(c)
	default:
		log.Println("checkPaxosType: unknown paxos type in handshake:", response.GetProtocol())
		return nil, errors.New("unknown paxos type reported in handshake")
	}
}

func handleFastPaxosRunningOnService(c *ReplicaConn) (ServiceConn, error) {
	connections, err := connectToRemaining(c)
	if err != nil {
		return nil, err
	}
	connections = append(connections, c.conn)
	return NewFastConn(c, connections), nil
}

func handleBatchPaxosRunningOnService(c *ReplicaConn) (ServiceConn, error) {
	connections, err := connectToRemaining(c)
	if err != nil {
		return nil, err
	}
	connections = append(connections, c.conn)
	return NewBatchConn(c, connections), nil
}

func connectToRemaining(c *ReplicaConn) ([]net.Conn, error) {
	var connections []net.Conn
	// we already have a connection to this replica
	connectedAdr := c.conn.RemoteAddr().String()
	for _, address := range c.nodes {
		if address == connectedAdr {
			continue
		}
		conn, err := net.DialTimeout("tcp", address, c.conf.GetDuration("dialTimeout", config.DefDialTimeout))
		if err != nil {
			return nil, err
		}
		log.Println("connect: connected to " + address)

		//TODO: We are not looking at the handshake response below.
		if _, err := handshakeReq(conn, &c.id); err == nil {
			connections = append(connections, conn)
		} else {
			return nil, err
		}
	}
	return connections, nil
}

// TODO These read() and write() do not timeout
func exchangeID(conn net.Conn, id *string) (*Response, error) {
	hello := &Request{Type: Request_HELLO.Enum(), Id: id}
	if err := write(conn, hello); err != nil {
		return nil, fmt.Errorf("exhangeID-write %v", err)
	}

	var idresp Response
	if err := read(conn, &idresp); err != nil {
		return nil, fmt.Errorf("exhangeID-read %v", err)
	}

	return &idresp, nil
}

func addNodeIfMissing(nodeList []string, possibleNewNode string) int {
	for i, n := range nodeList {
		if n == possibleNewNode {
			return i
		}
	}
	nodeList = append(nodeList, possibleNewNode)
	return len(nodeList) - 1
}







github.com/relab/goxos/client/srv_clientconn.go

package client

import (
	"errors"
	"io"
	"net"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// A ClientConn is the server-side represention a connection between a replica
// and a client. Connected is set to true/false depending on the status of the
// connection.
type ClientConn struct {
	conn      net.Conn
	connected bool
	addr      string
	reqChan   chan<- *Request
	respChan  chan *Response // Used by WriteAsync to queue responses for writing
}

// Create a new ClientConn. A low-level socket structure must be passed in along with a
// string-based id and the channel where requests are sent.
func NewClientConn(c net.Conn, reqch chan<- *Request) *ClientConn {
	return &ClientConn{
		conn:      c,
		connected: true,
		addr:      c.RemoteAddr().String(),
		reqChan:   reqch,
		respChan:  make(chan *Response, 512),
	}
}

// Start serving this ClientConn. Reads a Request from the connection, which
// gets sent to Goxos for agreement.
func (cc *ClientConn) Serve() {
	glog.V(1).Infoln("starting to serve client", cc)
	var err error
	defer func() {
		if err != io.EOF {
			glog.Errorf("client %v: %v", cc, err)
		}
		cc.Close()
	}()

	go cc.handleRespChan()

	for {
		var req Request
		if err = read(cc.conn, &req); err != nil {
			return
		}
		if req.IsIDInvalid() {
			err = errors.New("invalid id: " + req.GetId())
			return
		}
		cc.reqChan <- &req
	}
}

func (cc *ClientConn) handleRespChan() {
	for {
		select {
		case resp := <-cc.respChan:
			cc.conn.SetWriteDeadline(time.Now().Add(100 * time.Millisecond))
			if err := write(cc.conn, resp); err != nil {
				glog.Errorln("error writing response to client:", err)
				if err == io.EOF {
					cc.Close()
					// TODO: Should we also return here?
				}
			}
		}
	}
}

// Write a Response to the ClientConn. This method gets called when a Request
// has been executed.
func (cc *ClientConn) WriteAsync(resp *Response) {
	cc.respChan <- resp
}

func (cc *ClientConn) Close() {
	cc.connected = false
	cc.conn.Close()
	//TODO Should we also close the respChan ???
	// close(cc.respChan)
}

func (cc *ClientConn) String() string {
	return cc.addr
}







github.com/relab/goxos/client/srv_clientconn_test.go

package client

import (
	"fmt"
	"testing"
	"time"
)

var cc *ClientConn

func reqHelper(id string) *Request {
	var seq = uint32(10)
	req := &Request{
		Type: Request_EXEC.Enum(),
		Id:   &id,
		Seq:  &seq,
		Val:  []byte("value"),
	}
	return req
}

func TestClientConn(t *testing.T) {
	done := make(chan bool)
	l := listener("localhost:8100", t)
	defer l.Close()

	go func() {
		c := dial("localhost:8100", t)
		id, _ := generateID() // valid id field
		req := reqHelper(id)
		nwrite(c, req, t)

		req = reqHelper("Fake ID with right length...") // valid id field
		nwrite(c, req, t)

		req = reqHelper("") // invalid id field
		nwrite(c, req, t)
	}()

	go func() {
		c := accept(l, t)
		reqCh := make(chan *Request, 64)
		cc = NewClientConn(c, reqCh)
		go cc.Serve()

		r := <-reqCh
		if r.IsIDInvalid() {
			t.Error("expected valid id field")
		}
		fmt.Println(r)

		r = <-reqCh
		if r.IsIDInvalid() {
			t.Error("expected valid id field")
		}
		fmt.Println(r)

		for cnt := 0; cc.connected; cnt++ {
			time.Sleep(2 * time.Millisecond)
			if cnt > 10 {
				t.Error("expected connection to be closed due to 0 length id field")
			}
		}
		done <- true
	}()
	<-done
	fmt.Println(cc.String())
}

func TestClientConnWrongLenID(t *testing.T) {
	done := make(chan bool)
	l := listener("localhost:8100", t)
	defer l.Close()

	go func() {
		c := dial("localhost:8100", t)
		req := reqHelper("Fake ID with wrong length.") // invalid id field
		nwrite(c, req, t)
	}()

	go func() {
		c := accept(l, t)
		reqCh := make(chan *Request, 64)
		cc = NewClientConn(c, reqCh)
		go cc.Serve()

		for cnt := 0; cc.connected; cnt++ {
			time.Sleep(2 * time.Millisecond)
			if cnt > 10 {
				t.Error("expected connection to be closed due to wrong length id field")
				break
			}
		}
		done <- true
	}()
	<-done
	fmt.Println(cc.String())
}







github.com/relab/goxos/client/srv_clienthandler.go

package client

type ClientHandler interface {
	Start()
	Stop()
	ForwardResponse(resp *Response)
}







github.com/relab/goxos/client/srv_clienthandler_mock.go

package client

type ClientHandlerMock struct{}

func (chm *ClientHandlerMock) Start() {}

func (chm *ClientHandlerMock) Stop() {}

func (chm *ClientHandlerMock) ForwardResponse(resp *Response) {}







github.com/relab/goxos/client/srv_clienthandler_tcp.go

package client

import (
	"net"
	"strings"
	"sync"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	gnet "github.com/relab/goxos/net"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

var allowDirect = map[string]bool{
	"fastpaxos":  true,
	"batchpaxos": true,
}

// The ClientHandler module maintains all of the connections that a replica has with
// its clients.
type ClientHandlerTCP struct {
	mu            sync.Mutex
	id            grp.ID
	leader        grp.ID
	paxosType     string
	grpmgr        grp.GroupManager
	grpSubscriber grp.Subscriber
	listener      net.Listener
	trust         <-chan grp.ID
	reqChan       chan *Request
	propChan      chan<- *Request
	respChan      chan *Response
	clients       map[string]*ClientConn
	replies       map[string]*Response
	stop          chan bool
	stopCheckIn   *sync.WaitGroup
}

// Create a new ClientHandler.
func NewClientHandlerTCP(id grp.ID, paxosType string, gm grp.GroupManager,
	ld liveness.LeaderDetector, propChan chan<- *Request,
	stopCheckIn *sync.WaitGroup) *ClientHandlerTCP {

	me, found := gm.NodeMap().LookupNode(id)
	if !found {
		glog.Fatal("could not find myself in configuration")
	}

	listener, err := net.Listen("tcp", me.ClientAddr())
	if err != nil {
		glog.Fatalf("could not listen on %v (%v)", me.ClientAddr(), err)
	}

	return &ClientHandlerTCP{
		id:          id,
		leader:      ld.PaxosLeader(),
		paxosType:   strings.TrimSpace(strings.ToLower(paxosType)),
		grpmgr:      gm,
		listener:    listener,
		trust:       ld.SubscribeToPaxosLdMsgs("clienthandler"),
		reqChan:     make(chan *Request, 64),
		propChan:    propChan,
		respChan:    make(chan *Response, 512),
		clients:     make(map[string]*ClientConn),
		replies:     make(map[string]*Response),
		stop:        make(chan bool),
		stopCheckIn: stopCheckIn,
	}
}

// Start handling new client connections. Spawns two goroutines, one for
// handshaking with new connections, and the other for handling requests and
// responses from other modules.
func (ch *ClientHandlerTCP) Start() {
	go func() {
		glog.V(1).Info("start listening for clients")
		for {
			conn, err := ch.listener.Accept()
			if err != nil {
				if gnet.IsSocketClosed(err) {
					glog.Warningln("client listener closed; exiting")
					//Closing all client connections
					for _, cc := range ch.clients {
						cc.Close()
					}

					glog.Warningln("client connections closed")
					break
				}
				glog.Errorln(err)
				continue
			}
			glog.V(2).Infoln("received connection from", conn.RemoteAddr())
			go ch.greetClient(conn)
		}
	}()

	go func() {
		if ch.grpmgr.ArEnabled() {
			ch.grpSubscriber = ch.grpmgr.SubscribeToHold("ch")
		}
		glog.V(1).Info("start handling requests and responses")
		defer ch.stopCheckIn.Done()

		for {
			select {
			case trustID := <-ch.trust:
				ch.leader = trustID
			case req := <-ch.reqChan:
				ch.handleRequest(req)
			case resp := <-ch.respChan:
				ch.handleResponse(resp)
			case grpPrepare := <-ch.grpSubscriber.PrepareChan():
				ch.handleGrpHold(grpPrepare)
			case <-ch.stop:
				ch.listener.Close()

				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Forward a response to the ClientHandler. The response will be routed back to the
// correct ClientConn which the request was received from.
func (ch *ClientHandlerTCP) ForwardResponse(resp *Response) {
	ch.respChan <- resp
}

// Shut down the ClientHandler module.
func (ch *ClientHandlerTCP) Stop() {
	ch.stop <- true
}

// Do the handshake with a new potential client connection.
func (ch *ClientHandlerTCP) greetClient(conn net.Conn) {
	glog.V(2).Info("greetClient: ", conn.RemoteAddr())

	var req Request
	err := read(conn, &req)
	if err != nil {
		glog.Warning("greetClient: read error, closing:", err)
		conn.Close()
		return
	}
	if req.GetType() != Request_HELLO {
		glog.Warning("greetClient: request was not handshake, closing")
		conn.Close()
		return
	}

	if ch.redirect() {
		// If I'm not the leader and don't allow direct messages, then
		// redirect the client to the leader.
		if leader, found := ch.grpmgr.NodeMap().LookupNode(ch.leader); found {
			glog.V(2).Info("greetClient: sending redirect and closing")
			resp := genErrResp(Response_HELLO_RESP, Response_REDIRECT, leader.ClientAddr())
			write(conn, resp)
			conn.Close()
			return
		}
	}

	if req.IsIDInvalid() {
		glog.Warning("greetClient: invalid id, closing")
		conn.Close()
		return
	}

	glog.V(2).Infof("greetClient: id %v accepted, replying and serving", req.GetId())
	resp := genResp(Response_HELLO_RESP, nil)
	resp.Protocol = ch.getPaxosType()
	err = write(conn, resp)
	if err != nil {
		glog.Warning("greetClient: write error, closing:", err)
		conn.Close()
		return
	}
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in GreetClient", r)
			glog.Infoln("req.GetID: ", req.GetId())
			glog.Flush()
		}
	}()
	cc := NewClientConn(conn, ch.reqChan)
	ch.mu.Lock()
	ch.clients[req.GetId()] = cc
	ch.mu.Unlock()
	go cc.Serve()
	return
}

func genResp(rt Response_Type, value []byte) *Response {
	return &Response{Type: &rt, Val: value}
}

func genErrResp(rt Response_Type, ec Response_Error, err string) *Response {
	return &Response{Type: &rt, ErrorCode: &ec, ErrorDetail: &err}
}

func (ch *ClientHandlerTCP) handleRequest(req *Request) {
	if glog.V(3) {
		glog.Infoln("received", req.SimpleString())
	}

	if ch.redirect() {
		// If I'm not the leader and don't allow direct messages, then
		// redirect the client to the leader.
		leader, found := ch.grpmgr.NodeMap().LookupNode(ch.leader)

		if !found {
			glog.Errorf("leader %v not in Nodemap", ch.leader)
			return
		}

		client, found := ch.clients[req.GetId()]

		if !found || !client.connected {
			glog.Errorf("client not connected?")
			return
		}

		resp := genErrResp(Response_EXEC_RESP, Response_REDIRECT, leader.ClientAddr())
		client.WriteAsync(resp)
		return
	}

	if req.GetType() != Request_EXEC {
		glog.Warning("received message from client was not a command, ignoring")
		return
	}

	// Deliver message
	lastReply, found := ch.replies[req.GetId()]

	if found {
		if req.GetSeq() == lastReply.GetSeq() {
			// Seq equals last reply, retransmit
			if client, found := ch.clients[req.GetId()]; found && client.connected {
				client.WriteAsync(lastReply)
			}
			return
		}
	}

	ch.propChan <- req
}

func (ch *ClientHandlerTCP) handleResponse(resp *Response) {
	cc, found := ch.clients[resp.GetId()]
	if !found || !cc.connected {
		return
	}

	if glog.V(3) {
		glog.Infoln("client found and connected, sending", resp.SimpleString())
	}

	ch.replies[resp.GetId()] = resp
	cc.WriteAsync(resp)
}

// redirect returns true if a request should be redirected to the current
// leader.
func (ch *ClientHandlerTCP) redirect() bool {
	// If we're not the leader and don't allow direct messages, then
	// we redirect the client to the leader.
	return ch.id != ch.leader && !allowDirect[ch.paxosType]
}

func (ch *ClientHandlerTCP) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-ch.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	var leader bool
	leader = ch.id == ch.leader
	ch.id = ch.grpmgr.GetID()
	glog.V(2).Infoln("new id is", ch.id)
	if leader {
		ch.leader = ch.id
	}
}

func (ch *ClientHandlerTCP) getPaxosType() *Response_Protocol {
	switch ch.paxosType {
	case "batchpaxos":
		return Response_BATCHPAXOS.Enum()
	case "fastpaxos":
		return Response_FASTPAXOS.Enum()
	case "multipaxos":
		return Response_MULTIPAXOS.Enum()
	default:
		return Response_UNKNOWN.Enum()
	}
}







github.com/relab/goxos/config/config.go

package config

import (
	"errors"
	"strconv"
	"strings"
	"time"

	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// The Config holds a map of config values by their keys/names. They
// are all stored as strings and parsed on read time only. Currently
// there are four built in types:
//
// `string`: (GetString) Returns the config value as a string. This
// can never fail.
//
// `int`: (GetInt) Uses strconv.Atoi to parse the value and return an
// int.
//
// `duration`: (GetDuration) Uses time.ParseDuration to parse the
// value and return a duration. That means that you should set
// duration configs like "xxx us/ms/s/h/etc."
//
// `bool`: (GetBool) Uses strconv.ParseBool to read config vars like
// true/t/1 or false/f/0
//
// `nodemap`: (GetNodeMap) Returns a grp.NodeMap parsed from a format
// like ([id:hostname:paxosPort:clientPort], ...)
//
// `nodelist`: (GetNodeList) Returns a []grp.Node parsed from a format
// similar to `nodemap`, just without the ids. (used for the config
// `nodeInitStandbys`)
//
// When a value COULD NOT BE PARSED at runtime, Cofig emits a warning
// (with glog) and returns the given DEFAULT VALUE.
//
// We should prefer to keep this Config-system as simple as
// possible. If you really need another type than the ones that Config
// gives you, you should rather use GetString and parse it where you
// use it. And if you need an uint, you should rather cast the int
// given from GetInt.
type Config struct {
	values map[string]string
}

// Returns a new empty Config.
func NewConfig() *Config {
	return &Config{
		values: make(map[string]string),
	}
}

func newConfigFromValues(values map[string]string) *Config {
	return &Config{
		values: values,
	}
}

// Sets a config to a value. All values can only be set as strings.
func (c *Config) Set(key, value string) {
	c.values[key] = value
}

// Gets a value as a string. This one will never emit an warning
// because all values per definition is available as strings.
func (c *Config) GetString(key, defaultVal string) string {
	cfgValue, found := c.values[key]

	if !found {
		return defaultVal
	}

	return cfgValue
}

// Returns the config as an int. If the config is not set, the
// supplied default value is returned. If the config is not possible
// to parse as an int (strconv.Atoi), the default value is returned
// and an warning message is written to glog.
func (c *Config) GetInt(key string, defaultVal int) int {
	cfgValue, found := c.values[key]

	if !found {
		return defaultVal
	}

	dur, err := strconv.Atoi(cfgValue)

	if err != nil {
		glog.Warningf("Could not parse config \"%s\": \"%s\" as int (see strconv.Atoi). Using default value: \"%s\".",
			key, cfgValue, defaultVal)
		return defaultVal
	}

	return dur
}

// Returns the config as an time.Duration. If the config is not set,
// the supplied default value is returned. If the config is not
// possible to parse as an int (time.ParseDuration), the default value
// is returned and an warning message is written to glog.
func (c *Config) GetDuration(key string, defaultVal time.Duration) time.Duration {
	cfgValue, found := c.values[key]

	if !found {
		return defaultVal
	}

	dur, err := time.ParseDuration(cfgValue)

	if err != nil {
		glog.Warningf("Could not parse config \"%s\": \"%s\" as duration (see time.ParseDuration). Using default value: \"%s\".",
			key, cfgValue, defaultVal.String())
		return defaultVal
	}

	return dur
}

// Returns the config as an bool. If the config is not set, the
// supplied default value is returned. If the config is not possible
// to parse as an int (strconv.ParseBool), the default value is
// returned and an warning message is written to glog.
func (c *Config) GetBool(key string, defaultVal bool) bool {
	cfgValue, found := c.values[key]

	if !found {
		return defaultVal
	}

	bool, err := strconv.ParseBool(cfgValue)

	if err != nil {
		glog.Warningf("Could not parse config \"%s\": \"%s\" as boolean (see strconv.ParseBool). Using default value: \"%s\".",
			key, cfgValue, defaultVal)
		return defaultVal
	}

	return bool
}

// Parses a node map: ([id:hostname:paxosPort:clientPort], ...) into
// a grp.NodeMap.
//
// This one takes no default values. The node map in the config
// `node` is always required anyway, and the function returns an
// descriptive error instead.
func (c *Config) GetNodeMap(key string) (grp.NodeMap, error) {
	nodeMap := make(map[grp.ID]grp.Node)

	nodesCfg := c.GetString(key, "")
	if nodesCfg == "" {
		return grp.NodeMap{}, errors.New("Config `" + key + "` need to be set! Should be in the format [id:hostname:paxos-port:client-port], ...")
	}

	nodes := strings.Split(nodesCfg, ",")

	for _, node := range nodes {
		node = strings.TrimSpace(node)
		parts := strings.Split(node, ":")

		if len(parts) != 4 {
			return grp.NodeMap{}, errors.New("Could not understand `" + node + "` in `" + key + "` config. Should be in the format [id:hostname:paxos-port:client-port], ...")
		}

		id, err := strconv.Atoi(parts[0])
		if err != nil {
			return grp.NodeMap{}, errors.New("Could not understand `" + node + "` in `" + key + "` config (id format not integer). Should be in the format [id:hostname:paxos-port:client-port], ...")
		}

		n := grp.NewNode(parts[1], parts[2], parts[3], true, true, true)
		nodeMap[grp.NewID(grp.PaxosID(id), grp.Epoch(0))] = n
	}

	return *grp.NewNodeMap(nodeMap), nil
}

// Parses a node list: ([hostname:paxosPort:clientPort], ...) into
// a []grp.Node.
//
// This one takes no default values. The function returns an
// descriptive error if the value is unreadable. But an empty value
// gives an empty list.
func (c *Config) GetNodeList(key string) ([]grp.Node, error) {
	var nodeList []grp.Node

	nodesCfg := c.GetString(key, "")
	if nodesCfg == "" {
		return []grp.Node{}, nil
	}

	nodes := strings.Split(nodesCfg, ",")

	for _, node := range nodes {
		node = strings.TrimSpace(node)
		parts := strings.Split(node, ":")

		if len(parts) != 3 {
			return nil, errors.New("Could not understand `" + node + "` in `" + key + "` config. Should be in the format [hostname:paxos-port:client-port], ...")
		}

		n := grp.NewNode(parts[0], parts[1], parts[2], true, true, true)
		nodeList = append(nodeList, n)
	}

	return nodeList, nil
}

// Clones the config with all the values.
func (c *Config) CloneToKeyValueMap() map[string]string {
	clonedMap := make(map[string]string, len(c.values))
	for k, v := range c.values {
		clonedMap[k] = v
	}

	return clonedMap
}







github.com/relab/goxos/config/defaults.go

package config

import (
	"time"
)

// Default configuration settings for Goxos
const (
	// REQUIRED!
	// nodes: [id:hostname:paxosPort:clientPort], ...
	// Defines all nodes that should run. Comma separated list.
	DefNodes = ""

	// protocol: MultiPaxos | ParallelPaxos | BatchPaxos | AuthenticatedBC | ReliableBC
	DefProtocol = "MultiPaxos"

	// alpha: int
	// Alpha value used for pipelining
	DefAlpha = 3

	// batchMaxSize: int
	// Regular batching of requests before they are sent through paxos
	DefBatchMaxSize = 1

	// batchTimeout: duration
	// Regular batching of requests before they are sent through paxos
	DefBatchTimeout = 3000 * time.Microsecond

	// failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
	DefFailureHandlingType = "None"

	// hbEmitterInterval: duration
	// How frequently do we emit heartbeats?
	DefHbEmitterInterval = 500 * time.Millisecond

	// fdTimeoutInterval: duration
	// How frequently does the FD module check for liveness?
	DefFdTimeoutInterval = 1000 * time.Millisecond

	// fdDeltaIncrease: duration
	// If node is falsely detected as crashed, how much do we increase
	// timeout by?
	DefFdDeltaIncrease = 250 * time.Millisecond

	// parallelPaxosProposers: int
	// Number of parallel proposers to run
	DefParallelPaxosProposers = 2

	// parallelPaxosAcceptors: int
	// Number of parallel acceptors to run
	DefParallelPaxosAcceptors = 2

	// parallelPaxosLearners: int
	// Number of parallel learners to run
	DefParallelPaxosLearners = 2

	// parallelPaxosLearners: duration
	// Maximum period of inactivity before batching occurs anyway
	DefBatchPaxosTimeout = 1000 * time.Millisecond

	// parallelPaxosLearners: int
	// Maximum number of requests in a batch
	DefBatchPaxosMaxSize = 100

	// nodeInitReplicaProvider: Disabled | Mock | Kvs
	// NodeInit specific settings
	DefNodeInitReplicaProvider = "Disabled"

	// nodeInitStandbys: [hostname:paxosPort:clientPort], ...
	// NodeInit specific settings
	DefNodeInitStandbys = ""

	// activationTimeout: int (milliseconds)
	DefActivationTimeout = 3000

	// LRStrategy: int (1 | 2 | 3)
	// Live Replacement strategy
	DefLRStrategy = 2

	// LRExpRndSleep: duration
	// If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
	DefLRExpRndSleep = 0

	// throughputSamplingInterval: duration
	// How often should the server log its throughput.
	// 0 turns off throughput logging.
	DefThroughputSamplingInterval = time.Duration(0)

	DefLivenessValues = "100,50,250"

	// Dunno if this is used:
	MinNrNodes = 3

	// AuthenticatedBC and ReliableBC specific:

	// configKeysPath: string
	// Path to keys used by authentication manager
	DefConfigKeysPath = "config-keys.json"

	// nrOfPublications: int
	// Number of publications to be published
	DefNrOfPublications = 100

	// publicationPayloadSize: int
	// Size of each publication in bytes
	DefPublicationPayloadSize = 32
)

// Default configuration settings for the Goxos client library
const (
	// cycleListMax: int
	// How many times should we loop through the node list when trying to tcp connect?
	DefCycleListMax = 3

	// cycleNodesWait: int (milliseconds)
	// How long should we wait between each connection attempt in tcp connect?
	DefCycleNodesWait = 1000 * time.Millisecond

	// dialTimeout: int (milliseconds)
	// What should the timeout be when dialing a replica in tcp connect?
	DefDialTimeout = 500 * time.Millisecond

	// writeTimeout: int (milliseconds)
	// What should the timeout be when writing/sending requests?
	DefWriteTimeout = 20000 * time.Millisecond

	// readTimeout: int (seconds)
	// What should the timeout be when reading responses?
	DefReadTimeout = 20 * time.Second

	// awaitResponseTimeout: int (seconds)
	// How long should we wait before timing out (wihtout a response) when sending requests?
	DefAwaitResponseTimeout = 60 * time.Second
)







github.com/relab/goxos/config/doc.go

/*

Package config has three parts:

config.go: A really simple key-value store for configs. Stores all
configs as string values internally, but has getters like GetInt,
GetDuration, etc.

defaults.go: For now it is concidered a best practise to set all
default values here and write documentation for them.

dtoconf.go: Interface and functions used to pass over configuration
and state when replacing a node.


The application can chose to provide a configuration-system on top of
this simple config. The easiest would be to have a ini-based
config-system like the one found in goxos/kvs/kvsd

*/
package config







github.com/relab/goxos/config/transfer_wrapper.go

package config

import (
	"encoding/gob"
	"errors"
	"fmt"
	"strings"

	"github.com/relab/goxos/grp"
)

// TODO: We should evaluate if there are good reasons for the
// functionality in this file, especially after the changes in commit
// 508c9c2477ae83c1
//
// Update 06.08.14, Tormod: Refactored as a temporary solution, but we
// should try to do this config transfer in a more clean way.
func init() {
	gob.Register(TransferWrapper{})
}

type TransferWrapper struct {
	ID                       grp.ID
	NodeMap                  map[grp.ID]grp.Node
	ConfigMap                map[string]string
	NrOfNodes, NrOfAcceptors uint
}

func (tw *TransferWrapper) GenerateNodeMapAndConfig() (grp.NodeMap, *Config, error) {
	var nodeMap *grp.NodeMap
	conf := newConfigFromValues(tw.ConfigMap)
	fhType := conf.GetString("failureHandlingType", DefFailureHandlingType)
	switch strings.ToLower(fhType) {
	case "reconfiguration", "areconfiguration":
		nodeMap = grp.NewNodeMap(tw.NodeMap)
	case "livereplacement":
		node, found := tw.NodeMap[tw.ID]
		if !found {
			return grp.NodeMap{},
				nil,
				errors.New("cannot genereate node map and" +
					"config, provided node map did not" +
					"contain replacer node",
				)
		}
		//nodeMap = grp.NewNodeMap(tw.NodeMap)
		nodeMap = grp.NewNodeMapFromSingleNode(
			tw.ID,
			node,
			uint(len(tw.NodeMap)),
			uint(len(tw.NodeMap)),
		)
	default:
		return grp.NodeMap{},
			nil,
			fmt.Errorf("cannot genereate node map and config for"+
				"failurehandling %v",
				conf.GetString(
					"failureHandlingType",
					DefFailureHandlingType,
				),
			)
	}

	return *nodeMap, conf, nil
}







github.com/relab/goxos/doc.go

/*
Package goxos is the main interface for creating replicated services using the
Goxos framework.
*/
package goxos
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package elog

import (
	"bufio"
	"encoding/gob"
	"flag"
	"fmt"
	"os"
	"sync"
	"time"

	e "github.com/relab/goxos/elog/event"
)

const (
	flushInterval = 30 * time.Second
	bufferSize    = 1024 * 256
)

var logger eventLogger

type eventLogger struct {
	enabled bool
	mu      sync.Mutex
	*bufio.Writer
	*gob.Encoder
	*os.File
	stopRegFlush chan bool
}

func init() {
	flag.BoolVar(&logger.enabled, "log_events", false, "enable event logging")
	logger.stopRegFlush = make(chan bool)
	go logger.flushRegularly()
}

func (el *eventLogger) init() {
	var err error
	name, symlink := logName()
	el.File, err = os.Create(name)
	if err != nil {
		fmt.Fprintf(os.Stderr, "elog: exiting due to error: %s\n", err)
		os.Exit(2)
	}
	os.Remove(symlink)        // ignore err
	os.Symlink(name, symlink) // ignore err
	el.Writer = bufio.NewWriterSize(el.File, bufferSize)
	el.Encoder = gob.NewEncoder(el.Writer)
}

// IsEnabled reports whether the EventLogger is enabled.
func IsEnabled() bool {
	logger.mu.Lock()
	defer logger.mu.Unlock()
	return logger.enabled
}

// Enable enables the EventLogger.
func Enable() {
	logger.mu.Lock()
	defer logger.mu.Unlock()
	logger.enabled = true
}

// Disable disables the EventLogger.
func Disable() {
	logger.mu.Lock()
	defer logger.mu.Unlock()
	logger.enabled = false
}

// Log logs event e if the EventLogger is enabled.
func Log(e e.Event) {
	logger.mu.Lock()
	defer logger.mu.Unlock()
	if logger.enabled {
		if logger.Encoder == nil {
			logger.init()
		}
		logger.Encoder.Encode(e)
	}
}

// Flush flushes all pending events to file.
func Flush() {
	logger.flush()
}

func (el *eventLogger) flushRegularly() {
	for {
		select {
		case <-time.After(flushInterval):
			el.flush()
		case <-el.stopRegFlush:
			break
		}
	}
}

func (el *eventLogger) flush() {
	if el.Encoder != nil {
		el.Writer.Flush()
		el.File.Sync()
	}
}







github.com/relab/goxos/elog/elog_file.go

package elog

import (
	"fmt"
	"os"
	"os/user"
	"path/filepath"
	"strings"
	"time"
)

var (
	pid      = os.Getpid()
	program  = filepath.Base(os.Args[0])
	host     = "unknownhost"
	userName = "unknownuser"
)

func init() {
	h, err := os.Hostname()
	if err == nil {
		host = shortHostname(h)
	}

	current, err := user.Current()
	if err == nil {
		userName = current.Username
	}
}

func shortHostname(hostname string) string {
	if i := strings.Index(hostname, "."); i >= 0 {
		return hostname[:i]
	}
	return hostname
}

func logName() (name, link string) {
	now := time.Now()
	return fmt.Sprintf("%s.%s.%s.log.%04d%02d%02d-%02d%02d%02d.pid%d.elog",
		program,
		host,
		userName,
		now.Year(),
		now.Month(),
		now.Day(),
		now.Hour(),
		now.Minute(),
		now.Second(),
		pid), program + ".elog"
}







github.com/relab/goxos/elog/event/dump.go

package event

import (
	"bufio"
	"bytes"
	"fmt"
	"io/ioutil"
)

func DumpAsTextFile(filename string, events []Event) (err error) {
	b := new(bytes.Buffer)
	w := bufio.NewWriter(b)
	for i, event := range events {
		_, err = w.WriteString(fmt.Sprintf("%2d: %v\n", i, event))
		if err != nil {
			return err
		}
	}
	w.Flush()
	err = ioutil.WriteFile(filename, b.Bytes(), 0644)
	return err
}







github.com/relab/goxos/elog/event/event.go

package event

import (
	"fmt"
	"time"
)

type Event struct {
	Type    Type
	Time    time.Time
	EndTime time.Time
	Value   uint64
}

type Type uint8

const (
	// General: 0-15
	Unknown       Type = 0
	Start         Type = 1
	Running       Type = 2
	Processing    Type = 3
	ShutdownStart Type = 4
	Exit          Type = 5

	// Throughput: 16-23
	ThroughputSample Type = 16

	// Common-Standby: 24-31
	InitListening     Type = 24
	InitTransferStart Type = 25
	InitTransferDone  Type = 26
	InitInitialized   Type = 27

	// LR-Standby: 32-39
	LRWaitForActivation Type = 32
	LRActivated         Type = 33

	// Reconfig-Standby: 40-47
	ReconfigFirstSlotReceived Type = 40
	ReconfigJoined            Type = 41

	// Failure Handling Common: 48-55
	FailureHandlingSuspect   Type = 48
	FailureHandlingInitStart Type = 49
	FailureHandlingInitDone  Type = 50

	// Catch-up: 56-63
	CatchUpMakeReq          Type = 56
	CatchUpSentReq          Type = 57
	CatchUpRecvReq          Type = 58
	CatchUpSentResp         Type = 59
	CatchUpRecvResp         Type = 60
	CatchUpDoneHandlingResp Type = 61

	// Live Replacement: 64-71
	LRStart            Type = 64
	LRPrepareEpochSent Type = 65
	LRPrepareEpochRecv Type = 66
	LRActivatedFromPE  Type = 67
	LRPreConnectSleep  Type = 68

	// Reconfiguration: 72-79
	ReconfigStart         Type = 72
	ReconfigPropose       Type = 73
	ReconfigExecReconfCmd Type = 74
	ReconfigDone          Type = 75

	// ARec: 80-87
	ARecStart            Type = 80
	ARecRMSent           Type = 81
	ARecStopPaxos        Type = 82
	ARecActivatedFromCPs Type = 83
	ARecRestart          Type = 84

	// Client Request Latency: 88-95
	ClientRequestLatency Type = 88
)

//go:generate stringer -type=Type

func NewEvent(t Type) Event {
	return Event{
		Type: t,
		Time: time.Now(),
	}
}

func NewEventWithMetric(t Type, v uint64) Event {
	return Event{
		Type:  t,
		Time:  time.Now(),
		Value: v,
	}
}

func NewTimedEvent(t Type, start time.Time) Event {
	return Event{
		Type:    t,
		Time:    start,
		EndTime: time.Now(),
	}
}

const layout = "2006-01-02 15:04:05.999999999"

func (e Event) String() string {
	switch e.Type {
	case FailureHandlingSuspect, ThroughputSample:
		return fmt.Sprintf("%v:\t%30v %3d",
			e.Time.Format(layout), e.Type, e.Value)
	case ClientRequestLatency:
		return fmt.Sprintf("%v:\t%30v Latency: %v",
			e.EndTime.Format(layout), e.Type, e.EndTime.Sub(e.Time))
	default:
		if e.EndTime.IsZero() {
			return fmt.Sprintf("%v:\t%30v",
				e.Time.Format(layout), e.Type)
		}
		return fmt.Sprintf("%v:\t%30v %v",
			e.Time.Format(layout), e.Type, e.EndTime.Format(layout))
	}
}







github.com/relab/goxos/elog/event/parse.go

package event

import (
	"bytes"
	"encoding/gob"
	"io"
	"io/ioutil"
)

func Parse(filename string) ([]Event, error) {
	file, err := ioutil.ReadFile(filename)
	if err != nil {
		return nil, err
	}

	buf := bytes.NewBuffer(file)
	dec := gob.NewDecoder(buf)
	var events []Event

	for {
		var event Event
		err = dec.Decode(&event)
		if err != nil {
			if err == io.EOF {
				break
			}
			return events, err
		}
		events = append(events, event)
	}

	return events, nil
}

func ExtractThroughput(events []Event) (regular, throughput []Event) {
	regular = make([]Event, 0)
	throughput = make([]Event, 0)
	for _, event := range events {
		if event.Type == ThroughputSample {
			throughput = append(throughput, event)
		} else {
			regular = append(regular, event)
		}
	}

	return
}







github.com/relab/goxos/elog/event/type_string.go

// generated by stringer -type=Type; DO NOT EDIT

package event

import "fmt"

const _Type_name = "UnknownStartRunningProcessingShutdownStartExitThroughputSampleInitListeningInitTransferStartInitTransferDoneInitInitializedLRWaitForActivationLRActivatedReconfigFirstSlotReceivedReconfigJoinedFailureHandlingSuspectFailureHandlingInitStartFailureHandlingInitDoneCatchUpMakeReqCatchUpSentReqCatchUpRecvReqCatchUpSentRespCatchUpRecvRespCatchUpDoneHandlingRespLRStartLRPrepareEpochSentLRPrepareEpochRecvLRActivatedFromPELRPreConnectSleepReconfigStartReconfigProposeReconfigExecReconfCmdReconfigDoneARecStartARecRMSentARecStopPaxosARecActivatedFromCPsARecRestartClientRequestLatency"

var _Type_map = map[Type]string{
	0:  _Type_name[0:7],
	1:  _Type_name[7:12],
	2:  _Type_name[12:19],
	3:  _Type_name[19:29],
	4:  _Type_name[29:42],
	5:  _Type_name[42:46],
	16: _Type_name[46:62],
	24: _Type_name[62:75],
	25: _Type_name[75:92],
	26: _Type_name[92:108],
	27: _Type_name[108:123],
	32: _Type_name[123:142],
	33: _Type_name[142:153],
	40: _Type_name[153:178],
	41: _Type_name[178:192],
	48: _Type_name[192:214],
	49: _Type_name[214:238],
	50: _Type_name[238:261],
	56: _Type_name[261:275],
	57: _Type_name[275:289],
	58: _Type_name[289:303],
	59: _Type_name[303:318],
	60: _Type_name[318:333],
	61: _Type_name[333:356],
	64: _Type_name[356:363],
	65: _Type_name[363:381],
	66: _Type_name[381:399],
	67: _Type_name[399:416],
	68: _Type_name[416:433],
	72: _Type_name[433:446],
	73: _Type_name[446:461],
	74: _Type_name[461:482],
	75: _Type_name[482:494],
	80: _Type_name[494:503],
	81: _Type_name[503:513],
	82: _Type_name[513:526],
	83: _Type_name[526:546],
	84: _Type_name[546:557],
	88: _Type_name[557:577],
}

func (i Type) String() string {
	if str, ok := _Type_map[i]; ok {
		return str
	}
	return fmt.Sprintf("Type(%d)", i)
}







github.com/relab/goxos/elog/util/efmt/efmt.go

package main

import (
	"flag"
	"fmt"
	"os"

	"github.com/relab/goxos/elog/event"
)

func main() {
	var file = flag.String("file", "", "elog file to parse")
	var filter = flag.Bool("filter", true, "filter out throughput samples")

	flag.Usage = func() {
		fmt.Fprintf(os.Stderr, "Usage: %s [OPTIONS]\n", os.Args[0])
		fmt.Fprintf(os.Stderr, "\nOptions:\n")
		flag.PrintDefaults()
	}

	flag.Parse()

	if *file == "" {
		flag.Usage()
		os.Exit(1)
	}

	events, err := event.Parse(*file)
	if err != nil {
		fmt.Println("Error parsing events:", err)
		return
	}

	if *filter {
		events, _ = event.ExtractThroughput(events)
	}

	for i, event := range events {
		fmt.Printf("%2d: %v\n", i, event)
	}
}







github.com/relab/goxos/exp/expanalyze/index_output.go

package main

import (
	"bytes"
	"io/ioutil"
	"path"
	"text/template"
)

func generateIndex() error {
	b := new(bytes.Buffer)
	expTemplate := template.Must(template.New(templateIndex).Parse(templateIndex))
	if err := expTemplate.Execute(b, expreport); err != nil {
		return err
	}

	err := ioutil.WriteFile(path.Join(exproot, reportFolder, "index.html"), b.Bytes(), 0644)
	if err != nil {
		return err
	}

	return nil
}







github.com/relab/goxos/exp/expanalyze/init.go

package main

import (
	"bufio"
	"bytes"
	"fmt"
	"io/ioutil"
	"os"
	"path"
	"strconv"
	"strings"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/exp/util"
)

const (
	expDescINI      = "exp.ini"
	reportFolder    = "report"
	timestampFormat = "Mon Jan 2 15:04:05 2006"
)

func initialize() error {
	if err := readExperimentDescription(); err != nil {
		return err
	}
	if err := initReport(); err != nil {
		return err
	}
	if err := checkLogRoot(); err != nil {
		return err
	}
	if err := genReportFolder(); err != nil {
		return err
	}

	createFailureMap()
	setGenStats()
	setTsc()

	return nil
}

func readExperimentDescription() error {
	ini, err := util.LoadFile(path.Join(exproot, expDescINI))
	if err != nil {
		return fmt.Errorf("readExperimentDescription: %v", err)
	}

	cfg = *config.NewConfig()
	for k, v := range ini.Section("exp") {
		cfg.Set(k, v)
	}
	for k, v := range ini.Section("goxos") {
		cfg.Set(k, v)
	}

	return nil
}

func initReport() error {
	nodes := []string{}
	for _, node := range strings.Split(cfg.GetString("replicas", ""), ",") {
		if len(strings.TrimSpace(node)) > 0 {
			nodes = append(nodes, strings.TrimSpace(node))
		}
	}

	standbys := []string{}
	for _, standby := range strings.Split(cfg.GetString("standbys", ""), ",") {
		if len(strings.TrimSpace(standby)) > 0 {
			standbys = append(standbys, strings.TrimSpace(standby))
		}
	}

	clients := []string{}
	for _, client := range strings.Split(cfg.GetString("clients", ""), ",") {
		if len(strings.TrimSpace(client)) > 0 {
			clients = append(clients, strings.TrimSpace(client))
		}
	}

	failures := []string{}
	for _, failure := range strings.Split(cfg.GetString("failures", ""), ",") {
		if len(strings.TrimSpace(failure)) > 0 {
			failures = append(failures, strings.TrimSpace(strings.Split(failure, ":")[1]))
		}
	}

	expreport = &ExpReport{
		Cfg:     cfg,
		ExpRuns: make([]*Run, cfg.GetInt("runs", 0)),
		Hostnames: Hostnames{
			Nodes:    nodes,
			Standbys: standbys,
			Clients:  clients,
			Failures: failures,
		},
	}

	// read Go version and goxos/c/apps commits
	v, err := readVersions(path.Join(exproot, cfg.GetString("localVersOut", "")))
	if err != nil {
		return fmt.Errorf("initReport: %v", err)
	}

	// read timestamp from file
	t, err := parseTimestamp(path.Join(exproot, cfg.GetString("localTimeOut", "")))
	if err != nil {
		return fmt.Errorf("initReport: %v", err)
	}

	// set output flags
	of := setOutputFlags()

	expreport.Versions = v
	expreport.Timestamp = t
	expreport.OutputFlags = of

	return nil
}

func readVersions(filename string) (Versions, error) {
	vers, err := ioutil.ReadFile(filename)
	if err != nil {
		return Versions{}, fmt.Errorf("readVersions: %v", err)
	}

	var v Versions
	b := bytes.NewBuffer(vers)
	reader := bufio.NewReader(b)

	v.Go, err = reader.ReadString('\n')
	if err != nil {
		v.Go = "Unknown"
	}

	v.Goxos, err = reader.ReadString('\n')
	if err != nil {
		v.Goxos = "Unknown"
	}

	return v, nil
}

func parseTimestamp(filename string) (string, error) {
	b, err := ioutil.ReadFile(filename)
	if err != nil {
		return "", fmt.Errorf("parseTimestamp: %v", err)
	}

	// Cloud also use something like bufio and ReadString...
	tss := strings.TrimSuffix(string(b), "\n")
	tsf, err := strconv.ParseFloat(tss, 32)
	if err != nil {
		return "", fmt.Errorf("parseTimestamp: %v", err)
	}

	timestamp := time.Unix(int64(tsf), 0)
	return timestamp.Format(timestampFormat), nil
}

func checkLogRoot() error {
	if exists, _ := util.Exists(path.Join(exproot, cfg.GetString("localCollectDir", ""))); !exists {
		return fmt.Errorf("could not find experiment log directory")
	}

	return nil
}

func genReportFolder() error {
	if err := os.MkdirAll(path.Join(exproot, reportFolder), 0755); err != nil {
		return err
	}

	return nil
}

func createFailureMap() {
	failures = make(map[string]bool)
	for _, failure := range strings.Split(cfg.GetString("failures", ""), ",") {
		if len(strings.TrimSpace(failure)) > 0 {
			failures[strings.TrimSpace(strings.Split(failure, ":")[1])] = true
		}
	}
}

func setGenStats() {
	genstats = len(failures) > 0 && len(strings.TrimSpace(cfg.GetString("standbys", ""))) > 0
}

func setTsc() {
	tsc = float64(1000 / int64(
		cfg.GetDuration(
			"throughputSamplingInterval",
			time.Duration(25*time.Millisecond),
		)/time.Millisecond),
	)
}

func setOutputFlags() OutputFlags {
	of := OutputFlags{}
	switch cfg.GetString("failureHandlingType", "None") {
	case "LiveReplacement":
		of.LREnabled = true
	case "AsynchronousReconfiguration":
		of.ARecEnabled = true
	}

	return of
}







github.com/relab/goxos/exp/expanalyze/main.go

package main

import (
	"encoding/json"
	"flag"
	"fmt"
	"io/ioutil"
	"log"
	"os"
	"path"
	"runtime"
	"sync"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/exp/expjsonreport"
	"github.com/relab/goxos/exp/util"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math"
)

var (
	workerGoroutines int             // number of worker goroutines for parsing/analysis/output
	exproot          string          // root experiment folder
	cfg              config.Config   // experiment description form INI
	expreport        *ExpReport      // used to save results and generate output
	genstats         bool            // should we calculate statistics for this experiment
	tsc              float64         // throughput req/sampling-interval to req/sec constant
	failures         map[string]bool // utility failure map
)

const usage = `Usage:

	expanalyse -path <path-to-experiment-folder> [-rplot -cplot -cplots x]

example:
expanalyse -path ExperimentFoo-20131129-104249 -cplots 3
`

var (
	exppath = flag.String("path", "", "Path to root experiment folder")
	rplot   = flag.Bool("rplot", false, "Enable plotting of replica throughput per run")
	cplot   = flag.Bool("cplot", false, "Enable plotting of client latencies per run")
	cplots  = flag.Uint("cplots", 1, "Number of clients plots to be generated per run")
	csvrun  = flag.String("csvrun", "-1", "Run to dump as CSV for plotting")
	clatana = flag.Bool("clatana", false, "Analyze Client Latencies")
)

func main() {
	flag.Usage = func() {
		fmt.Fprint(os.Stderr, usage, "\n")
		fmt.Fprintf(os.Stderr, "Usage of %s:\n", os.Args[0])
		flag.PrintDefaults()
		os.Exit(1)
	}

	flag.Parse()

	if *exppath == "" {
		flag.Usage()
		os.Exit(1)
	}

	exproot = *exppath
	runtime.GOMAXPROCS(runtime.NumCPU())
	workerGoroutines = runtime.NumCPU()

	if err := initialize(); err != nil {
		fmt.Fprintf(os.Stderr, "Initalization failed: %v\n", err)
		flag.Usage()
		os.Exit(1)
	}

	parseRuns()
	analyseRuns()
	calcLatencies()
	analyseExperiment()
	generateOutput()
	generateJSONReport()
}

func parseRuns() {
	// Parse runs in parallel
	parseRunNumber := make(chan int, 16)
	var wg sync.WaitGroup
	for i := 0; i < workerGoroutines; i++ {
		wg.Add(1)
		go func() {
			for i := range parseRunNumber {
				expreport.ExpRuns[i] = ParseRun(i)
			}
			wg.Done()
		}()
	}

	for i := 0; i < cfg.GetInt("runs", 0); i++ {
		parseRunNumber <- i
	}
	close(parseRunNumber)
	wg.Wait()
}

func analyseRuns() {
	// Analyse runs in parallel
	analyseRuns := make(chan *Run, 16)
	var wg sync.WaitGroup
	for i := 0; i < workerGoroutines; i++ {
		wg.Add(1)
		go func() {
			for run := range analyseRuns {
				run.Analyse(genstats)
			}
			wg.Done()
		}()
	}

	for _, run := range expreport.ExpRuns {
		analyseRuns <- run
	}
	close(analyseRuns)
	wg.Wait()
}

func calcLatencies() {
	// Analyse runs in parallel
	if !*clatana {
		return
	}
	calcLatencies := make(chan *Run, 16)
	var wg sync.WaitGroup
	for i := 0; i < workerGoroutines; i++ {
		wg.Add(1)
		go func() {
			for run := range calcLatencies {
				run.calcLatency()
			}
			wg.Done()
		}()
	}

	for _, run := range expreport.ExpRuns {
		if run.Valid {
			calcLatencies <- run
		}
	}
	close(calcLatencies)
	wg.Wait()
}

func analyseExperiment() {
	if validRunsPresent() && genstats {
		expreport.Analysed = true
		analyseDurations()
		analyseThroughput()
		analyseLatencies()
	}
	analyseTotalAverageThroughput()
}

func validRunsPresent() bool {
	for _, run := range expreport.ExpRuns {
		if run.Valid {
			expreport.ExpSummary.ValidRuns++
		}
	}
	if expreport.ExpSummary.ValidRuns == 0 {
		expreport.ExpSummary.Comment = "No valid run to analyse"
		return false
	}

	return true
}

func analyseDurations() {
	initDurs := make([]time.Duration, expreport.ExpSummary.ValidRuns)
	actiDurs := make([]time.Duration, expreport.ExpSummary.ValidRuns)
	fAccDurs := make([]time.Duration, expreport.ExpSummary.ValidRuns)
	arecActiDurs := make([]time.Duration, expreport.ExpSummary.ValidRuns)

	i := 0
	for _, run := range expreport.ExpRuns {
		if run.Valid {
			initDurs[i] = run.InitDur
			actiDurs[i] = run.ActiDur
			fAccDurs[i] = run.FirstAcc
			arecActiDurs[i] = run.ARecActiDur
			i++
		}
	}

	expreport.ExpSummary.InitDurMean = util.MeanDuration(initDurs...)
	expreport.ExpSummary.InitDurSD = util.SSDDuration(initDurs...)
	expreport.ExpSummary.InitDurSdOfMean = util.StdErrMeanDuration(expreport.ExpSummary.InitDurSD,
		expreport.ExpSummary.ValidRuns)
	expreport.ExpSummary.InitDurMin = util.MinDurationN(initDurs...)
	expreport.ExpSummary.InitDurMax = util.MaxDurationN(initDurs...)

	expreport.ExpSummary.ActiDurMean = util.MeanDuration(actiDurs...)
	expreport.ExpSummary.ActiDurSD = util.SSDDuration(actiDurs...)
	expreport.ExpSummary.ActiDurSdOfMean = util.StdErrMeanDuration(expreport.ExpSummary.ActiDurSD,
		expreport.ExpSummary.ValidRuns)
	expreport.ExpSummary.ActiDurMin = util.MinDurationN(actiDurs...)
	expreport.ExpSummary.ActiDurMax = util.MaxDurationN(actiDurs...)

	expreport.ExpSummary.FAccDurMean = util.MeanDuration(fAccDurs...)
	expreport.ExpSummary.FAccDurSD = util.SSDDuration(fAccDurs...)
	expreport.ExpSummary.FAccDurSdOfMean = util.StdErrMeanDuration(expreport.ExpSummary.FAccDurSD,
		expreport.ExpSummary.ValidRuns)
	expreport.ExpSummary.FAccDurMin = util.MinDurationN(fAccDurs...)
	expreport.ExpSummary.FAccDurMax = util.MaxDurationN(fAccDurs...)

	if !expreport.ARecEnabled {
		return
	}

	expreport.ExpSummary.ARecActiDurMean = util.MeanDuration(arecActiDurs...)
	expreport.ExpSummary.ARecActiDurSD = util.SSDDuration(arecActiDurs...)
	expreport.ExpSummary.ARecActiDurSdOfMean = util.StdErrMeanDuration(expreport.ExpSummary.ActiDurSD,
		expreport.ExpSummary.ValidRuns)
	expreport.ExpSummary.ARecActiDurMin = util.MinDurationN(arecActiDurs...)
	expreport.ExpSummary.ARecActiDurMax = util.MaxDurationN(arecActiDurs...)
}

func analyseThroughput() {
	var baseTputVals []uint64
	var initTputVals []uint64
	var actiTputVals []uint64

	i := 0
	for j, run := range expreport.ExpRuns {
		// j != 0: Always drop run 0 from total experiment statistics
		if run.Valid && j != 0 {
			baseTputVals = append(baseTputVals, run.BaseThroughSamples...)
			initTputVals = append(initTputVals, run.InitThroughSamples...)
			actiTputVals = append(actiTputVals, run.ActiThroughSamples...)
			i++
		}
	}

	if len(baseTputVals) > 0 {
		expreport.BaseTputMean = util.MeanUint64(baseTputVals...)
		expreport.BaseTputSSD = util.SSDUint64(baseTputVals...)
		expreport.BaseTputStdErrOfMean = util.StdErrMeanFloat(expreport.BaseTputSSD, len(baseTputVals))
		expreport.BaseTputMin = math.MinUint64N(baseTputVals...)
		expreport.BaseTputMax = math.MaxUint64N(baseTputVals...)
		// Adjust results to req/second
		expreport.BaseTputMean *= tsc
		expreport.BaseTputSSD *= tsc
		expreport.BaseTputStdErrOfMean *= tsc
		expreport.BaseTputMin *= uint64(tsc)
		expreport.BaseTputMax *= uint64(tsc)
	}

	if len(initTputVals) > 0 {
		expreport.InitTputMean = util.MeanUint64(initTputVals...)
		expreport.InitTputSSD = util.SSDUint64(initTputVals...)
		expreport.InitTputStdErrOfMean = util.StdErrMeanFloat(expreport.InitTputSSD, len(initTputVals))
		expreport.InitTputMin = math.MinUint64N(initTputVals...)
		expreport.InitTputMax = math.MaxUint64N(initTputVals...)
		// Adjust results to req/second
		expreport.InitTputMean *= tsc
		expreport.InitTputSSD *= tsc
		expreport.InitTputStdErrOfMean *= tsc
		expreport.InitTputMin *= uint64(tsc)
		expreport.InitTputMax *= uint64(tsc)
	}

	if len(actiTputVals) > 0 {
		expreport.ActiTputMean = util.MeanUint64(actiTputVals...)
		expreport.ActiTputSSD = util.SSDUint64(actiTputVals...)
		expreport.ActiTputStdErrOfMean = util.StdErrMeanFloat(expreport.ActiTputSSD, len(actiTputVals))
		expreport.ActiTputMin = math.MinUint64N(actiTputVals...)
		expreport.ActiTputMax = math.MaxUint64N(actiTputVals...)
		// Adjust results to req/second
		expreport.ActiTputMean *= tsc
		expreport.ActiTputSSD *= tsc
		expreport.ActiTputStdErrOfMean *= tsc
		expreport.ActiTputMin *= uint64(tsc)
		expreport.ActiTputMax *= uint64(tsc)
	}
}

func generateOutput() {
	if err := generateIndex(); err != nil {
		log.Fatalln(err)
	}

	// Generate output in parallel
	generateRuns := make(chan *Run, 16)
	var wg sync.WaitGroup
	for i := 0; i < workerGoroutines; i++ {
		wg.Add(1)
		go func() {
			for run := range generateRuns {
				if err := run.generateOutput(); err != nil {
					log.Fatalf("generateRuns: run %s: %v", run.ID, err)
				}
			}
			wg.Done()
		}()
	}

	for _, run := range expreport.ExpRuns {
		generateRuns <- run
	}
	close(generateRuns)
	wg.Wait()
}

func analyseTotalAverageThroughput() {
	var throughputValues []float64

	for j, run := range expreport.ExpRuns {
		// j != 0: Always drop run 0 from total experiment statistics
		if run.Valid && j != 0 {
			throughputValues = append(throughputValues, run.AverageThroughput)
		}
	}
	if len(throughputValues) > 0 {
		expreport.TotalAverageThroughput = util.MeanFloat64(throughputValues...)
	}
}

func analyseLatencies() {
	if !*clatana {
		return
	}
	var maxLats, maxActs []float64
	var meanL, lowerr, higherr []float64

	for j, run := range expreport.ExpRuns {
		//drop run 0
		if run.Valid && j != 0 {
			maxLats = append(maxLats, run.MaxClLatency)
			meanL = append(meanL, run.MedianClLatency)
			lowerr = append(lowerr, run.Low90ErrClLatency)
			higherr = append(higherr, run.High90ErrClLatency)
			if run.MaxActClLatency != 0 {
				maxActs = append(maxActs, run.MaxActClLatency)
			}
		}
	}

	if len(maxLats) > 0 {
		expreport.MeanLatency = util.MedianFloatSlice(meanL)
		expreport.MeanLatMin90 = util.MedianFloatSlice(lowerr)
		expreport.MeanLatMax90 = util.MedianFloatSlice(higherr)
		expreport.MeanMaxLatency = util.MedianFloatSlice(maxLats)
		expreport.MeanMaxActLatency, expreport.MMALMin90, expreport.MMALMax90 = util.MedianMinMax90FloatSlice(maxActs)
	}
}

func generateJSONReport() {
	report := expjsonreport.JSONReport{}
	report.NumberOfValidRuns = expreport.ExpSummary.ValidRuns
	report.TotalNumberOfRuns = cfg.GetInt("runs", 0)
	report.Timestamp = expreport.Timestamp
	report.ExperimentName = cfg.GetString("name", "Unkown")
	report.TotalAverageThroughput = expreport.TotalAverageThroughput
	report.PercentageOfRequestsDecided = getPercentageOfRequestsDecided()
	bytes, err := json.Marshal(report)
	if err != nil {
		log.Println("generateJSONReport: failed to marshal JSON: ", err)
		return
	}

	err = ioutil.WriteFile(path.Join(exproot, reportFolder, "jsonReport.json"), bytes, 0644)
	if err != nil {
		log.Println("generateJSONReport: failed writing json file: ", err)
	}
}

func getPercentageOfRequestsDecided() float64 {
	var decidedRequestsCounter uint64

	for j, run := range expreport.ExpRuns {
		// j != 0: Always drop run 0 from total experiment statistics
		if run.Valid && j != 0 {
			decidedRequestsCounter += run.RequestsDecided
		}
	}
	if decidedRequestsCounter > 0 {
		expectedDecidedRequests := (cfg.GetInt("runs", 0) - 1) *
			len(expreport.Clients) *
			cfg.GetInt("clientsPerMachine", 0) *
			cfg.GetInt("clientsNumberOfCommands", 0) *
			cfg.GetInt("clientsNumberOfRuns", 0)
		return float64(decidedRequestsCounter) /
			float64(expectedDecidedRequests) *
			100
	}

	return 0
}







github.com/relab/goxos/exp/expanalyze/run.go

package main

import (
	"fmt"
	"time"

	e "github.com/relab/goxos/elog/event"
)

type Run struct {
	ID     string
	Parsed bool
	Valid  bool

	Errors   []string
	Warnings []string

	LogURLs        map[string]*logURL
	ClientPlots    map[string]string
	ThroughputPlot string

	ReplicaEvents     map[string][]e.Event
	ReplicaThroughput map[string][]e.Event
	ClientLatencies   map[string][]e.Event
	StateHashes       map[string]string

	TimeZero time.Time
	Timeline timeline

	RunSummary

	AverageThroughput float64

	RequestsDecided uint64

	MedianClLatency    float64
	Low90ErrClLatency  float64
	High90ErrClLatency float64
	MaxClLatency       float64
	MaxClLatencyTs     time.Time

	MaxActClLatency   float64
	MaxActClLatencyTs time.Time
}

func (r *Run) getRunRootCollect() string {
	return fmt.Sprintf("%s/%s/%s", exproot, cfg.GetString("localCollectDir", ""), r.ID)
}

func (r *Run) getRunRootReport() string {
	return fmt.Sprintf("%s/%s/%s", exproot, reportFolder, r.ID)
}

type logURL struct {
	Elog, Glog, Stderr string
}

// Reconf-LR-ARec specific for now
type RunSummary struct {
	// InitStart, InitDone, ActivationStart, ActivationDone
	fa, is, id, as, ad, pr e.Event

	ActivationStart map[string]time.Time
	ActivationDone  map[string]time.Time
	Processing      map[string]time.Time
	ActivationDur   []time.Duration
	WaitforFirstAcc []time.Duration

	BaseThroughSamples []uint64
	InitThroughSamples []uint64
	ActiThroughSamples []uint64

	InitDur, ActiDur, FirstAcc time.Duration

	BaseTputMean, BaseTputSSD, BaseTputStdErrOfMean float64
	BaseTputMin, BaseTputMax                        uint64
	InitTputMean, InitTputSSD, InitTputStdErrOfMean float64
	InitTputMin, InitTputMax                        uint64
	ActiTputMean, ActiTputSSD, ActiTputStdErrOfMean float64
	ActiTputMin, ActiTputMax                        uint64

	LatencySample map[string][]float64
	MaxLatency    map[string]float64
	MaxLatencyTs  map[string]time.Time

	//ActMaxLatency   map[string]float64
	//ActMaxLatencyTs map[string]time.Time

	// ARec specific: Activated but not running yet
	afcps       e.Event
	ARecActiDur time.Duration
}

const (
	initStart       = e.InitTransferStart
	initDone        = e.InitInitialized
	activationStart = e.InitInitialized
	activationDone  = e.Running
	processing      = e.Processing
	failure         = e.ShutdownStart
	// ARec specific: Activated but not running yet
	arecActivatedFromCPs = e.ARecActivatedFromCPs
)







github.com/relab/goxos/exp/expanalyze/run_analyse.go

package main

import (
	"math"
	"time"

	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/exp/util"

	m "github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math"
)

func (r *Run) Analyse(genStats bool) {
	if !r.Parsed {
		return
	}
	if valid := r.verifyState(); !valid {
		return
	}
	if valid := r.calculateTimeZero(); !valid {
		return
	}
	if genStats {
		if valid := r.generateStatistics(); !valid {
			return
		}
	}
	if valid := r.calcAverageThroughput(); !valid {
		return
	}

	if valid := r.calcRequestsDecided(); !valid {
		return
	}

	r.Valid = true
}

func (r *Run) verifyState() (valid bool) {
	if len(r.StateHashes) == 0 {
		r.Errors = append(r.Errors, "No state hashes found")
		return false
	}

	var initialHash string
	for _, initialHash = range r.StateHashes {
		break
	}
	for _, hash := range r.StateHashes {
		if hash != initialHash {
			r.Errors = append(r.Errors, "State hashes differ")
			return false
		}
	}

	return true
}

func (r *Run) calculateTimeZero() (vaild bool) {
	timeZero := time.Unix(math.MaxInt32, 0)
	for _, tle := range r.Timeline {
		if tle.Event.Type != e.Start {
			continue
		}
		if tle.Event.Time.Before(timeZero) {
			timeZero = tle.Event.Time
		}
	}

	if timeZero.Unix() == math.MaxInt64 {
		r.Errors = append(r.Errors, "Could not calculate time zero")
		return false
	}
	r.TimeZero = timeZero

	return true
}

func (r *Run) generateStatistics() (valid bool) {
	if valid := r.calcDurations(); !valid {
		return false
	}
	if valid := r.calcThroughput(); !valid {
		return false
	}

	return true
}

// NB: For now specific for Reconfig-LR-ARec analysis
func (r *Run) calcDurations() (valid bool) {
	// No stanbys specified, nothing to analyse
	if len(expreport.Hostnames.Standbys) == 0 {
		r.Errors = append(r.Errors, "calcDurations: no standby replica found")
		return false
	}

	r.ActivationStart = make(map[string]time.Time, 1)
	r.ActivationDone = make(map[string]time.Time, 1)
	r.Processing = make(map[string]time.Time, 1)
	r.ActivationDur = make([]time.Duration, 0, 1)
	r.WaitforFirstAcc = make([]time.Duration, 0, 1)

	// Find elog for stanby replica, assume that there is only one standby
	for _, stdb := range expreport.Hostnames.Standbys {
		parsed := r.getStdbEvents(stdb)
		if !parsed {
			return false
		}
	}

	// Calculate durations
	r.InitDur = r.id.Time.Sub(r.is.Time)
	r.ActiDur = util.MaxDurationN(r.ActivationDur...)
	r.FirstAcc = util.MaxDurationN(r.WaitforFirstAcc...)

	return true
}

func (r *Run) getStdbEvents(stdb string) bool {
	standbyElog, found := r.ReplicaEvents[stdb]
	if !found {
		r.Errors = append(r.Errors, "calcDurations: no elog found for standby replica")
		return false
	}

	// Scan for initStart
	for _, event := range standbyElog {
		if event.Type == initStart {
			r.is = event
			break
		}
	}
	if r.is.Type == e.Unknown {
		r.Errors = append(r.Errors, "calcDurations: no InitStart event found for standby replica")
		return false
	}

	// Scan for initDone
	for _, event := range standbyElog {
		if event.Type == initDone {
			r.id = event
			break
		}
	}
	if r.is.Type == e.Unknown {
		r.Errors = append(r.Errors, "calcDurations: no InitDone event found for standby replica")
		return false
	}

	// Scan for activationStart
	for _, event := range standbyElog {
		if event.Type == activationStart {
			r.as = event
			break
		}
	}
	if r.as.Type == e.Unknown {
		r.Errors = append(r.Errors, "calcDurations: no ActivationStart event found for standby replica")
		return false
	}

	// Scan for activationDone
	for _, event := range standbyElog {
		if event.Type == activationDone {
			r.ad = event
			break
		}
	}
	if r.ad.Type == e.Unknown {
		r.Errors = append(r.Errors, "calcDurations: no ActivationDone event found for standby replica")
		return false
	}

	// Scan for processing
	for _, event := range standbyElog {
		if event.Type == processing {
			r.pr = event
			break
		}
	}
	if r.pr.Type != e.Unknown {
		r.Processing[stdb] = r.pr.Time
		r.WaitforFirstAcc = append(r.WaitforFirstAcc, r.pr.Time.Sub(r.as.Time))
	}

	r.ActivationStart[stdb] = r.as.Time
	r.ActivationDone[stdb] = r.ad.Time
	r.ActivationDur = append(r.ActivationDur, r.ad.Time.Sub(r.as.Time))

	// ARec specific: Calculate duration from Init to ActivatedFromCPs
	if expreport.ARecEnabled {
		// Scan for arecActivatedFromCPs
		for _, event := range standbyElog {
			if event.Type == arecActivatedFromCPs {
				r.afcps = event
				break
			}
		}
		if r.afcps.Type == e.Unknown {
			r.Errors = append(r.Errors, "calcDurations: no ActivatingFromCPs event found for standby replica")
			return false
		}
		r.ARecActiDur = r.afcps.Time.Sub(r.as.Time)
	}

	return true
}

// NB: For now specific for Reconfig-LR-ARec analysis
func (r *Run) calcThroughput() (valid bool) {
	// No failures specified, nothing to analyse
	if len(expreport.Hostnames.Failures) == 0 {
		r.Errors = append(r.Errors, "calcThroughput: no failures specified")
		return false
	}

	// Find elog for failure replica, assume that there is only one failure
	failureElog, found := r.ReplicaEvents[expreport.Hostnames.Failures[0]]
	if !found {
		r.Errors = append(r.Errors, "calcThroughput: no elog found for failure replica")
		return false
	}

	// Scan for failure event
	for _, event := range failureElog {
		if event.Type == failure {
			r.fa = event
			break
		}
	}
	if r.fa.Type == e.Unknown {
		r.Errors = append(r.Errors, "calcThroughput: no failure event found for failure replica")
		return false
	}

	r.BaseThroughSamples = make([]uint64, 0)
	r.InitThroughSamples = make([]uint64, 0)
	r.ActiThroughSamples = make([]uint64, 0)

	// Leader samples
	leader := expreport.Hostnames.Nodes[len(expreport.Hostnames.Nodes)-1]
	leaderSamples, found := r.ReplicaThroughput[leader]
	if !found {
		r.Errors = append(r.Errors, "calcThroughput: no throughput samples found for paxos leader replica")
		return false
	}

	// Sort samples
	for _, ts := range leaderSamples {
		switch {
		case ts.Time.Before(r.fa.Time):
			r.BaseThroughSamples = append(r.BaseThroughSamples, ts.Value)
		case ts.Time.After(r.is.Time) && ts.Time.Before(r.id.Time):
			r.InitThroughSamples = append(r.InitThroughSamples, ts.Value)
		case ts.Time.After(r.as.Time) && ts.Time.Before(r.ad.Time):
			r.ActiThroughSamples = append(r.ActiThroughSamples, ts.Value)
		default:
			// Drop sample
		}
	}

	if len(r.BaseThroughSamples) > 0 {
		// Make sure to filter out any ramp up
		r.BaseThroughSamples = r.BaseThroughSamples[5:]

		r.BaseTputMean = util.MeanUint64(r.BaseThroughSamples...)
		r.BaseTputSSD = util.SSDUint64(r.BaseThroughSamples...)
		r.BaseTputStdErrOfMean = util.StdErrMeanFloat(r.BaseTputSSD, len(r.BaseThroughSamples))
		r.BaseTputMin = m.MinUint64N(r.BaseThroughSamples...)
		r.BaseTputMax = m.MaxUint64N(r.BaseThroughSamples...)
		// Adjust results to req/second
		r.BaseTputMean *= tsc
		r.BaseTputSSD *= tsc
		r.BaseTputStdErrOfMean *= tsc
		r.BaseTputMin *= uint64(tsc)
		r.BaseTputMax *= uint64(tsc)
	}

	if len(r.InitThroughSamples) > 0 {
		r.InitTputMean = util.MeanUint64(r.InitThroughSamples...)
		r.InitTputSSD = util.SSDUint64(r.InitThroughSamples...)
		r.InitTputStdErrOfMean = util.StdErrMeanFloat(r.InitTputSSD, len(r.InitThroughSamples))
		r.InitTputMin = m.MinUint64N(r.InitThroughSamples...)
		r.InitTputMax = m.MaxUint64N(r.InitThroughSamples...)
		// Adjust results to req/second
		r.InitTputMean *= tsc
		r.InitTputSSD *= tsc
		r.InitTputStdErrOfMean *= tsc
		r.InitTputMin *= uint64(tsc)
		r.InitTputMax *= uint64(tsc)
	}

	if len(r.ActiThroughSamples) > 0 {
		r.ActiTputMean = util.MeanUint64(r.ActiThroughSamples...)
		r.ActiTputSSD = util.SSDUint64(r.ActiThroughSamples...)
		r.ActiTputStdErrOfMean = util.StdErrMeanFloat(r.ActiTputSSD, len(r.ActiThroughSamples))
		r.ActiTputMin = m.MinUint64N(r.ActiThroughSamples...)
		r.ActiTputMax = m.MaxUint64N(r.ActiThroughSamples...)
		// Adjust results to req/second
		r.ActiTputMean *= tsc
		r.ActiTputSSD *= tsc
		r.ActiTputStdErrOfMean *= tsc
		r.ActiTputMin *= uint64(tsc)
		r.ActiTputMax *= uint64(tsc)
	}

	return true
}

func (r *Run) calcAverageThroughput() (valid bool) {
	// Leader samples
	leader := expreport.Hostnames.Nodes[len(expreport.Hostnames.Nodes)-1]
	leaderSamples, found := r.ReplicaThroughput[leader]
	if !found {
		r.Errors = append(r.Errors, "calcAverageThroughput: no throughput samples found for paxos leader replica")
		return false
	}
	var throughPuts []uint64
	for _, throughPut := range leaderSamples {
		throughPuts = append(throughPuts, throughPut.Value)
	}
	r.AverageThroughput = util.MeanUint64(throughPuts...)
	//r.AverageThroughput = r.AverageThroughput / float64(expdesc.ElogTSInterval) * 1000
	r.AverageThroughput *= tsc
	return true
}

func (r *Run) calcRequestsDecided() (valid bool) {
	// Leader samples
	leader := expreport.Hostnames.Nodes[len(expreport.Hostnames.Nodes)-1]
	leaderSamples, found := r.ReplicaThroughput[leader]
	if !found {
		r.Errors = append(r.Errors, "calcPercentageOfRequestsDecided: no throughput samples found for paxos leader replica")
		return false
	}
	var sum uint64
	for _, throughput := range leaderSamples {
		sum += throughput.Value
	}
	r.RequestsDecided = sum
	return true
}







github.com/relab/goxos/exp/expanalyze/run_lat_analyse.go

package main

import (
	"time"

	"github.com/relab/goxos/exp/util"
)

func (r *Run) calcLatency() {

	r.LatencySample = make(map[string][]float64)
	r.MaxLatency = make(map[string]float64)
	r.MaxLatencyTs = make(map[string]time.Time)

	//Range through Clients
	for cl := range r.ClientLatencies {
		r.LatencySample[cl] = make([]float64, 0)
		r.MaxLatency[cl] = float64(0)
		r.MaxActClLatency = float64(0)

		//Compute Latencies and MaxLatency
		for _, ts := range r.ClientLatencies[cl] {
			lat := float64(ts.EndTime.Sub(ts.Time)) / float64(time.Millisecond)
			r.LatencySample[cl] = append(r.LatencySample[cl], lat)
			if lat > r.MaxLatency[cl] {
				r.MaxLatency[cl] = lat
				r.MaxLatencyTs[cl] = ts.Time
			}

			for stdb, ast := range r.ActivationStart {
				if (ts.EndTime.After(ast)) && (ts.Time.Before(r.ActivationDone[stdb])) {
					if lat > r.MaxActClLatency {
						r.MaxActClLatency = lat
						r.MaxActClLatencyTs = ts.Time
					}
					break
				}
			}
		}
	}

	// Compute Mean of the different Clients Max and Mean Latency
	var latencies = make([]float64, 0)
	for cl := range r.LatencySample {
		latencies = append(latencies, r.LatencySample[cl]...)
	}
	r.MedianClLatency, r.Low90ErrClLatency, r.High90ErrClLatency = util.MedianMinMax90FloatSlice(latencies)
	maxClient := util.MaxFloat64Map(r.MaxLatency)
	if maxClient == "" {
		return
	}
	r.MaxClLatency = r.MaxLatency[maxClient]
	r.MaxClLatencyTs = r.MaxLatencyTs[maxClient]
}







github.com/relab/goxos/exp/expanalyze/run_output.go

package main

import (
	"bytes"
	"encoding/csv"
	"errors"
	"fmt"
	"html/template"
	"io/ioutil"
	"math/rand"
	"os"
	"path"
	"time"

	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/exp/util"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotutil"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

const (
	stderrText         = ".stderr.txt"
	glogText           = ".glog.txt"
	elogText           = ".elog.txt"
	throughputPlotFile = "throughput.png"
)

func (r *Run) generateOutput() error {
	if err := r.generateFolders(); err != nil {
		return err
	}
	if err := r.generateLogs(); err != nil {
		return err
	}
	if r.Valid && *cplot {
		if err := r.generateClientLatPlots(); err != nil {
			return err
		}
	}
	if r.Valid && *rplot {
		if err := r.generateReplicaThroughputPlots(); err != nil {
			return err
		}
	}
	if err := r.generateHTML(); err != nil {
		return err
	}
	if r.ID == *csvrun {
		if err := r.dumpCVS(); err != nil {
			return err
		}
	}

	return nil
}

func (r *Run) generateFolders() error {
	return os.MkdirAll(r.getRunRootReport(), 0755)
}

func (r *Run) generateHTML() error {
	b := new(bytes.Buffer)
	expTemplate := template.Must(template.New(templateRun).Parse(templateRun))
	if err := expTemplate.Execute(b, r); err != nil {
		return err
	}

	err := ioutil.WriteFile(path.Join(r.getRunRootReport(), r.ID+".html"), b.Bytes(), 0644)
	if err != nil {
		return err
	}

	return nil
}

func (r *Run) generateLogs() error {
	r.LogURLs = make(map[string]*logURL)
	r.dumpReadableReplicaElogs()
	r.copyGlogs()
	r.copyStderrs()
	return nil
}

func (r *Run) dumpReadableReplicaElogs() {
	for _, replica := range expreport.Hostnames.Nodes {
		if err := e.DumpAsTextFile(path.Join(r.getRunRootReport(), replica+elogText),
			r.ReplicaEvents[replica]); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("dumpElogs: %v", err))
			continue
		}
		lu, found := r.LogURLs[replica]
		if found {
			lu.Elog = replica + elogText
		} else {
			r.LogURLs[replica] = &logURL{Elog: replica + elogText}
		}
	}
	for _, standby := range expreport.Hostnames.Standbys {
		if err := e.DumpAsTextFile(r.getRunRootReport()+"/"+standby+elogText,
			r.ReplicaEvents[standby]); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("dumpElogs: %v", err))
			continue
		}
		lu, found := r.LogURLs[standby]
		if found {
			lu.Elog = standby + elogText
		} else {
			r.LogURLs[standby] = &logURL{Elog: standby + elogText}
		}
	}
}

func (r *Run) copyGlogs() {
	for _, replica := range expreport.Hostnames.Nodes {
		if err := util.Copy(path.Join(r.getRunRootReport(), replica+glogText),
			path.Join(r.getRunRootCollect(), replica, cfg.GetString("glogName", ""))); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("copyGlogs: %v", err))
			continue
		}
		lu, found := r.LogURLs[replica]
		if found {
			lu.Glog = replica + glogText
		} else {
			r.LogURLs[replica] = &logURL{Glog: replica + glogText}
		}
	}
	for _, standby := range expreport.Hostnames.Standbys {
		if err := util.Copy(path.Join(r.getRunRootReport(), standby+glogText),
			path.Join(r.getRunRootCollect(), standby, cfg.GetString("glogName", ""))); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("copyGlogs: %v", err))
			continue
		}
		lu, found := r.LogURLs[standby]
		if found {
			lu.Glog = standby + glogText
		} else {
			r.LogURLs[standby] = &logURL{Glog: standby + glogText}
		}
	}
}

func (r *Run) copyStderrs() {
	for _, replica := range expreport.Hostnames.Nodes {
		if err := util.Copy(path.Join(r.getRunRootReport(), replica+stderrText),
			path.Join(r.getRunRootCollect(), replica, "stderr.txt")); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("copyStderrs: %v", err))
			continue
		}
		lu, found := r.LogURLs[replica]
		if found {
			lu.Stderr = replica + stderrText
		} else {
			r.LogURLs[replica] = &logURL{Stderr: replica + stderrText}
		}
	}
	for _, client := range expreport.Hostnames.Clients {
		if err := util.Copy(path.Join(r.getRunRootReport(), client+stderrText),
			path.Join(r.getRunRootCollect(), client, "stderr.txt")); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("copyStderr: %v", err))
			continue
		}
		lu, found := r.LogURLs[client]
		if found {
			lu.Stderr = client + stderrText
		} else {
			r.LogURLs[client] = &logURL{Stderr: client + stderrText}
		}
	}
	for _, standby := range expreport.Hostnames.Standbys {
		if err := util.Copy(path.Join(r.getRunRootReport(), standby+stderrText),
			path.Join(r.getRunRootCollect(), standby, "stderr.txt")); err != nil {
			r.Warnings = append(r.Warnings,
				fmt.Sprintf("copyStderrs: %v", err))
			continue
		}
		lu, found := r.LogURLs[standby]
		if found {
			lu.Stderr = standby + stderrText
		} else {
			r.LogURLs[standby] = &logURL{Stderr: standby + stderrText}
		}
	}
}

const (
	plotHeight     = 11 // ~1059px
	plotInchPerSec = 20 // ~1920px
)

func (r *Run) generateClientLatPlots() error {
	r.ClientPlots = make(map[string]string)

	var (
		err           error
		p             *plot.Plot
		l             *plotter.Line
		medMinMax     *plotutil.ErrorPoints
		clientsToPlot = r.getRandomClients()
	)

	for i, client := range clientsToPlot {
		clatencies, found := r.ClientLatencies[client]
		if !found {
			return fmt.Errorf("plotting: could not find latencies for client %s", client)
		}
		points := convertLatToSecXY(clatencies, r.TimeZero)

		p, err = plot.New()
		if err != nil {
			goto Error
		}

		l, err = plotter.NewLine(points)
		if err != nil {
			goto Error
		}
		l.LineStyle.Width = vg.Points(1)
		l.LineStyle.Color = plotutil.Color((i + 1) % 6)

		p.Add(l)
		p.Legend.Add(client, l)

		medMinMax, err = plotutil.NewErrorPoints(plotutil.MedianAndMinMax, points)
		if err != nil {
			goto Error
		}
		//r.MeanClLatency = medMinMax.XYs[0].Y
		//r.MaxClLatency = medMinMax.YErrors[0].High

		plotutil.AddLinePoints(p, "median and minimum and maximum", medMinMax)
		plotutil.AddErrorBars(p, medMinMax)

		p.Add(plotter.NewGrid())
		p.Legend.Top = true
		p.Legend.Left = true
		p.Title.Text = client
		p.X.Label.Text = "Time (seconds)"
		p.Y.Label.Text = "Request latency (milliseconds)"

		file := path.Join(r.getRunRootReport(), client+".png")
		if err = p.Save(getClientRunDuration(clatencies)*plotInchPerSec,
			plotHeight, file); err != nil {
			goto Error
		}
		r.ClientPlots[client] = client + ".png"
	}

	return nil

Error:
	r.Warnings = append(r.Warnings,
		fmt.Sprintf("Generate client plots error: %v", err))
	return nil
}

func convertLatToSecXY(lats []e.Event, timeZero time.Time) plotter.XYs {
	pts := make(plotter.XYs, len(lats))
	for i, lat := range lats {
		pts[i].X = (lat.EndTime.Sub(timeZero)).Seconds()
		pts[i].Y = float64(lat.EndTime.Sub(lat.Time)) / float64(time.Millisecond)
	}

	return pts
}

func (r *Run) getRandomClients() []string {
	nclients := len(r.ClientLatencies)
	if *cplots == 0 || nclients == 0 {
		return []string{}
	}

	clients := make([]string, nclients)

	var i int
	for client := range r.ClientLatencies {
		clients[i] = client
		i++
	}

	// Return all
	if int(*cplots) >= nclients {
		return clients
	}

	// Pick # random
	rand.Seed(time.Now().Unix())
	for i := range clients {
		j := rand.Intn(i + 1)
		clients[i], clients[j] = clients[j], clients[i]
	}

	return clients[:*cplots]
}

func convertThroughputToSecXY(samples []e.Event, timeZero time.Time) plotter.XYs {
	pts := make(plotter.XYs, len(samples))
	for i, s := range samples {
		pts[i].X = (s.Time.Sub(timeZero)).Seconds()
		pts[i].Y = float64(s.Value)
	}

	return pts
}

func (r *Run) generateReplicaThroughputPlots() error {
	file := path.Join(r.getRunRootReport(), throughputPlotFile)

	var (
		err    error
		runDur float64
		p      *plot.Plot
		l      *plotter.Line
		i      int
	)

	p, err = plot.New()
	if err != nil {
		goto Error
	}

	p.Add(plotter.NewGrid())
	p.Title.Text = "Replica throughput"
	p.X.Label.Text = "Time (seconds)"
	p.Y.Label.Text = "Throughput"

	for replica, samples := range r.ReplicaThroughput {
		points := convertThroughputToSecXY(samples, r.TimeZero)
		l, err = plotter.NewLine(points)
		if err != nil {
			goto Error
		}
		l.LineStyle.Width = vg.Points(2)
		l.LineStyle.Dashes = plotutil.Dashes(i)
		l.LineStyle.Color = plotutil.Color(i)
		p.Add(l)
		p.Legend.Add(replica, l)
		p.Legend.Top = true
		p.Legend.Left = true
		i++
	}

	runDur, err = getReplicaRunDuration(r.ReplicaThroughput, failures)
	if err != nil {
		return err
	}

	if err = p.Save(runDur*plotInchPerSec, plotHeight, file); err != nil {
		goto Error
	}

	r.ThroughputPlot = throughputPlotFile
	return nil

Error:
	r.Warnings = append(r.Warnings,
		fmt.Sprintf("Generate replica throughput plots error: %v", err))
	return nil
}

func getClientRunDuration(events []e.Event) (seconds float64) {
	if events == nil {
		panic("getDurationOfEvents: got nil slice")
	}
	if len(events) == 0 || len(events) == 1 {
		return 0
	}

	return (events[len(events)-1].EndTime.Sub(events[0].EndTime)).Seconds()
}

func getReplicaRunDuration(rsamples map[string][]e.Event,
	failureMap map[string]bool) (seconds float64, err error) {
	if rsamples == nil {
		return 0, errors.New("getReplicaRunDuration: got rsamples nil map")
	}
	if failureMap == nil {
		return 0, errors.New("getReplicaRunDuration: got failure nil map")
	}

	for replica, samples := range rsamples {
		if failureMap[replica] {
			continue
		}
		if len(samples) == 0 || len(samples) == 1 {
			return 0, nil
		}

		return (samples[len(samples)-1].Time.Sub(samples[0].Time)).Seconds(), nil
	}

	return 0, errors.New("getReplicaRunDuration: unable to calculate duration from data")
}

func (r *Run) dumpCVS() error {
	// Events standby
	// Scan for CU
	var cus, cud e.Event
	standbyElog, _ := r.ReplicaEvents[expreport.Hostnames.Standbys[0]]
	for _, event := range standbyElog {
		if event.Type == e.CatchUpMakeReq {
			cus = event
			break
		}
	}
	for i := len(standbyElog) - 1; i >= 0; i-- {
		if standbyElog[i].Type == e.CatchUpDoneHandlingResp {
			cud = standbyElog[i]
			break
		}
	}
	if cus.Time.IsZero() || cud.Time.IsZero() {
		panic("Did not find CU")
	}
	buffer := new(bytes.Buffer)
	writer := csv.NewWriter(buffer)
	writer.Write([]string{"InitStart", "InitDone", "ActivDone", "CuStart", "CuDone"})
	writer.Write([]string{
		fmt.Sprintf("%f", r.is.Time.Sub(r.TimeZero).Seconds()),
		fmt.Sprintf("%f", r.id.Time.Sub(r.TimeZero).Seconds()),
		fmt.Sprintf("%f", r.ad.Time.Sub(r.TimeZero).Seconds()),
		fmt.Sprintf("%f", cus.Time.Sub(r.TimeZero).Seconds()),
		fmt.Sprintf("%f", cud.Time.Sub(r.TimeZero).Seconds()),
	})
	writer.Flush()
	if err := writer.Error(); err != nil {
		panic(err)
	}
	if err := ioutil.WriteFile("events.csv", buffer.Bytes(), 0644); err != nil {
		panic(err)
	}

	// Replica through
	for replica, tsamples := range r.ReplicaThroughput {
		if failures[replica] {
			continue
		}
		buffer = new(bytes.Buffer)
		writer = csv.NewWriter(buffer)
		writer.Write([]string{"Time", "Throughput"})
		var csvSamples []e.Event
		if replica == expreport.Hostnames.Standbys[0] {
			csvSamples = tsamples[:10]
			goto Write
		}
		for i, s := range tsamples {
			if s.Time.After(r.is.Time) {
				csvSamples = tsamples[i-5:]
				break
			}
		}

		for j := len(csvSamples) - 1; j >= 0; j-- {
			if csvSamples[j].Time.Before(r.ad.Time) {
				csvSamples = csvSamples[:j+14]
				break
			}
		}
	Write:
		for _, s := range csvSamples {
			writer.Write([]string{
				fmt.Sprintf("%f", s.Time.Sub(r.TimeZero).Seconds()),
				fmt.Sprintf("%d", s.Value*uint64(tsc)),
			})
			if err := writer.Error(); err != nil {
				panic(err)
			}
		}
		writer.Flush()
		if err := writer.Error(); err != nil {
			panic(err)
		}
		if err := ioutil.WriteFile(replica+".csv", buffer.Bytes(), 0644); err != nil {
			panic(err)
		}
	}

	// Client lats
	for client, csamples := range r.ClientLatencies {
		buffer = new(bytes.Buffer)
		writer = csv.NewWriter(buffer)
		writer.Write([]string{"Time", "RTT"})
		var csvSamples []e.Event
		for i, s := range csamples {
			if s.Time.After(r.is.Time.Add(-100 * time.Millisecond)) {
				csvSamples = csamples[i:]
				break
			}
		}
		for j := len(csvSamples) - 1; j >= 0; j-- {
			if csvSamples[j].Time.Before(r.ad.Time.Add(300 * time.Millisecond)) {
				csvSamples = csvSamples[:j]
				break
			}
		}
		for _, s := range csvSamples {
			writer.Write([]string{
				fmt.Sprintf("%f", s.Time.Sub(r.TimeZero).Seconds()),
				fmt.Sprintf("%f", float64(s.EndTime.Sub(s.Time))/float64(time.Millisecond)),
			})
			if err := writer.Error(); err != nil {
				panic(err)
			}
		}
		writer.Flush()
		if err := writer.Error(); err != nil {
			panic(err)
		}
		if err := ioutil.WriteFile(client+".csv", buffer.Bytes(), 0644); err != nil {
			panic(err)
		}
	}

	return nil
}







github.com/relab/goxos/exp/expanalyze/run_parse.go

package main

import (
	"fmt"
	"io/ioutil"
	"path"
	"sort"
	"strconv"

	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/exp/util"
)

func ParseRun(id int) *Run {
	run := Run{
		ID:          strconv.Itoa(id),
		StateHashes: make(map[string]string),
		Errors:      make([]string, 0),
		Warnings:    make([]string, 0),
	}

	if abort := run.checkRunRoot(); abort {
		return &run
	}
	if abort := run.checkFolders(); abort {
		return &run
	}
	if abort := run.parseFiles(); abort {
		return &run
	}

	run.generateTimeline()
	run.filterThroughput()
	run.Parsed = true

	return &run
}

func (r *Run) checkRunRoot() (failed bool) {
	if exists, _ := util.Exists(r.getRunRootCollect()); !exists {
		r.Valid = false
		r.Errors = append(r.Errors, "Missing run root folder")
		return true
	}

	return false
}

func (r *Run) checkFolders() (failed bool) {
	for _, replica := range expreport.Hostnames.Nodes {
		if exists, _ := util.Exists(path.Join(r.getRunRootCollect(), replica)); !exists {
			r.Valid = false
			r.Errors = append(
				r.Errors,
				fmt.Sprintf("Missing at least log folder for replica %s", replica),
			)
			failed = true
			break
		}
	}

	for _, client := range expreport.Hostnames.Clients {
		if exists, _ := util.Exists(path.Join(r.getRunRootCollect(), client)); !exists {
			r.Valid = false
			r.Errors = append(
				r.Errors,
				fmt.Sprintf("Missing at least log folder for client %s", client),
			)
			failed = true
			break
		}
	}

	for _, standby := range expreport.Hostnames.Standbys {
		if exists, _ := util.Exists(path.Join(r.getRunRootCollect(), standby)); !exists {
			r.Valid = false
			r.Errors = append(
				r.Errors,
				fmt.Sprintf("Missing at least log folder for standby %s", standby),
			)
			failed = true
			break
		}
	}

	return false
}

func (r *Run) parseFiles() (failed bool) {
	if failed = r.readState(); failed {
		return
	}

	if failed = r.readElogs(); failed {
		return
	}

	return false
}

func (r *Run) readState() (failed bool) {
	// Read replica statehashs
	for _, replica := range expreport.Hostnames.Nodes {
		if failed = r.readStateHash(replica); failed {
			return
		}
	}

	// Read standby statehashs
	for _, standby := range expreport.Hostnames.Standbys {
		if failed = r.readStateHash(standby); failed {
			return
		}
	}

	return false
}

func (r *Run) readStateHash(replica string) (failed bool) {
	// Only add statehash if a non-failing replica
	if _, found := failures[replica]; found {
		return false
	}

	hash, err := ioutil.ReadFile(path.Join(r.getRunRootCollect(), replica, cfg.GetString("statehashName", "")))
	if err != nil {
		r.Errors = append(r.Errors, fmt.Sprintf("Reading state hash for replica %s failed: %v", replica, err))
		return true
	}
	r.StateHashes[replica] = string(hash)

	return false
}

func (r *Run) readElogs() (failed bool) {
	r.ReplicaEvents = make(map[string][]e.Event)
	r.ReplicaThroughput = make(map[string][]e.Event)
	for _, replica := range expreport.Hostnames.Nodes {
		events, err := e.Parse(path.Join(r.getRunRootCollect(), replica, cfg.GetString("elogNameReplica", "")))
		if err != nil {
			r.Errors = append(r.Errors, fmt.Sprintf("Reading event log for replica %s failed: %v", replica, err))
			return true
		}
		r.ReplicaEvents[replica], r.ReplicaThroughput[replica] = e.ExtractThroughput(events)
	}

	for _, standby := range expreport.Hostnames.Standbys {
		events, err := e.Parse(path.Join(r.getRunRootCollect(), standby, cfg.GetString("elogNameReplica", "")))
		if err != nil {
			r.Errors = append(r.Errors, fmt.Sprintf("Reading event log for standby %s failed: %v", standby, err))
			return true
		}
		r.ReplicaEvents[standby], r.ReplicaThroughput[standby] = e.ExtractThroughput(events)
	}

	r.ClientLatencies = make(map[string][]e.Event)
	for _, client := range expreport.Hostnames.Clients {
		lats, err := e.Parse(path.Join(r.getRunRootCollect(), client, cfg.GetString("elogNameClient", "")))
		if err != nil {
			r.Errors = append(r.Errors, fmt.Sprintf("Reading event log for client %s failed: %v", client, err))
			return true
		}
		if len(lats) > 10 {
			// Drop first ten requests
			r.ClientLatencies[client] = lats[9:]
		} else {
			r.ClientLatencies[client] = lats
		}
	}

	return false
}

func (r *Run) generateTimeline() {
	r.Timeline = make([]timelineEvent, 0)
	for _, replica := range expreport.Hostnames.Nodes {
		for _, event := range r.ReplicaEvents[replica] {
			r.Timeline = append(r.Timeline, timelineEvent{event, replica, event.String()})
		}
	}
	for _, standby := range expreport.Hostnames.Standbys {
		for _, event := range r.ReplicaEvents[standby] {
			r.Timeline = append(r.Timeline, timelineEvent{event, standby, event.String()})
		}
	}
	sort.Sort(r.Timeline)
}

func (r *Run) filterThroughput() {
	for replica, samples := range r.ReplicaThroughput {
		for i := 0; i < len(samples); i++ {
			if samples[i].Value > 0 {
				r.ReplicaThroughput[replica] = samples[i:]
				break
			}
		}
	}
	for replica, samples := range r.ReplicaThroughput {
		for j := len(samples) - 1; j >= 0; j-- {
			if samples[j].Value > 0 {
				if j == len(samples)-1 {
					break
				} else {
					r.ReplicaThroughput[replica] = samples[:j+1]
				}
				break
			}
		}
	}
}







github.com/relab/goxos/exp/expanalyze/template_index.go

package main

const templateIndex = `







	
		Experiment report: {{.Cfg.GetString "name" "Unnamed"}}



	


	
		
			General



		

		
						Date: {{.Timestamp}}


			Duration: {{.Cfg.GetString "duration" "N/A"}}


			Runs: {{.Cfg.GetInt "runs" 0}}


			Remote user: {{.Cfg.GetString "remoteUser" "N/A"}}


			Remote scratch dir: {{.Cfg.GetString "remoteScratchDir" ""}}






		

	


	
		
			Versions



		

		
						{{.Go}}


			goxos: {{.Goxos}}






		

	


	
		
			Cluster



		

		
			Replicas:



			



				{{range .Hostnames.Nodes}}
							{{.}}






				{{else}}					
							None found






				{{end}}					
			
			Standbys:



			



				{{range .Hostnames.Standbys}}
							{{.}}






				{{else}}					
							None found






				{{end}}					
			
			Clients:



			



				{{range .Hostnames.Clients}}
							{{.}}






				{{else}}					
							None found






				{{end}}					
			
		

	


	
		
			Failures



		

		
			{{if .Hostnames.Failures}}

      


{{.Cfg.GetString "failures" ""}}
			{{else}}
			No failures defined for this experiment.



			{{end}}
		

	


	
		
			State



		

		
			



				{{if (.Cfg.GetString "replicaInitialState" "")}}
							Initial replica state: {{.Cfg.GetString "replicaInitialState" ""}}






				{{else}}
							Initial replica state: None





	
				{{end}}
			
		

	


	
		
			Paxos Settings



		

		
						Paxos type: {{.Cfg.GetString "protocol" ""}}


			Alpha: {{.Cfg.GetInt "alpha" 0}}


			BatchMaxSize: {{.Cfg.GetInt "batchMaxSize" 0}}


			BatchTimeout: {{.Cfg.GetString "batchTimeout" "N/A"}}


			Failure handling type: {{.Cfg.GetString "failureHandlingType" ""}}






		

	


	
		
			Liveness Settings



		

		
						Heartbeat emitter interval: {{.Cfg.GetString "hbEmitterInterval" "N/A"}}


			Failure detector timeout interval: {{.Cfg.GetString "fdTimeoutInterval" "N/A"}}


			Failure detector delta increase: {{.Cfg.GetString "fdDeltaIncrease" "N/A"}}






		

	


	
		
			Client Settings



		

		
						Clients per machine: {{.Cfg.GetString "clientsPerMachine" "N/A"}}


			Number of runs: {{.Cfg.GetString "clientsNumberOfRuns" "N/A"}}


			Number of commands: {{.Cfg.GetString "clientsNumberOfCommands" "N/A"}}


			Key size: {{.Cfg.GetString "clientsKeySize" "N/A"}} bytes


			Value size: {{.Cfg.GetString "clientsValueSize" "N/A"}} bytes






		

	


	{{if .LREnabled}}
	
		
			Live Replacement Settings



		

		
			



				{{if (.Cfg.GetString "LRExpRndSleep" "")}}
							Random pre-connecy sleep enabled: {{.Cfg.GetString "LRExpRndSleep" ""}} ms






				{{else}}
							Random pre-connect sleep not enabled






				{{end}}
							Strategy: {{.Cfg.GetString "LRStrategy" "N/A"}}






		

	

	{{end}}

	
		
			Logging



		

		
						glog v-level: {{.Cfg.GetString "glogVLevel" "N/A"}}






				{{if (.Cfg.GetString "glogVModule" "")}}
							glog vmodule argument: {{.Cfg.GetString "glogVModule" "N/A"}}






				{{end}}
							Throughput sampling interval: {{.Cfg.GetString "throughputSamplingInterval" "N/A"}}






		

	


	
		
			Experiment Runs ({{.ValidRuns}} of {{.Cfg.GetString "runs" "0"}} valid)



		

		
			
				{{range .ExpRuns}}
				
					{{if .Valid}}
					
						Run {{.ID}}
						Valid
					



					{{else}}
					
						Run {{.ID}}
						Invalid
					



					{{end}}
				
				{{else}}
				
					No runs found...



				
				{{end}}
			

		

	


	
		
			Durations



		

		
			{{if .Analysed}}
						Failure handling interval			Duration


			
						Initialization (mean):
								
						{{.InitDurMean}}
					


			
						Initialization (standard deviation):
								
						{{.InitDurSD}}
					


			
						Initialization (standard error of mean):
								
						{{.InitDurSdOfMean}}
					


			
						Initialization (min):
								
						{{.InitDurMin}}
					


			
						Initialization (max):
								
						{{.InitDurMax}}
					


			
						Activation (mean):
								
						{{.ActiDurMean}}
					


			
						Activation (standard deviation):
								
						{{.ActiDurSD}}
					


			
						Activation (standard error of mean):
								
						{{.ActiDurSdOfMean}}
					


			
						Activation (min):
								
						{{.ActiDurMin}}
					


			
						Activation (max):
								
						{{.ActiDurMax}}
					


			
						Wait for Acc (mean):
								
						{{.FAccDurMean}}
					


			
						First Acc (standard deviation):
								
						{{.FAccDurSD}}
					


			
						First Acc (standard error of mean):
								
						{{.FAccDurSdOfMean}}
					


			
						First Acc (min):
								
						{{.FAccDurMin}}
					


			
						First Acc (max):
								
						{{.FAccDurMax}}
					







				{{if .ARecEnabled}}
							
						Activated from CPromises (mean):
								
						{{.ARecActiDurMean}}
					


			
						Activated from CPromises (standard deviation):
								
						{{.ARecActiDurSD}}
					


			
						Activated from CPromises (standard error of mean):
								
						{{.ARecActiDurSdOfMean}}
					


			
						Activated from CPromises (min):
								
						{{.ARecActiDurMin}}
					


			
						Activated from CPromises (max):
								
						{{.ARecActiDurMax}}
					






				{{end}}
				
			
			{{else}}
			{{.Comment}}

			{{end}}
		

	


	
		
			Throughput



		

		
						Average throughput			Paxos leader throughput (req/sec)


			
						Total average throughput:
								
						{{.TotalAverageThroughput}}
					






		

		
			{{if .Analysed}}
						Failure handling interval			Paxos leader throughput (req/sec)


			
						Baseline (mean):
								
						{{.BaseTputMean}}
					


			
						Baseline (standard deviation):
								
						{{.BaseTputSSD}}
					


			
						Baseline (standard error of mean):
								
						{{.BaseTputStdErrOfMean}}
					


			
						Baseline (min):
								
						{{.BaseTputMin}}
					


			
						Baseline (max):
								
						{{.BaseTputMax}}
					


			
						Initialization (mean):
								
						{{.InitTputMean}}
					


			
						Initialization (standard deviation):
								
						{{.InitTputSSD}}
					


			
						Initialization (standard error of mean):
								
						{{.InitTputStdErrOfMean}}
					


			
						Initialization (min):
								
						{{.InitTputMin}}
					


			
						Initialization (max):
								
						{{.InitTputMax}}
					


			
						Activation (mean):
								
						{{.ActiTputMean}}
					


			
						Activation (standard deviation):
								
						{{.ActiTputSSD}}
					


			
						Activation (standard error of mean):
								
						{{.ActiTputStdErrOfMean}}
					


			
						Activation (min):
								
						{{.ActiTputMin}}
					


			
						Activation (max):
								
						{{.ActiTputMax}}
					






			{{else}}
			{{.Comment}}

			{{end}}
		

	


	
		
			Latencies



		

		
			{{if .Analysed}}
						Latencies			in ms


			
						Median Latency :
								
						{{.MeanLatency}}
					


			
						Median 90% Low Error:
								
						{{.MeanLatMin90}}
					


			
						Median 90% High Error:
								
						{{.MeanLatMax90}}
					


			
						Spike Latency (Median):
								
						{{.MeanMaxLatency}}
					


			
						Activation Latency (Median):
								
						{{.MeanMaxActLatency}}
					


			
						Activation Latency Low 90% Error:
								
						{{.MMALMin90}}
					


			
						Activation Latency High 90% Error:
								
						{{.MMALMax90}}
					






			{{else}}
			{{.Comment}}

			{{end}}
		

	





`




github.com/relab/goxos/exp/expanalyze/template_run.go

package main

const templateRun = `







	
		{{if .Valid}}
		 
			Run {{.ID}}
			Valid
		



		{{else}}
		 
			Run {{.ID}}
			Invalid
		



		{{end}}

	


	{{if .Errors}}
	
		
			Errors



		

		
			



				{{range .Errors}}
							{{.}}






				{{end}}
			
		

	

	{{end}}

	{{if .Warnings}}
	
		
			Warnings



		

		
			



				{{range .Warnings}}
							{{.}}






				{{end}}
			
		

	

	{{end}}

	
		
			State hashes



		

		
			{{if .StateHashes }}
			



				{{range $replica, $hash := .StateHashes}}
							{{$replica}}: {{$hash}}









				{{end}}
			
			{{else}}
			No state hashes found...



			{{end}}
		

	


	
		
			Timeline



		

		
			{{if .Timeline}}
			



				{{range .Timeline}}
							{{.Replica}}: {{.EventDesc}}






				{{end}}
			
			{{else}}
			No timeline found...



			{{end}}
		

	


	
		
			Logs



		

		
			
				{{if .LogURLs}}
				



					{{range $replica, $urls := .LogURLs}}
								
					{{$replica}}: 
					elog,
					glog
					and stderr	
					






					{{end}}
				
				{{else}}
				No replicas found...



				{{end}}
			

		

	


	
		
			Durations



		

		
			{{if .Valid}}
						Failure handling interval			Duration


			
						Initialization:
								
						{{.InitDur}}
					


			
						Activation:
								
						{{.ActiDur}}
					


			
						Wait for First Acc:
								
						{{.FirstAcc}}
					






				{{if .ARecActiDur}}
							
						Activated from CPromises:
								
						{{.ARecActiDur}}
					






				{{end}}
				
			
			{{else}}
			No durations calculated...



			{{end}}		
		

	


	
                
                        ClientLatenciess



                

                
                        {{if .Valid}}
                        			Client Latencies			Latency in ms


			
                                                Median:
                                        			
                                                {{.MedianClLatency}}
                                        


			
                                                Maximum:
                                        			
                                                {{.MaxClLatency}}
                                        


			
						Maximum StartTime:
								
						{{.MaxClLatencyTs}}
					


			
						Maximum Latency During Activation:
								
						{{.MaxActClLatency}}
					


			
						Maximum Activation Latency StartTime:
								
						{{.MaxActClLatencyTs}}
					






                        {{else}}
                        No latencies calculated...



                        {{end}}         
                

        

	
		
			Throughput



		

		
			{{if .Valid}}
						Average			Paxos leader throughput (req/sec)


			
						Average throughtput :
									
						{{.AverageThroughput}}
						


			Failure handling interval			Paxos leader throughput (req/sec)


			
						Baseline mean :
								
						{{.BaseTputMean}}
					


			
						Baseline (standard deviation):
								
						{{.BaseTputSSD}}
					


			
						Base (standard error of the mean):
								
						{{.BaseTputStdErrOfMean}}
					


			
						Baseline (min):
								
						{{.BaseTputMin}}
					


			
						Base (max):
								
						{{.BaseTputMax}}
					


			
						Initialization (mean):
								
						{{.InitTputMean}}
					


			
						Initialization (standard deviation):
								
						{{.InitTputSSD}}
					


			
						Initialization (standard error of the mean):
								
						{{.InitTputStdErrOfMean}}
					


			
						Initialization (min):
								
						{{.InitTputMin}}
					


			
						Initialization (max):
								
						{{.InitTputMax}}
					


			
						Activation (mean):
								
						{{.ActiTputMean}}
					


			
						Activation (standard deviation):
								
						{{.ActiTputSSD}}
					


			
						Activation (standard error of the mean):
								
						{{.ActiTputStdErrOfMean}}
					


			
						Activation (min):
								
						{{.ActiTputMin}}
					


			
						Activation (max):
								
						{{.ActiTputMax}}
					






			{{else}}
			No throughput statistics calculated...



			{{end}}		
		

	


	
		
			Replica throughput plots



		

		
			
				{{if .ThroughputPlot}}
							
				
					[image: ]
				
				






				{{else}}
				No plots generated...



				{{end}}
			

		

	


	
		
			Client latency plots



		

		
			
				{{if .ClientPlots}}
				{{range $client, $imgsrc := .ClientPlots }}
							
				
					{{$client}}
				



				
					[image: ]
				
				






				{{end}}
				{{else}}
				No plots generated...



				{{end}}
			

		

	





`




github.com/relab/goxos/exp/expanalyze/timeline.go

package main

import (
	e "github.com/relab/goxos/elog/event"
)

type timelineEvent struct {
	Event     e.Event
	Replica   string
	EventDesc string
}

type timeline []timelineEvent

func (tl timeline) Len() int {
	return len(tl)
}

func (tl timeline) Swap(i, j int) {
	tl[i], tl[j] = tl[j], tl[i]
}

func (tl timeline) Less(i, j int) bool {
	return tl[i].Event.Time.Before(tl[j].Event.Time)
}







github.com/relab/goxos/exp/expanalyze/types.go

package main

import (
	"time"

	"github.com/relab/goxos/config"
)

type ExpReport struct {
	Hostnames
	Versions
	Cfg       config.Config
	Timestamp string
	OutputFlags
	ExpRuns
	ExpSummary
}

type Hostnames struct {
	Nodes    []string
	Standbys []string
	Failures []string
	Clients  []string
}

type Versions struct {
	Go    string
	Goxos string
}

type OutputFlags struct {
	LREnabled   bool
	ARecEnabled bool
}

type ExpRuns []*Run

type ExpSummary struct {
	Analysed  bool
	Comment   string
	ValidRuns int

	InitDurMean, InitDurSD, InitDurSdOfMean, InitDurMin, InitDurMax time.Duration
	ActiDurMean, ActiDurSD, ActiDurSdOfMean, ActiDurMin, ActiDurMax time.Duration
	FAccDurMean, FAccDurSD, FAccDurSdOfMean, FAccDurMin, FAccDurMax time.Duration

	BaseTputMean, BaseTputSSD, BaseTputStdErrOfMean float64
	BaseTputMin, BaseTputMax                        uint64
	InitTputMean, InitTputSSD, InitTputStdErrOfMean float64
	InitTputMin, InitTputMax                        uint64
	ActiTputMean, ActiTputSSD, ActiTputStdErrOfMean float64
	ActiTputMin, ActiTputMax                        uint64

	MeanMaxActLatency, MeanLatency, MeanMaxLatency                                      float64
	MeanLatMin90, MeanLatMax90, MMALMin90, MMALMax90                                    float64
	ARecActiDurMean, ARecActiDurSD, ARecActiDurSdOfMean, ARecActiDurMin, ARecActiDurMax time.Duration

	TotalAverageThroughput float64
}







github.com/relab/goxos/exp/expanalyzeall/main.go

package main

import (
	"bytes"
	"encoding/json"
	"flag"
	"fmt"
	"html/template"
	"io/ioutil"
	"os"
	"os/exec"
	"path"
	"strings"

	"github.com/relab/goxos/exp/expjsonreport"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotutil"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

const (
	throughputPlotFile          = "throughput.png"
	percentageCompletedPlotFile = "percentageCompletedGraph.png"
)

type Reports struct {
	AllReports              []*expjsonreport.JSONReport
	ReportsByExperimentName []NamedReports
}

type NamedReports struct {
	ExperimentReports     []*expjsonreport.JSONReport
	ExperimentName        string
	ThroughputPlot        string
	RequestsCompletedPlot string
}

const usage = `Usage:

	expanalyseall -exppath <path-to-experiments-folder> -reportpath <path-to-reports-output-folder> -htmlpath=<path-to-html-folder> -expanalyze-bin-path=<path-to-expanalyze-bin-folder>

example:
expanalyseall -exppath=ExperimentsFolder -reportpath=public_html/Reports -htmlpath=public_html -expanalyze-bin-path=bins/expanalyze
`

var (
	experimentFolderPath = flag.String("exppath", "", "Path to root experiments folder")
	reportFolderPath     = flag.String("reportpath", "", "Path to report output folder")
	htmlReportFolderPath = flag.String("htmlpath", "", "Path to HTML report output folder")
	expanalyzeBinaryPath = flag.String("expanalyze-bin-path", "", "Path to expanalyze binary")
)

func main() {
	flag.Usage = func() {
		fmt.Fprint(os.Stderr, usage, "\n")
		fmt.Fprintf(os.Stderr, "Usage of %s:\n", os.Args[0])
		flag.PrintDefaults()
		os.Exit(1)
	}

	flag.Parse()

	if *experimentFolderPath == "" ||
		*reportFolderPath == "" ||
		*htmlReportFolderPath == "" ||
		*expanalyzeBinaryPath == "" {
		flag.Usage()
		os.Exit(1)
	}

	checkImageAndReportsFolder()

	experimentPathsWithoutReports := findExperimentsWithoutReports()
	fmt.Println("Experiments found without report: ", len(experimentPathsWithoutReports))

	for _, experimentPath := range experimentPathsWithoutReports {
		analyzeExperiment(experimentPath)
	}

	generateHTMLReportsPage()
}

func checkImageAndReportsFolder() {
	err := os.MkdirAll(path.Join(*htmlReportFolderPath, "images"), 0755)
	if err != nil {
		fmt.Println("Error generating images folder: ", err)
	}
	err = os.MkdirAll(*reportFolderPath, 0755)
	if err != nil {
		fmt.Println("Error generating report folder path: ", err)
	}
}

func analyzeExperiment(experimentPath string) {
	fmt.Println("Analyzing: ", experimentPath)
	cmd := exec.Command(*expanalyzeBinaryPath, "-path="+experimentPath, "-rplot -clatana")
	err := cmd.Start()
	if err != nil {
		fmt.Println("Error starting expanalyze: ", err)
		return
	}

	err = cmd.Wait()
	if err != nil {
		fmt.Println("Error waiting for expanalyze: ", err)
		return
	}
	moveReportToReportPath(experimentPath)
}

func moveReportToReportPath(experimentPath string) {
	pathParts := strings.Split(experimentPath, string(os.PathSeparator))
	experimentName := pathParts[len(pathParts)-1]
	err := os.Rename(path.Join(experimentPath, "report"), path.Join(*reportFolderPath, experimentName))
	if err != nil {
		fmt.Println("Error moving report: ", err)
	}
}

func findExperimentsWithoutReports() []string {
	fmt.Println("Finding experiments without reports")
	var pathsWithoutReports []string
	exppathFileInfos, err := getFileInfos(*experimentFolderPath)
	if err != nil {
		fmt.Println("Error when getting fileInfos exppath: ", err)
	}
	fmt.Println("Number of fileInfos in experiment folder: ", len(exppathFileInfos))
	reportpathFileInfos, err := getFileInfos(*reportFolderPath)
	if err != nil {
		fmt.Println("Error when getting fileInfos reportpath: ", err)
	}
	fmt.Println("Number of fileInfos in reportpath folder: ", len(reportpathFileInfos))

	for _, exppathFileInfo := range exppathFileInfos {
		if !isDirectoryInListOfDirectories(exppathFileInfo, reportpathFileInfos) {
			pathsWithoutReports = append(pathsWithoutReports, path.Join(*experimentFolderPath, exppathFileInfo.Name()))
		}
	}

	return pathsWithoutReports
}

func getFileInfos(directoryPath string) ([]os.FileInfo, error) {
	directory, err := os.Open(directoryPath)
	if err != nil {
		return nil, err
	}

	defer directory.Close()

	fileInfos, err := directory.Readdir(-1)
	if err != nil {
		return nil, err
	}
	return fileInfos, nil
}

func isDirectoryInListOfDirectories(dir os.FileInfo, directories []os.FileInfo) bool {
	for _, fileInfo := range directories {
		if dir.Name() == fileInfo.Name() {
			return true
		}
	}
	return false
}

func generateHTMLReportsPage() {
	jsonreports, err := getJSONReports()
	if err != nil {
		fmt.Println("Error getting JSON reports: ", err)
		return
	}
	reports := createReportsStructForHTML(jsonreports)
	bytesBuffer := new(bytes.Buffer)
	reportsTemplate := template.Must(template.New(templateIndex).Parse(templateIndex))
	err = reportsTemplate.Execute(bytesBuffer, reports)
	if err != nil {
		fmt.Println("Error executing reports template: ", err)
		return
	}

	err = ioutil.WriteFile(path.Join(*htmlReportFolderPath, "index.html"), bytesBuffer.Bytes(), 0644)
	if err != nil {
		fmt.Println("Error writing html to disk: ", err)
	}
}

func createReportsStructForHTML(jsonReports []*expjsonreport.JSONReport) Reports {
	reports := Reports{AllReports: jsonReports, ReportsByExperimentName: make([]NamedReports, 0)}
	//divide all reports into namedReports by experiment name
	for _, report := range jsonReports {

		index := -1
		for i, namedReports := range reports.ReportsByExperimentName {
			if namedReports.ExperimentName == report.ExperimentName {
				index = i
				reports.ReportsByExperimentName[i].ExperimentReports = append(reports.ReportsByExperimentName[i].ExperimentReports, report)
			}
		}
		//if no namedReports yet with that name, create new:
		if index == -1 {
			newNamedReports := NamedReports{ExperimentReports: make([]*expjsonreport.JSONReport, 0), ExperimentName: report.ExperimentName}
			newNamedReports.ExperimentReports = append(newNamedReports.ExperimentReports, report)
			reports.ReportsByExperimentName = append(reports.ReportsByExperimentName, newNamedReports)
		}
	}

	// generate plots for each experiment name/type
	for i, rep := range reports.ReportsByExperimentName {
		fmt.Println("Generating plot for: ", rep.ExperimentName)
		err := generateThroughputGraph(rep.ExperimentReports, path.Join(*htmlReportFolderPath, "images", rep.ExperimentReports[0].ExperimentName+throughputPlotFile))
		if err != nil {
			fmt.Println("Error generating throughput plot for experiment: ", err)
		} else {
			rep.ThroughputPlot = "images/" + rep.ExperimentReports[0].ExperimentName + throughputPlotFile
		}
		err = generatePercentageCompletedGraph(rep.ExperimentReports, path.Join(*htmlReportFolderPath, "images", rep.ExperimentReports[0].ExperimentName+percentageCompletedPlotFile))
		if err != nil {
			fmt.Println("Error generating percentage completed plot for experiment: ", err)
		} else {
			rep.RequestsCompletedPlot = path.Join("images", rep.ExperimentReports[0].ExperimentName+percentageCompletedPlotFile)
		}
		reports.ReportsByExperimentName[i] = rep
	}
	return reports
}

func getJSONReports() ([]*expjsonreport.JSONReport, error) {
	var reports []*expjsonreport.JSONReport

	reportsFileInfos, err := getFileInfos(*reportFolderPath)
	if err != nil {
		return nil, err
	}

	// for _, fileinfo := range reportsFileInfos {
	// 	report, err := getJSONReport(reportFolderPath + "/" + fileinfo.Name() + "/" + "jsonReport.json")
	// 	if err != nil {
	// 		fmt.Println("Error reading JSON file: ", err)
	// 		continue
	// 	}
	// 	reports = append(reports, report)
	// }

	//loop in reverse order to get newest first on webpage
	for i := len(reportsFileInfos) - 1; i >= 0; i-- {
		report, err := getJSONReport(path.Join(*reportFolderPath, reportsFileInfos[i].Name(), "jsonReport.json"))
		if err != nil {
			fmt.Println("Error reading JSON file: ", err)
			continue
		}
		reports = append(reports, report)
	}
	return reports, nil
}

func getJSONReport(path string) (*expjsonreport.JSONReport, error) {
	bytes, err := ioutil.ReadFile(path)
	if err != nil {
		return nil, err
	}
	var report expjsonreport.JSONReport
	err = json.Unmarshal(bytes, &report)

	if err != nil {
		return nil, err
	}
	pathParts := strings.Split(path, string(os.PathSeparator))
	report.ExperimentFolderName = pathParts[len(pathParts)-2] // equals the folder name of the report

	//report.ExperimentName = report.ExperimentName + " - " + report.Timestamp

	return &report, nil
}

func generateThroughputGraph(jsonreports []*expjsonreport.JSONReport, savePath string) error {
	plot, err := plot.New()
	if err != nil {
		fmt.Println("Error creating new plot: ", err)
		return err
	}

	plot.Add(plotter.NewGrid())
	plot.Title.Text = "Average replica throughput"
	plot.X.Label.Text = "Experiment"
	plot.Y.Label.Text = "Average throughput"

	points := make(plotter.XYs, len(jsonreports))

	// for i, report := range jsonreports {
	// 	points[i].X = float64(i) // TODO: maybe something else here? date perhaps?
	// 	points[i].Y = report.TotalAverageThroughput
	// }
	xCounter := 0
	for i := len(jsonreports) - 1; i >= 0; i-- {
		points[i].X = float64(xCounter) // TODO: maybe something else here? date perhaps?
		points[i].Y = jsonreports[i].TotalAverageThroughput
		xCounter++
	}

	line, err := plotter.NewLine(points)
	if err != nil {
		fmt.Println("Error creating line in plot: ", err)
		return err
	}

	line.LineStyle.Width = vg.Points(5)
	//line.LineStyle.Dashes = plotutil.Dashes(1)
	line.LineStyle.Color = plotutil.Color(1)
	plot.Add(line)

	//plot.Save(20, 11, htmlReportPath+throughputPlotFile)
	plot.Save(20, 11, savePath)
	return nil
}

func generatePercentageCompletedGraph(jsonreports []*expjsonreport.JSONReport, savePath string) error {
	plot, err := plot.New()
	if err != nil {
		fmt.Println("Error creating new plot: ", err)
		return err
	}

	plot.Add(plotter.NewGrid())
	plot.Title.Text = "Percentage of requests decided"
	plot.X.Label.Text = "Experiment"
	plot.Y.Label.Text = "Percentage"

	points := make(plotter.XYs, len(jsonreports))

	// for i, report := range jsonreports {
	// 	points[i].X = float64(i) // TODO: maybe something else here? date perhaps?
	// 	points[i].Y = report.PercentageOfRequestsDecided
	// }
	xCounter := 0
	for i := len(jsonreports) - 1; i >= 0; i-- {
		points[i].X = float64(xCounter) // TODO: maybe something else here? date perhaps?
		points[i].Y = jsonreports[i].PercentageOfRequestsDecided
		xCounter++
	}

	line, err := plotter.NewLine(points)
	if err != nil {
		fmt.Println("Error creating line in plot: ", err)
		return err
	}

	line.LineStyle.Width = vg.Points(5)
	//line.LineStyle.Dashes = plotutil.Dashes(1)
	line.LineStyle.Color = plotutil.Color(1)
	plot.Add(line)

	plot.Save(20, 11, savePath)
	return nil
}







github.com/relab/goxos/exp/expanalyzeall/template_index.go

package main

const templateIndex = `





	
		
			Experiment reports



		


					All






		    {{range .ReportsByExperimentName}}
		    			{{.ExperimentName}}






		    {{end}}
		
		
			{{range .ReportsByExperimentName}}
		    
		        {{.ExperimentName}}




		        
					
						Average throughputs



					

					
						
							[image: ]
						
					
	
				


				
					
						Percentages of completed requests



					

					
						
							[image: ]
						
					
	
				


		        
					{{range .ExperimentReports}}
					

					
						
							
								{{.ExperimentName}} - {{.Timestamp}}
								
								{{.NumberOfValidRuns}} of {{.TotalNumberOfRuns}} runs completed
								{{.TotalAverageThroughput}} req/sec

							



						
					

					{{end}}
				
			
		    

		    {{end}}

		    
		        All



		        
					{{range .AllReports}}
					
						
							
								{{.ExperimentName}} - {{.Timestamp}}
								
								{{.NumberOfValidRuns}} of {{.TotalNumberOfRuns}} runs completed
								{{.TotalAverageThroughput}} req/sec

							



						
					

					{{end}}
				
		
		    

		









	

`




github.com/relab/goxos/exp/expanalyzeall/template_index.html



	
		
			Experiment reports



		


					All






		    {{range .ReportsByExperimentName}}
		    			{{.ExperimentName}}






		    {{end}}
		
		
			{{range .ReportsByExperimentName}}
		    
		        {{.ExperimentName}}




		        
					
						Average throughputs
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						Percentages of completed requests
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					{{range .ExperimentReports}}
					

					
						
							
								{{.ExperimentName}} - {{.Timestamp}}
								
								{{.NumberOfValidRuns}} of {{.TotalNumberOfRuns}} runs completed
								{{.TotalAverageThroughput}} req/sec

							



						
					

					{{end}}
				
			
		    

		    {{end}}

		    
		        All



		        
					{{range .AllReports}}
					
						
							
								{{.ExperimentName}} - {{.Timestamp}}
								
								{{.NumberOfValidRuns}} of {{.TotalNumberOfRuns}} runs completed
								{{.TotalAverageThroughput}} req/sec

							



						
					

					{{end}}
				
		
		    

		









	





github.com/relab/goxos/exp/expjsonreport/jsonreport.go

package expjsonreport

type JSONReport struct {
	ExperimentName              string
	TotalAverageThroughput      float64
	NumberOfValidRuns           int
	TotalNumberOfRuns           int
	Timestamp                   string
	PercentageOfRequestsDecided float64
	ExperimentFolderName        string
}







github.com/relab/goxos/exp/exppinghosts/main.go

package main

import (
	"flag"
	"fmt"
	"io/ioutil"
	"log"
	"os"
	"os/exec"
	"strings"

	"github.com/relab/goxos/exp/util"
)

const defaultHosts = `pitter21 pitter22 pitter23 pitter24 pitter25
pitter26 pitter27 pitter28 pitter29 pitter30 pitter31 pitter32
pitter33 pitter34 pitter35 pitter36 pitter37`

const usage = `

Reads a experiment ini file, pings all hostnames (replicas, standbys
and clients) and outputs a new experiment ini where not-available
hosts are replaced with others available.

Logs progress to stderr, and (when no -w flag) dumps the new ini-file
to stdout.

Usage:

	exppinghosts [-w] [-a=<path>] -exp_path=<exp-ini-file>

Arguments:

	w	Writes the changes back to the file instead of printing.
	a       File with whitespace-separated hostnames of alternatives.

The a-argument can be omitted. It will then use this default list:
	pitter21, pitter22, pitter23, pitter24, pitter25, pitter26,
	pitter27, pitter28, pitter29, pitter30, pitter31, pitter32,
	pitter33, pitter34, pitter35, pitter36, pitter37

Example:
exppinghosts -w -exp_path=exprun/example-exp.ini
`

func main() {
	exppath := flag.String("exp_path", "", "Path to experiment ini file")
	writeback := flag.Bool("w", false, "Writeback?")
	available := flag.String("a", "", "Path to file with available hostnames")

	flag.Usage = func() {
		log.Fatal(usage)
		os.Exit(2)
	}

	flag.Parse()

	//
	// Read experiment file
	//
	if *exppath == "" {
		log.Fatal(usage)
		os.Exit(2)
	}

	expini, err := util.LoadFile(*exppath)
	if err != nil {
		log.Fatalln(err)
	}

	var replicas []string
	if val, found := expini.Get("exp", "replicas"); found {
		for _, node := range strings.Split(val, ",") {
			if len(node) > 0 {
				replicas = append(replicas, strings.TrimSpace(node))
			}
		}
	}

	var standbys []string
	if val, found := expini.Get("exp", "standbys"); found {
		for _, node := range strings.Split(val, ",") {
			if len(node) > 0 {
				standbys = append(standbys, strings.TrimSpace(node))
			}
		}
	}

	var clients []string
	if val, found := expini.Get("exp", "clients"); found {
		for _, node := range strings.Split(val, ",") {
			if len(node) > 0 {
				clients = append(clients, strings.TrimSpace(node))
			}
		}
	}

	//
	// Ping hostnames
	//
	var replace []string
	replace = append(replace, ping(replicas, true)...)
	replace = append(replace, ping(standbys, true)...)
	replace = append(replace, ping(clients, true)...)

	if len(replace) == 0 {
		log.Println("All hosts are up and running!")

		if !*writeback {
			expfile, err := ioutil.ReadFile(*exppath)
			if err != nil {
				log.Fatalln(err)
			}

			fmt.Println(string(expfile))
		}
		os.Exit(0)
	}

	//
	// Read alternatives and ping
	//
	alternatives := ""

	if *available == "" {
		alternatives = defaultHosts
	} else {
		alt, err := ioutil.ReadFile(*available)
		if err != nil {
			log.Fatalln(err)
		}
		alternatives = string(alt)
	}

	// Remove already used hosts from the alternatives:
	var alternativeHosts []string
	usedHosts := append(replicas, standbys...)
	usedHosts = append(usedHosts, clients...)
	for _, host := range strings.Fields(alternatives) {
		isUsed := false
		for _, used := range usedHosts {
			if host == used {
				isUsed = true
			}
		}
		if !isUsed {
			alternativeHosts = append(alternativeHosts, host)
		}
	}

	// Get which of the alternatives that are available:
	availableHosts := ping(alternativeHosts, false)

	if len(availableHosts) < len(replace) {
		log.Fatal("Not enough available hosts! Need ", (len(replace) - len(availableHosts)), " more")
		os.Exit(1)
	}

	//
	// Replace hostnames in config:
	//
	expfile, err := ioutil.ReadFile(*exppath)
	if err != nil {
		log.Fatalln(err)
	}

	output := string(expfile)
	for i, host := range replace {
		output = strings.Replace(output, host, availableHosts[i], -1)
	}

	//
	// Write result
	//
	if *writeback {
		err = ioutil.WriteFile(*exppath, ([]byte)(output), 0777)
		if err != nil {
			log.Fatal(err)
		}
		log.Println("Done! Replaced", len(replace), "hosts")
	} else {
		fmt.Println(output)
	}
}

// Pings given hosts in parallel and returns list of available or
// unavailable hosts.
func ping(hosts []string, returnUnavailable bool) []string {
	var toReturn []string
	var cmds []*exec.Cmd

	// Start pinging:
	for _, host := range hosts {
		log.Println("Pinging", host)
		// cmd := exec.Command("ssh", "-o ConnectTimeout=1", host, "echo")
		cmd := exec.Command("nc", "-z", "-w 1", host, "22")
		cmd.Start()
		cmds = append(cmds, cmd)
	}

	// Read result of the pings:
	for i, cmd := range cmds {
		if err := cmd.Wait(); err != nil {
			log.Println("Unavailable host:", hosts[i], "ping error:", err)
			if returnUnavailable {
				toReturn = append(toReturn, hosts[i])
			}
		} else {
			if !returnUnavailable {
				toReturn = append(toReturn, hosts[i])
			}
		}
	}

	return toReturn
}







github.com/relab/goxos/exp/exprun/example-exp.ini

[exp]

name = Experiment
duration = 60 s
runs = 10

# Only needed if your username where you run `fab` differs from the
# user on remote machines.
remoteUser =  

remoteScratchDir = /local/scratch

goxosCommit = HEAD

replicas = pitter27, pitter28, pitter29
standbys = 
clients = pitter25, pitter36, pitter31, pitter21, pitter22

replicasInt = 3
standbysInt = 0

# Comma separated list: duration:hostname
failures = 

paxosPort = 8080
clientPort = 8081

replicaGCOff = true
clientGCOff = true

replicaInitialState = 

clientsPerMachine = 26
clientsNumberOfRuns = 1
clientsNumberOfCommands = 3000
clientKeySet =
clientsKeySize = 8
clientsValueSize = 8

# glog verbosity level
glogVLevel = 2
glogVModule =

# You'll never need to config these. They are used just to coordinate
# fabfile (python) and expanalyze (go):
glogName = kvs.INFO
localCollectDir = collect
localVersOut = vers.txt
localTimeOut = time.txt
localExpDescOut = exp.ini
elogNameReplica = kvs.elog
elogNameClient = kvsc.elog
statehashName = statehash



[goxos]
# Settings in this section is applied directly to goxos.

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
alpha = 10

# batchMaxSize: int
# Regular batching of requests before they are sent through paxos
batchMaxSize = 10

# batchTimeout: duration
# Regular batching of requests before they are sent through paxos
batchTimeout = 3000us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = None

# hbEmitterInterval: duration
# How frequently do we emit heartbeats?
hbEmitterInterval = 500ms

# fdTimeoutInterval: duration
# How frequently does the FD module check for liveness?
fdTimeoutInterval = 1000ms

# fdDeltaIncrease: duration
# If node is falsely detected as crashed, how much do we increase
# timeout by?
fdDeltaIncrease = 250ms

# LRExpRndSleep: duration
# If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
LRExpRndSleep = 0

# LRStrategy: int (1 | 2 | 3)
# Live Replacement strategy
LRStrategy = 2

# throughputSamplingInterval: duration
# How frequently do we sample replica throughput?
throughputSamplingInterval = 25ms







github.com/relab/goxos/exp/exprun/fabfile.py

from fabric.api import *
import ConfigParser
import re
import json
import datetime
import time
import sys
import os

env.abort_on_prompts = 'true'
env.colorize_errors = 'true'

env.local_out = '/tmp/kvs-experiments'
env.local_deploy_dir = 'deploy'

env.kvs_script = 'kvs.sh'
env.kvss_script = 'kvss.sh'
env.kvsc_script = 'kvsc.sh'

# Run an experiment
def run_exp(expfile, local_out=None):
    print('-----------------------------')
    print('Starting experiment execution')
    print('-----------------------------\n')

    timestamp, epoch_time = get_timestamp()
    if local_out is not None:
        env.local_out = local_out
    exp_settings = get_settings(expfile)
    set_env(exp_settings)
    check_go_structure()
    create_folders(exp_settings, timestamp)
    checkout_all(exp_settings)
    write_versions(exp_settings)
    build_binaries()
    prepare_state(exp_settings)
    prepare_keyset(exp_settings)
    checkout_head()
    copy_exp_json(exp_settings, expfile)
    write_time(epoch_time)
    generate_configs(expfile)
    generate_scripts(exp_settings)

    deploy()
    for i in range(0, int(exp_settings['runs'])):
        perform_run(i, exp_settings)
    clean_exp()

def get_timestamp():
    return datetime.datetime.now().strftime("%Y%m%d-%H%M%S"), time.time()

def get_settings(expfile):
    print('Loading experiment settings...')
    try:
        with open(expfile) as f:
            cfg = ConfigParser.SafeConfigParser()
            cfg.readfp(f)
            exp_settings = dict(cfg.items("exp"))

            exp_settings['replicas'] =  [i.strip() for i in exp_settings['replicas'].split(",")]
            exp_settings['standbys'] =  [i.strip() for i in exp_settings['standbys'].split(",")]
            exp_settings['clients'] =  [i.strip() for i in exp_settings['clients'].split(",")]

            exp_settings['standbysInt'] =  [i.strip() for i in cfg.get('exp','standbysInt').split(",")]
	    if len(exp_settings['standbysInt']) != len(exp_settings['standbys']):
		exp_settings['standbysInt'] = exp_settings['standbys']

            exp_settings['replicas']= filter(None, exp_settings['replicas'])
            exp_settings['standbys']= filter(None, exp_settings['standbys'])
            exp_settings['clients']= filter(None, exp_settings['clients'])

            return exp_settings
            
    except IOError:
        print('No matching experiment file found. Please ensure that there '
                'is a ini file with path %s' % expfile)
        sys.exit(1)

def set_env(exp_settings):
    print("Setting experiemnt settings to Fabric env...")

    env.user = exp_settings['remoteuser']
    env.remote_scratch = '{0}/{1}'.format(exp_settings['remotescratchdir'], env.user)
    
    env.roledefs = {
        'replica': exp_settings['replicas'],
        'standby': exp_settings['standbys'],
        'client': exp_settings['clients']
    }

    env.local_collect_dir = exp_settings['localcollectdir']
    env.local_ver_out =  exp_settings['localversout']
    env.local_time_out = exp_settings['localtimeout']

    env.glog_name = exp_settings['glogname']
    env.elog_name_replica = exp_settings['elognamereplica']
    env.elog_name_client = exp_settings['elognameclient']
    env.statehash_name = exp_settings['statehashname']

def check_go_structure():
    check_go_path()
    check_go_folders()

def check_go_path():
    print('Checking $GOPATH...')
    gopathset = local('echo $GOPATH', capture=True)
    if not gopathset:
        print('$GOPATH must be set')
        sys.exit(1)

def check_go_folders():
    print('Checking Go folder structure...')
    goxos_src = os.path.expandvars('$GOPATH/src/github.com/relab/goxos')
    if not os.path.isdir(goxos_src):
        print('Need folder $GOPATH/src/github.com/relab/goxos to build binaries')
        sys.exit(1)
    env.goxos_src = goxos_src

def create_folders(exp_settings, timestamp):
    print('Creating local folders...')
    exp_root = os.path.expandvars(env.local_out)
    exp_folder = '{0}-{1}'.format(exp_settings['name'], timestamp)
    env.exp_path = exp_root + '/' + exp_folder
    env.kvs_bin = '{0}/{1}/{2}'.format(env.exp_path, env.local_deploy_dir, 'kvs')
    env.kvsc_bin = '{0}/{1}/{2}'.format(env.exp_path, env.local_deploy_dir, 'kvsc')
    local('mkdir -p {0}'.format(env.exp_path))
    env.local_collect_full_path = '{0}/{1}'.format(env.exp_path, env.local_collect_dir)
    local('mkdir -p {0}'.format(env.local_collect_full_path))

def checkout_all(settings):
    print('Checkout specified git commit for source...')
    with cd(env.goxos_src):
         local('git checkout %s' % settings['goxoscommit'])

def write_versions(exp_settings):
    print('Writing versions...')
    local('go version >> {0}/{1}'.format(env.exp_path, env.local_ver_out))
    local('cd {0} && git rev-parse HEAD >> {1}/{2}'.format(env.goxos_src, env.exp_path, env.local_ver_out))

def build_binaries():
    print('Building needed binaries...')
    with settings(warn_only=True):
            result = local('go build -o {0}/{1} github.com/relab/goxos/kvs/kvsd'.format(env.kvs_bin, 'kvs'))
    if result.failed:
            checkout_head()
            print('kvs build failed!')
            sys.exit(1)
    with settings(warn_only=True):
            result = local('go build -o {0}/{1} github.com/relab/goxos/kvs/kvsc'.format(env.kvsc_bin, 'kvsc'))
    if result.failed:
            checkout_head()
            print('kvsc build failed!')
            sys.exit(1)

def checkout_head():
    print('Reset and checkout HEAD after build...')
    with cd(env.goxos_src):
            local('git checkout HEAD')

def copy_exp_json(exp_settings, expfile):
    print('Copying experiment description...')
    local('cp {0} {1}/{2}'.format(expfile, env.exp_path, exp_settings['localexpdescout']))

def write_time(epoch_time):
    print('Writing timestamp...')
    local('echo {0} > {1}/{2}'.format(epoch_time, env.exp_path, env.local_time_out))

def generate_configs(expfile):
    print('Generating configs...')

    kvs_conf_out = env.kvs_bin + '/' + 'config.ini'
    kvsc_conf_out = env.kvsc_bin + '/' + 'config.ini'

    with open(expfile) as f:
        cfg = ConfigParser.RawConfigParser()
        cfg.optionxform = str
        cfg.readfp(f)

        replicas = [i.strip() for i in cfg.get('exp', 'replicas').split(',')]
        replicasInt = [i.strip() for i in cfg.get('exp', 'replicasInt').split(',')]
        standbys = [i.strip() for i in cfg.get('exp', 'standbys').split(',')]
        standbysInt = [i.strip() for i in cfg.get('exp', 'standbysInt').split(',')]
	if len(replicas) == len(replicasInt) :
	    replicas = replicasInt
	if len(standbys) == len(standbysInt) :
	    standbys = standbysInt

        paxosPort = cfg.get('exp', 'paxosPort')
        clientPort = cfg.get('exp', 'clientPort')
        
        for sec in cfg.sections():
            if sec != "goxos":
                cfg.remove_section(sec)

            nodes = []
            for i, replica in enumerate(replicas):
                nodes.append(str(i) + ":" + replica + ":" + paxosPort + ":" + clientPort)
            nodes = ', '.join(nodes)

            nodeInitStandbys = []
            for standby in standbys:
                nodeInitStandbys.append(standby + ':' + paxosPort + ':' + clientPort)
            nodeInitStandbys = ', '.join(nodeInitStandbys)

        with open(kvs_conf_out, "w") as fh:
            cfg.set("goxos", "nodes", nodes)
            cfg.set("goxos", "nodeInitStandbys", nodeInitStandbys)
            cfg.set("goxos", "nodeInitReplicaProvider", "Kvs")
            cfg.write(fh)

        with open(kvsc_conf_out, "w") as fh:
            cfg.remove_section("goxos")
            cfg.add_section("goxos")
            cfg.set("goxos", "nodes", nodes)
            cfg.write(fh)

def prepare_state(exp_settings):
    print('Preparing initial state deployment...')
    if exp_settings['replicainitialstate']:
        with settings(warn_only=True):
            result = local('cp {0}/{1}/{2} {3}'.format(env.goxosapps_src, 'kvs/state/', exp_settings['replicainitialstate'], env.kvs_bin))
        if result.failed:
            print('Preparing initial state for deployment failed')
            sys.exit(1)

def prepare_keyset(exp_settings):
    print('Preparing key set deployment...')
    if exp_settings['clientkeyset']:
        with settings(warn_only=True):
            result = local('cp {0}/{1}/{2} {3}'.format(env.goxosapps_src, 'kvsc/state', exp_settings['clientkeyset'], env.kvsc_bin))
        if result.failed:
            print('Preparing key set deployment failed')
            sys.exit(1)

def generate_scripts(exp_settings):
    print('Generating remote run commands...')

    rgc_off = str(exp_settings['replicagcoff']).lower()
    init_state = exp_settings['replicainitialstate']
    glog_level = exp_settings['glogvlevel']
    glog_module = exp_settings['glogvmodule']

    # kvs and kvss cmd
    kvs_cmd = './kvs -id $1 -all-cores -gc-off={0} -load-state={1} -log_events -v={2} -vmodule={3} -log_dir=. > /dev/null 2> stderr.txt &'.format(rgc_off, init_state, glog_level, glog_module)
    kvss_cmd = './kvs -mode standby -standby-ip $1 -all-cores -gc-off={0} -log_events -v={1} -vmodule={2} -log_dir=. > /dev/null 2> stderr.txt &'.format(rgc_off, glog_level, glog_module)

    nrc = exp_settings['clientspermachine']
    runs = exp_settings['clientsnumberofruns']
    cmds = exp_settings['clientsnumberofcommands']
    kl = exp_settings['clientskeysize']
    vl = exp_settings['clientsvaluesize']
    keyset = exp_settings['clientkeyset']
    cgc_off = str(exp_settings['clientgcoff']).lower()

    # kvsc cmd
    kvsc_cmd = './kvsc -mode exp -nclients {0} -runs {1} -cmds {2} -kl {3} -vl {4} -keyset="{5}" -gc-off={6} > /dev/null 2> stderr.txt &'.format(nrc, runs, cmds, kl, vl, keyset, cgc_off)

    print('kvs cmd:')
    print(kvs_cmd)
    print('kvss cmd:')
    print(kvss_cmd)
    print('kvsc cmd:')
    print(kvsc_cmd)

    with open(env.kvs_bin + '/' + env.kvs_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvs_cmd + '\n')

    with open(env.kvs_bin + '/' + env.kvss_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvss_cmd + '\n')

    with open(env.kvsc_bin + '/' + env.kvsc_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvsc_cmd + '\n')

    local('chmod +x ' + env.kvs_bin + '/' + env.kvs_script)
    local('chmod +x ' + env.kvs_bin + '/' + env.kvss_script)
    local('chmod +x ' + env.kvsc_bin + '/' + env.kvsc_script)

def deploy():
    print('Deploying...')
    execute(deploy_kvs)
    execute(deploy_kvsc)

@parallel
@roles('replica', 'standby')
def deploy_kvs():
    rdir = env.remote_scratch + '/kvs'
    run('mkdir -p {0}'.format(rdir))
    put(env.kvs_bin, env.remote_scratch, mirror_local_mode=True)

@parallel
@roles('client')
def deploy_kvsc():
    rdir = env.remote_scratch + '/kvsc'
    run('mkdir -p {0}'.format(rdir))
    put(env.kvsc_bin, env.remote_scratch, mirror_local_mode=True)

# Equivalent to golang time.ParseDuration. Returns time in seconds.
def parseDuration(dur):
    units = {
        'ns': 0.000000001,
        'us': 0.000001,
        'ms': 0.001,
        's':  1,
        'm':  60,
        'h':  3600
    }
    result = re.findall('([\\+\\-]?)([\\d]+)\\s*([a-zA-Z]+)\\s*', dur)
    
    total = 0
    for sign, amount, unit in result:
        if sign == '-':
            total -= int(amount) * units[unit]
        else:
            total += int(amount) * units[unit]
    
    return total
    

def perform_run(i, exp_settings):
    print('Performing run number %s...' % i)

    if len(exp_settings['standbys']) > 0:
        print('Starting standbys...')
        execute(run_standbys, exp_settings)

    print('Starting replicas...')
    execute(run_replicas, exp_settings)

    print('Waiting 5 seconds to allow cluster to initialize...')
    time.sleep(5)

 #   if len(exp_settings['clients']) > 0:
    print('Starting clients...')
    execute(run_clients)

    if not exp_settings['failures']:
        failures = []
    else:
        failures = [{'time': parseDuration(j.split(":")[0].strip()), 'replica': j.split(":")[1]} for j in exp_settings['failures'].split(",")]

    duration = parseDuration(exp_settings['duration'])

    if len(failures) > 0:
        print('Waiting to inject failures...')
        last_failure_time = 0
        for failure in failures:
            time.sleep(failure['time'] - last_failure_time)
            print('Injecting failure: {0}'.format(failure['replica']))
            execute(fail,hosts=failure['replica'])
            last_failure_time = failure['time']
    else:
        print('No failures defined for this experiment...')

    print('Waiting remaining duration of experiment...')
    if len(failures) != 0:
        remaining_sleep = duration - last_failure_time
        if remaining_sleep >= 0:
            time.sleep(remaining_sleep)
    else:
        time.sleep(duration)

    print('Done, experiment duration elapsed.')

    stop_all()
    kill_all() # ensure all are stopped
    collect(i, exp_settings)
    clean_run()

@parallel
@roles('standby')
def run_standbys(exp_settings):
    with cd('{0}/kvs'.format(env.remote_scratch)):
        run('./{0} {1}'.format(env.kvss_script, exp_settings['standbysInt'][exp_settings['standbys'].index(env.host_string)]), pty=False)

@parallel
@roles('replica')
def run_replicas(exp_settings):
    with cd('{0}/kvs'.format(env.remote_scratch)):
        run('./{0} {1}'.format(env.kvs_script, exp_settings['replicas'].index(env.host_string)), pty=False)

@parallel
@roles('client')
def run_clients():
    with cd('{0}/kvsc'.format(env.remote_scratch)):
        run('./{0}'.format(env.kvsc_script), pty=False)

def fail():
    with settings(warn_only=True):
        run('killall kvs')

def stop_all():
    print('Stopping all remote nodes...')
    execute(stop_kvs)
    execute(stop_kvsc)

@parallel
@roles('replica', 'standby')
def stop_kvs():
    print('Stopping replicas and standbys...')
    with settings(warn_only=True):
        run('killall kvs')

@parallel
@roles('client')
def stop_kvsc():
    print('Stopping clients...')
    with settings(warn_only=True):
        run('killall kvsc')

def kill_all():
    print('Killing all remote nodes...')
    execute(kill_kvs)
    execute(kill_kvsc)

@parallel
@roles('replica', 'standby')
def kill_kvs():
    print('Killing replicas and standbys if not already stopped...')
    with settings(warn_only=True):
        run('killall -9 kvs')

@parallel
@roles('client')
def kill_kvsc():
    print('Killing clients if not already stopped...')
    with settings(warn_only=True):
        run('killall -9 kvsc')

def collect(i, exp_settings):
    print('Collecting logs...')
    collect_path = '{0}/{1}'.format(env.local_collect_full_path, i)
    local('mkdir {0}'.format(collect_path))
    execute(collect_kvs, collect_path)
    if len(exp_settings['clients']) > 0:
        execute(collect_kvsc, collect_path)

@parallel
@roles('replica', 'standby')
def collect_kvs(collect_path):
    with settings(warn_only=True):
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.elog_name_replica), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.glog_name), '{0}/%(host)s/%(path)s'.format(collect_path))
        # TODO: Don't copy statehash from a failed replica.
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.statehash_name), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvs/stderr.txt'.format(env.remote_scratch), '{0}/%(host)s/%(path)s'.format(collect_path))

@parallel
@roles('client')
def collect_kvsc(collect_path):
    with settings(warn_only=True):
        get('{0}/kvsc/{1}'.format(env.remote_scratch,env.elog_name_client), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvsc/stderr.txt'.format(env.remote_scratch), '{0}/%(host)s/%(path)s'.format(collect_path))

def clean_run():
    print('Cleanup for run...')
    execute(clean_run_kvs)
    execute(clean_run_kvsc)

@parallel
@roles('replica', 'standby')
def clean_run_kvs():
    with settings(warn_only=True):
        run('rm {0}/kvs/*.elog'.format(env.remote_scratch))
        run('rm {0}/kvs/{1}*'.format(env.remote_scratch, env.glog_name))

@parallel
@roles('client')
def clean_run_kvsc():
    with settings(warn_only=True):
        run('rm {0}/kvsc/*.elog'.format(env.remote_scratch))

def clean_exp():
    print('Cleanup for experiment...')
    execute(clean_exp_kvs)
    execute(clean_exp_kvsc)

@parallel
@roles('replica', 'standby')
def clean_exp_kvs():
    with settings(warn_only=True):
        run('rm -r {0}/kvs'.format(env.remote_scratch))

@parallel
@roles('client')
def clean_exp_kvsc():
    with settings(warn_only=True):
        run('rm -r {0}/kvsc'.format(env.remote_scratch))

#######################################################
# Utilities triggered manually when debugging
#######################################################
def clean_man(user):
    env.user = user
    with settings(warn_only=True):
        run('killall -9 kvs')
        run('killall -9 kvsc')
        run('rm -r /local/scratch/{0}/kvs'.format(user))
        run('rm -r /local/scratch/{0}/kvsc'.format(user))

def info(user):
    env.user = user
    with settings(warn_only=True):
        run('w')
        run('free')
        run('ntpstat')
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from fabric.api import *
import ConfigParser
import re
import json
import datetime
import time
import sys
import os

env.abort_on_prompts = 'true'
env.colorize_errors = 'true'

env.local_out = '/tmp/kvs-experiments'
env.local_deploy_dir = 'deploy'

env.kvs_script = 'kvs.sh'
env.kvss_script = 'kvss.sh'
env.kvsc_script = 'kvsc.sh'

# Run an experiment
def run_exp(expfile, local_out=None):
    print('-----------------------------')
    print('Starting experiment execution')
    print('-----------------------------\n')

    timestamp, epoch_time = get_timestamp()
    if local_out is not None:
        env.local_out = local_out
    exp_settings = get_settings(expfile)
    set_env(exp_settings)
    check_go_structure()
    create_folders(exp_settings, timestamp)
    checkout_all(exp_settings)
    write_versions(exp_settings)
    build_binaries()
    prepare_state(exp_settings)
    prepare_keyset(exp_settings)
    checkout_head()
    copy_exp_json(exp_settings, expfile)
    write_time(epoch_time)
    generate_configs(expfile)
    generate_scripts(exp_settings)

    deploy()
    for i in range(0, int(exp_settings['runs'])):
        perform_run(i, exp_settings)
    clean_exp()

def get_timestamp():
    return datetime.datetime.now().strftime("%Y%m%d-%H%M%S"), time.time()

def get_settings(expfile):
    print('Loading experiment settings...')
    try:
        with open(expfile) as f:
            cfg = ConfigParser.SafeConfigParser()
            cfg.readfp(f)
            exp_settings = dict(cfg.items("exp"))

            exp_settings['replicas'] =  [i.strip() for i in exp_settings['replicas'].split(",")]
            exp_settings['standbys'] =  [i.strip() for i in exp_settings['standbys'].split(",")]
            exp_settings['clients'] =  [i.strip() for i in exp_settings['clients'].split(",")]

            exp_settings['standbysInt'] =  [i.strip() for i in cfg.get('exp','standbysInt').split(",")]
	    if len(exp_settings['standbysInt']) != len(exp_settings['standbys']):
		exp_settings['standbysInt'] = exp_settings['standbys']

            exp_settings['replicas']= filter(None, exp_settings['replicas'])
            exp_settings['standbys']= filter(None, exp_settings['standbys'])
            exp_settings['clients']= filter(None, exp_settings['clients'])

            return exp_settings
            
    except IOError:
        print('No matching experiment file found. Please ensure that there '
                'is a ini file with path %s' % expfile)
        sys.exit(1)

def set_env(exp_settings):
    print("Setting experiemnt settings to Fabric env...")

    env.user = exp_settings['remoteuser']
    env.remote_scratch = '{0}/{1}'.format(exp_settings['remotescratchdir'], env.user)
    
    env.roledefs = {
        'replica': exp_settings['replicas'],
        'standby': exp_settings['standbys'],
        'client': exp_settings['clients']
    }

    env.local_collect_dir = exp_settings['localcollectdir']
    env.local_ver_out =  exp_settings['localversout']
    env.local_time_out = exp_settings['localtimeout']

    env.glog_name = exp_settings['glogname']
    env.elog_name_replica = exp_settings['elognamereplica']
    env.elog_name_client = exp_settings['elognameclient']
    env.statehash_name = exp_settings['statehashname']

def check_go_structure():
    check_go_path()
    check_go_folders()

def check_go_path():
    print('Checking $GOPATH...')
    gopathset = local('echo $GOPATH', capture=True)
    if not gopathset:
        print('$GOPATH must be set')
        sys.exit(1)

def check_go_folders():
    print('Checking Go folder structure...')
    goxos_src = os.path.expandvars('$GOPATH/src/github.com/relab/goxos')
    if not os.path.isdir(goxos_src):
        print('Need folder $GOPATH/src/github.com/relab/goxos to build binaries')
        sys.exit(1)
    env.goxos_src = goxos_src

def create_folders(exp_settings, timestamp):
    print('Creating local folders...')
    exp_root = os.path.expandvars(env.local_out)
    exp_folder = '{0}-{1}'.format(exp_settings['name'], timestamp)
    env.exp_path = exp_root + '/' + exp_folder
    env.kvs_bin = '{0}/{1}/{2}'.format(env.exp_path, env.local_deploy_dir, 'kvs')
    env.kvsc_bin = '{0}/{1}/{2}'.format(env.exp_path, env.local_deploy_dir, 'kvsc')
    local('mkdir -p {0}'.format(env.exp_path))
    env.local_collect_full_path = '{0}/{1}'.format(env.exp_path, env.local_collect_dir)
    local('mkdir -p {0}'.format(env.local_collect_full_path))

def checkout_all(settings):
    print('Checkout specified git commit for source...')
    with cd(env.goxos_src):
         local('git checkout %s' % settings['goxoscommit'])

def write_versions(exp_settings):
    print('Writing versions...')
    local('go version >> {0}/{1}'.format(env.exp_path, env.local_ver_out))
    local('cd {0} && git rev-parse HEAD >> {1}/{2}'.format(env.goxos_src, env.exp_path, env.local_ver_out))

def build_binaries():
    print('Building needed binaries...')
    with settings(warn_only=True):
            result = local('go build -o {0}/{1} github.com/relab/goxos/kvs/kvsd'.format(env.kvs_bin, 'kvs'))
    if result.failed:
            checkout_head()
            print('kvs build failed!')
            sys.exit(1)
    with settings(warn_only=True):
            result = local('go build -o {0}/{1} github.com/relab/goxos/kvs/kvsc'.format(env.kvsc_bin, 'kvsc'))
    if result.failed:
            checkout_head()
            print('kvsc build failed!')
            sys.exit(1)

def checkout_head():
    print('Reset and checkout HEAD after build...')
    with cd(env.goxos_src):
            local('git checkout HEAD')

def copy_exp_json(exp_settings, expfile):
    print('Copying experiment description...')
    local('cp {0} {1}/{2}'.format(expfile, env.exp_path, exp_settings['localexpdescout']))

def write_time(epoch_time):
    print('Writing timestamp...')
    local('echo {0} > {1}/{2}'.format(epoch_time, env.exp_path, env.local_time_out))

def generate_configs(expfile):
    print('Generating configs...')

    kvs_conf_out = env.kvs_bin + '/' + 'config.ini'
    kvsc_conf_out = env.kvsc_bin + '/' + 'config.ini'

    with open(expfile) as f:
        cfg = ConfigParser.RawConfigParser()
        cfg.optionxform = str
        cfg.readfp(f)

        replicas = [i.strip() for i in cfg.get('exp', 'replicas').split(',')]
        replicasInt = [i.strip() for i in cfg.get('exp', 'replicasInt').split(',')]
        standbys = [i.strip() for i in cfg.get('exp', 'standbys').split(',')]
        standbysInt = [i.strip() for i in cfg.get('exp', 'standbysInt').split(',')]
	if len(replicas) == len(replicasInt) :
	    replicas = replicasInt
	if len(standbys) == len(standbysInt) :
	    standbys = standbysInt

        paxosPort = cfg.get('exp', 'paxosPort')
        clientPort = cfg.get('exp', 'clientPort')
        
        for sec in cfg.sections():
            if sec != "goxos":
                cfg.remove_section(sec)

            nodes = []
            for i, replica in enumerate(replicas):
                nodes.append(str(i) + ":" + replica + ":" + paxosPort + ":" + clientPort)
            nodes = ', '.join(nodes)

            nodeInitStandbys = []
            for standby in standbys:
                nodeInitStandbys.append(standby + ':' + paxosPort + ':' + clientPort)
            nodeInitStandbys = ', '.join(nodeInitStandbys)

        with open(kvs_conf_out, "w") as fh:
            cfg.set("goxos", "nodes", nodes)
            cfg.set("goxos", "nodeInitStandbys", nodeInitStandbys)
            cfg.set("goxos", "nodeInitReplicaProvider", "Kvs")
            cfg.write(fh)

        with open(kvsc_conf_out, "w") as fh:
            cfg.remove_section("goxos")
            cfg.add_section("goxos")
            cfg.set("goxos", "nodes", nodes)
            cfg.write(fh)

def prepare_state(exp_settings):
    print('Preparing initial state deployment...')
    if exp_settings['replicainitialstate']:
        with settings(warn_only=True):
            result = local('cp {0}/{1}/{2} {3}'.format(env.goxosapps_src, 'kvs/state/', exp_settings['replicainitialstate'], env.kvs_bin))
        if result.failed:
            print('Preparing initial state for deployment failed')
            sys.exit(1)

def prepare_keyset(exp_settings):
    print('Preparing key set deployment...')
    if exp_settings['clientkeyset']:
        with settings(warn_only=True):
            result = local('cp {0}/{1}/{2} {3}'.format(env.goxosapps_src, 'kvsc/state', exp_settings['clientkeyset'], env.kvsc_bin))
        if result.failed:
            print('Preparing key set deployment failed')
            sys.exit(1)

def generate_scripts(exp_settings):
    print('Generating remote run commands...')

    rgc_off = str(exp_settings['replicagcoff']).lower()
    init_state = exp_settings['replicainitialstate']
    glog_level = exp_settings['glogvlevel']
    glog_module = exp_settings['glogvmodule']

    # kvs and kvss cmd
    kvs_cmd = './kvs -id $1 -all-cores -gc-off={0} -load-state={1} -log_events -v={2} -vmodule={3} -log_dir=. > /dev/null 2> stderr.txt &'.format(rgc_off, init_state, glog_level, glog_module)
    kvss_cmd = './kvs -mode standby -standby-ip $1 -all-cores -gc-off={0} -log_events -v={1} -vmodule={2} -log_dir=. > /dev/null 2> stderr.txt &'.format(rgc_off, glog_level, glog_module)

    nrc = exp_settings['clientspermachine']
    runs = exp_settings['clientsnumberofruns']
    cmds = exp_settings['clientsnumberofcommands']
    kl = exp_settings['clientskeysize']
    vl = exp_settings['clientsvaluesize']
    keyset = exp_settings['clientkeyset']
    cgc_off = str(exp_settings['clientgcoff']).lower()

    # kvsc cmd
    kvsc_cmd = './kvsc -mode exp -nclients {0} -runs {1} -cmds {2} -kl {3} -vl {4} -keyset="{5}" -gc-off={6} > /dev/null 2> stderr.txt &'.format(nrc, runs, cmds, kl, vl, keyset, cgc_off)

    print('kvs cmd:')
    print(kvs_cmd)
    print('kvss cmd:')
    print(kvss_cmd)
    print('kvsc cmd:')
    print(kvsc_cmd)

    with open(env.kvs_bin + '/' + env.kvs_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvs_cmd + '\n')

    with open(env.kvs_bin + '/' + env.kvss_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvss_cmd + '\n')

    with open(env.kvsc_bin + '/' + env.kvsc_script, 'w') as text_file:
        text_file.write('#!/bin/sh\n')
        text_file.write(kvsc_cmd + '\n')

    local('chmod +x ' + env.kvs_bin + '/' + env.kvs_script)
    local('chmod +x ' + env.kvs_bin + '/' + env.kvss_script)
    local('chmod +x ' + env.kvsc_bin + '/' + env.kvsc_script)

def deploy():
    print('Deploying...')
    execute(deploy_kvs)
    execute(deploy_kvsc)

@parallel
@roles('replica', 'standby')
def deploy_kvs():
    rdir = env.remote_scratch + '/kvs'
    run('mkdir -p {0}'.format(rdir))
    put(env.kvs_bin, env.remote_scratch, mirror_local_mode=True)

@parallel
@roles('client')
def deploy_kvsc():
    rdir = env.remote_scratch + '/kvsc'
    run('mkdir -p {0}'.format(rdir))
    put(env.kvsc_bin, env.remote_scratch, mirror_local_mode=True)

# Equivalent to golang time.ParseDuration. Returns time in seconds.
def parseDuration(dur):
    units = {
        'ns': 0.000000001,
        'us': 0.000001,
        'ms': 0.001,
        's':  1,
        'm':  60,
        'h':  3600
    }
    result = re.findall('([\\+\\-]?)([\\d]+)\\s*([a-zA-Z]+)\\s*', dur)
    
    total = 0
    for sign, amount, unit in result:
        if sign == '-':
            total -= int(amount) * units[unit]
        else:
            total += int(amount) * units[unit]
    
    return total
    

def perform_run(i, exp_settings):
    print('Performing run number %s...' % i)

    if len(exp_settings['standbys']) > 0:
        print('Starting standbys...')
        execute(run_standbys, exp_settings)

    print('Starting replicas...')
    execute(run_replicas, exp_settings)

    print('Waiting 5 seconds to allow cluster to initialize...')
    time.sleep(5)

 #   if len(exp_settings['clients']) > 0:
    print('Starting clients...')
    execute(run_clients)

  #  if not exp_settings['failures']:
  #      failures = []
  #  else:
 #       failures = [{'time': parseDuration(j.split(":")[0].strip()), 'replica': j.split(":")[1]} for j in exp_settings['failures'].split(",")]

    duration = parseDuration(exp_settings['duration'])

    if len(failures) > 0:
        print('Waiting to inject failures...')
        last_failure_time = 0
        for failure in failures:
            time.sleep(failure['time'] - last_failure_time)
            print('Injecting failure: {0}'.format(failure['replica']))
            execute(fail,hosts=failure['replica'])
            last_failure_time = failure['time']
    else:
        print('No failures defined for this experiment...')

    print('Waiting remaining duration of experiment...')
    if len(failures) != 0:
        remaining_sleep = duration - last_failure_time
        if remaining_sleep >= 0:
            time.sleep(remaining_sleep)
    else:
        time.sleep(duration)

    print('Done, experiment duration elapsed.')

    stop_all()
    kill_all() # ensure all are stopped
    collect(i, exp_settings)
    clean_run()

@parallel
@roles('standby')
def run_standbys(exp_settings):
    with cd('{0}/kvs'.format(env.remote_scratch)):
        run('./{0} {1}'.format(env.kvss_script, exp_settings['standbysInt'][exp_settings['standbys'].index(env.host_string)]), pty=False)

@parallel
@roles('replica')
def run_replicas(exp_settings):
    with cd('{0}/kvs'.format(env.remote_scratch)):
        run('./{0} {1}'.format(env.kvs_script, exp_settings['replicas'].index(env.host_string)), pty=False)

@parallel
@roles('client')
def run_clients():
    with cd('{0}/kvsc'.format(env.remote_scratch)):
        run('./{0}'.format(env.kvsc_script), pty=False)

def fail():
    with settings(warn_only=True):
        run('killall kvs')

def stop_all():
    print('Stopping all remote nodes...')
    execute(stop_kvs)
    execute(stop_kvsc)

@parallel
@roles('replica', 'standby')
def stop_kvs():
    print('Stopping replicas and standbys...')
    with settings(warn_only=True):
        run('killall kvs')

@parallel
@roles('client')
def stop_kvsc():
    print('Stopping clients...')
    with settings(warn_only=True):
        run('killall kvsc')

def kill_all():
    print('Killing all remote nodes...')
    execute(kill_kvs)
    execute(kill_kvsc)

@parallel
@roles('replica', 'standby')
def kill_kvs():
    print('Killing replicas and standbys if not already stopped...')
    with settings(warn_only=True):
        run('killall -9 kvs')

@parallel
@roles('client')
def kill_kvsc():
    print('Killing clients if not already stopped...')
    with settings(warn_only=True):
        run('killall -9 kvsc')

def collect(i, exp_settings):
    print('Collecting logs...')
    collect_path = '{0}/{1}'.format(env.local_collect_full_path, i)
    local('mkdir {0}'.format(collect_path))
    execute(collect_kvs, collect_path)
    if len(exp_settings['clients']) > 0:
        execute(collect_kvsc, collect_path)

@parallel
@roles('replica', 'standby')
def collect_kvs(collect_path):
    with settings(warn_only=True):
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.elog_name_replica), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.glog_name), '{0}/%(host)s/%(path)s'.format(collect_path))
        # TODO: Don't copy statehash from a failed replica.
        get('{0}/kvs/{1}'.format(env.remote_scratch, env.statehash_name), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvs/stderr.txt'.format(env.remote_scratch), '{0}/%(host)s/%(path)s'.format(collect_path))

@parallel
@roles('client')
def collect_kvsc(collect_path):
    with settings(warn_only=True):
        get('{0}/kvsc/{1}'.format(env.remote_scratch,env.elog_name_client), '{0}/%(host)s/%(path)s'.format(collect_path))
        get('{0}/kvsc/stderr.txt'.format(env.remote_scratch), '{0}/%(host)s/%(path)s'.format(collect_path))

def clean_run():
    print('Cleanup for run...')
    execute(clean_run_kvs)
    execute(clean_run_kvsc)

@parallel
@roles('replica', 'standby')
def clean_run_kvs():
    with settings(warn_only=True):
        run('rm {0}/kvs/*.elog'.format(env.remote_scratch))
        run('rm {0}/kvs/{1}*'.format(env.remote_scratch, env.glog_name))

@parallel
@roles('client')
def clean_run_kvsc():
    with settings(warn_only=True):
        run('rm {0}/kvsc/*.elog'.format(env.remote_scratch))

def clean_exp():
    print('Cleanup for experiment...')
    execute(clean_exp_kvs)
    execute(clean_exp_kvsc)

@parallel
@roles('replica', 'standby')
def clean_exp_kvs():
    with settings(warn_only=True):
        run('rm -r {0}/kvs'.format(env.remote_scratch))

@parallel
@roles('client')
def clean_exp_kvsc():
    with settings(warn_only=True):
        run('rm -r {0}/kvsc'.format(env.remote_scratch))

#######################################################
# Utilities triggered manually when debugging
#######################################################
def clean_man(user):
    env.user = user
    with settings(warn_only=True):
        run('killall -9 kvs')
        run('killall -9 kvsc')
        run('rm -r /local/scratch/{0}/kvs'.format(user))
        run('rm -r /local/scratch/{0}/kvsc'.format(user))

def info(user):
    env.user = user
    with settings(warn_only=True):
        run('w')
        run('free')
        run('ntpstat')









github.com/relab/goxos/exp/exprun/podc-exps/AREC-N5-F1-A10-S1MB-K16B-V16B.json

{
	"Name": "AREC-N5-F1-A10-S1MB-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 0,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "AsynchronousReconfiguration",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-1MB-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-1MB-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/AREC-N5-F1-A10-S96B-K16B-V16B.json

{
	"Name": "AREC-N5-F1-A10-S96B-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 0,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "AsynchronousReconfiguration",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-96B-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-96B-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/LR2-N5-F1-A10-S1MB-K16B-V16B.json

{
	"Name": "LR2-N5-F1-A10-S1MB-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 2,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "LiveReplacement",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-1MB-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-1MB-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/LR2-N5-F1-A10-S96B-K16B-V16B.json

{
	"Name": "LR2-N5-F1-A10-S96B-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 2,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "LiveReplacement",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-96B-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-96B-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/LR3-N5-F1-A10-S1MB-K16B-V16B-RAND-SLEEP.json

{
	"Name": "LR3-N5-F1-A10-S1MB-K16B-V16B-RAND-SLEEP",
	"Duration": 25,
	"Runs": 20,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 50,
	"LiveRepStrategy": 3,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "LiveReplacement",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-1MB-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-1MB-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/LR3-N5-F1-A10-S1MB-K16B-V16B.json

{
	"Name": "LR3-N5-F1-A10-S1MB-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 3,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "LiveReplacement",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-1MB-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-1MB-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/LR3-N5-F1-A10-S96B-K16B-V16B.json

{
	"Name": "LR3-N5-F1-A10-S96B-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 3,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "LiveReplacement",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-96B-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-96B-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/RECONF-N5-F1-A10-S1MB-K16B-V16B.json

{
	"Name": "RECONF-N5-F1-A10-S1MB-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 0,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "Reconfiguration",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-1MB-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-1MB-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/podc-exps/RECONF-N5-F1-A10-S96B-K16B-V16B.json

{
	"Name": "RECONF-N5-F1-A10-S96B-K16B-V16B",
	"Duration": 25,
	"Runs": 50,

	"RemoteUser": "telea",
	"RemoteScratchDir": "/local/scratch",

	"GoxosCommit": "HEAD",
	"GoxoscCommit": "HEAD",
	"GoxosappsCommit": "HEAD",

	"Replicas": [
		"pitter33",
		"pitter34",
		"pitter35",
		"pitter36",
		"pitter37"
	],

	"Standbys": [
		"pitter21"
	],

	"Clients": [
		"pitter22",
		"pitter25",
		"pitter26",
		"pitter27",
		"pitter28"
	],

	"PaxosPort": 8080,
	"ClientPort": 8081,

	"Failures": [
		{
			"Replica": "pitter34",
			"Time": 2
		}
	],

	"LiveRepRandPreConnectSleep": 0, 
	"LiveRepStrategy": 0,

	"PaxosType": "MultiPaxos",
	"Alpha": 10,
	"FailureHandlingType": "Reconfiguration",

	"Liveness": {
		"HbEmitterInterval": 500,
		"FdTimeoutInterval": 1000,
		"FdDeltaIncrease": 250
	},

	"ReplicaInitialState": "state-96B-16B+16B.gob",
	"StatehashName": "statehash",

	"GlogVLevel": 2,
	"GlogVModule": "",
	"GlogName": "kvs.INFO",

	"ElogNameReplica": "kvs.elog",
	"ElogNameClient": "kvsc.elog",
	"ElogTSInterval": 25,

	"ReplicaGCOff": true,
	"ClientGCOff": true,

	"ClientsPerMachine": 5,
	"ClientsNumberOfRuns": 1,
	"ClientsNumberOfCommands": 5000,
	"ClientKeySet": "keys-96B-16B+16B.gob",
	"ClientsKeySize": 16,
	"ClientsValueSize": 16,

	"LocalCollectDir": "collect",
	"LocalVersOut": "vers.txt",
	"LocalTimeOut": "time.txt"
}







github.com/relab/goxos/exp/exprun/README.md

Prerequisites:
==============

 - Experiement description defined in an INI file. See example-exp.ini
   for available options. 

 - [Fabric](http://fabfile.org/) and its Python dependencies available.

 - Your SSH-key available at the remote hosts.

 - `$GOPATH` set locally and the goxos repository available. Path should be
   `$GOPATH/src/github.com/relab/goxos`. 

 - The pitter machines in the unix lab uses the tsch shell as default. Fabric
   executes commands using the bash shell. You may for this reason need to
   ensure that `$GOPATH` is set in your `.bashrc`.


Running:
========

Using the default output path (`/tmp/kvs-experiments`):

```
    $ fab run_exp:example-exp.ini
```

Using a custom output path:
	
```
	$ fab run_exp:example-exp.ini,local_out=/tmp/somedir
```







github.com/relab/goxos/exp/nightlyexperiments/simple5runsArec.ini

[exp]

name = AReconfiguration5Runs
duration = 60 s
runs = 5

# Only needed if your username where you run `fab` differs from the
# user on remote machines.
remoteUser = jenkins  

remoteScratchDir = /local/scratch

goxosCommit = HEAD

replicas = pitter30, pitter31, pitter32
standbys = pitter33
clients = pitter34, pitter35, pitter36

# Comma separated list: duration:hostname
failures = 2s:pitter31

paxosPort = 8080
clientPort = 8081

replicaGCOff = true
clientGCOff = true

replicaInitialState = 

clientsPerMachine = 5
clientsNumberOfRuns = 1
clientsNumberOfCommands = 5000
clientKeySet =
clientsKeySize = 16
clientsValueSize = 16

glogVLevel = 2
glogVModule =

# You'll never need to config these. They are used just to coordinate
# fabfile (python) and expanalyze (go):
glogName = kvs.INFO
localCollectDir = collect
localVersOut = vers.txt
localTimeOut = time.txt
localExpDescOut = exp.ini
elogNameReplica = kvs.elog
elogNameClient = kvsc.elog
statehashName = statehash



[goxos]
# Settings in this section is applied directly to goxos.

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
alpha = 10

# batchMaxSize: int
# Regular batching of requests before they are sent through paxos
batchMaxSize = 1

# batchTimeout: duration
# Regular batching of requests before they are sent through paxos
batchTimeout = 3000us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = AReconfiguration

# hbEmitterInterval: duration
# How frequently do we emit heartbeats?
hbEmitterInterval = 500ms

# fdTimeoutInterval: duration
# How frequently does the FD module check for liveness?
fdTimeoutInterval = 1000ms

# fdDeltaIncrease: duration
# If node is falsely detected as crashed, how much do we increase
# timeout by?
fdDeltaIncrease = 250ms

# LRExpRndSleep: duration
# If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
LRExpRndSleep = 0

# LRStrategy: int (1 | 2 | 3)
# Live Replacement strategy
LRStrategy = 2

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
throughputSamplingInterval = 25ms







github.com/relab/goxos/exp/nightlyexperiments/simple5runsLiveRep.ini

[exp]

name = LiveReplacement5Runs
duration = 60 s
runs = 5

# Only needed if your username where you run `fab` differs from the
# user on remote machines.
remoteUser = jenkins  

remoteScratchDir = /local/scratch

goxosCommit = HEAD

replicas = pitter30, pitter31, pitter32
standbys = pitter33
clients = pitter34, pitter35, pitter36

# Comma separated list: duration:hostname
failures = 2s:pitter31

paxosPort = 8080
clientPort = 8081

replicaGCOff = true
clientGCOff = true

replicaInitialState = 

clientsPerMachine = 5
clientsNumberOfRuns = 1
clientsNumberOfCommands = 5000
clientKeySet =
clientsKeySize = 16
clientsValueSize = 16

glogVLevel = 2
glogVModule =

# You'll never need to config these. They are used just to coordinate
# fabfile (python) and expanalyze (go):
glogName = kvs.INFO
localCollectDir = collect
localVersOut = vers.txt
localTimeOut = time.txt
localExpDescOut = exp.ini
elogNameReplica = kvs.elog
elogNameClient = kvsc.elog
statehashName = statehash



[goxos]
# Settings in this section is applied directly to goxos.

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
alpha = 10

# batchMaxSize: int
# Regular batching of requests before they are sent through paxos
batchMaxSize = 1

# batchTimeout: duration
# Regular batching of requests before they are sent through paxos
batchTimeout = 3000us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = LiveReplacement

# hbEmitterInterval: duration
# How frequently do we emit heartbeats?
hbEmitterInterval = 500ms

# fdTimeoutInterval: duration
# How frequently does the FD module check for liveness?
fdTimeoutInterval = 1000ms

# fdDeltaIncrease: duration
# If node is falsely detected as crashed, how much do we increase
# timeout by?
fdDeltaIncrease = 250ms

# LRExpRndSleep: duration
# If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
LRExpRndSleep = 0

# LRStrategy: int (1 | 2 | 3)
# Live Replacement strategy
LRStrategy = 2

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
throughputSamplingInterval = 25ms







github.com/relab/goxos/exp/nightlyexperiments/simple5runsNoFailures.ini

[exp]

name = Simple5Runs
duration = 60 s
runs = 5

# Only needed if your username where you run `fab` differs from the
# user on remote machines.
remoteUser = jenkins

remoteScratchDir = /local/scratch

goxosCommit = HEAD

replicas = pitter30, pitter31, pitter32
standbys =
clients = pitter34, pitter35, pitter36

# Comma separated list: duration:hostname
failures =

paxosPort = 8080
clientPort = 8081

replicaGCOff = true
clientGCOff = true

replicaInitialState = 

clientsPerMachine = 5
clientsNumberOfRuns = 1
clientsNumberOfCommands = 5000
clientKeySet =
clientsKeySize = 16
clientsValueSize = 16

glogVLevel = 2
glogVModule =

# You'll never need to config these. They are used just to coordinate
# fabfile (python) and expanalyze (go):
glogName = kvs.INFO
localCollectDir = collect
localVersOut = vers.txt
localTimeOut = time.txt
localExpDescOut = exp.ini
elogNameReplica = kvs.elog
elogNameClient = kvsc.elog
statehashName = statehash



[goxos]
# Settings in this section is applied directly to goxos.

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
alpha = 10

# batchMaxSize: int
# Regular batching of requests before they are sent through paxos
batchMaxSize = 1

# batchTimeout: duration
# Regular batching of requests before they are sent through paxos
batchTimeout = 3000us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = None

# hbEmitterInterval: duration
# How frequently do we emit heartbeats?
hbEmitterInterval = 500ms

# fdTimeoutInterval: duration
# How frequently does the FD module check for liveness?
fdTimeoutInterval = 1000ms

# fdDeltaIncrease: duration
# If node is falsely detected as crashed, how much do we increase
# timeout by?
fdDeltaIncrease = 250ms

# LRExpRndSleep: duration
# If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
LRExpRndSleep = 0

# LRStrategy: int (1 | 2 | 3)
# Live Replacement strategy
LRStrategy = 2

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
throughputSamplingInterval = 25ms







github.com/relab/goxos/exp/nightlyexperiments/simple5runsReconf.ini

[exp]

name = Reconfiguration5Runs
duration = 60 s
runs = 5

# Only needed if your username where you run `fab` differs from the
# user on remote machines.
remoteUser = jenkins  

remoteScratchDir = /local/scratch

goxosCommit = HEAD

replicas = pitter30, pitter31, pitter32
standbys = pitter33
clients = pitter34, pitter35, pitter36

# Comma separated list: duration:hostname
failures = 2s:pitter31

paxosPort = 8080
clientPort = 8081

replicaGCOff = true
clientGCOff = true

replicaInitialState = 

clientsPerMachine = 5
clientsNumberOfRuns = 1
clientsNumberOfCommands = 5000
clientKeySet =
clientsKeySize = 16
clientsValueSize = 16

glogVLevel = 2
glogVModule =

# You'll never need to config these. They are used just to coordinate
# fabfile (python) and expanalyze (go):
glogName = kvs.INFO
localCollectDir = collect
localVersOut = vers.txt
localTimeOut = time.txt
localExpDescOut = exp.ini
elogNameReplica = kvs.elog
elogNameClient = kvsc.elog
statehashName = statehash



[goxos]
# Settings in this section is applied directly to goxos.

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
alpha = 10

# batchMaxSize: int
# Regular batching of requests before they are sent through paxos
batchMaxSize = 1

# batchTimeout: duration
# Regular batching of requests before they are sent through paxos
batchTimeout = 3000us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = Reconfiguration

# hbEmitterInterval: duration
# How frequently do we emit heartbeats?
hbEmitterInterval = 500ms

# fdTimeoutInterval: duration
# How frequently does the FD module check for liveness?
fdTimeoutInterval = 1000ms

# fdDeltaIncrease: duration
# If node is falsely detected as crashed, how much do we increase
# timeout by?
fdDeltaIncrease = 250ms

# LRExpRndSleep: duration
# If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
LRExpRndSleep = 0

# LRStrategy: int (1 | 2 | 3)
# Live Replacement strategy
LRStrategy = 2

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
throughputSamplingInterval = 25ms







github.com/relab/goxos/exp/util/file.go

package util

import (
	"io"
	"os"
)

func Exists(path string) (bool, error) {
	_, err := os.Stat(path)
	if err == nil {
		return true, nil
	}
	if os.IsNotExist(err) {
		return false, nil
	}

	return false, err
}

func Copy(dst, src string) error {
	s, err := os.Open(src)
	if err != nil {
		return err
	}
	defer s.Close()

	d, err := os.Create(dst)
	if err != nil {
		return err
	}
	if _, err := io.Copy(d, s); err != nil {
		d.Close()
		return err
	}

	return d.Close()
}







github.com/relab/goxos/exp/util/ini_parser.go

// Got this from: https://github.com/vaughan0/go-ini
//
// Thought it was so small it was better to copy it instead of import
// it

// Copyright (c) 2013 Vaughan Newton
//
// Permission is hereby granted, free of charge, to any person
// obtaining a copy of this software and associated documentation
// files (the "Software"), to deal in the Software without
// restriction, including without limitation the rights to use, copy,
// modify, merge, publish, distribute, sublicense, and/or sell copies
// of the Software, and to permit persons to whom the Software is
// furnished to do so, subject to the following conditions:
//
// The above copyright notice and this permission notice shall be
// included in all copies or substantial portions of the Software.
//
// THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND,
// EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
// MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
// NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS
// BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN
// ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN
// CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
// SOFTWARE.

package util

import (
	"bufio"
	"fmt"
	"io"
	"os"
	"regexp"
	"strings"
)

var (
	sectionRegex = regexp.MustCompile(`^\[(.*)\]$`)
	assignRegex  = regexp.MustCompile(`^([^=]+)=(.*)$`)
)

// ErrSyntax is returned when there is a syntax error in an INI file.
type ErrSyntax struct {
	Line   int
	Source string // The contents of the erroneous line, without leading or trailing whitespace
}

func (e ErrSyntax) Error() string {
	return fmt.Sprintf("invalid INI syntax on line %d: %s", e.Line, e.Source)
}

// A File represents a parsed INI file.
type File map[string]Section

// A Section represents a single section of an INI file.
type Section map[string]string

// Returns a named Section. A Section will be created if one does not already exist for the given name.
func (f File) Section(name string) Section {
	section := f[name]
	if section == nil {
		section = make(Section)
		f[name] = section
	}
	return section
}

// Looks up a value for a key in a section and returns that value, along with a boolean result similar to a map lookup.
func (f File) Get(section, key string) (value string, ok bool) {
	if s := f[section]; s != nil {
		value, ok = s[key]
	}
	return
}

// Loads INI data from a reader and stores the data in the File.
func (f File) Load(in io.Reader) (err error) {
	bufin, ok := in.(*bufio.Reader)
	if !ok {
		bufin = bufio.NewReader(in)
	}
	return parseFile(bufin, f)
}

// Loads INI data from a named file and stores the data in the File.
func (f File) LoadFile(file string) (err error) {
	in, err := os.Open(file)
	if err != nil {
		return
	}
	defer in.Close()
	return f.Load(in)
}

func parseFile(in *bufio.Reader, file File) (err error) {
	section := ""
	lineNum := 0
	for done := false; !done; {
		var line string
		if line, err = in.ReadString('\n'); err != nil {
			if err == io.EOF {
				done = true
			} else {
				return
			}
		}
		lineNum++
		line = strings.TrimSpace(line)
		if len(line) == 0 {
			// Skip blank lines
			continue
		}
		if line[0] == ';' || line[0] == '#' {
			// Skip comments
			continue
		}

		if groups := assignRegex.FindStringSubmatch(line); groups != nil {
			key, val := groups[1], groups[2]
			key, val = strings.TrimSpace(key), strings.TrimSpace(val)
			file.Section(section)[key] = val
		} else if groups := sectionRegex.FindStringSubmatch(line); groups != nil {
			name := strings.TrimSpace(groups[1])
			section = name
			// Create the section if it does not exist
			file.Section(section)
		} else {
			return ErrSyntax{lineNum, line}
		}

	}
	return nil
}

// Loads and returns a File from a reader.
func Load(in io.Reader) (File, error) {
	file := make(File)
	err := file.Load(in)
	return file, err
}

// Loads and returns an INI File from a file on disk.
func LoadFile(filename string) (File, error) {
	file := make(File)
	err := file.LoadFile(filename)
	return file, err
}







github.com/relab/goxos/exp/util/stategen/stategen.go

package main

import (
	"bytes"
	"encoding/gob"
	"errors"
	"fmt"
	"io/ioutil"
	"log"

	"github.com/relab/goxos/kvs/bgen"
)

const MB = 1024 * 1024

func main() {
	if err := generate(1*MB, 16, 16); err != nil {
		log.Fatal(err)
	}
	if err := generate(10*MB, 16, 16); err != nil {
		log.Fatal(err)
	}
	if err := generate(1*MB, 16, 1008); err != nil {
		log.Fatal(err)
	}
	if err := generate(10*MB, 16, 1008); err != nil {
		log.Fatal(err)
	}
	if err := generate(3*32, 16, 16); err != nil {
		log.Fatal(err)
	}
}

func generate(stateSizeB int, keySize, valSize int) error {
	entries := stateSizeB / (keySize + valSize)
	keys := make([][]byte, entries)
	state := make(map[string][]byte, entries)
	for i := 0; i < entries; i++ {
		key := make([]byte, keySize)
		bgen.GetBytes(key)
		if _, found := state[string(key)]; found {
			return errors.New("duplicate")
		}
		keys[i] = key
		value := make([]byte, valSize)
		bgen.GetBytes(value)
		state[string(key)] = value
	}

	buffer := new(bytes.Buffer)
	encoder := gob.NewEncoder(buffer)
	var keyname, statename string
	if stateSizeB >= MB {
		stateSizeMB := stateSizeB / MB
		keyname = fmt.Sprintf("keys-%dMB-%dB+%dB.gob", stateSizeMB, keySize, valSize)
		statename = fmt.Sprintf("state-%dMB-%dB+%dB.gob", stateSizeMB, keySize, valSize)
	} else {
		keyname = fmt.Sprintf("keys-%dB-%dB+%dB.gob", stateSizeB, keySize, valSize)
		statename = fmt.Sprintf("state-%dB-%dB+%dB.gob", stateSizeB, keySize, valSize)
	}

	if err := encoder.Encode(keys); err != nil {
		return err
	}
	if err := ioutil.WriteFile(keyname, buffer.Bytes(), 0644); err != nil {
		return err
	}

	buffer.Reset()
	encoder = gob.NewEncoder(buffer)
	if err := encoder.Encode(state); err != nil {
		return err
	}
	if err := ioutil.WriteFile(statename, buffer.Bytes(), 0644); err != nil {
		return err
	}

	return nil
}







github.com/relab/goxos/exp/util/stat_dur.go

package util

import (
	"math"
	"time"
)

func MeanDuration(v ...time.Duration) time.Duration {
	if len(v) == 0 {
		return 0
	}
	var sum time.Duration
	for _, dur := range v {
		sum += dur
	}
	return sum / time.Duration((len(v)))
}

func SSDDuration(v ...time.Duration) time.Duration {
	if len(v) == 0 {
		return 0
	}
	mean := MeanDuration(v...)
	var sum float64
	for _, dur := range v {
		sum += math.Pow(float64(dur.Nanoseconds()-mean.Nanoseconds()), 2)
	}
	svar := sum / float64(len(v)-1)
	return time.Duration(math.Sqrt(svar))
}

func StdErrMeanDuration(ssd time.Duration, n int) time.Duration {
	return time.Duration(float64(ssd.Nanoseconds()) / math.Sqrt(float64(n)))
}

func MaxDuration(a, b time.Duration) time.Duration {
	if a > b {
		return a
	}
	return b
}

func MinDuration(a, b time.Duration) time.Duration {
	if a < b {
		return a
	}
	return b
}

func MinDurationN(v ...time.Duration) time.Duration {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinDuration(v[0], v[1])
	default:
		l := len(v) / 2
		return MinDurationN(MinDurationN(v[:l]...), MinDurationN(v[l:]...))
	}
}

func MaxDurationN(v ...time.Duration) time.Duration {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxDuration(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxDurationN(MaxDurationN(v[:l]...), MaxDurationN(v[l:]...))
	}
}







github.com/relab/goxos/exp/util/stat_float64.go

package util

import (
	"sort"
)

func MeanFloat64(v ...float64) float64 {
	if len(v) == 0 {
		return 0
	}
	var sum float64
	for _, i := range v {
		sum += i
	}
	return sum / float64(len(v))
}

func MeanFloat64Map(Map map[string]float64) float64 {
	if len(Map) == 0 {
		return 0
	}
	var sum float64
	for _, i := range Map {
		sum += i
	}
	return sum / float64(len(Map))
}

func MedianFloat64Map(Map map[string]float64) string {
	if len(Map) == 0 {
		return ""
	}
	slice := make([]float64, 0, len(Map))
	for _, lat := range Map {
		slice = append(slice, lat)
	}
	median := MedianFloatSlice(slice)
	for k, l := range Map {
		if l == median {
			return k
		}
	}
	return ""

}

func MaxFloat64Map(Map map[string]float64) string {
	if len(Map) == 0 {
		return ""
	}
	max := float64(0)
	cl := ""
	for k, lat := range Map {
		if lat > max {
			max = lat
			cl = k
		}
	}
	return cl
}

func MedianFloatSlice(v []float64) float64 {
	if len(v) == 0 {
		return 0
	}
	sort.Float64s(v)
	return v[len(v)/2]
}

func MedianMinMax90FloatSlice(v []float64) (median, min90, max90 float64) {
	if len(v) == 0 {
		return 0, 0, 0
	}
	sort.Float64s(v)
	return v[len(v)/2], v[len(v)/10], v[(len(v)*9)/10]
}







github.com/relab/goxos/exp/util/stat_uint64.go

package util

import "math"

func MeanUint64(v ...uint64) float64 {
	if len(v) == 0 {
		return 0
	}
	var sum uint64
	for _, i := range v {
		sum += i
	}
	return float64(sum) / float64(len(v))
}

func SSDUint64(v ...uint64) float64 {
	if len(v) == 0 {
		return 0
	}
	mean := MeanUint64(v...)
	var sum float64
	for _, i := range v {
		sum += math.Pow(float64(i)-mean, 2)
	}
	svar := sum / float64(len(v)-1)
	return math.Sqrt(svar)
}

func StdErrMeanFloat(ssd float64, n int) float64 {
	return ssd / math.Sqrt(float64(n))
}







github.com/relab/goxos/Godeps/Godeps.json
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github.com/relab/goxos/Godeps/_workspace/src/bitbucket.org/zombiezen/gopdf/pdf/canvas.go

// Copyright (C) 2011, Ross Light

package pdf

import (
	"bytes"
	"fmt"
	"image"
	"io"
	"math"
)

// writeCommand writes a PDF graphics command.
func writeCommand(w io.Writer, op string, args ...interface{}) error {
	for _, arg := range args {
		// TODO: Use the same buffer for all arguments
		if m, err := marshal(nil, arg); err == nil {
			if _, err := w.Write(append(m, ' ')); err != nil {
				return err
			}
		} else {
			return err
		}
	}
	if _, err := io.WriteString(w, op); err != nil {
		return err
	}
	if _, err := w.Write([]byte{'\n'}); err != nil {
		return err
	}
	return nil
}

// Canvas is a two-dimensional drawing region on a single page.  You can obtain
// a canvas once you have created a document.
type Canvas struct {
	doc          *Document
	page         *pageDict
	ref          Reference
	contents     *stream
	imageCounter uint
}

// Document returns the document the canvas is attached to.
func (canvas *Canvas) Document() *Document {
	return canvas.doc
}

// Close flushes the page's stream to the document.  This must be called once
// drawing has completed or else the document will be inconsistent.
func (canvas *Canvas) Close() error {
	return canvas.contents.Close()
}

// Size returns the page's media box (the size of the physical medium).
func (canvas *Canvas) Size() (width, height Unit) {
	mbox := canvas.page.MediaBox
	return mbox.Dx(), mbox.Dy()
}

// SetSize changes the page's media box (the size of the physical medium).
func (canvas *Canvas) SetSize(width, height Unit) {
	canvas.page.MediaBox = Rectangle{Point{0, 0}, Point{width, height}}
}

// CropBox returns the page's crop box.
func (canvas *Canvas) CropBox() Rectangle {
	return canvas.page.CropBox
}

// SetCropBox changes the page's crop box.
func (canvas *Canvas) SetCropBox(crop Rectangle) {
	canvas.page.CropBox = crop
}

// FillStroke fills then strokes the given path.  This operation has the same
// effect as performing a fill then a stroke, but does not repeat the path in
// the file.
func (canvas *Canvas) FillStroke(p *Path) {
	io.Copy(canvas.contents, &p.buf)
	writeCommand(canvas.contents, "B")
}

// Fill paints the area enclosed by the given path using the current fill color.
func (canvas *Canvas) Fill(p *Path) {
	io.Copy(canvas.contents, &p.buf)
	writeCommand(canvas.contents, "f")
}

// Stroke paints a line along the given path using the current stroke color.
func (canvas *Canvas) Stroke(p *Path) {
	io.Copy(canvas.contents, &p.buf)
	writeCommand(canvas.contents, "S")
}

// SetLineWidth changes the stroke width to the given value.
func (canvas *Canvas) SetLineWidth(w Unit) {
	writeCommand(canvas.contents, "w", w)
}

// SetLineDash changes the line dash pattern in the current graphics state.
// Examples:
//
//   c.SetLineDash(0, []Unit{})     // solid line
//   c.SetLineDash(0, []Unit{3})    // 3 units on, 3 units off...
//   c.SetLineDash(0, []Unit{2, 1}) // 2 units on, 1 unit off...
//   c.SetLineDash(1, []Unit{2})    // 1 unit on, 2 units off, 2 units on...
func (canvas *Canvas) SetLineDash(phase Unit, dash []Unit) {
	writeCommand(canvas.contents, "d", dash, phase)
}

// SetColor changes the current fill color to the given RGB triple (in device
// RGB space).
func (canvas *Canvas) SetColor(r, g, b float32) {
	writeCommand(canvas.contents, "rg", r, g, b)
}

// SetStrokeColor changes the current stroke color to the given RGB triple (in
// device RGB space).
func (canvas *Canvas) SetStrokeColor(r, g, b float32) {
	writeCommand(canvas.contents, "RG", r, g, b)
}

// Push saves a copy of the current graphics state.  The state can later be
// restored using Pop.
func (canvas *Canvas) Push() {
	writeCommand(canvas.contents, "q")
}

// Pop restores the most recently saved graphics state by popping it from the
// stack.
func (canvas *Canvas) Pop() {
	writeCommand(canvas.contents, "Q")
}

// Translate moves the canvas's coordinates system by the given offset.
func (canvas *Canvas) Translate(x, y Unit) {
	writeCommand(canvas.contents, "cm", 1, 0, 0, 1, x, y)
}

// Rotate rotates the canvas's coordinate system by a given angle (in radians).
func (canvas *Canvas) Rotate(theta float32) {
	s, c := math.Sin(float64(theta)), math.Cos(float64(theta))
	writeCommand(canvas.contents, "cm", c, s, -s, c, 0, 0)
}

// Scale multiplies the canvas's coordinate system by the given scalars.
func (canvas *Canvas) Scale(x, y float32) {
	writeCommand(canvas.contents, "cm", x, 0, 0, y, 0, 0)
}

// Transform concatenates a 3x3 matrix with the current transformation matrix.
// The arguments map to values in the matrix as shown below:
//
//  / a b 0 \
//  | c d 0 |
//  \ e f 1 /
//
// For more information, see Section 8.3.4 of ISO 32000-1.
func (canvas *Canvas) Transform(a, b, c, d, e, f float32) {
	writeCommand(canvas.contents, "cm", a, b, c, d, e, f)
}

// DrawText paints a text object onto the canvas.
func (canvas *Canvas) DrawText(text *Text) {
	for fontName := range text.fonts {
		if _, ok := canvas.page.Resources.Font[fontName]; !ok {
			canvas.page.Resources.Font[fontName] = canvas.doc.standardFont(fontName)
		}
	}
	writeCommand(canvas.contents, "BT")
	io.Copy(canvas.contents, &text.buf)
	writeCommand(canvas.contents, "ET")
}

// DrawImage paints a raster image at the given location and scaled to the
// given dimensions.  If you want to render the same image multiple times in
// the same document, use DrawImageReference.
func (canvas *Canvas) DrawImage(img image.Image, rect Rectangle) {
	canvas.DrawImageReference(canvas.doc.AddImage(img), rect)
}

// DrawImageReference paints the raster image referenced in the document at the
// given location and scaled to the given dimensions.
func (canvas *Canvas) DrawImageReference(ref Reference, rect Rectangle) {
	name := canvas.nextImageName()
	canvas.page.Resources.XObject[name] = ref

	canvas.Push()
	canvas.Transform(float32(rect.Dx()), 0, 0, float32(rect.Dy()), float32(rect.Min.X), float32(rect.Min.Y))
	writeCommand(canvas.contents, "Do", name)
	canvas.Pop()
}

// DrawLine paints a straight line from pt1 to pt2 using the current stroke
// color and line width.
func (canvas *Canvas) DrawLine(pt1, pt2 Point) {
	var path Path
	path.Move(pt1)
	path.Line(pt2)
	canvas.Stroke(&path)
}

const anonymousImageFormat = "__image%d__"

func (canvas *Canvas) nextImageName() name {
	var n name
	for {
		n = name(fmt.Sprintf(anonymousImageFormat, canvas.imageCounter))
		canvas.imageCounter++
		if _, ok := canvas.page.Resources.XObject[n]; !ok {
			break
		}
	}
	return n
}

// Path is a shape that can be painted on a canvas.  The zero value is an empty
// path.
type Path struct {
	buf bytes.Buffer
}

// Move begins a new subpath by moving the current point to the given location.
func (path *Path) Move(pt Point) {
	writeCommand(&path.buf, "m", pt.X, pt.Y)
}

// Line appends a line segment from the current point to the given location.
func (path *Path) Line(pt Point) {
	writeCommand(&path.buf, "l", pt.X, pt.Y)
}

// Curve appends a cubic Bezier curve to the path.
func (path *Path) Curve(pt1, pt2, pt3 Point) {
	writeCommand(&path.buf, "c", pt1.X, pt1.Y, pt2.X, pt2.Y, pt3.X, pt3.Y)
}

// Rectangle appends a complete rectangle to the path.
func (path *Path) Rectangle(rect Rectangle) {
	writeCommand(&path.buf, "re", rect.Min.X, rect.Min.Y, rect.Dx(), rect.Dy())
}

// Close appends a line segment from the current point to the starting point of
// the subpath.
func (path *Path) Close() {
	writeCommand(&path.buf, "h")
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"testing"
)

const pathExpectedOutput = `12.00000 34.00000 m
-56.00000 78.00000 l
h
3.10000 -5.90000 21.10000 80.90000 re
`

func TestPath(t *testing.T) {
	path := new(Path)
	path.Move(Point{12, 34})
	path.Line(Point{-56, 78})
	path.Close()
	path.Rectangle(Rectangle{Point{3.1, -5.9}, Point{24.2, 75.0}})

	if path.buf.String() != pathExpectedOutput {
		t.Errorf("Output was %q, expected %q", path.buf.String(), pathExpectedOutput)
	}
}
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// Copyright (C) 2011, Ross Light

/*
	Package pdf implements a Portable Document Format writer, as defined in ISO 32000-1.

	An example of basic usage:

		package main

		import (
			"bitbucket.org/zombiezen/gopdf/pdf"
			"fmt"
			"os"
		)

		func main() {
			doc := pdf.New()
			canvas := doc.NewPage(pdf.USLetterWidth, pdf.USLetterHeight)
			canvas.Translate(100, 100)

			path := new(pdf.Path)
			path.Move(pdf.Point{0, 0})
			path.Line(pdf.Point{100, 0})
			canvas.Stroke(path)

			text := new(pdf.Text)
			text.SetFont(pdf.Helvetica, 14)
			text.Text("Hello, World!")
			canvas.DrawText(text)

			canvas.Close()

			err := doc.Encode(os.Stdout)
			if err != nil {
				fmt.Fprintln(os.Stderr, err)
				os.Exit(1)
			}
		}
*/
package pdf
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"fmt"
	"io"
)

// encoder writes the PDF file format structure.
type encoder struct {
	objects []interface{}
	root    Reference
}

type trailer struct {
	Size int
	Root Reference
}

// add appends an object to the file.  The object is marshalled only when an
// encoding is requested.
func (enc *encoder) add(v interface{}) Reference {
	enc.objects = append(enc.objects, v)
	return Reference{uint(len(enc.objects)), 0}
}

const (
	header  = "%PDF-1.7" + newline + "%\x93\x8c\x8b\x9e" + newline
	newline = "\r\n"
)

// Cross reference strings
const (
	crossReferenceSectionHeader    = "xref" + newline
	crossReferenceSubsectionFormat = "%d %d" + newline
	crossReferenceFormat           = "%010d %05d n" + newline
	crossReferenceFreeFormat       = "%010d %05d f" + newline
)

const trailerHeader = "trailer" + newline

const startxrefFormat = "startxref" + newline + "%d" + newline

const eofString = "%%EOF" + newline

// encode writes an entire PDF document by marshalling the added objects.
func (enc *encoder) encode(wr io.Writer) error {
	w := &offsetWriter{Writer: wr}
	if err := enc.writeHeader(w); err != nil {
		return err
	}
	objectOffsets, err := enc.writeBody(w)
	if err != nil {
		return err
	}
	tableOffset := w.offset
	if err := enc.writeXrefTable(w, objectOffsets); err != nil {
		return err
	}
	if err := enc.writeTrailer(w); err != nil {
		return err
	}
	if err := enc.writeStartxref(w, tableOffset); err != nil {
		return err
	}
	if err := enc.writeEOF(w); err != nil {
		return err
	}
	return nil
}

func (enc *encoder) writeHeader(w *offsetWriter) error {
	_, err := io.WriteString(w, header)
	return err
}

func (enc *encoder) writeBody(w *offsetWriter) ([]int64, error) {
	objectOffsets := make([]int64, len(enc.objects))
	for i, obj := range enc.objects {
		// TODO: Use same buffer for writing across objects
		objectOffsets[i] = w.offset
		data, err := marshal(nil, indirectObject{Reference{uint(i + 1), 0}, obj})
		if err != nil {
			return nil, err
		}
		if _, err = w.Write(append(data, newline...)); err != nil {
			return nil, err
		}
	}
	return objectOffsets, nil
}

func (enc *encoder) writeXrefTable(w *offsetWriter, objectOffsets []int64) error {
	if _, err := io.WriteString(w, crossReferenceSectionHeader); err != nil {
		return err
	}
	if _, err := fmt.Fprintf(w, crossReferenceSubsectionFormat, 0, len(enc.objects)+1); err != nil {
		return err
	}
	if _, err := fmt.Fprintf(w, crossReferenceFreeFormat, 0, 65535); err != nil {
		return err
	}
	for _, offset := range objectOffsets {
		if _, err := fmt.Fprintf(w, crossReferenceFormat, offset, 0); err != nil {
			return err
		}
	}
	return nil
}

func (enc *encoder) writeTrailer(w *offsetWriter) error {
	var err error
	dict := trailer{
		Size: len(enc.objects) + 1,
		Root: enc.root,
	}
	data := make([]byte, 0, len(trailerHeader)+len(newline))
	data = append(data, trailerHeader...)
	if data, err = marshal(data, dict); err != nil {
		return err
	}
	data = append(data, newline...)

	_, err = w.Write(data)
	return err
}

func (enc *encoder) writeStartxref(w *offsetWriter, tableOffset int64) error {
	_, err := fmt.Fprintf(w, startxrefFormat, tableOffset)
	return err
}

func (enc *encoder) writeEOF(w *offsetWriter) error {
	_, err := io.WriteString(w, eofString)
	return err
}

// offsetWriter tracks how many bytes have been written to it.
type offsetWriter struct {
	io.Writer
	offset int64
}

func (w *offsetWriter) Write(p []byte) (n int, err error) {
	n, err = w.Writer.Write(p)
	w.offset += int64(n)
	return
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"bytes"
	"reflect"
	"testing"
)

const encodingTestData = "%PDF-1.7\r\n" +
	"%\x93\x8c\x8b\x9e\r\n" +
	"1 0 obj\r\n" +
	"(Hello, World!)\r\n" +
	"endobj\r\n" +
	"2 0 obj\r\n" +
	"42\r\n" +
	"endobj\r\n" +
	"xref\r\n" +
	"0 3\r\n" +
	"0000000000 65535 f\r\n" +
	"0000000017 00000 n\r\n" +
	"0000000051 00000 n\r\n" +
	"trailer\r\n" +
	"<< /Size 3 /Root 0 0 R >>\r\n" +
	"startxref\r\n" +
	"72\r\n" +
	"%%EOF\r\n"

func TestEncoder(t *testing.T) {
	var e encoder
	if ref := e.add("Hello, World!"); !reflect.DeepEqual(ref, Reference{1, 0}) {
		t.Errorf("After adding first object, reference is %#v", ref)
	}
	if ref := e.add(42); !reflect.DeepEqual(ref, Reference{2, 0}) {
		t.Errorf("After adding second object, reference is %#v", ref)
	}

	var b bytes.Buffer
	if err := e.encode(&b); err != nil {
		t.Fatalf("Encoding error: %v", err)
	}
	if b.String() != encodingTestData {
		t.Errorf("Encoding result %q, want %q", b.String(), encodingTestData)
	}
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"image"
	"image/color"
	"io"
)

const (
	deviceRGBColorSpace name = "DeviceRGB"
)

type imageStream struct {
	*stream
	Width            int
	Height           int
	BitsPerComponent int
	ColorSpace       name
}

type imageStreamInfo struct {
	Type             name
	Subtype          name
	Length           int
	Filter           name `pdf:",omitempty"`
	Width            int
	Height           int
	BitsPerComponent int
	ColorSpace       name
}

func newImageStream(filter name, w, h int) *imageStream {
	return &imageStream{
		stream:           newStream(filter),
		Width:            w,
		Height:           h,
		BitsPerComponent: 8,
		ColorSpace:       deviceRGBColorSpace,
	}
}

func (st *imageStream) marshalPDF(dst []byte) ([]byte, error) {
	return marshalStream(dst, imageStreamInfo{
		Type:             xobjectType,
		Subtype:          imageSubtype,
		Length:           st.Len(),
		Filter:           st.filter,
		Width:            st.Width,
		Height:           st.Height,
		BitsPerComponent: st.BitsPerComponent,
		ColorSpace:       st.ColorSpace,
	}, st.Bytes())
}

// encodeImageStream writes RGB data from an image in PDF format.
func encodeImageStream(w io.Writer, img image.Image) error {
	bd := img.Bounds()
	var buf [3]byte
	for y := bd.Min.Y; y < bd.Max.Y; y++ {
		for x := bd.Min.X; x < bd.Max.X; x++ {
			r, g, b, a := img.At(x, y).RGBA()
			if a != 0 {
				buf[0] = byte((r * 65535 / a) >> 8)
				buf[1] = byte((g * 65535 / a) >> 8)
				buf[2] = byte((b * 65535 / a) >> 8)
			} else {
				buf[0], buf[1], buf[2] = 0, 0, 0
			}
			if _, err := w.Write(buf[:]); err != nil {
				return err
			}
		}
	}
	return nil
}

func encodeRGBAStream(w io.Writer, img *image.RGBA) error {
	var rgb [3]uint8
	var a uint16
	for i := 0; i < len(img.Pix); i += 4 {
		a = uint16(img.Pix[i+3])
		if a != 0 {
			rgb[0] = uint8(uint16(img.Pix[i]) * 65535 / a)
			rgb[1] = uint8(uint16(img.Pix[i+1]) * 65535 / a)
			rgb[2] = uint8(uint16(img.Pix[i+2]) * 65535 / a)
		} else {
			rgb[0], rgb[1], rgb[2] = 0, 0, 0
		}
		if _, err := w.Write(rgb[:]); err != nil {
			return err
		}
	}
	return nil
}

func encodeNRGBAStream(w io.Writer, img *image.NRGBA) error {
	for i := 0; i < len(img.Pix); i += 4 {
		if _, err := w.Write(img.Pix[i : i+3]); err != nil {
			return err
		}
	}
	return nil
}

func encodeYCbCrStream(w io.Writer, img *image.YCbCr) error {
	var buf [3]byte
	var yy, cb, cr byte
	var i, j int
	dx, dy := img.Rect.Dx(), img.Rect.Dy()
	for y := 0; y < dy; y++ {
		for x := 0; x < dx; x++ {
			i, j = x, y
			switch img.SubsampleRatio {
			case image.YCbCrSubsampleRatio420:
				j /= 2
				fallthrough
			case image.YCbCrSubsampleRatio422:
				i /= 2
			}
			yy = img.Y[y*img.YStride+x]
			cb = img.Cb[j*img.CStride+i]
			cr = img.Cr[j*img.CStride+i]

			buf[0], buf[1], buf[2] = color.YCbCrToRGB(yy, cb, cr)
			if _, err := w.Write(buf[:]); err != nil {
				return err
			}
		}
	}
	return nil
}
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package pdf

import (
	"code.google.com/p/go.image/bmp"
	"image"
	"image/jpeg"
	"image/png"
	"io/ioutil"
	"os"
	"testing"
)

const suzanneBytes = 512 * 512 * 3

func loadSuzanneRGBA() (*image.RGBA, error) {
	f, err := os.Open("testdata/suzanne.bmp")
	if err != nil {
		return nil, err
	}
	defer f.Close()

	img, err := bmp.Decode(f)
	if err != nil {
		return nil, err
	}
	return img.(*image.RGBA), nil
}

func loadSuzanneNRGBA() (*image.NRGBA, error) {
	f, err := os.Open("testdata/suzanne.png")
	if err != nil {
		return nil, err
	}
	defer f.Close()

	img, err := png.Decode(f)
	if err != nil {
		return nil, err
	}
	return img.(*image.NRGBA), nil
}

func loadSuzanneYCbCr() (*image.YCbCr, error) {
	f, err := os.Open("testdata/suzanne.jpg")
	if err != nil {
		return nil, err
	}
	defer f.Close()

	img, err := jpeg.Decode(f)
	if err != nil {
		return nil, err
	}
	return img.(*image.YCbCr), nil
}

func BenchmarkEncodeRGBAGeneric(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneRGBA()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeImageStream(ioutil.Discard, img)
	}
}

func BenchmarkEncodeRGBA(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneRGBA()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeRGBAStream(ioutil.Discard, img)
	}
}

func BenchmarkEncodeNRGBAGeneric(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneNRGBA()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeImageStream(ioutil.Discard, img)
	}
}

func BenchmarkEncodeNRGBA(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneNRGBA()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeNRGBAStream(ioutil.Discard, img)
	}
}

func BenchmarkEncodeYCbCrGeneric(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneYCbCr()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeImageStream(ioutil.Discard, img)
	}
}

func BenchmarkEncodeYCbCr(b *testing.B) {
	b.StopTimer()
	img, _ := loadSuzanneYCbCr()
	b.SetBytes(suzanneBytes)
	b.StartTimer()

	for i := 0; i < b.N; i++ {
		encodeYCbCrStream(ioutil.Discard, img)
	}
}
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include $(GOROOT)/src/Make.inc

TARG=bitbucket.org/zombiezen/gopdf/pdf
GOFILES=\
	canvas.go\
	doc.go\
	encode.go\
	image.go\
	marshal.go\
	metrics.go\
	pdf.go\
	objects.go\
	stream.go\
	text.go\

include $(GOROOT)/src/Make.pkg
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"errors"
	"reflect"
	"strconv"
	"strings"
)

// A marshaler can produce a PDF object.
type marshaler interface {
	marshalPDF(dst []byte) ([]byte, error)
}

// marshal returns the PDF encoding of v.
//
// If the value implements the marshaler interface, then its marshalPDF method
// is called.  ints, strings, and floats will be marshalled according to the PDF
// standard.
func marshal(dst []byte, v interface{}) ([]byte, error) {
	state := marshalState{dst}
	if err := state.marshalValue(reflect.ValueOf(v)); err != nil {
		return nil, err
	}
	return state.data, nil
}

type marshalState struct {
	data []byte
}

const marshalFloatPrec = 5

func (state *marshalState) writeString(s string) {
	state.data = append(state.data, s...)
}

func (state *marshalState) marshalValue(v reflect.Value) error {
	if !v.IsValid() {
		state.writeString("null")
		return nil
	}

	if m, ok := v.Interface().(marshaler); ok {
		slice, err := m.marshalPDF(state.data)
		if err != nil {
			return err
		}
		state.data = slice
		return nil
	}

	switch v.Kind() {
	case reflect.Int, reflect.Int8, reflect.Int16, reflect.Int32, reflect.Int64:
		state.writeString(strconv.FormatInt(v.Int(), 10))
		return nil
	case reflect.Uint, reflect.Uint8, reflect.Uint16, reflect.Uint32, reflect.Uint64:
		state.writeString(strconv.FormatUint(v.Uint(), 10))
		return nil
	case reflect.Float32, reflect.Float64:
		state.writeString(strconv.FormatFloat(v.Float(), 'f', marshalFloatPrec, 64))
		return nil
	case reflect.String:
		state.writeString(quote(v.String()))
		return nil
	case reflect.Ptr, reflect.Interface:
		return state.marshalValue(v.Elem())
	case reflect.Array, reflect.Slice:
		return state.marshalSlice(v)
	case reflect.Map:
		return state.marshalDictionary(v)
	case reflect.Struct:
		return state.marshalStruct(v)
	}

	return errors.New("pdf: unsupported type: " + v.Type().String())
}

// quote escapes a string and returns a PDF string literal.
func quote(s string) string {
	r := strings.NewReplacer(
		"\r", `\r`,
		"\t", `\t`,
		"\b", `\b`,
		"\f", `\f`,
		"(", `\(`,
		")", `\)`,
		`\`, `\\`,
	)
	return "(" + r.Replace(s) + ")"
}

func (state *marshalState) marshalSlice(v reflect.Value) error {
	state.writeString("[ ")
	for i := 0; i < v.Len(); i++ {
		if err := state.marshalValue(v.Index(i)); err != nil {
			return err
		}
		state.writeString(" ")
	}
	state.writeString("]")
	return nil
}

func (state *marshalState) marshalDictionary(v reflect.Value) error {
	if v.Type().Key() != reflect.TypeOf(name("")) {
		return errors.New("pdf: cannot marshal dictionary with key type: " + v.Type().Key().String())
	}

	state.writeString("<< ")
	for _, k := range v.MapKeys() {
		state.marshalKeyValue(k.Interface().(name), v.MapIndex(k))
	}
	state.writeString(">>")
	return nil
}

func (state *marshalState) marshalStruct(v reflect.Value) error {
	state.writeString("<< ")
	t := v.Type()
	n := v.NumField()
	for i := 0; i < n; i++ {
		f := t.Field(i)
		if f.PkgPath != "" {
			continue
		}

		tag, omitEmpty := f.Name, false
		if tv := f.Tag.Get("pdf"); tv != "" {
			if tv == "-" {
				continue
			}

			name, options := parseTag(tv)
			if name != "" {
				tag = name
			}
			omitEmpty = options.Contains("omitempty")
		}

		fieldValue := v.Field(i)
		if omitEmpty && isEmptyValue(fieldValue) {
			continue
		}

		state.marshalKeyValue(name(tag), fieldValue)
	}
	state.writeString(">>")
	return nil
}

func (state *marshalState) marshalKeyValue(k name, v reflect.Value) error {
	slice, err := k.marshalPDF(state.data)
	if err != nil {
		return err
	}
	state.data = slice
	state.writeString(" ")

	if err := state.marshalValue(v); err != nil {
		return err
	}
	state.writeString(" ")

	return nil
}

type tagOptions []string

func parseTag(tag string) (name string, options tagOptions) {
	result := strings.Split(tag, ",")
	return result[0], tagOptions(result[1:])
}

func (options tagOptions) Contains(opt string) bool {
	for _, o := range options {
		if opt == o {
			return true
		}
	}
	return false
}

func isEmptyValue(v reflect.Value) bool {
	switch v.Kind() {
	case reflect.Array, reflect.Map, reflect.Slice, reflect.String:
		return v.Len() == 0
	case reflect.Bool:
		return !v.Bool()
	case reflect.Int, reflect.Int8, reflect.Int16, reflect.Int32, reflect.Int64:
		return v.Int() == 0
	case reflect.Uint, reflect.Uint8, reflect.Uint16, reflect.Uint32, reflect.Uint64, reflect.Uintptr:
		return v.Uint() == 0
	case reflect.Float32, reflect.Float64:
		return v.Float() == 0
	case reflect.Interface, reflect.Ptr:
		return v.IsNil()
	}
	return false
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"testing"
)

type marshalTest struct {
	Value    interface{}
	Expected string
}

type fooStruct struct {
	Size    int64
	Params  map[name]string
	NotHere string  `pdf:"-"`
	Rename  float64 `pdf:"Pi"`
	TheVoid []int   `pdf:",omitempty"`
}

var marshalTests = []marshalTest{
	{nil, "null"},
	{"", "()"},
	{"This is a string", "(This is a string)"},
	{"Strings may contain newlines\nand such.", "(Strings may contain newlines\nand such.)"},
	{"Escape (this).", `(Escape \(this\).)`},
	{int(123), "123"},
	{int(-321), "-321"},
	{float64(-3.141599), "-3.14160"},
	{float64(1e9), "1000000000.00000"},
	{name(""), "/"},
	{name("foo"), "/foo"},
	{[]interface{}{}, `[ ]`},
	{[]string{"foo", "(parens)"}, `[ (foo) (\(parens\)) ]`},
	{map[name]string{}, `<< >>`},
	{map[name]string{name("foo"): "bar"}, `<< /foo (bar) >>`},
	{indirectObject{Reference{42, 0}, "foo"}, "42 0 obj\r\n(foo)\r\nendobj"},
	{Reference{42, 0}, `42 0 R`},
	{
		fooStruct{
			Size:    42,
			Params:  map[name]string{name("this"): "that"},
			NotHere: "XXX",
			Rename:  3.141592,
			TheVoid: []int{1, 2, 3},
		},
		`<< /Size 42 /Params << /this (that) >> /Pi 3.14159 /TheVoid [ 1 2 3 ] >>`,
	},
	{
		fooStruct{
			Size:    42,
			Params:  map[name]string{name("this"): "that"},
			NotHere: "XXX",
			Rename:  3.141592,
			TheVoid: nil,
		},
		`<< /Size 42 /Params << /this (that) >> /Pi 3.14159 >>`,
	},
	{
		Rectangle{Point{1, 2}, Point{3, 4}},
		`[ 1.00000 2.00000 3.00000 4.00000 ]`,
	},
}

func TestMarshal(t *testing.T) {
	for i, tt := range marshalTests {
		result, err := marshal(nil, tt.Value)
		switch {
		case err != nil:
			t.Errorf("%d. Marshal(%#v) error: %v", i, tt.Value, err)
		case string(result) != tt.Expected:
			t.Errorf("%d. Marshal(%#v) != %q (got %q)", i, tt.Value, tt.Expected, result)
		}
	}
}
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package pdf

// Courier
var courierWidths = []uint16{
	32:  600, // space
	33:  600, // exclam
	34:  600, // quotedbl
	35:  600, // numbersign
	36:  600, // dollar
	37:  600, // percent
	38:  600, // ampersand
	39:  600, // quoteright
	40:  600, // parenleft
	41:  600, // parenright
	42:  600, // asterisk
	43:  600, // plus
	44:  600, // comma
	45:  600, // hyphen
	46:  600, // period
	47:  600, // slash
	48:  600, // zero
	49:  600, // one
	50:  600, // two
	51:  600, // three
	52:  600, // four
	53:  600, // five
	54:  600, // six
	55:  600, // seven
	56:  600, // eight
	57:  600, // nine
	58:  600, // colon
	59:  600, // semicolon
	60:  600, // less
	61:  600, // equal
	62:  600, // greater
	63:  600, // question
	64:  600, // at
	65:  600, // A
	66:  600, // B
	67:  600, // C
	68:  600, // D
	69:  600, // E
	70:  600, // F
	71:  600, // G
	72:  600, // H
	73:  600, // I
	74:  600, // J
	75:  600, // K
	76:  600, // L
	77:  600, // M
	78:  600, // N
	79:  600, // O
	80:  600, // P
	81:  600, // Q
	82:  600, // R
	83:  600, // S
	84:  600, // T
	85:  600, // U
	86:  600, // V
	87:  600, // W
	88:  600, // X
	89:  600, // Y
	90:  600, // Z
	91:  600, // bracketleft
	92:  600, // backslash
	93:  600, // bracketright
	94:  600, // asciicircum
	95:  600, // underscore
	96:  600, // quoteleft
	97:  600, // a
	98:  600, // b
	99:  600, // c
	100: 600, // d
	101: 600, // e
	102: 600, // f
	103: 600, // g
	104: 600, // h
	105: 600, // i
	106: 600, // j
	107: 600, // k
	108: 600, // l
	109: 600, // m
	110: 600, // n
	111: 600, // o
	112: 600, // p
	113: 600, // q
	114: 600, // r
	115: 600, // s
	116: 600, // t
	117: 600, // u
	118: 600, // v
	119: 600, // w
	120: 600, // x
	121: 600, // y
	122: 600, // z
	123: 600, // braceleft
	124: 600, // bar
	125: 600, // braceright
	126: 600, // asciitilde
}

// Courier-Bold
var courierBoldWidths = []uint16{
	32:  600, // space
	33:  600, // exclam
	34:  600, // quotedbl
	35:  600, // numbersign
	36:  600, // dollar
	37:  600, // percent
	38:  600, // ampersand
	39:  600, // quoteright
	40:  600, // parenleft
	41:  600, // parenright
	42:  600, // asterisk
	43:  600, // plus
	44:  600, // comma
	45:  600, // hyphen
	46:  600, // period
	47:  600, // slash
	48:  600, // zero
	49:  600, // one
	50:  600, // two
	51:  600, // three
	52:  600, // four
	53:  600, // five
	54:  600, // six
	55:  600, // seven
	56:  600, // eight
	57:  600, // nine
	58:  600, // colon
	59:  600, // semicolon
	60:  600, // less
	61:  600, // equal
	62:  600, // greater
	63:  600, // question
	64:  600, // at
	65:  600, // A
	66:  600, // B
	67:  600, // C
	68:  600, // D
	69:  600, // E
	70:  600, // F
	71:  600, // G
	72:  600, // H
	73:  600, // I
	74:  600, // J
	75:  600, // K
	76:  600, // L
	77:  600, // M
	78:  600, // N
	79:  600, // O
	80:  600, // P
	81:  600, // Q
	82:  600, // R
	83:  600, // S
	84:  600, // T
	85:  600, // U
	86:  600, // V
	87:  600, // W
	88:  600, // X
	89:  600, // Y
	90:  600, // Z
	91:  600, // bracketleft
	92:  600, // backslash
	93:  600, // bracketright
	94:  600, // asciicircum
	95:  600, // underscore
	96:  600, // quoteleft
	97:  600, // a
	98:  600, // b
	99:  600, // c
	100: 600, // d
	101: 600, // e
	102: 600, // f
	103: 600, // g
	104: 600, // h
	105: 600, // i
	106: 600, // j
	107: 600, // k
	108: 600, // l
	109: 600, // m
	110: 600, // n
	111: 600, // o
	112: 600, // p
	113: 600, // q
	114: 600, // r
	115: 600, // s
	116: 600, // t
	117: 600, // u
	118: 600, // v
	119: 600, // w
	120: 600, // x
	121: 600, // y
	122: 600, // z
	123: 600, // braceleft
	124: 600, // bar
	125: 600, // braceright
	126: 600, // asciitilde
}

// Courier-BoldOblique
var courierBoldObliqueWidths = []uint16{
	32:  600, // space
	33:  600, // exclam
	34:  600, // quotedbl
	35:  600, // numbersign
	36:  600, // dollar
	37:  600, // percent
	38:  600, // ampersand
	39:  600, // quoteright
	40:  600, // parenleft
	41:  600, // parenright
	42:  600, // asterisk
	43:  600, // plus
	44:  600, // comma
	45:  600, // hyphen
	46:  600, // period
	47:  600, // slash
	48:  600, // zero
	49:  600, // one
	50:  600, // two
	51:  600, // three
	52:  600, // four
	53:  600, // five
	54:  600, // six
	55:  600, // seven
	56:  600, // eight
	57:  600, // nine
	58:  600, // colon
	59:  600, // semicolon
	60:  600, // less
	61:  600, // equal
	62:  600, // greater
	63:  600, // question
	64:  600, // at
	65:  600, // A
	66:  600, // B
	67:  600, // C
	68:  600, // D
	69:  600, // E
	70:  600, // F
	71:  600, // G
	72:  600, // H
	73:  600, // I
	74:  600, // J
	75:  600, // K
	76:  600, // L
	77:  600, // M
	78:  600, // N
	79:  600, // O
	80:  600, // P
	81:  600, // Q
	82:  600, // R
	83:  600, // S
	84:  600, // T
	85:  600, // U
	86:  600, // V
	87:  600, // W
	88:  600, // X
	89:  600, // Y
	90:  600, // Z
	91:  600, // bracketleft
	92:  600, // backslash
	93:  600, // bracketright
	94:  600, // asciicircum
	95:  600, // underscore
	96:  600, // quoteleft
	97:  600, // a
	98:  600, // b
	99:  600, // c
	100: 600, // d
	101: 600, // e
	102: 600, // f
	103: 600, // g
	104: 600, // h
	105: 600, // i
	106: 600, // j
	107: 600, // k
	108: 600, // l
	109: 600, // m
	110: 600, // n
	111: 600, // o
	112: 600, // p
	113: 600, // q
	114: 600, // r
	115: 600, // s
	116: 600, // t
	117: 600, // u
	118: 600, // v
	119: 600, // w
	120: 600, // x
	121: 600, // y
	122: 600, // z
	123: 600, // braceleft
	124: 600, // bar
	125: 600, // braceright
	126: 600, // asciitilde
}

// Courier-Oblique
var courierObliqueWidths = []uint16{
	32:  600, // space
	33:  600, // exclam
	34:  600, // quotedbl
	35:  600, // numbersign
	36:  600, // dollar
	37:  600, // percent
	38:  600, // ampersand
	39:  600, // quoteright
	40:  600, // parenleft
	41:  600, // parenright
	42:  600, // asterisk
	43:  600, // plus
	44:  600, // comma
	45:  600, // hyphen
	46:  600, // period
	47:  600, // slash
	48:  600, // zero
	49:  600, // one
	50:  600, // two
	51:  600, // three
	52:  600, // four
	53:  600, // five
	54:  600, // six
	55:  600, // seven
	56:  600, // eight
	57:  600, // nine
	58:  600, // colon
	59:  600, // semicolon
	60:  600, // less
	61:  600, // equal
	62:  600, // greater
	63:  600, // question
	64:  600, // at
	65:  600, // A
	66:  600, // B
	67:  600, // C
	68:  600, // D
	69:  600, // E
	70:  600, // F
	71:  600, // G
	72:  600, // H
	73:  600, // I
	74:  600, // J
	75:  600, // K
	76:  600, // L
	77:  600, // M
	78:  600, // N
	79:  600, // O
	80:  600, // P
	81:  600, // Q
	82:  600, // R
	83:  600, // S
	84:  600, // T
	85:  600, // U
	86:  600, // V
	87:  600, // W
	88:  600, // X
	89:  600, // Y
	90:  600, // Z
	91:  600, // bracketleft
	92:  600, // backslash
	93:  600, // bracketright
	94:  600, // asciicircum
	95:  600, // underscore
	96:  600, // quoteleft
	97:  600, // a
	98:  600, // b
	99:  600, // c
	100: 600, // d
	101: 600, // e
	102: 600, // f
	103: 600, // g
	104: 600, // h
	105: 600, // i
	106: 600, // j
	107: 600, // k
	108: 600, // l
	109: 600, // m
	110: 600, // n
	111: 600, // o
	112: 600, // p
	113: 600, // q
	114: 600, // r
	115: 600, // s
	116: 600, // t
	117: 600, // u
	118: 600, // v
	119: 600, // w
	120: 600, // x
	121: 600, // y
	122: 600, // z
	123: 600, // braceleft
	124: 600, // bar
	125: 600, // braceright
	126: 600, // asciitilde
}

// Helvetica
var helveticaWidths = []uint16{
	32:  278,  // space
	33:  278,  // exclam
	34:  355,  // quotedbl
	35:  556,  // numbersign
	36:  556,  // dollar
	37:  889,  // percent
	38:  667,  // ampersand
	39:  222,  // quoteright
	40:  333,  // parenleft
	41:  333,  // parenright
	42:  389,  // asterisk
	43:  584,  // plus
	44:  278,  // comma
	45:  333,  // hyphen
	46:  278,  // period
	47:  278,  // slash
	48:  556,  // zero
	49:  556,  // one
	50:  556,  // two
	51:  556,  // three
	52:  556,  // four
	53:  556,  // five
	54:  556,  // six
	55:  556,  // seven
	56:  556,  // eight
	57:  556,  // nine
	58:  278,  // colon
	59:  278,  // semicolon
	60:  584,  // less
	61:  584,  // equal
	62:  584,  // greater
	63:  556,  // question
	64:  1015, // at
	65:  667,  // A
	66:  667,  // B
	67:  722,  // C
	68:  722,  // D
	69:  667,  // E
	70:  611,  // F
	71:  778,  // G
	72:  722,  // H
	73:  278,  // I
	74:  500,  // J
	75:  667,  // K
	76:  556,  // L
	77:  833,  // M
	78:  722,  // N
	79:  778,  // O
	80:  667,  // P
	81:  778,  // Q
	82:  722,  // R
	83:  667,  // S
	84:  611,  // T
	85:  722,  // U
	86:  667,  // V
	87:  944,  // W
	88:  667,  // X
	89:  667,  // Y
	90:  611,  // Z
	91:  278,  // bracketleft
	92:  278,  // backslash
	93:  278,  // bracketright
	94:  469,  // asciicircum
	95:  556,  // underscore
	96:  222,  // quoteleft
	97:  556,  // a
	98:  556,  // b
	99:  500,  // c
	100: 556,  // d
	101: 556,  // e
	102: 278,  // f
	103: 556,  // g
	104: 556,  // h
	105: 222,  // i
	106: 222,  // j
	107: 500,  // k
	108: 222,  // l
	109: 833,  // m
	110: 556,  // n
	111: 556,  // o
	112: 556,  // p
	113: 556,  // q
	114: 333,  // r
	115: 500,  // s
	116: 278,  // t
	117: 556,  // u
	118: 500,  // v
	119: 722,  // w
	120: 500,  // x
	121: 500,  // y
	122: 500,  // z
	123: 334,  // braceleft
	124: 260,  // bar
	125: 334,  // braceright
	126: 584,  // asciitilde
}

// Helvetica-Bold
var helveticaBoldWidths = []uint16{
	32:  278, // space
	33:  333, // exclam
	34:  474, // quotedbl
	35:  556, // numbersign
	36:  556, // dollar
	37:  889, // percent
	38:  722, // ampersand
	39:  278, // quoteright
	40:  333, // parenleft
	41:  333, // parenright
	42:  389, // asterisk
	43:  584, // plus
	44:  278, // comma
	45:  333, // hyphen
	46:  278, // period
	47:  278, // slash
	48:  556, // zero
	49:  556, // one
	50:  556, // two
	51:  556, // three
	52:  556, // four
	53:  556, // five
	54:  556, // six
	55:  556, // seven
	56:  556, // eight
	57:  556, // nine
	58:  333, // colon
	59:  333, // semicolon
	60:  584, // less
	61:  584, // equal
	62:  584, // greater
	63:  611, // question
	64:  975, // at
	65:  722, // A
	66:  722, // B
	67:  722, // C
	68:  722, // D
	69:  667, // E
	70:  611, // F
	71:  778, // G
	72:  722, // H
	73:  278, // I
	74:  556, // J
	75:  722, // K
	76:  611, // L
	77:  833, // M
	78:  722, // N
	79:  778, // O
	80:  667, // P
	81:  778, // Q
	82:  722, // R
	83:  667, // S
	84:  611, // T
	85:  722, // U
	86:  667, // V
	87:  944, // W
	88:  667, // X
	89:  667, // Y
	90:  611, // Z
	91:  333, // bracketleft
	92:  278, // backslash
	93:  333, // bracketright
	94:  584, // asciicircum
	95:  556, // underscore
	96:  278, // quoteleft
	97:  556, // a
	98:  611, // b
	99:  556, // c
	100: 611, // d
	101: 556, // e
	102: 333, // f
	103: 611, // g
	104: 611, // h
	105: 278, // i
	106: 278, // j
	107: 556, // k
	108: 278, // l
	109: 889, // m
	110: 611, // n
	111: 611, // o
	112: 611, // p
	113: 611, // q
	114: 389, // r
	115: 556, // s
	116: 333, // t
	117: 611, // u
	118: 556, // v
	119: 778, // w
	120: 556, // x
	121: 556, // y
	122: 500, // z
	123: 389, // braceleft
	124: 280, // bar
	125: 389, // braceright
	126: 584, // asciitilde
}

// Helvetica-BoldOblique
var helveticaBoldObliqueWidths = []uint16{
	32:  278, // space
	33:  333, // exclam
	34:  474, // quotedbl
	35:  556, // numbersign
	36:  556, // dollar
	37:  889, // percent
	38:  722, // ampersand
	39:  278, // quoteright
	40:  333, // parenleft
	41:  333, // parenright
	42:  389, // asterisk
	43:  584, // plus
	44:  278, // comma
	45:  333, // hyphen
	46:  278, // period
	47:  278, // slash
	48:  556, // zero
	49:  556, // one
	50:  556, // two
	51:  556, // three
	52:  556, // four
	53:  556, // five
	54:  556, // six
	55:  556, // seven
	56:  556, // eight
	57:  556, // nine
	58:  333, // colon
	59:  333, // semicolon
	60:  584, // less
	61:  584, // equal
	62:  584, // greater
	63:  611, // question
	64:  975, // at
	65:  722, // A
	66:  722, // B
	67:  722, // C
	68:  722, // D
	69:  667, // E
	70:  611, // F
	71:  778, // G
	72:  722, // H
	73:  278, // I
	74:  556, // J
	75:  722, // K
	76:  611, // L
	77:  833, // M
	78:  722, // N
	79:  778, // O
	80:  667, // P
	81:  778, // Q
	82:  722, // R
	83:  667, // S
	84:  611, // T
	85:  722, // U
	86:  667, // V
	87:  944, // W
	88:  667, // X
	89:  667, // Y
	90:  611, // Z
	91:  333, // bracketleft
	92:  278, // backslash
	93:  333, // bracketright
	94:  584, // asciicircum
	95:  556, // underscore
	96:  278, // quoteleft
	97:  556, // a
	98:  611, // b
	99:  556, // c
	100: 611, // d
	101: 556, // e
	102: 333, // f
	103: 611, // g
	104: 611, // h
	105: 278, // i
	106: 278, // j
	107: 556, // k
	108: 278, // l
	109: 889, // m
	110: 611, // n
	111: 611, // o
	112: 611, // p
	113: 611, // q
	114: 389, // r
	115: 556, // s
	116: 333, // t
	117: 611, // u
	118: 556, // v
	119: 778, // w
	120: 556, // x
	121: 556, // y
	122: 500, // z
	123: 389, // braceleft
	124: 280, // bar
	125: 389, // braceright
	126: 584, // asciitilde
}

// Helvetica-Oblique
var helveticaObliqueWidths = []uint16{
	32:  278,  // space
	33:  278,  // exclam
	34:  355,  // quotedbl
	35:  556,  // numbersign
	36:  556,  // dollar
	37:  889,  // percent
	38:  667,  // ampersand
	39:  222,  // quoteright
	40:  333,  // parenleft
	41:  333,  // parenright
	42:  389,  // asterisk
	43:  584,  // plus
	44:  278,  // comma
	45:  333,  // hyphen
	46:  278,  // period
	47:  278,  // slash
	48:  556,  // zero
	49:  556,  // one
	50:  556,  // two
	51:  556,  // three
	52:  556,  // four
	53:  556,  // five
	54:  556,  // six
	55:  556,  // seven
	56:  556,  // eight
	57:  556,  // nine
	58:  278,  // colon
	59:  278,  // semicolon
	60:  584,  // less
	61:  584,  // equal
	62:  584,  // greater
	63:  556,  // question
	64:  1015, // at
	65:  667,  // A
	66:  667,  // B
	67:  722,  // C
	68:  722,  // D
	69:  667,  // E
	70:  611,  // F
	71:  778,  // G
	72:  722,  // H
	73:  278,  // I
	74:  500,  // J
	75:  667,  // K
	76:  556,  // L
	77:  833,  // M
	78:  722,  // N
	79:  778,  // O
	80:  667,  // P
	81:  778,  // Q
	82:  722,  // R
	83:  667,  // S
	84:  611,  // T
	85:  722,  // U
	86:  667,  // V
	87:  944,  // W
	88:  667,  // X
	89:  667,  // Y
	90:  611,  // Z
	91:  278,  // bracketleft
	92:  278,  // backslash
	93:  278,  // bracketright
	94:  469,  // asciicircum
	95:  556,  // underscore
	96:  222,  // quoteleft
	97:  556,  // a
	98:  556,  // b
	99:  500,  // c
	100: 556,  // d
	101: 556,  // e
	102: 278,  // f
	103: 556,  // g
	104: 556,  // h
	105: 222,  // i
	106: 222,  // j
	107: 500,  // k
	108: 222,  // l
	109: 833,  // m
	110: 556,  // n
	111: 556,  // o
	112: 556,  // p
	113: 556,  // q
	114: 333,  // r
	115: 500,  // s
	116: 278,  // t
	117: 556,  // u
	118: 500,  // v
	119: 722,  // w
	120: 500,  // x
	121: 500,  // y
	122: 500,  // z
	123: 334,  // braceleft
	124: 260,  // bar
	125: 334,  // braceright
	126: 584,  // asciitilde
}

// Symbol
var symbolWidths = []uint16{
	32:  250, // space
	33:  333, // exclam
	34:  713, // universal
	35:  500, // numbersign
	36:  549, // existential
	37:  833, // percent
	38:  778, // ampersand
	39:  439, // suchthat
	40:  333, // parenleft
	41:  333, // parenright
	42:  500, // asteriskmath
	43:  549, // plus
	44:  250, // comma
	45:  549, // minus
	46:  250, // period
	47:  278, // slash
	48:  500, // zero
	49:  500, // one
	50:  500, // two
	51:  500, // three
	52:  500, // four
	53:  500, // five
	54:  500, // six
	55:  500, // seven
	56:  500, // eight
	57:  500, // nine
	58:  278, // colon
	59:  278, // semicolon
	60:  549, // less
	61:  549, // equal
	62:  549, // greater
	63:  444, // question
	64:  549, // congruent
	65:  722, // Alpha
	66:  667, // Beta
	67:  722, // Chi
	68:  612, // Delta
	69:  611, // Epsilon
	70:  763, // Phi
	71:  603, // Gamma
	72:  722, // Eta
	73:  333, // Iota
	74:  631, // theta
	75:  722, // Kappa
	76:  686, // Lambda
	77:  889, // Mu
	78:  722, // Nu
	79:  722, // Omicron
	80:  768, // Pi
	81:  741, // Theta
	82:  556, // Rho
	83:  592, // Sigma
	84:  611, // Tau
	85:  690, // Upsilon
	86:  439, // sigma
	87:  768, // Omega
	88:  645, // Xi
	89:  795, // Psi
	90:  611, // Zeta
	91:  333, // bracketleft
	92:  863, // therefore
	93:  333, // bracketright
	94:  658, // perpendicular
	95:  500, // underscore
	96:  500, // radicalex
	97:  631, // alpha
	98:  549, // beta
	99:  549, // chi
	100: 494, // delta
	101: 439, // epsilon
	102: 521, // phi
	103: 411, // gamma
	104: 603, // eta
	105: 329, // iota
	106: 603, // phi
	107: 549, // kappa
	108: 549, // lambda
	109: 576, // mu
	110: 521, // nu
	111: 549, // omicron
	112: 549, // pi
	113: 521, // theta
	114: 549, // rho
	115: 603, // sigma
	116: 439, // tau
	117: 576, // upsilon
	118: 713, // omega
	119: 686, // omega
	120: 493, // xi
	121: 686, // psi
	122: 494, // zeta
	123: 480, // braceleft
	124: 200, // bar
	125: 480, // braceright
	126: 549, // similar
}

// Times-Bold
var timesBoldWidths = []uint16{
	32:  250,  // space
	33:  333,  // exclam
	34:  555,  // quotedbl
	35:  500,  // numbersign
	36:  500,  // dollar
	37:  1000, // percent
	38:  833,  // ampersand
	39:  333,  // quoteright
	40:  333,  // parenleft
	41:  333,  // parenright
	42:  500,  // asterisk
	43:  570,  // plus
	44:  250,  // comma
	45:  333,  // hyphen
	46:  250,  // period
	47:  278,  // slash
	48:  500,  // zero
	49:  500,  // one
	50:  500,  // two
	51:  500,  // three
	52:  500,  // four
	53:  500,  // five
	54:  500,  // six
	55:  500,  // seven
	56:  500,  // eight
	57:  500,  // nine
	58:  333,  // colon
	59:  333,  // semicolon
	60:  570,  // less
	61:  570,  // equal
	62:  570,  // greater
	63:  500,  // question
	64:  930,  // at
	65:  722,  // A
	66:  667,  // B
	67:  722,  // C
	68:  722,  // D
	69:  667,  // E
	70:  611,  // F
	71:  778,  // G
	72:  778,  // H
	73:  389,  // I
	74:  500,  // J
	75:  778,  // K
	76:  667,  // L
	77:  944,  // M
	78:  722,  // N
	79:  778,  // O
	80:  611,  // P
	81:  778,  // Q
	82:  722,  // R
	83:  556,  // S
	84:  667,  // T
	85:  722,  // U
	86:  722,  // V
	87:  1000, // W
	88:  722,  // X
	89:  722,  // Y
	90:  667,  // Z
	91:  333,  // bracketleft
	92:  278,  // backslash
	93:  333,  // bracketright
	94:  581,  // asciicircum
	95:  500,  // underscore
	96:  333,  // quoteleft
	97:  500,  // a
	98:  556,  // b
	99:  444,  // c
	100: 556,  // d
	101: 444,  // e
	102: 333,  // f
	103: 500,  // g
	104: 556,  // h
	105: 278,  // i
	106: 333,  // j
	107: 556,  // k
	108: 278,  // l
	109: 833,  // m
	110: 556,  // n
	111: 500,  // o
	112: 556,  // p
	113: 556,  // q
	114: 444,  // r
	115: 389,  // s
	116: 333,  // t
	117: 556,  // u
	118: 500,  // v
	119: 722,  // w
	120: 500,  // x
	121: 500,  // y
	122: 444,  // z
	123: 394,  // braceleft
	124: 220,  // bar
	125: 394,  // braceright
	126: 520,  // asciitilde
}

// Times-BoldItalic
var timesBoldItalicWidths = []uint16{
	32:  250, // space
	33:  389, // exclam
	34:  555, // quotedbl
	35:  500, // numbersign
	36:  500, // dollar
	37:  833, // percent
	38:  778, // ampersand
	39:  333, // quoteright
	40:  333, // parenleft
	41:  333, // parenright
	42:  500, // asterisk
	43:  570, // plus
	44:  250, // comma
	45:  333, // hyphen
	46:  250, // period
	47:  278, // slash
	48:  500, // zero
	49:  500, // one
	50:  500, // two
	51:  500, // three
	52:  500, // four
	53:  500, // five
	54:  500, // six
	55:  500, // seven
	56:  500, // eight
	57:  500, // nine
	58:  333, // colon
	59:  333, // semicolon
	60:  570, // less
	61:  570, // equal
	62:  570, // greater
	63:  500, // question
	64:  832, // at
	65:  667, // A
	66:  667, // B
	67:  667, // C
	68:  722, // D
	69:  667, // E
	70:  667, // F
	71:  722, // G
	72:  778, // H
	73:  389, // I
	74:  500, // J
	75:  667, // K
	76:  611, // L
	77:  889, // M
	78:  722, // N
	79:  722, // O
	80:  611, // P
	81:  722, // Q
	82:  667, // R
	83:  556, // S
	84:  611, // T
	85:  722, // U
	86:  667, // V
	87:  889, // W
	88:  667, // X
	89:  611, // Y
	90:  611, // Z
	91:  333, // bracketleft
	92:  278, // backslash
	93:  333, // bracketright
	94:  570, // asciicircum
	95:  500, // underscore
	96:  333, // quoteleft
	97:  500, // a
	98:  500, // b
	99:  444, // c
	100: 500, // d
	101: 444, // e
	102: 333, // f
	103: 500, // g
	104: 556, // h
	105: 278, // i
	106: 278, // j
	107: 500, // k
	108: 278, // l
	109: 778, // m
	110: 556, // n
	111: 500, // o
	112: 500, // p
	113: 500, // q
	114: 389, // r
	115: 389, // s
	116: 278, // t
	117: 556, // u
	118: 444, // v
	119: 667, // w
	120: 500, // x
	121: 444, // y
	122: 389, // z
	123: 348, // braceleft
	124: 220, // bar
	125: 348, // braceright
	126: 570, // asciitilde
}

// Times-Italic
var timesItalicWidths = []uint16{
	32:  250, // space
	33:  333, // exclam
	34:  420, // quotedbl
	35:  500, // numbersign
	36:  500, // dollar
	37:  833, // percent
	38:  778, // ampersand
	39:  333, // quoteright
	40:  333, // parenleft
	41:  333, // parenright
	42:  500, // asterisk
	43:  675, // plus
	44:  250, // comma
	45:  333, // hyphen
	46:  250, // period
	47:  278, // slash
	48:  500, // zero
	49:  500, // one
	50:  500, // two
	51:  500, // three
	52:  500, // four
	53:  500, // five
	54:  500, // six
	55:  500, // seven
	56:  500, // eight
	57:  500, // nine
	58:  333, // colon
	59:  333, // semicolon
	60:  675, // less
	61:  675, // equal
	62:  675, // greater
	63:  500, // question
	64:  920, // at
	65:  611, // A
	66:  611, // B
	67:  667, // C
	68:  722, // D
	69:  611, // E
	70:  611, // F
	71:  722, // G
	72:  722, // H
	73:  333, // I
	74:  444, // J
	75:  667, // K
	76:  556, // L
	77:  833, // M
	78:  667, // N
	79:  722, // O
	80:  611, // P
	81:  722, // Q
	82:  611, // R
	83:  500, // S
	84:  556, // T
	85:  722, // U
	86:  611, // V
	87:  833, // W
	88:  611, // X
	89:  556, // Y
	90:  556, // Z
	91:  389, // bracketleft
	92:  278, // backslash
	93:  389, // bracketright
	94:  422, // asciicircum
	95:  500, // underscore
	96:  333, // quoteleft
	97:  500, // a
	98:  500, // b
	99:  444, // c
	100: 500, // d
	101: 444, // e
	102: 278, // f
	103: 500, // g
	104: 500, // h
	105: 278, // i
	106: 278, // j
	107: 444, // k
	108: 278, // l
	109: 722, // m
	110: 500, // n
	111: 500, // o
	112: 500, // p
	113: 500, // q
	114: 389, // r
	115: 389, // s
	116: 278, // t
	117: 500, // u
	118: 444, // v
	119: 667, // w
	120: 444, // x
	121: 444, // y
	122: 389, // z
	123: 400, // braceleft
	124: 275, // bar
	125: 400, // braceright
	126: 541, // asciitilde
}

// Times-Roman
var timesRomanWidths = []uint16{
	32:  250, // space
	33:  333, // exclam
	34:  408, // quotedbl
	35:  500, // numbersign
	36:  500, // dollar
	37:  833, // percent
	38:  778, // ampersand
	39:  333, // quoteright
	40:  333, // parenleft
	41:  333, // parenright
	42:  500, // asterisk
	43:  564, // plus
	44:  250, // comma
	45:  333, // hyphen
	46:  250, // period
	47:  278, // slash
	48:  500, // zero
	49:  500, // one
	50:  500, // two
	51:  500, // three
	52:  500, // four
	53:  500, // five
	54:  500, // six
	55:  500, // seven
	56:  500, // eight
	57:  500, // nine
	58:  278, // colon
	59:  278, // semicolon
	60:  564, // less
	61:  564, // equal
	62:  564, // greater
	63:  444, // question
	64:  921, // at
	65:  722, // A
	66:  667, // B
	67:  667, // C
	68:  722, // D
	69:  611, // E
	70:  556, // F
	71:  722, // G
	72:  722, // H
	73:  333, // I
	74:  389, // J
	75:  722, // K
	76:  611, // L
	77:  889, // M
	78:  722, // N
	79:  722, // O
	80:  556, // P
	81:  722, // Q
	82:  667, // R
	83:  556, // S
	84:  611, // T
	85:  722, // U
	86:  722, // V
	87:  944, // W
	88:  722, // X
	89:  722, // Y
	90:  611, // Z
	91:  333, // bracketleft
	92:  278, // backslash
	93:  333, // bracketright
	94:  469, // asciicircum
	95:  500, // underscore
	96:  333, // quoteleft
	97:  444, // a
	98:  500, // b
	99:  444, // c
	100: 500, // d
	101: 444, // e
	102: 333, // f
	103: 500, // g
	104: 500, // h
	105: 278, // i
	106: 278, // j
	107: 500, // k
	108: 278, // l
	109: 778, // m
	110: 500, // n
	111: 500, // o
	112: 500, // p
	113: 500, // q
	114: 333, // r
	115: 389, // s
	116: 278, // t
	117: 500, // u
	118: 500, // v
	119: 722, // w
	120: 500, // x
	121: 500, // y
	122: 444, // z
	123: 480, // braceleft
	124: 200, // bar
	125: 480, // braceright
	126: 541, // asciitilde
}

// ZapfDingbats
var zapfDingbatsWidths = []uint16{
	32:  278, // space
	33:  974, // a
	34:  961, // a
	35:  974, // a
	36:  980, // a
	37:  719, // a
	38:  789, // a
	39:  790, // a
	40:  791, // a
	41:  690, // a
	42:  960, // a
	43:  939, // a
	44:  549, // a
	45:  855, // a
	46:  911, // a
	47:  933, // a
	48:  911, // a
	49:  945, // a
	50:  974, // a
	51:  755, // a
	52:  846, // a
	53:  762, // a
	54:  761, // a
	55:  571, // a
	56:  677, // a
	57:  763, // a
	58:  760, // a
	59:  759, // a
	60:  754, // a
	61:  494, // a
	62:  552, // a
	63:  537, // a
	64:  577, // a
	65:  692, // a
	66:  786, // a
	67:  788, // a
	68:  788, // a
	69:  790, // a
	70:  793, // a
	71:  794, // a
	72:  816, // a
	73:  823, // a
	74:  789, // a
	75:  841, // a
	76:  823, // a
	77:  833, // a
	78:  816, // a
	79:  831, // a
	80:  923, // a
	81:  744, // a
	82:  723, // a
	83:  749, // a
	84:  790, // a
	85:  792, // a
	86:  695, // a
	87:  776, // a
	88:  768, // a
	89:  792, // a
	90:  759, // a
	91:  707, // a
	92:  708, // a
	93:  682, // a
	94:  701, // a
	95:  826, // a
	96:  815, // a
	97:  789, // a
	98:  789, // a
	99:  707, // a
	100: 687, // a
	101: 696, // a
	102: 689, // a
	103: 786, // a
	104: 787, // a
	105: 713, // a
	106: 791, // a
	107: 785, // a
	108: 791, // a
	109: 873, // a
	110: 761, // a
	111: 762, // a
	112: 762, // a
	113: 759, // a
	114: 759, // a
	115: 892, // a
	116: 892, // a
	117: 788, // a
	118: 784, // a
	119: 438, // a
	120: 138, // a
	121: 277, // a
	122: 415, // a
	123: 392, // a
	124: 392, // a
	125: 668, // a
	126: 668, // a
	128: 390, // a
	129: 390, // a
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"fmt"
	"strconv"
)

// name is a PDF name object, which is used as an identifier.
type name string

func (n name) String() string {
	return string(n)
}

func (n name) marshalPDF(dst []byte) ([]byte, error) {
	// TODO: escape characters
	dst = append(dst, '/')
	return append(dst, []byte(n)...), nil
}

type indirectObject struct {
	Reference
	Object interface{}
}

const (
	objectBegin = " obj\r\n"
	objectEnd   = "\r\nendobj"
)

func (obj indirectObject) marshalPDF(dst []byte) ([]byte, error) {
	var err error
	mn, mg := strconv.FormatUint(uint64(obj.Number), 10), strconv.FormatUint(uint64(obj.Generation), 10)
	dst = append(dst, mn...)
	dst = append(dst, ' ')
	dst = append(dst, mg...)
	dst = append(dst, objectBegin...)
	if dst, err = marshal(dst, obj.Object); err != nil {
		return nil, err
	}
	dst = append(dst, objectEnd...)
	return dst, nil
}

// Reference holds a PDF indirect reference.
type Reference struct {
	Number     uint
	Generation uint
}

func (ref Reference) marshalPDF(dst []byte) ([]byte, error) {
	return append(dst, fmt.Sprintf("%d %d R", ref.Number, ref.Generation)...), nil
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"image"
	"io"
	"strconv"
)

// Unit is a device-independent dimensional type.  On a new canvas, this
// represents 1/72 of an inch.
type Unit float32

func (unit Unit) String() string {
	return strconv.FormatFloat(float64(unit), 'f', marshalFloatPrec, 32)
}

// Common unit scales
const (
	Pt   Unit = 1
	Inch Unit = 72
	Cm   Unit = 28.35
)

// Common page sizes
const (
	USLetterWidth  Unit = 8.5 * Inch
	USLetterHeight Unit = 11.0 * Inch

	A4Width  Unit = 21.0 * Cm
	A4Height Unit = 29.7 * Cm
)

// Document provides a high-level drawing interface for the PDF format.
type Document struct {
	encoder
	catalog *catalog
	pages   []indirectObject
	fonts   map[name]Reference
}

// New creates a new document with no pages.
func New() *Document {
	doc := new(Document)
	doc.catalog = &catalog{
		Type: catalogType,
	}
	doc.root = doc.add(doc.catalog)
	doc.fonts = make(map[name]Reference, 14)
	return doc
}

// NewPage creates a new canvas with the given dimensions.
func (doc *Document) NewPage(width, height Unit) *Canvas {
	page := &pageDict{
		Type:     pageType,
		MediaBox: Rectangle{Point{0, 0}, Point{width, height}},
		CropBox:  Rectangle{Point{0, 0}, Point{width, height}},
		Resources: resources{
			ProcSet: []name{pdfProcSet, textProcSet, imageCProcSet},
			Font:    make(map[name]interface{}),
			XObject: make(map[name]interface{}),
		},
	}
	pageRef := doc.add(page)
	doc.pages = append(doc.pages, indirectObject{pageRef, page})

	stream := newStream(streamFlateDecode)
	page.Contents = doc.add(stream)

	return &Canvas{
		doc:      doc,
		page:     page,
		ref:      pageRef,
		contents: stream,
	}
}

// standardFont returns a reference to a standard font dictionary.  If there is
// no font dictionary for the font in the document yet, it is added
// automatically.
func (doc *Document) standardFont(fontName name) Reference {
	if ref, ok := doc.fonts[fontName]; ok {
		return ref
	}

	// TODO: check name is standard?
	ref := doc.add(standardFontDict{
		Type:     fontType,
		Subtype:  fontType1Subtype,
		BaseFont: fontName,
	})
	doc.fonts[fontName] = ref
	return ref
}

// AddImage encodes an image into the document's stream and returns its PDF
// file reference.  This reference can be used to draw the image multiple times
// without storing the image multiple times.
func (doc *Document) AddImage(img image.Image) Reference {
	bd := img.Bounds()
	st := newImageStream(streamFlateDecode, bd.Dx(), bd.Dy())
	defer st.Close()

	switch i := img.(type) {
	case *image.RGBA:
		encodeRGBAStream(st, i)
	case *image.NRGBA:
		encodeNRGBAStream(st, i)
	case *image.YCbCr:
		encodeYCbCrStream(st, i)
	default:
		encodeImageStream(st, i)
	}
	return doc.add(st)
}

// Encode writes the document to a writer in the PDF format.
func (doc *Document) Encode(w io.Writer) error {
	pageRoot := &pageRootNode{
		Type:  pageNodeType,
		Count: len(doc.pages),
	}
	doc.catalog.Pages = doc.add(pageRoot)
	for _, p := range doc.pages {
		page := p.Object.(*pageDict)
		page.Parent = doc.catalog.Pages
		pageRoot.Kids = append(pageRoot.Kids, p.Reference)
	}

	return doc.encoder.encode(w)
}

// PDF object types
const (
	catalogType  name = "Catalog"
	pageNodeType name = "Pages"
	pageType     name = "Page"
	fontType     name = "Font"
	xobjectType  name = "XObject"
)

// PDF object subtypes
const (
	imageSubtype name = "Image"

	fontType1Subtype name = "Type1"
)

type catalog struct {
	Type  name
	Pages Reference
}

type pageRootNode struct {
	Type  name
	Kids  []Reference
	Count int
}

type pageNode struct {
	Type   name
	Parent Reference
	Kids   []Reference
	Count  int
}

type pageDict struct {
	Type      name
	Parent    Reference
	Resources resources
	MediaBox  Rectangle
	CropBox   Rectangle
	Contents  Reference
}

// Point is a 2D point.
type Point struct {
	X, Y Unit
}

// A Rectangle defines a rectangle with two points.
type Rectangle struct {
	Min, Max Point
}

// Dx returns the rectangle's width.
func (r Rectangle) Dx() Unit {
	return r.Max.X - r.Min.X
}

// Dy returns the rectangle's height.
func (r Rectangle) Dy() Unit {
	return r.Max.Y - r.Min.Y
}

func (r Rectangle) marshalPDF(dst []byte) ([]byte, error) {
	dst = append(dst, '[', ' ')
	dst, _ = marshal(dst, r.Min.X)
	dst = append(dst, ' ')
	dst, _ = marshal(dst, r.Min.Y)
	dst = append(dst, ' ')
	dst, _ = marshal(dst, r.Max.X)
	dst = append(dst, ' ')
	dst, _ = marshal(dst, r.Max.Y)
	dst = append(dst, ' ', ']')
	return dst, nil
}

type resources struct {
	ProcSet []name
	Font    map[name]interface{}
	XObject map[name]interface{}
}

// Predefined procedure sets
const (
	pdfProcSet    name = "PDF"
	textProcSet   name = "Text"
	imageBProcSet name = "ImageB"
	imageCProcSet name = "ImageC"
	imageIProcSet name = "ImageI"
)

type standardFontDict struct {
	Type     name
	Subtype  name
	BaseFont name
}
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package pdf

import (
	"bytes"
	"compress/lzw"
	"compress/zlib"
	"io"
)

const (
	streamNoFilter    name = ""
	streamLZWDecode   name = "LZWDecode"
	streamFlateDecode name = "FlateDecode"
)

// stream is a blob of data stored in a PDF file.
type stream struct {
	bytes.Buffer
	writer io.Writer
	filter name
}

type streamInfo struct {
	Length int
	Filter name `pdf:",omitempty"`
}

func newStream(filter name) *stream {
	st := new(stream)
	st.filter = filter
	switch filter {
	case streamLZWDecode:
		st.writer = lzw.NewWriter(&st.Buffer, lzw.MSB, 8)
	case streamFlateDecode:
		st.writer = zlib.NewWriter(&st.Buffer)
	default:
		// TODO: warn about bad filter names?
		st.writer = &st.Buffer
	}
	return st
}

func (st *stream) ReadFrom(r io.Reader) (n int64, err error) {
	return io.Copy(st.writer, r)
}

func (st *stream) Write(p []byte) (n int, err error) {
	return st.writer.Write(p)
}

func (st *stream) WriteByte(c byte) error {
	_, err := st.writer.Write([]byte{c})
	return err
}

func (st *stream) WriteString(s string) (n int, err error) {
	return io.WriteString(st.writer, s)
}

func (st *stream) Close() error {
	if wc, ok := st.writer.(io.WriteCloser); ok {
		return wc.Close()
	}
	return nil
}

func (st *stream) marshalPDF(dst []byte) ([]byte, error) {
	return marshalStream(dst, streamInfo{
		Length: st.Len(),
		Filter: st.filter,
	}, st.Bytes())
}

const (
	streamBegin = " stream\r\n"
	streamEnd   = "\r\nendstream"
)

// marshalStream encodes a generic stream.  The resulting data encodes the
// given object and a sequence of bytes.  This function does not enforce any
// rules about the object being encoded.
func marshalStream(dst []byte, obj interface{}, data []byte) ([]byte, error) {
	var err error
	if dst, err = marshal(dst, obj); err != nil {
		return nil, err
	}
	dst = append(dst, streamBegin...)
	dst = append(dst, data...)
	dst = append(dst, streamEnd...)
	return dst, nil
}
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package pdf

import (
	"compress/lzw"
	"compress/zlib"
	"io/ioutil"
	"testing"
)

const streamTestString = "Hello, 世界!\n"

func TestUnfilteredStream(t *testing.T) {
	st := newStream(streamNoFilter)
	st.WriteString(streamTestString)
	st.Close()

	if st.String() != streamTestString {
		t.Errorf("Stream is %q, wanted %q", st.String(), streamTestString)
	}
}

func TestLZWStream(t *testing.T) {
	st := newStream(streamLZWDecode)
	st.WriteString(streamTestString)
	st.Close()

	output, _ := ioutil.ReadAll(lzw.NewReader(st, lzw.MSB, 8))
	if string(output) != streamTestString {
		t.Errorf("Stream is %q, wanted %q", output, streamTestString)
	}
}

func TestFlateStream(t *testing.T) {
	st := newStream(streamFlateDecode)
	st.WriteString(streamTestString)
	st.Close()

	r, _ := zlib.NewReader(st)
	output, _ := ioutil.ReadAll(r)
	if string(output) != streamTestString {
		t.Errorf("Stream is %q, wanted %q", output, streamTestString)
	}
}

const expectedMarshalStreamOutput = "<< /Length 15 >> stream\r\n" + streamTestString + "\r\nendstream"

func TestMarshalStream(t *testing.T) {
	b, err := marshalStream(nil, streamInfo{Length: len(streamTestString)}, []byte(streamTestString))
	if err == nil {
		if string(b) != expectedMarshalStreamOutput {
			t.Errorf("marshalStream(...) != %q (got %q)", expectedMarshalStreamOutput, b)
		}
	} else {
		t.Errorf("Error: %v", err)
	}
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"bytes"
)

// Text is a PDF text object.  The zero value is an empty text object.
type Text struct {
	buf   bytes.Buffer
	fonts map[name]bool

	x, y        Unit
	currFont    name
	currSize    Unit
	currLeading Unit
}

// Text adds a string to the text object.
func (text *Text) Text(s string) {
	writeCommand(&text.buf, "Tj", s)
	if widths := getFontWidths(text.currFont); widths != nil {
		text.x += computeStringWidth(s, widths, text.currSize)
	}
}

const defaultLeadingScalar = 1.2

// SetFont changes the current font to a standard font.  This also changes the
// leading to 1.2 times the font size.
func (text *Text) SetFont(fontName string, size Unit) {
	if text.fonts == nil {
		text.fonts = make(map[name]bool)
	}
	text.fonts[name(fontName)] = true
	text.currFont, text.currSize = name(fontName), size
	writeCommand(&text.buf, "Tf", name(fontName), size)
	text.SetLeading(size * defaultLeadingScalar)
}

// SetLeading changes the amount of space between lines.
func (text *Text) SetLeading(leading Unit) {
	writeCommand(&text.buf, "TL", leading)
	text.currLeading = leading
}

// NextLine advances the current text position to the next line, based on the
// current leading.
func (text *Text) NextLine() {
	writeCommand(&text.buf, "T*")
	text.x = 0
	text.y -= text.currLeading
}

// NextLineOffset moves the current text position to an offset relative to the
// beginning of the line.
func (text *Text) NextLineOffset(tx, ty Unit) {
	writeCommand(&text.buf, "Td", tx, ty)
	text.x = tx
	text.y += ty
}

// X returns the current x position of the text cursor.
func (text *Text) X() Unit {
	return text.x
}

// Y returns the current y position of the text cursor.
func (text *Text) Y() Unit {
	return text.y
}

// Standard 14 fonts
const (
	Courier            = "Courier"
	CourierBold        = "Courier-Bold"
	CourierOblique     = "Courier-Oblique"
	CourierBoldOblique = "Courier-BoldOblique"

	Helvetica            = "Helvetica"
	HelveticaBold        = "Helvetica-Bold"
	HelveticaOblique     = "Helvetica-Oblique"
	HelveticaBoldOblique = "Helvetica-BoldOblique"

	Symbol = "Symbol"

	Times           = "Times-Roman"
	TimesBold       = "Times-Bold"
	TimesItalic     = "Times-Italic"
	TimesBoldItalic = "Times-BoldItalic"

	ZapfDingbats = "ZapfDingbats"
)

func getFontWidths(fontName name) []uint16 {
	switch fontName {
	case Courier:
		return courierWidths
	case CourierBold:
		return courierBoldWidths
	case CourierOblique:
		return courierObliqueWidths
	case CourierBoldOblique:
		return courierBoldObliqueWidths
	case Helvetica:
		return helveticaWidths
	case HelveticaBold:
		return helveticaBoldWidths
	case HelveticaOblique:
		return helveticaObliqueWidths
	case HelveticaBoldOblique:
		return helveticaBoldObliqueWidths
	case Symbol:
		return symbolWidths
	case Times:
		return timesRomanWidths
	case TimesBold:
		return timesBoldWidths
	case TimesItalic:
		return timesItalicWidths
	case TimesBoldItalic:
		return timesBoldItalicWidths
	case ZapfDingbats:
		return zapfDingbatsWidths
	}
	return nil
}

func computeStringWidth(s string, widths []uint16, fontSize Unit) Unit {
	width := Unit(0)
	for _, r := range s {
		if int(r) < len(widths) {
			width += Unit(widths[r])
		}
	}
	return width * fontSize / 1000
}
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// Copyright (C) 2011, Ross Light

package pdf

import (
	"math"
	"testing"
)

const textExpectedOutput = `/Helvetica 12.00000 Tf
14.40000 TL
14.00000 TL
(Hello, World!) Tj
T*
(This is SPARTA!!1!) Tj
`

func TestText(t *testing.T) {
	text := new(Text)
	text.SetFont(Helvetica, 12)
	text.SetLeading(14)
	text.Text("Hello, World!")
	text.NextLine()
	text.Text("This is SPARTA!!1!")

	if text.buf.String() != textExpectedOutput {
		t.Errorf("Output was %q, expected %q", text.buf.String(), textExpectedOutput)
	}

	if len(text.fonts) == 1 {
		if !text.fonts[Helvetica] {
			t.Error("Helvetica missing from fonts")
		}
	} else {
		t.Errorf("Got %d fonts, expected %d", len(text.fonts), 1)
	}
}

func floatEq(a, b, epsilon float64) bool {
	return math.Abs(a-b) < epsilon
}

func TestTextX(t *testing.T) {
	text := new(Text)
	if text.X() != 0 {
		t.Errorf("Text does not start at X=0 (got %.5f)", text.X())
	}

	text.SetFont(Helvetica, 12)

	text.Text("Hello!")
	if !floatEq(float64(text.X()), 30.672, 1e-5) {
		t.Errorf("\"Hello!\" has wrong X (=%.5f) when %.5f is desired", text.X(), 30.672)
	}

	text.NextLine()
	if text.X() != 0 {
		t.Errorf("Performing NextLine does not reset X (got %.5f)", text.X())
	}

	text.Text("Hello World")
	if !floatEq(float64(text.X()), 62.004, 1e-5) {
		t.Errorf("\"Hello World\" has wrong X (=%.5f) when %.5f is desired", text.X(), 62.004)
	}

	text.NextLineOffset(41.23, 55.555)
	if !floatEq(float64(text.X()), 41.23, 1e-3) {
		t.Errorf("NextLineOffset has wrong X (=%.5f) when %.5f is desired", text.X(), 41.23)
	}
}

func TestTextY(t *testing.T) {
	text := new(Text)
	if text.Y() != 0 {
		t.Errorf("Text does not start at Y=0 (got %.5f)", text.Y())
	}

	text.SetFont(Helvetica, 12)
	text.Text("Hello!")
	if text.Y() != 0 {
		t.Errorf("\"Hello!\" changes baseline (got %.5f)", text.Y())
	}

	text.NextLine()
	if !floatEq(float64(text.Y()), -14.400, 1e-4) {
		t.Errorf("NextLine y = %.5f (expected %.5f)", text.Y(), -14.400)
	}

	text.SetLeading(41.23)
	text.NextLine()
	if !floatEq(float64(text.Y()), -55.630, 1e-4) {
		t.Errorf("NextLine does not respect leading, y = %.5f (expected %.5f)", text.Y(), -55.630)
	}

	text.NextLineOffset(1.0, 5.5)
	if !floatEq(float64(text.Y()), -50.130, 1e-4) {
		t.Errorf("NextLineOffset does not set Y correctly, y = %.5f (expected %.5f)", text.Y(), -50.130)
	}
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

import (
	"math"
)

//high level path creation

func Rect(path Path, x1, y1, x2, y2 float64) {
	path.MoveTo(x1, y1)
	path.LineTo(x2, y1)
	path.LineTo(x2, y2)
	path.LineTo(x1, y2)
	path.Close()
}

func RoundRect(path Path, x1, y1, x2, y2, arcWidth, arcHeight float64) {
	arcWidth = arcWidth / 2
	arcHeight = arcHeight / 2
	path.MoveTo(x1, y1+arcHeight)
	path.QuadCurveTo(x1, y1, x1+arcWidth, y1)
	path.LineTo(x2-arcWidth, y1)
	path.QuadCurveTo(x2, y1, x2, y1+arcHeight)
	path.LineTo(x2, y2-arcHeight)
	path.QuadCurveTo(x2, y2, x2-arcWidth, y2)
	path.LineTo(x1+arcWidth, y2)
	path.QuadCurveTo(x1, y2, x1, y2-arcHeight)
	path.Close()
}

func Ellipse(path Path, cx, cy, rx, ry float64) {
	path.ArcTo(cx, cy, rx, ry, 0, -math.Pi*2)
	path.Close()
}

func Circle(path Path, cx, cy, radius float64) {
	path.ArcTo(cx, cy, radius, radius, 0, -math.Pi*2)
	path.Close()
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"math"
)

func arc(t VertexConverter, x, y, rx, ry, start, angle, scale float64) (lastX, lastY float64) {
	end := start + angle
	clockWise := true
	if angle < 0 {
		clockWise = false
	}
	ra := (math.Abs(rx) + math.Abs(ry)) / 2
	da := math.Acos(ra/(ra+0.125/scale)) * 2
	//normalize
	if !clockWise {
		da = -da
	}
	angle = start + da
	var curX, curY float64
	for {
		if (angle < end-da/4) != clockWise {
			curX = x + math.Cos(end)*rx
			curY = y + math.Sin(end)*ry
			return curX, curY
		}
		curX = x + math.Cos(angle)*rx
		curY = y + math.Sin(angle)*ry

		angle += da
		t.Vertex(curX, curY)
	}
	return curX, curY
}

func arcAdder(adder raster.Adder, x, y, rx, ry, start, angle, scale float64) raster.Point {
	end := start + angle
	clockWise := true
	if angle < 0 {
		clockWise = false
	}
	ra := (math.Abs(rx) + math.Abs(ry)) / 2
	da := math.Acos(ra/(ra+0.125/scale)) * 2
	//normalize
	if !clockWise {
		da = -da
	}
	angle = start + da
	var curX, curY float64
	for {
		if (angle < end-da/4) != clockWise {
			curX = x + math.Cos(end)*rx
			curY = y + math.Sin(end)*ry
			return raster.Point{raster.Fix32(curX * 256), raster.Fix32(curY * 256)}
		}
		curX = x + math.Cos(angle)*rx
		curY = y + math.Sin(angle)*ry

		angle += da
		adder.Add1(raster.Point{raster.Fix32(curX * 256), raster.Fix32(curY * 256)})
	}
	return raster.Point{raster.Fix32(curX * 256), raster.Fix32(curY * 256)}
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff
package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"math"
)

func SegmentArc(t LineTracer, x, y, rx, ry, start, angle, scale float64) {
	end := start + angle
	clockWise := true
	if angle < 0 {
		clockWise = false
	}
	ra := (math.Abs(rx) + math.Abs(ry)) / 2
	da := math.Acos(ra/(ra+0.125/scale)) * 2
	//normalize
	if !clockWise {
		da = -da
	}
	angle = start + da
	var curX, curY float64
	for {
		if (angle < end-da/4) != clockWise {
			curX = x + math.Cos(end)*rx
			curY = y + math.Sin(end)*ry
			return curX, curY
		}
		curX = x + math.Cos(angle)*rx
		curY = y + math.Sin(angle)*ry

		angle += da
		t.LineTo(curX, curY)
	}
	t.LineTo(curX, curY)
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 17/05/2011 by Laurent Le Goff
package curve

import (
	"math"
)

const (
	CurveRecursionLimit = 32
)

//	X1, Y1, X2, Y2, X3, Y3, X4, Y4 float64
type CubicCurveFloat64 [8]float64

type LineTracer interface {
	LineTo(x, y float64)
}

func (c *CubicCurveFloat64) Subdivide(c1, c2 *CubicCurveFloat64) (x23, y23 float64) {
	// Calculate all the mid-points of the line segments
	//----------------------
	c1[0], c1[1] = c[0], c[1]
	c2[6], c2[7] = c[6], c[7]
	c1[2] = (c[0] + c[2]) / 2
	c1[3] = (c[1] + c[3]) / 2
	x23 = (c[2] + c[4]) / 2
	y23 = (c[3] + c[5]) / 2
	c2[4] = (c[4] + c[6]) / 2
	c2[5] = (c[5] + c[7]) / 2
	c1[4] = (c1[2] + x23) / 2
	c1[5] = (c1[3] + y23) / 2
	c2[2] = (x23 + c2[4]) / 2
	c2[3] = (y23 + c2[5]) / 2
	c1[6] = (c1[4] + c2[2]) / 2
	c1[7] = (c1[5] + c2[3]) / 2
	c2[0], c2[1] = c1[6], c1[7]
	return
}

func (curve *CubicCurveFloat64) Segment(t LineTracer, flattening_threshold float64) {
	var curves [CurveRecursionLimit]CubicCurveFloat64
	curves[0] = *curve
	i := 0
	// current curve
	var c *CubicCurveFloat64

	var dx, dy, d2, d3 float64

	for i >= 0 {
		c = &curves[i]
		dx = c[6] - c[0]
		dy = c[7] - c[1]

		d2 = math.Abs(((c[2]-c[6])*dy - (c[3]-c[7])*dx))
		d3 = math.Abs(((c[4]-c[6])*dy - (c[5]-c[7])*dx))

		if (d2+d3)*(d2+d3) < flattening_threshold*(dx*dx+dy*dy) || i == len(curves)-1 {
			t.LineTo(c[6], c[7])
			i--
		} else {
			// second half of bezier go lower onto the stack
			c.Subdivide(&curves[i+1], &curves[i])
			i++
		}
	}
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 17/05/2011 by Laurent Le Goff
package curve

import (
	"math"
)

const (
	CurveCollinearityEpsilon   = 1e-30
	CurveAngleToleranceEpsilon = 0.01
)

//mu ranges from 0 to 1, start to end of curve
func (c *CubicCurveFloat64) ArbitraryPoint(mu float64) (x, y float64) {

	mum1 := 1 - mu
	mum13 := mum1 * mum1 * mum1
	mu3 := mu * mu * mu

	x = mum13*c[0] + 3*mu*mum1*mum1*c[2] + 3*mu*mu*mum1*c[4] + mu3*c[6]
	y = mum13*c[1] + 3*mu*mum1*mum1*c[3] + 3*mu*mu*mum1*c[5] + mu3*c[7]
	return
}

func (c *CubicCurveFloat64) SubdivideAt(c1, c2 *CubicCurveFloat64, t float64) (x23, y23 float64) {
	inv_t := (1 - t)
	c1[0], c1[1] = c[0], c[1]
	c2[6], c2[7] = c[6], c[7]

	c1[2] = inv_t*c[0] + t*c[2]
	c1[3] = inv_t*c[1] + t*c[3]

	x23 = inv_t*c[2] + t*c[4]
	y23 = inv_t*c[3] + t*c[5]

	c2[4] = inv_t*c[4] + t*c[6]
	c2[5] = inv_t*c[5] + t*c[7]

	c1[4] = inv_t*c1[2] + t*x23
	c1[5] = inv_t*c1[3] + t*y23

	c2[2] = inv_t*x23 + t*c2[4]
	c2[3] = inv_t*y23 + t*c2[5]

	c1[6] = inv_t*c1[4] + t*c2[2]
	c1[7] = inv_t*c1[5] + t*c2[3]

	c2[0], c2[1] = c1[6], c1[7]
	return
}

func (c *CubicCurveFloat64) EstimateDistance() float64 {
	dx1 := c[2] - c[0]
	dy1 := c[3] - c[1]
	dx2 := c[4] - c[2]
	dy2 := c[5] - c[3]
	dx3 := c[6] - c[4]
	dy3 := c[7] - c[5]
	return math.Sqrt(dx1*dx1+dy1*dy1) + math.Sqrt(dx2*dx2+dy2*dy2) + math.Sqrt(dx3*dx3+dy3*dy3)
}

// subdivide the curve in straight lines using line approximation and Casteljau recursive subdivision 
func (c *CubicCurveFloat64) SegmentRec(t LineTracer, flattening_threshold float64) {
	c.segmentRec(t, flattening_threshold)
	t.LineTo(c[6], c[7])
}

func (c *CubicCurveFloat64) segmentRec(t LineTracer, flattening_threshold float64) {
	var c1, c2 CubicCurveFloat64
	c.Subdivide(&c1, &c2)

	// Try to approximate the full cubic curve by a single straight line
	//------------------
	dx := c[6] - c[0]
	dy := c[7] - c[1]

	d2 := math.Abs(((c[2]-c[6])*dy - (c[3]-c[7])*dx))
	d3 := math.Abs(((c[4]-c[6])*dy - (c[5]-c[7])*dx))

	if (d2+d3)*(d2+d3) < flattening_threshold*(dx*dx+dy*dy) {
		t.LineTo(c[6], c[7])
		return
	}
	// Continue subdivision
	//----------------------
	c1.segmentRec(t, flattening_threshold)
	c2.segmentRec(t, flattening_threshold)
}

/*
	The function has the following parameters:
		approximationScale : 
			Eventually determines the approximation accuracy. In practice we need to transform points from the World coordinate system to the Screen one. 
			It always has some scaling coefficient. 
			The curves are usually processed in the World coordinates, while the approximation accuracy should be eventually in pixels. 
			Usually it looks as follows: 
			curved.approximationScale(transform.scale()); 
			where transform is the affine matrix that includes all the transformations, including viewport and zoom.
		angleTolerance :
			You set it in radians. 
			The less this value is the more accurate will be the approximation at sharp turns. 
			But 0 means that we don't consider angle conditions at all.
		cuspLimit :
			An angle in radians. 
			If 0, only the real cusps will have bevel cuts. 
			If more than 0, it will restrict the sharpness. 
			The more this value is the less sharp turns will be cut. 
			Typically it should not exceed 10-15 degrees.
*/
func (c *CubicCurveFloat64) AdaptiveSegmentRec(t LineTracer, approximationScale, angleTolerance, cuspLimit float64) {
	cuspLimit = computeCuspLimit(cuspLimit)
	distanceToleranceSquare := 0.5 / approximationScale
	distanceToleranceSquare = distanceToleranceSquare * distanceToleranceSquare
	c.adaptiveSegmentRec(t, 0, distanceToleranceSquare, angleTolerance, cuspLimit)
	t.LineTo(c[6], c[7])
}

func computeCuspLimit(v float64) (r float64) {
	if v == 0.0 {
		r = 0.0
	} else {
		r = math.Pi - v
	}
	return
}

func squareDistance(x1, y1, x2, y2 float64) float64 {
	dx := x2 - x1
	dy := y2 - y1
	return dx*dx + dy*dy
}

/**
 * http://www.antigrain.com/research/adaptive_bezier/index.html
 */
func (c *CubicCurveFloat64) adaptiveSegmentRec(t LineTracer, level int, distanceToleranceSquare, angleTolerance, cuspLimit float64) {
	if level > CurveRecursionLimit {
		return
	}
	var c1, c2 CubicCurveFloat64
	x23, y23 := c.Subdivide(&c1, &c2)

	// Try to approximate the full cubic curve by a single straight line
	//------------------
	dx := c[6] - c[0]
	dy := c[7] - c[1]

	d2 := math.Abs(((c[2]-c[6])*dy - (c[3]-c[7])*dx))
	d3 := math.Abs(((c[4]-c[6])*dy - (c[5]-c[7])*dx))
	switch {
	case d2 <= CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
		// All collinear OR p1==p4
		//----------------------
		k := dx*dx + dy*dy
		if k == 0 {
			d2 = squareDistance(c[0], c[1], c[2], c[3])
			d3 = squareDistance(c[6], c[7], c[4], c[5])
		} else {
			k = 1 / k
			da1 := c[2] - c[0]
			da2 := c[3] - c[1]
			d2 = k * (da1*dx + da2*dy)
			da1 = c[4] - c[0]
			da2 = c[5] - c[1]
			d3 = k * (da1*dx + da2*dy)
			if d2 > 0 && d2 < 1 && d3 > 0 && d3 < 1 {
				// Simple collinear case, 1---2---3---4
				// We can leave just two endpoints
				return
			}
			if d2 <= 0 {
				d2 = squareDistance(c[2], c[3], c[0], c[1])
			} else if d2 >= 1 {
				d2 = squareDistance(c[2], c[3], c[6], c[7])
			} else {
				d2 = squareDistance(c[2], c[3], c[0]+d2*dx, c[1]+d2*dy)
			}

			if d3 <= 0 {
				d3 = squareDistance(c[4], c[5], c[0], c[1])
			} else if d3 >= 1 {
				d3 = squareDistance(c[4], c[5], c[6], c[7])
			} else {
				d3 = squareDistance(c[4], c[5], c[0]+d3*dx, c[1]+d3*dy)
			}
		}
		if d2 > d3 {
			if d2 < distanceToleranceSquare {
				t.LineTo(c[2], c[3])
				return
			}
		} else {
			if d3 < distanceToleranceSquare {
				t.LineTo(c[4], c[5])
				return
			}
		}

	case d2 <= CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
		// p1,p2,p4 are collinear, p3 is significant
		//----------------------
		if d3*d3 <= distanceToleranceSquare*(dx*dx+dy*dy) {
			if angleTolerance < CurveAngleToleranceEpsilon {
				t.LineTo(x23, y23)
				return
			}

			// Angle Condition
			//----------------------
			da1 := math.Abs(math.Atan2(c[7]-c[5], c[6]-c[4]) - math.Atan2(c[5]-c[3], c[4]-c[2]))
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}

			if da1 < angleTolerance {
				t.LineTo(c[2], c[3])
				t.LineTo(c[4], c[5])
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					t.LineTo(c[4], c[5])
					return
				}
			}
		}

	case d2 > CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
		// p1,p3,p4 are collinear, p2 is significant
		//----------------------
		if d2*d2 <= distanceToleranceSquare*(dx*dx+dy*dy) {
			if angleTolerance < CurveAngleToleranceEpsilon {
				t.LineTo(x23, y23)
				return
			}

			// Angle Condition
			//----------------------
			da1 := math.Abs(math.Atan2(c[5]-c[3], c[4]-c[2]) - math.Atan2(c[3]-c[1], c[2]-c[0]))
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}

			if da1 < angleTolerance {
				t.LineTo(c[2], c[3])
				t.LineTo(c[4], c[5])
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					t.LineTo(c[2], c[3])
					return
				}
			}
		}

	case d2 > CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
		// Regular case
		//-----------------
		if (d2+d3)*(d2+d3) <= distanceToleranceSquare*(dx*dx+dy*dy) {
			// If the curvature doesn't exceed the distanceTolerance value
			// we tend to finish subdivisions.
			//----------------------
			if angleTolerance < CurveAngleToleranceEpsilon {
				t.LineTo(x23, y23)
				return
			}

			// Angle & Cusp Condition
			//----------------------
			k := math.Atan2(c[5]-c[3], c[4]-c[2])
			da1 := math.Abs(k - math.Atan2(c[3]-c[1], c[2]-c[0]))
			da2 := math.Abs(math.Atan2(c[7]-c[5], c[6]-c[4]) - k)
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}
			if da2 >= math.Pi {
				da2 = 2*math.Pi - da2
			}

			if da1+da2 < angleTolerance {
				// Finally we can stop the recursion
				//----------------------
				t.LineTo(x23, y23)
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					t.LineTo(c[2], c[3])
					return
				}

				if da2 > cuspLimit {
					t.LineTo(c[4], c[5])
					return
				}
			}
		}
	}

	// Continue subdivision
	//----------------------
	c1.adaptiveSegmentRec(t, level+1, distanceToleranceSquare, angleTolerance, cuspLimit)
	c2.adaptiveSegmentRec(t, level+1, distanceToleranceSquare, angleTolerance, cuspLimit)

}

func (curve *CubicCurveFloat64) AdaptiveSegment(t LineTracer, approximationScale, angleTolerance, cuspLimit float64) {
	cuspLimit = computeCuspLimit(cuspLimit)
	distanceToleranceSquare := 0.5 / approximationScale
	distanceToleranceSquare = distanceToleranceSquare * distanceToleranceSquare

	var curves [CurveRecursionLimit]CubicCurveFloat64
	curves[0] = *curve
	i := 0
	// current curve
	var c *CubicCurveFloat64
	var c1, c2 CubicCurveFloat64
	var dx, dy, d2, d3, k, x23, y23 float64
	for i >= 0 {
		c = &curves[i]
		x23, y23 = c.Subdivide(&c1, &c2)

		// Try to approximate the full cubic curve by a single straight line
		//------------------
		dx = c[6] - c[0]
		dy = c[7] - c[1]

		d2 = math.Abs(((c[2]-c[6])*dy - (c[3]-c[7])*dx))
		d3 = math.Abs(((c[4]-c[6])*dy - (c[5]-c[7])*dx))
		switch {
		case i == len(curves)-1:
			t.LineTo(c[6], c[7])
			i--
			continue
		case d2 <= CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
			// All collinear OR p1==p4
			//----------------------
			k = dx*dx + dy*dy
			if k == 0 {
				d2 = squareDistance(c[0], c[1], c[2], c[3])
				d3 = squareDistance(c[6], c[7], c[4], c[5])
			} else {
				k = 1 / k
				da1 := c[2] - c[0]
				da2 := c[3] - c[1]
				d2 = k * (da1*dx + da2*dy)
				da1 = c[4] - c[0]
				da2 = c[5] - c[1]
				d3 = k * (da1*dx + da2*dy)
				if d2 > 0 && d2 < 1 && d3 > 0 && d3 < 1 {
					// Simple collinear case, 1---2---3---4
					// We can leave just two endpoints
					i--
					continue
				}
				if d2 <= 0 {
					d2 = squareDistance(c[2], c[3], c[0], c[1])
				} else if d2 >= 1 {
					d2 = squareDistance(c[2], c[3], c[6], c[7])
				} else {
					d2 = squareDistance(c[2], c[3], c[0]+d2*dx, c[1]+d2*dy)
				}

				if d3 <= 0 {
					d3 = squareDistance(c[4], c[5], c[0], c[1])
				} else if d3 >= 1 {
					d3 = squareDistance(c[4], c[5], c[6], c[7])
				} else {
					d3 = squareDistance(c[4], c[5], c[0]+d3*dx, c[1]+d3*dy)
				}
			}
			if d2 > d3 {
				if d2 < distanceToleranceSquare {
					t.LineTo(c[2], c[3])
					i--
					continue
				}
			} else {
				if d3 < distanceToleranceSquare {
					t.LineTo(c[4], c[5])
					i--
					continue
				}
			}

		case d2 <= CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
			// p1,p2,p4 are collinear, p3 is significant
			//----------------------
			if d3*d3 <= distanceToleranceSquare*(dx*dx+dy*dy) {
				if angleTolerance < CurveAngleToleranceEpsilon {
					t.LineTo(x23, y23)
					i--
					continue
				}

				// Angle Condition
				//----------------------
				da1 := math.Abs(math.Atan2(c[7]-c[5], c[6]-c[4]) - math.Atan2(c[5]-c[3], c[4]-c[2]))
				if da1 >= math.Pi {
					da1 = 2*math.Pi - da1
				}

				if da1 < angleTolerance {
					t.LineTo(c[2], c[3])
					t.LineTo(c[4], c[5])
					i--
					continue
				}

				if cuspLimit != 0.0 {
					if da1 > cuspLimit {
						t.LineTo(c[4], c[5])
						i--
						continue
					}
				}
			}

		case d2 > CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
			// p1,p3,p4 are collinear, p2 is significant
			//----------------------
			if d2*d2 <= distanceToleranceSquare*(dx*dx+dy*dy) {
				if angleTolerance < CurveAngleToleranceEpsilon {
					t.LineTo(x23, y23)
					i--
					continue
				}

				// Angle Condition
				//----------------------
				da1 := math.Abs(math.Atan2(c[5]-c[3], c[4]-c[2]) - math.Atan2(c[3]-c[1], c[2]-c[0]))
				if da1 >= math.Pi {
					da1 = 2*math.Pi - da1
				}

				if da1 < angleTolerance {
					t.LineTo(c[2], c[3])
					t.LineTo(c[4], c[5])
					i--
					continue
				}

				if cuspLimit != 0.0 {
					if da1 > cuspLimit {
						t.LineTo(c[2], c[3])
						i--
						continue
					}
				}
			}

		case d2 > CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
			// Regular case
			//-----------------
			if (d2+d3)*(d2+d3) <= distanceToleranceSquare*(dx*dx+dy*dy) {
				// If the curvature doesn't exceed the distanceTolerance value
				// we tend to finish subdivisions.
				//----------------------
				if angleTolerance < CurveAngleToleranceEpsilon {
					t.LineTo(x23, y23)
					i--
					continue
				}

				// Angle & Cusp Condition
				//----------------------
				k := math.Atan2(c[5]-c[3], c[4]-c[2])
				da1 := math.Abs(k - math.Atan2(c[3]-c[1], c[2]-c[0]))
				da2 := math.Abs(math.Atan2(c[7]-c[5], c[6]-c[4]) - k)
				if da1 >= math.Pi {
					da1 = 2*math.Pi - da1
				}
				if da2 >= math.Pi {
					da2 = 2*math.Pi - da2
				}

				if da1+da2 < angleTolerance {
					// Finally we can stop the recursion
					//----------------------
					t.LineTo(x23, y23)
					i--
					continue
				}

				if cuspLimit != 0.0 {
					if da1 > cuspLimit {
						t.LineTo(c[2], c[3])
						i--
						continue
					}

					if da2 > cuspLimit {
						t.LineTo(c[4], c[5])
						i--
						continue
					}
				}
			}
		}

		// Continue subdivision
		//----------------------
		curves[i+1], curves[i] = c1, c2
		i++
	}
	t.LineTo(curve[6], curve[7])
}

/********************** Ahmad thesis *******************/

/**************************************************************************************
* This code is the implementation of the Parabolic Approximation (PA). Although *
* it uses recursive subdivision as a safe net for the failing cases, this is an *
* iterative routine and reduces considerably the number of vertices (point) *
* generation. *
**************************************************************************************/

func (c *CubicCurveFloat64) ParabolicSegment(t LineTracer, flattening_threshold float64) {
	estimatedIFP := c.numberOfInflectionPoints()
	if estimatedIFP == 0 {
		// If no inflection points then apply PA on the full Bezier segment.
		c.doParabolicApproximation(t, flattening_threshold)
		return
	}
	// If one or more inflection point then we will have to subdivide the curve
	numOfIfP, t1, t2 := c.findInflectionPoints()
	if numOfIfP == 2 {
		// Case when 2 inflection points then divide at the smallest one first
		var sub1, tmp1, sub2, sub3 CubicCurveFloat64
		c.SubdivideAt(&sub1, &tmp1, t1)
		// Now find the second inflection point in the second curve an subdivide
		numOfIfP, t1, t2 = tmp1.findInflectionPoints()
		if numOfIfP == 2 {
			tmp1.SubdivideAt(&sub2, &sub3, t2)
		} else if numOfIfP == 1 {
			tmp1.SubdivideAt(&sub2, &sub3, t1)
		} else {
			return
		}
		// Use PA for first subsegment
		sub1.doParabolicApproximation(t, flattening_threshold)
		// Use RS for the second (middle) subsegment
		sub2.Segment(t, flattening_threshold)
		// Drop the last point in the array will be added by the PA in third subsegment
		//noOfPoints--;
		// Use PA for the third curve
		sub3.doParabolicApproximation(t, flattening_threshold)
	} else if numOfIfP == 1 {
		// Case where there is one inflection point, subdivide once and use PA on
		// both subsegments
		var sub1, sub2 CubicCurveFloat64
		c.SubdivideAt(&sub1, &sub2, t1)
		sub1.doParabolicApproximation(t, flattening_threshold)
		//noOfPoints--;
		sub2.doParabolicApproximation(t, flattening_threshold)
	} else {
		// Case where there is no inflection USA PA directly
		c.doParabolicApproximation(t, flattening_threshold)
	}
}

// Find the third control point deviation form the axis
func (c *CubicCurveFloat64) thirdControlPointDeviation() float64 {
	dx := c[2] - c[0]
	dy := c[3] - c[1]
	l2 := dx*dx + dy*dy
	if l2 == 0 {
		return 0
	}
	l := math.Sqrt(l2)
	r := (c[3] - c[1]) / l
	s := (c[0] - c[2]) / l
	u := (c[2]*c[1] - c[0]*c[3]) / l
	return math.Abs(r*c[4] + s*c[5] + u)
}

// Find the number of inflection point
func (c *CubicCurveFloat64) numberOfInflectionPoints() int {
	dx21 := (c[2] - c[0])
	dy21 := (c[3] - c[1])
	dx32 := (c[4] - c[2])
	dy32 := (c[5] - c[3])
	dx43 := (c[6] - c[4])
	dy43 := (c[7] - c[5])
	if ((dx21*dy32 - dy21*dx32) * (dx32*dy43 - dy32*dx43)) < 0 {
		return 1 // One inflection point
	} else if ((dx21*dy32 - dy21*dx32) * (dx21*dy43 - dy21*dx43)) > 0 {
		return 0 // No inflection point
	} else {
		// Most cases no inflection point
		b1 := (dx21*dx32 + dy21*dy32) > 0
		b2 := (dx32*dx43 + dy32*dy43) > 0
		if b1 || b2 && !(b1 && b2) { // xor!!
			return 0
		}
	}
	return -1 // cases where there in zero or two inflection points
}

// This is the main function where all the work is done
func (curve *CubicCurveFloat64) doParabolicApproximation(tracer LineTracer, flattening_threshold float64) {
	var c *CubicCurveFloat64
	c = curve
	var d, t, dx, dy, d2, d3 float64
	for {
		dx = c[6] - c[0]
		dy = c[7] - c[1]

		d2 = math.Abs(((c[2]-c[6])*dy - (c[3]-c[7])*dx))
		d3 = math.Abs(((c[4]-c[6])*dy - (c[5]-c[7])*dx))

		if (d2+d3)*(d2+d3) < flattening_threshold*(dx*dx+dy*dy) {
			// If the subsegment deviation satisfy the flatness then store the last
			// point and stop
			tracer.LineTo(c[6], c[7])
			break
		}
		// Find the third control point deviation and the t values for subdivision
		d = c.thirdControlPointDeviation()
		t = 2 * math.Sqrt(flattening_threshold/d/3)
		if t > 1 {
			// Case where the t value calculated is invalid so using RS
			c.Segment(tracer, flattening_threshold)
			break
		}
		// Valid t value to subdivide at that calculated value
		var b1, b2 CubicCurveFloat64
		c.SubdivideAt(&b1, &b2, t)
		// First subsegment should have its deviation equal to flatness
		dx = b1[6] - b1[0]
		dy = b1[7] - b1[1]

		d2 = math.Abs(((b1[2]-b1[6])*dy - (b1[3]-b1[7])*dx))
		d3 = math.Abs(((b1[4]-b1[6])*dy - (b1[5]-b1[7])*dx))

		if (d2+d3)*(d2+d3) > flattening_threshold*(dx*dx+dy*dy) {
			// if not then use RS to handle any mathematical errors
			b1.Segment(tracer, flattening_threshold)
		} else {
			tracer.LineTo(b1[6], b1[7])
		}
		// repeat the process for the left over subsegment.
		c = &b2
	}
}

// Find the actual inflection points and return the number of inflection points found
// if 2 inflection points found, the first one returned will be with smaller t value.
func (curve *CubicCurveFloat64) findInflectionPoints() (int, firstIfp, secondIfp float64) {
	// For Cubic Bezier curve with equation P=a*t^3 + b*t^2 + c*t + d
	// slope of the curve dP/dt = 3*a*t^2 + 2*b*t + c
	// a = (float)(-bez.p1 + 3*bez.p2 - 3*bez.p3 + bez.p4);
	// b = (float)(3*bez.p1 - 6*bez.p2 + 3*bez.p3);
	// c = (float)(-3*bez.p1 + 3*bez.p2);
	ax := (-curve[0] + 3*curve[2] - 3*curve[4] + curve[6])
	bx := (3*curve[0] - 6*curve[2] + 3*curve[4])
	cx := (-3*curve[0] + 3*curve[2])
	ay := (-curve[1] + 3*curve[3] - 3*curve[5] + curve[7])
	by := (3*curve[1] - 6*curve[3] + 3*curve[5])
	cy := (-3*curve[1] + 3*curve[3])
	a := (3 * (ay*bx - ax*by))
	b := (3 * (ay*cx - ax*cy))
	c := (by*cx - bx*cy)
	r2 := (b*b - 4*a*c)
	firstIfp = 0.0
	secondIfp = 0.0
	if r2 >= 0.0 && a != 0.0 {
		r := math.Sqrt(r2)
		firstIfp = ((-b + r) / (2 * a))
		secondIfp = ((-b - r) / (2 * a))
		if (firstIfp > 0.0 && firstIfp < 1.0) && (secondIfp > 0.0 && secondIfp < 1.0) {
			if firstIfp > secondIfp {
				tmp := firstIfp
				firstIfp = secondIfp
				secondIfp = tmp
			}
			if secondIfp-firstIfp > 0.00001 {
				return 2, firstIfp, secondIfp
			} else {
				return 1, firstIfp, secondIfp
			}
		} else if firstIfp > 0.0 && firstIfp < 1.0 {
			return 1, firstIfp, secondIfp
		} else if secondIfp > 0.0 && secondIfp < 1.0 {
			firstIfp = secondIfp
			return 1, firstIfp, secondIfp
		}
		return 0, firstIfp, secondIfp
	}
	return 0, firstIfp, secondIfp
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve/curve_test.go

package curve

import (
	"bufio"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster"
	"fmt"
	"image"
	"image/color"
	"image/draw"
	"image/png"
	"log"
	"os"
	"testing"
)

var (
	flattening_threshold float64 = 0.5
	testsCubicFloat64            = []CubicCurveFloat64{
		CubicCurveFloat64{100, 100, 200, 100, 100, 200, 200, 200},
		CubicCurveFloat64{100, 100, 300, 200, 200, 200, 300, 100},
		CubicCurveFloat64{100, 100, 0, 300, 200, 0, 300, 300},
		CubicCurveFloat64{150, 290, 10, 10, 290, 10, 150, 290},
		CubicCurveFloat64{10, 290, 10, 10, 290, 10, 290, 290},
		CubicCurveFloat64{100, 290, 290, 10, 10, 10, 200, 290},
	}
	testsQuadFloat64 = []QuadCurveFloat64{
		QuadCurveFloat64{100, 100, 200, 100, 200, 200},
		QuadCurveFloat64{100, 100, 290, 200, 290, 100},
		QuadCurveFloat64{100, 100, 0, 290, 200, 290},
		QuadCurveFloat64{150, 290, 10, 10, 290, 290},
		QuadCurveFloat64{10, 290, 10, 10, 290, 290},
		QuadCurveFloat64{100, 290, 290, 10, 120, 290},
	}
)

type Path struct {
	points []float64
}

func (p *Path) LineTo(x, y float64) {
	if len(p.points)+2 > cap(p.points) {
		points := make([]float64, len(p.points)+2, len(p.points)+32)
		copy(points, p.points)
		p.points = points
	} else {
		p.points = p.points[0 : len(p.points)+2]
	}
	p.points[len(p.points)-2] = x
	p.points[len(p.points)-1] = y
}

func init() {
	f, err := os.Create("_test.html")
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
	defer f.Close()
	log.Printf("Create html viewer")
	f.Write([]byte(""))
	for i := 0; i < len(testsCubicFloat64); i++ {
		f.Write([]byte(fmt.Sprintf("[image: ]\n[image: ]\n[image: ]\n[image: ]\n[image: ]\n
\n", i, i, i, i, i)))
	}
	for i := 0; i < len(testsQuadFloat64); i++ {
		f.Write([]byte(fmt.Sprintf("[image: ]\n
\n", i)))
	}
	f.Write([]byte(""))

}

func savepng(filePath string, m image.Image) {
	f, err := os.Create(filePath)
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
	defer f.Close()
	b := bufio.NewWriter(f)
	err = png.Encode(b, m)
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
	err = b.Flush()
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
}

func drawPoints(img draw.Image, c color.Color, s ...float64) image.Image {
	/*for i := 0; i < len(s); i += 2 {
		x, y := int(s[i]+0.5), int(s[i+1]+0.5)
		img.Set(x, y, c)
		img.Set(x, y+1, c)
		img.Set(x, y-1, c)
		img.Set(x+1, y, c)
		img.Set(x+1, y+1, c)
		img.Set(x+1, y-1, c)
		img.Set(x-1, y, c)
		img.Set(x-1, y+1, c)
		img.Set(x-1, y-1, c)

	}*/
	return img
}

func TestCubicCurveRec(t *testing.T) {
	for i, curve := range testsCubicFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.SegmentRec(&p, flattening_threshold)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_testRec%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func TestCubicCurve(t *testing.T) {
	for i, curve := range testsCubicFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.Segment(&p, flattening_threshold)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_test%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func TestCubicCurveAdaptiveRec(t *testing.T) {
	for i, curve := range testsCubicFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.AdaptiveSegmentRec(&p, 1, 0, 0)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_testAdaptiveRec%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func TestCubicCurveAdaptive(t *testing.T) {
	for i, curve := range testsCubicFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.AdaptiveSegment(&p, 1, 0, 0)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_testAdaptive%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func TestCubicCurveParabolic(t *testing.T) {
	for i, curve := range testsCubicFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.ParabolicSegment(&p, flattening_threshold)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_testParabolic%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func TestQuadCurve(t *testing.T) {
	for i, curve := range testsQuadFloat64 {
		var p Path
		p.LineTo(curve[0], curve[1])
		curve.Segment(&p, flattening_threshold)
		img := image.NewNRGBA(image.Rect(0, 0, 300, 300))
		raster.PolylineBresenham(img, color.NRGBA{0xff, 0, 0, 0xff}, curve[:]...)
		raster.PolylineBresenham(img, image.Black, p.points...)
		//drawPoints(img, image.NRGBAColor{0, 0, 0, 0xff}, curve[:]...)
		drawPoints(img, color.NRGBA{0, 0, 0, 0xff}, p.points...)
		savepng(fmt.Sprintf("_testQuad%d.png", i), img)
		log.Printf("Num of points: %d\n", len(p.points))
	}
	fmt.Println()
}

func BenchmarkCubicCurveRec(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsCubicFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.SegmentRec(&p, flattening_threshold)
		}
	}
}

func BenchmarkCubicCurve(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsCubicFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.Segment(&p, flattening_threshold)
		}
	}
}

func BenchmarkCubicCurveAdaptiveRec(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsCubicFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.AdaptiveSegmentRec(&p, 1, 0, 0)
		}
	}
}

func BenchmarkCubicCurveAdaptive(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsCubicFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.AdaptiveSegment(&p, 1, 0, 0)
		}
	}
}

func BenchmarkCubicCurveParabolic(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsCubicFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.ParabolicSegment(&p, flattening_threshold)
		}
	}
}

func BenchmarkQuadCurve(b *testing.B) {
	for i := 0; i < b.N; i++ {
		for _, curve := range testsQuadFloat64 {
			p := Path{make([]float64, 0, 32)}
			p.LineTo(curve[0], curve[1])
			curve.Segment(&p, flattening_threshold)
		}
	}
}




github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve/Makefile

include $(GOROOT)/src/Make.inc

TARG=draw2d.googlecode.com/hg/draw2d/curve
GOFILES=\
	cubic_float64.go\
	quad_float64.go\
	cubic_float64_others.go\
	


include $(GOROOT)/src/Make.pkg







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve/quad_float64.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 17/05/2011 by Laurent Le Goff
package curve

import (
	"math"
)

//X1, Y1, X2, Y2, X3, Y3 float64
type QuadCurveFloat64 [6]float64

func (c *QuadCurveFloat64) Subdivide(c1, c2 *QuadCurveFloat64) {
	// Calculate all the mid-points of the line segments
	//----------------------
	c1[0], c1[1] = c[0], c[1]
	c2[4], c2[5] = c[4], c[5]
	c1[2] = (c[0] + c[2]) / 2
	c1[3] = (c[1] + c[3]) / 2
	c2[2] = (c[2] + c[4]) / 2
	c2[3] = (c[3] + c[5]) / 2
	c1[4] = (c1[2] + c2[2]) / 2
	c1[5] = (c1[3] + c2[3]) / 2
	c2[0], c2[1] = c1[4], c1[5]
	return
}

func (curve *QuadCurveFloat64) Segment(t LineTracer, flattening_threshold float64) {
	var curves [CurveRecursionLimit]QuadCurveFloat64
	curves[0] = *curve
	i := 0
	// current curve
	var c *QuadCurveFloat64
	var dx, dy, d float64

	for i >= 0 {
		c = &curves[i]
		dx = c[4] - c[0]
		dy = c[5] - c[1]

		d = math.Abs(((c[2]-c[4])*dy - (c[3]-c[5])*dx))

		if (d*d) < flattening_threshold*(dx*dx+dy*dy) || i == len(curves)-1 {
			t.LineTo(c[4], c[5])
			i--
		} else {
			// second half of bezier go lower onto the stack
			c.Subdivide(&curves[i+1], &curves[i])
			i++
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve/_testmain.go

package main

import "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve"
import "testing"
import __os__ "os"
import __regexp__ "regexp"

var tests = []testing.InternalTest{
	{"curve.TestCubicCurveRec", curve.TestCubicCurveRec},
	{"curve.TestCubicCurve", curve.TestCubicCurve},
	{"curve.TestCubicCurveAdaptiveRec", curve.TestCubicCurveAdaptiveRec},
	{"curve.TestCubicCurveAdaptive", curve.TestCubicCurveAdaptive},
	{"curve.TestCubicCurveParabolic", curve.TestCubicCurveParabolic},
	{"curve.TestQuadCurve", curve.TestQuadCurve},
}

var benchmarks = []testing.InternalBenchmark{{"curve.BenchmarkCubicCurveRec", curve.BenchmarkCubicCurveRec},
	{"curve.BenchmarkCubicCurve", curve.BenchmarkCubicCurve},
	{"curve.BenchmarkCubicCurveAdaptiveRec", curve.BenchmarkCubicCurveAdaptiveRec},
	{"curve.BenchmarkCubicCurveAdaptive", curve.BenchmarkCubicCurveAdaptive},
	{"curve.BenchmarkCubicCurveParabolic", curve.BenchmarkCubicCurveParabolic},
	{"curve.BenchmarkQuadCurve", curve.BenchmarkQuadCurve},
}

var matchPat string
var matchRe *__regexp__.Regexp

func matchString(pat, str string) (result bool, err __os__.Error) {
	if matchRe == nil || matchPat != pat {
		matchPat = pat
		matchRe, err = __regexp__.Compile(matchPat)
		if err != nil {
			return
		}
	}
	return matchRe.MatchString(str), nil
}

func main() {
	testing.Main(matchString, tests, benchmarks)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curves.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"math"
)

var (
	CurveRecursionLimit        = 32
	CurveCollinearityEpsilon   = 1e-30
	CurveAngleToleranceEpsilon = 0.01
)

/*
	The function has the following parameters:
		approximationScale : 
			Eventually determines the approximation accuracy. In practice we need to transform points from the World coordinate system to the Screen one. 
			It always has some scaling coefficient. 
			The curves are usually processed in the World coordinates, while the approximation accuracy should be eventually in pixels. 
			Usually it looks as follows: 
			curved.approximationScale(transform.scale()); 
			where transform is the affine matrix that includes all the transformations, including viewport and zoom.
		angleTolerance :
			You set it in radians. 
			The less this value is the more accurate will be the approximation at sharp turns. 
			But 0 means that we don't consider angle conditions at all.
		cuspLimit :
			An angle in radians. 
			If 0, only the real cusps will have bevel cuts. 
			If more than 0, it will restrict the sharpness. 
			The more this value is the less sharp turns will be cut. 
			Typically it should not exceed 10-15 degrees.
*/
func cubicBezier(v VertexConverter, x1, y1, x2, y2, x3, y3, x4, y4, approximationScale, angleTolerance, cuspLimit float64) {
	cuspLimit = computeCuspLimit(cuspLimit)
	distanceToleranceSquare := 0.5 / approximationScale
	distanceToleranceSquare = distanceToleranceSquare * distanceToleranceSquare
	recursiveCubicBezier(v, x1, y1, x2, y2, x3, y3, x4, y4, 0, distanceToleranceSquare, angleTolerance, cuspLimit)
}

/*
 * see cubicBezier comments for approximationScale and angleTolerance definition
 */
func quadraticBezier(v VertexConverter, x1, y1, x2, y2, x3, y3, approximationScale, angleTolerance float64) {
	distanceToleranceSquare := 0.5 / approximationScale
	distanceToleranceSquare = distanceToleranceSquare * distanceToleranceSquare

	recursiveQuadraticBezierBezier(v, x1, y1, x2, y2, x3, y3, 0, distanceToleranceSquare, angleTolerance)
}

func computeCuspLimit(v float64) (r float64) {
	if v == 0.0 {
		r = 0.0
	} else {
		r = math.Pi - v
	}
	return
}

/**
 * http://www.antigrain.com/research/adaptive_bezier/index.html
 */
func recursiveQuadraticBezierBezier(v VertexConverter, x1, y1, x2, y2, x3, y3 float64, level int, distanceToleranceSquare, angleTolerance float64) {
	if level > CurveRecursionLimit {
		return
	}

	// Calculate all the mid-points of the line segments
	//----------------------
	x12 := (x1 + x2) / 2
	y12 := (y1 + y2) / 2
	x23 := (x2 + x3) / 2
	y23 := (y2 + y3) / 2
	x123 := (x12 + x23) / 2
	y123 := (y12 + y23) / 2

	dx := x3 - x1
	dy := y3 - y1
	d := math.Abs(((x2-x3)*dy - (y2-y3)*dx))

	if d > CurveCollinearityEpsilon {
		// Regular case
		//-----------------
		if d*d <= distanceToleranceSquare*(dx*dx+dy*dy) {
			// If the curvature doesn't exceed the distanceTolerance value
			// we tend to finish subdivisions.
			//----------------------
			if angleTolerance < CurveAngleToleranceEpsilon {
				v.Vertex(x123, y123)
				return
			}

			// Angle & Cusp Condition
			//----------------------
			da := math.Abs(math.Atan2(y3-y2, x3-x2) - math.Atan2(y2-y1, x2-x1))
			if da >= math.Pi {
				da = 2*math.Pi - da
			}

			if da < angleTolerance {
				// Finally we can stop the recursion
				//----------------------
				v.Vertex(x123, y123)
				return
			}
		}
	} else {
		// Collinear case
		//------------------
		da := dx*dx + dy*dy
		if da == 0 {
			d = squareDistance(x1, y1, x2, y2)
		} else {
			d = ((x2-x1)*dx + (y2-y1)*dy) / da
			if d > 0 && d < 1 {
				// Simple collinear case, 1---2---3
				// We can leave just two endpoints
				return
			}
			if d <= 0 {
				d = squareDistance(x2, y2, x1, y1)
			} else if d >= 1 {
				d = squareDistance(x2, y2, x3, y3)
			} else {
				d = squareDistance(x2, y2, x1+d*dx, y1+d*dy)
			}
		}
		if d < distanceToleranceSquare {
			v.Vertex(x2, y2)
			return
		}
	}

	// Continue subdivision
	//----------------------
	recursiveQuadraticBezierBezier(v, x1, y1, x12, y12, x123, y123, level+1, distanceToleranceSquare, angleTolerance)
	recursiveQuadraticBezierBezier(v, x123, y123, x23, y23, x3, y3, level+1, distanceToleranceSquare, angleTolerance)
}

/**
 * http://www.antigrain.com/research/adaptive_bezier/index.html
 */
func recursiveCubicBezier(v VertexConverter, x1, y1, x2, y2, x3, y3, x4, y4 float64, level int, distanceToleranceSquare, angleTolerance, cuspLimit float64) {
	if level > CurveRecursionLimit {
		return
	}

	// Calculate all the mid-points of the line segments
	//----------------------
	x12 := (x1 + x2) / 2
	y12 := (y1 + y2) / 2
	x23 := (x2 + x3) / 2
	y23 := (y2 + y3) / 2
	x34 := (x3 + x4) / 2
	y34 := (y3 + y4) / 2
	x123 := (x12 + x23) / 2
	y123 := (y12 + y23) / 2
	x234 := (x23 + x34) / 2
	y234 := (y23 + y34) / 2
	x1234 := (x123 + x234) / 2
	y1234 := (y123 + y234) / 2

	// Try to approximate the full cubic curve by a single straight line
	//------------------
	dx := x4 - x1
	dy := y4 - y1

	d2 := math.Abs(((x2-x4)*dy - (y2-y4)*dx))
	d3 := math.Abs(((x3-x4)*dy - (y3-y4)*dx))

	switch {
	case d2 <= CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
		// All collinear OR p1==p4
		//----------------------
		k := dx*dx + dy*dy
		if k == 0 {
			d2 = squareDistance(x1, y1, x2, y2)
			d3 = squareDistance(x4, y4, x3, y3)
		} else {
			k = 1 / k
			da1 := x2 - x1
			da2 := y2 - y1
			d2 = k * (da1*dx + da2*dy)
			da1 = x3 - x1
			da2 = y3 - y1
			d3 = k * (da1*dx + da2*dy)
			if d2 > 0 && d2 < 1 && d3 > 0 && d3 < 1 {
				// Simple collinear case, 1---2---3---4
				// We can leave just two endpoints
				return
			}
			if d2 <= 0 {
				d2 = squareDistance(x2, y2, x1, y1)
			} else if d2 >= 1 {
				d2 = squareDistance(x2, y2, x4, y4)
			} else {
				d2 = squareDistance(x2, y2, x1+d2*dx, y1+d2*dy)
			}

			if d3 <= 0 {
				d3 = squareDistance(x3, y3, x1, y1)
			} else if d3 >= 1 {
				d3 = squareDistance(x3, y3, x4, y4)
			} else {
				d3 = squareDistance(x3, y3, x1+d3*dx, y1+d3*dy)
			}
		}
		if d2 > d3 {
			if d2 < distanceToleranceSquare {
				v.Vertex(x2, y2)
				return
			}
		} else {
			if d3 < distanceToleranceSquare {
				v.Vertex(x3, y3)
				return
			}
		}
		break

	case d2 <= CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
		// p1,p2,p4 are collinear, p3 is significant
		//----------------------
		if d3*d3 <= distanceToleranceSquare*(dx*dx+dy*dy) {
			if angleTolerance < CurveAngleToleranceEpsilon {
				v.Vertex(x23, y23)
				return
			}

			// Angle Condition
			//----------------------
			da1 := math.Abs(math.Atan2(y4-y3, x4-x3) - math.Atan2(y3-y2, x3-x2))
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}

			if da1 < angleTolerance {
				v.Vertex(x2, y2)
				v.Vertex(x3, y3)
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					v.Vertex(x3, y3)
					return
				}
			}
		}
		break

	case d2 > CurveCollinearityEpsilon && d3 <= CurveCollinearityEpsilon:
		// p1,p3,p4 are collinear, p2 is significant
		//----------------------
		if d2*d2 <= distanceToleranceSquare*(dx*dx+dy*dy) {
			if angleTolerance < CurveAngleToleranceEpsilon {
				v.Vertex(x23, y23)
				return
			}

			// Angle Condition
			//----------------------
			da1 := math.Abs(math.Atan2(y3-y2, x3-x2) - math.Atan2(y2-y1, x2-x1))
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}

			if da1 < angleTolerance {
				v.Vertex(x2, y2)
				v.Vertex(x3, y3)
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					v.Vertex(x2, y2)
					return
				}
			}
		}
		break

	case d2 > CurveCollinearityEpsilon && d3 > CurveCollinearityEpsilon:
		// Regular case
		//-----------------
		if (d2+d3)*(d2+d3) <= distanceToleranceSquare*(dx*dx+dy*dy) {
			// If the curvature doesn't exceed the distanceTolerance value
			// we tend to finish subdivisions.
			//----------------------
			if angleTolerance < CurveAngleToleranceEpsilon {
				v.Vertex(x23, y23)
				return
			}

			// Angle & Cusp Condition
			//----------------------
			k := math.Atan2(y3-y2, x3-x2)
			da1 := math.Abs(k - math.Atan2(y2-y1, x2-x1))
			da2 := math.Abs(math.Atan2(y4-y3, x4-x3) - k)
			if da1 >= math.Pi {
				da1 = 2*math.Pi - da1
			}
			if da2 >= math.Pi {
				da2 = 2*math.Pi - da2
			}

			if da1+da2 < angleTolerance {
				// Finally we can stop the recursion
				//----------------------
				v.Vertex(x23, y23)
				return
			}

			if cuspLimit != 0.0 {
				if da1 > cuspLimit {
					v.Vertex(x2, y2)
					return
				}

				if da2 > cuspLimit {
					v.Vertex(x3, y3)
					return
				}
			}
		}
		break
	}

	// Continue subdivision
	//----------------------
	recursiveCubicBezier(v, x1, y1, x12, y12, x123, y123, x1234, y1234, level+1, distanceToleranceSquare, angleTolerance, cuspLimit)
	recursiveCubicBezier(v, x1234, y1234, x234, y234, x34, y34, x4, y4, level+1, distanceToleranceSquare, angleTolerance, cuspLimit)

}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/dasher.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

type DashVertexConverter struct {
	command        VertexCommand
	next           VertexConverter
	x, y, distance float64
	dash           []float64
	currentDash    int
	dashOffset     float64
}

func NewDashConverter(dash []float64, dashOffset float64, converter VertexConverter) *DashVertexConverter {
	var dasher DashVertexConverter
	dasher.dash = dash
	dasher.currentDash = 0
	dasher.dashOffset = dashOffset
	dasher.next = converter
	return &dasher
}

func (dasher *DashVertexConverter) NextCommand(cmd VertexCommand) {
	dasher.command = cmd
	if dasher.command == VertexStopCommand {
		dasher.next.NextCommand(VertexStopCommand)
	}
}

func (dasher *DashVertexConverter) Vertex(x, y float64) {
	switch dasher.command {
	case VertexStartCommand:
		dasher.start(x, y)
	default:
		dasher.lineTo(x, y)
	}
	dasher.command = VertexNoCommand
}

func (dasher *DashVertexConverter) start(x, y float64) {
	dasher.next.NextCommand(VertexStartCommand)
	dasher.next.Vertex(x, y)
	dasher.x, dasher.y = x, y
	dasher.distance = dasher.dashOffset
	dasher.currentDash = 0
}

func (dasher *DashVertexConverter) lineTo(x, y float64) {
	rest := dasher.dash[dasher.currentDash] - dasher.distance
	for rest < 0 {
		dasher.distance = dasher.distance - dasher.dash[dasher.currentDash]
		dasher.currentDash = (dasher.currentDash + 1) % len(dasher.dash)
		rest = dasher.dash[dasher.currentDash] - dasher.distance
	}
	d := distance(dasher.x, dasher.y, x, y)
	for d >= rest {
		k := rest / d
		lx := dasher.x + k*(x-dasher.x)
		ly := dasher.y + k*(y-dasher.y)
		if dasher.currentDash%2 == 0 {
			// line
			dasher.next.Vertex(lx, ly)
		} else {
			// gap
			dasher.next.NextCommand(VertexStopCommand)
			dasher.next.NextCommand(VertexStartCommand)
			dasher.next.Vertex(lx, ly)
		}
		d = d - rest
		dasher.x, dasher.y = lx, ly
		dasher.currentDash = (dasher.currentDash + 1) % len(dasher.dash)
		rest = dasher.dash[dasher.currentDash]
	}
	dasher.distance = d
	if dasher.currentDash%2 == 0 {
		// line
		dasher.next.Vertex(x, y)
	} else {
		// gap
		dasher.next.NextCommand(VertexStopCommand)
		dasher.next.NextCommand(VertexStartCommand)
		dasher.next.Vertex(x, y)
	}
	if dasher.distance >= dasher.dash[dasher.currentDash] {
		dasher.distance = dasher.distance - dasher.dash[dasher.currentDash]
		dasher.currentDash = (dasher.currentDash + 1) % len(dasher.dash)
	}
	dasher.x, dasher.y = x, y
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/demux_converter.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

type DemuxConverter struct {
	converters []VertexConverter
}

func NewDemuxConverter(converters ...VertexConverter) *DemuxConverter {
	return &DemuxConverter{converters}
}

func (dc *DemuxConverter) NextCommand(cmd VertexCommand) {
	for _, converter := range dc.converters {
		converter.NextCommand(cmd)
	}
}
func (dc *DemuxConverter) Vertex(x, y float64) {
	for _, converter := range dc.converters {
		converter.Vertex(x, y)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/doc.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

// The package draw2d provide a Graphic Context that can draw vectorial figure on surface.
package draw2d







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/font.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype"
	"io/ioutil"
	"log"
	"path"
)

var (
	fontFolder = "../resource/font/"
	fonts      = make(map[string]*truetype.Font)
)

type FontStyle byte

const (
	FontStyleNormal FontStyle = iota
	FontStyleBold
	FontStyleItalic
)

type FontFamily byte

const (
	FontFamilySans FontFamily = iota
	FontFamilySerif
	FontFamilyMono
)

type FontData struct {
	Name   string
	Family FontFamily
	Style  FontStyle
}

func fontFileName(fontData FontData) string {
	fontFileName := fontData.Name
	switch fontData.Family {
	case FontFamilySans:
		fontFileName += "s"
	case FontFamilySerif:
		fontFileName += "r"
	case FontFamilyMono:
		fontFileName += "m"
	}
	if fontData.Style&FontStyleBold != 0 {
		fontFileName += "b"
	} else {
		fontFileName += "r"
	}

	if fontData.Style&FontStyleItalic != 0 {
		fontFileName += "i"
	}
	fontFileName += ".ttf"
	return fontFileName
}

func RegisterFont(fontData FontData, font *truetype.Font) {
	fonts[fontFileName(fontData)] = font
}

func GetFont(fontData FontData) *truetype.Font {
	fontFileName := fontFileName(fontData)
	font := fonts[fontFileName]
	if font != nil {
		return font
	}
	fonts[fontFileName] = loadFont(fontFileName)
	return fonts[fontFileName]
}

func GetFontFolder() string {
	return fontFolder
}

func SetFontFolder(folder string) {
	fontFolder = folder
}

func loadFont(fontFileName string) *truetype.Font {
	fontBytes, err := ioutil.ReadFile(path.Join(fontFolder, fontFileName))
	if err != nil {
		log.Println(err)
		return nil
	}
	font, err := truetype.Parse(fontBytes)
	if err != nil {
		log.Println(err)
		return nil
	}
	return font
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/gc.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"image"
	"image/color"
)

type FillRule int

const (
	FillRuleEvenOdd FillRule = iota
	FillRuleWinding
)

type GraphicContext interface {
	Path
	// Create a new path
	BeginPath()
	GetMatrixTransform() MatrixTransform
	SetMatrixTransform(tr MatrixTransform)
	ComposeMatrixTransform(tr MatrixTransform)
	Rotate(angle float64)
	Translate(tx, ty float64)
	Scale(sx, sy float64)
	SetStrokeColor(c color.Color)
	SetFillColor(c color.Color)
	SetFillRule(f FillRule)
	SetLineWidth(lineWidth float64)
	SetLineCap(cap Cap)
	SetLineJoin(join Join)
	SetLineDash(dash []float64, dashOffset float64)
	SetFontSize(fontSize float64)
	GetFontSize() float64
	SetFontData(fontData FontData)
	GetFontData() FontData
	DrawImage(image image.Image)
	Save()
	Restore()
	Clear()
	ClearRect(x1, y1, x2, y2 int)
	SetDPI(dpi int)
	GetDPI() int
	GetStringBounds(s string) (left, top, right, bottom float64)
	CreateStringPath(text string, x, y float64) (cursor float64)
	FillString(text string) (cursor float64)
	FillStringAt(text string, x, y float64) (cursor float64)
	StrokeString(text string) (cursor float64)
	StrokeStringAt(text string, x, y float64) (cursor float64)
	Stroke(paths ...*PathStorage)
	Fill(paths ...*PathStorage)
	FillStroke(paths ...*PathStorage)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/image.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype"
	"errors"
	"image"
	"image/color"
	"image/draw"
	"log"
	"math"
)

type Painter interface {
	raster.Painter
	SetColor(color color.Color)
}

var (
	defaultFontData = FontData{"luxi", FontFamilySans, FontStyleNormal}
)

type ImageGraphicContext struct {
	*StackGraphicContext
	img              draw.Image
	painter          Painter
	fillRasterizer   *raster.Rasterizer
	strokeRasterizer *raster.Rasterizer
	glyphBuf         *truetype.GlyphBuf
	DPI              int
}

/**
 * Create a new Graphic context from an image
 */
func NewGraphicContext(img draw.Image) *ImageGraphicContext {
	var painter Painter
	switch selectImage := img.(type) {
	case *image.RGBA:
		painter = raster.NewRGBAPainter(selectImage)
	default:
		panic("Image type not supported")
	}
	return NewGraphicContextWithPainter(img, painter)
}

// Create a new Graphic context from an image and a Painter (see Freetype-go)
func NewGraphicContextWithPainter(img draw.Image, painter Painter) *ImageGraphicContext {
	width, height := img.Bounds().Dx(), img.Bounds().Dy()
	dpi := 92
	gc := &ImageGraphicContext{
		NewStackGraphicContext(),
		img,
		painter,
		raster.NewRasterizer(width, height),
		raster.NewRasterizer(width, height),
		truetype.NewGlyphBuf(),
		dpi,
	}
	return gc
}

func (gc *ImageGraphicContext) GetDPI() int {
	return gc.DPI
}

func (gc *ImageGraphicContext) Clear() {
	width, height := gc.img.Bounds().Dx(), gc.img.Bounds().Dy()
	gc.ClearRect(0, 0, width, height)
}

func (gc *ImageGraphicContext) ClearRect(x1, y1, x2, y2 int) {
	imageColor := image.NewUniform(gc.Current.FillColor)
	draw.Draw(gc.img, image.Rect(x1, y1, x2, y2), imageColor, image.ZP, draw.Over)
}

func (gc *ImageGraphicContext) DrawImage(img image.Image) {
	DrawImage(img, gc.img, gc.Current.Tr, draw.Over, BilinearFilter)
}

func (gc *ImageGraphicContext) FillString(text string) (cursor float64) {
	return gc.FillStringAt(text, 0, 0)
}

func (gc *ImageGraphicContext) FillStringAt(text string, x, y float64) (cursor float64) {
	width := gc.CreateStringPath(text, x, y)
	gc.Fill()
	return width
}

func (gc *ImageGraphicContext) StrokeString(text string) (cursor float64) {
	return gc.StrokeStringAt(text, 0, 0)
}

func (gc *ImageGraphicContext) StrokeStringAt(text string, x, y float64) (cursor float64) {
	width := gc.CreateStringPath(text, x, y)
	gc.Stroke()
	return width
}

func (gc *ImageGraphicContext) loadCurrentFont() (*truetype.Font, error) {
	font := GetFont(gc.Current.FontData)
	if font == nil {
		font = GetFont(defaultFontData)
	}
	if font == nil {
		return nil, errors.New("No font set, and no default font available.")
	}
	gc.SetFont(font)
	gc.SetFontSize(gc.Current.FontSize)
	return font, nil
}

func fUnitsToFloat64(x int32) float64 {
	scaled := x << 2
	return float64(scaled/256) + float64(scaled%256)/256.0
}

// p is a truetype.Point measured in FUnits and positive Y going upwards.
// The returned value is the same thing measured in floating point and positive Y
// going downwards.
func pointToF64Point(p truetype.Point) (x, y float64) {
	return fUnitsToFloat64(p.X), -fUnitsToFloat64(p.Y)
}

// drawContour draws the given closed contour at the given sub-pixel offset.
func (gc *ImageGraphicContext) drawContour(ps []truetype.Point, dx, dy float64) {
	if len(ps) == 0 {
		return
	}
	startX, startY := pointToF64Point(ps[0])
	gc.MoveTo(startX+dx, startY+dy)
	q0X, q0Y, on0 := startX, startY, true
	for _, p := range ps[1:] {
		qX, qY := pointToF64Point(p)
		on := p.Flags&0x01 != 0
		if on {
			if on0 {
				gc.LineTo(qX+dx, qY+dy)
			} else {
				gc.QuadCurveTo(q0X+dx, q0Y+dy, qX+dx, qY+dy)
			}
		} else {
			if on0 {
				// No-op.
			} else {
				midX := (q0X + qX) / 2
				midY := (q0Y + qY) / 2
				gc.QuadCurveTo(q0X+dx, q0Y+dy, midX+dx, midY+dy)
			}
		}
		q0X, q0Y, on0 = qX, qY, on
	}
	// Close the curve.
	if on0 {
		gc.LineTo(startX+dx, startY+dy)
	} else {
		gc.QuadCurveTo(q0X+dx, q0Y+dy, startX+dx, startY+dy)
	}
}

func (gc *ImageGraphicContext) drawGlyph(glyph truetype.Index, dx, dy float64) error {
	if err := gc.glyphBuf.Load(gc.Current.font, gc.Current.scale, glyph, truetype.NoHinting); err != nil {
		return err
	}
	e0 := 0
	for _, e1 := range gc.glyphBuf.End {
		gc.drawContour(gc.glyphBuf.Point[e0:e1], dx, dy)
		e0 = e1
	}
	return nil
}

// CreateStringPath creates a path from the string s at x, y, and returns the string width.
// The text is placed so that the left edge of the em square of the first character of s
// and the baseline intersect at x, y. The majority of the affected pixels will be
// above and to the right of the point, but some may be below or to the left.
// For example, drawing a string that starts with a 'J' in an italic font may
// affect pixels below and left of the point.
func (gc *ImageGraphicContext) CreateStringPath(s string, x, y float64) float64 {
	font, err := gc.loadCurrentFont()
	if err != nil {
		log.Println(err)
		return 0.0
	}
	startx := x
	prev, hasPrev := truetype.Index(0), false
	for _, rune := range s {
		index := font.Index(rune)
		if hasPrev {
			x += fUnitsToFloat64(font.Kerning(gc.Current.scale, prev, index))
		}
		err := gc.drawGlyph(index, x, y)
		if err != nil {
			log.Println(err)
			return startx - x
		}
		x += fUnitsToFloat64(font.HMetric(gc.Current.scale, index).AdvanceWidth)
		prev, hasPrev = index, true
	}
	return x - startx
}

// GetStringBounds returns the approximate pixel bounds of the string s at x, y.
// The the left edge of the em square of the first character of s
// and the baseline intersect at 0, 0 in the returned coordinates.
// Therefore the top and left coordinates may well be negative.
func (gc *ImageGraphicContext) GetStringBounds(s string) (left, top, right, bottom float64) {
	font, err := gc.loadCurrentFont()
	if err != nil {
		log.Println(err)
		return 0, 0, 0, 0
	}
	top, left, bottom, right = 10e6, 10e6, -10e6, -10e6
	cursor := 0.0
	prev, hasPrev := truetype.Index(0), false
	for _, rune := range s {
		index := font.Index(rune)
		if hasPrev {
			cursor += fUnitsToFloat64(font.Kerning(gc.Current.scale, prev, index))
		}
		if err := gc.glyphBuf.Load(gc.Current.font, gc.Current.scale, index, truetype.NoHinting); err != nil {
			log.Println(err)
			return 0, 0, 0, 0
		}
		e0 := 0
		for _, e1 := range gc.glyphBuf.End {
			ps := gc.glyphBuf.Point[e0:e1]
			for _, p := range ps {
				x, y := pointToF64Point(p)
				top = math.Min(top, y)
				bottom = math.Max(bottom, y)
				left = math.Min(left, x+cursor)
				right = math.Max(right, x+cursor)
			}
		}
		cursor += fUnitsToFloat64(font.HMetric(gc.Current.scale, index).AdvanceWidth)
		prev, hasPrev = index, true
	}
	return left, top, right, bottom
}

// recalc recalculates scale and bounds values from the font size, screen
// resolution and font metrics, and invalidates the glyph cache.
func (gc *ImageGraphicContext) recalc() {
	gc.Current.scale = int32(gc.Current.FontSize * float64(gc.DPI) * (64.0 / 72.0))
}

// SetDPI sets the screen resolution in dots per inch.
func (gc *ImageGraphicContext) SetDPI(dpi int) {
	gc.DPI = dpi
	gc.recalc()
}

// SetFont sets the font used to draw text.
func (gc *ImageGraphicContext) SetFont(font *truetype.Font) {
	gc.Current.font = font
}

// SetFontSize sets the font size in points (as in ``a 12 point font'').
func (gc *ImageGraphicContext) SetFontSize(fontSize float64) {
	gc.Current.FontSize = fontSize
	gc.recalc()
}

func (gc *ImageGraphicContext) paint(rasterizer *raster.Rasterizer, color color.Color) {
	gc.painter.SetColor(color)
	rasterizer.Rasterize(gc.painter)
	rasterizer.Clear()
	gc.Current.Path.Clear()
}

/**** second method ****/
func (gc *ImageGraphicContext) Stroke(paths ...*PathStorage) {
	paths = append(paths, gc.Current.Path)
	gc.strokeRasterizer.UseNonZeroWinding = true

	stroker := NewLineStroker(gc.Current.Cap, gc.Current.Join, NewVertexMatrixTransform(gc.Current.Tr, NewVertexAdder(gc.strokeRasterizer)))
	stroker.HalfLineWidth = gc.Current.LineWidth / 2
	var pathConverter *PathConverter
	if gc.Current.Dash != nil && len(gc.Current.Dash) > 0 {
		dasher := NewDashConverter(gc.Current.Dash, gc.Current.DashOffset, stroker)
		pathConverter = NewPathConverter(dasher)
	} else {
		pathConverter = NewPathConverter(stroker)
	}
	pathConverter.ApproximationScale = gc.Current.Tr.GetScale()
	pathConverter.Convert(paths...)

	gc.paint(gc.strokeRasterizer, gc.Current.StrokeColor)
}

/**** second method ****/
func (gc *ImageGraphicContext) Fill(paths ...*PathStorage) {
	paths = append(paths, gc.Current.Path)
	gc.fillRasterizer.UseNonZeroWinding = gc.Current.FillRule.UseNonZeroWinding()

	/**** first method ****/
	pathConverter := NewPathConverter(NewVertexMatrixTransform(gc.Current.Tr, NewVertexAdder(gc.fillRasterizer)))
	pathConverter.ApproximationScale = gc.Current.Tr.GetScale()
	pathConverter.Convert(paths...)

	gc.paint(gc.fillRasterizer, gc.Current.FillColor)
}

/* second method */
func (gc *ImageGraphicContext) FillStroke(paths ...*PathStorage) {
	gc.fillRasterizer.UseNonZeroWinding = gc.Current.FillRule.UseNonZeroWinding()
	gc.strokeRasterizer.UseNonZeroWinding = true

	filler := NewVertexMatrixTransform(gc.Current.Tr, NewVertexAdder(gc.fillRasterizer))

	stroker := NewLineStroker(gc.Current.Cap, gc.Current.Join, NewVertexMatrixTransform(gc.Current.Tr, NewVertexAdder(gc.strokeRasterizer)))
	stroker.HalfLineWidth = gc.Current.LineWidth / 2

	demux := NewDemuxConverter(filler, stroker)
	paths = append(paths, gc.Current.Path)
	pathConverter := NewPathConverter(demux)
	pathConverter.ApproximationScale = gc.Current.Tr.GetScale()
	pathConverter.Convert(paths...)

	gc.paint(gc.fillRasterizer, gc.Current.FillColor)
	gc.paint(gc.strokeRasterizer, gc.Current.StrokeColor)
}

func (f FillRule) UseNonZeroWinding() bool {
	switch f {
	case FillRuleEvenOdd:
		return false
	case FillRuleWinding:
		return true
	}
	return false
}

func (c Cap) Convert() raster.Capper {
	switch c {
	case RoundCap:
		return raster.RoundCapper
	case ButtCap:
		return raster.ButtCapper
	case SquareCap:
		return raster.SquareCapper
	}
	return raster.RoundCapper
}

func (j Join) Convert() raster.Joiner {
	switch j {
	case RoundJoin:
		return raster.RoundJoiner
	case BevelJoin:
		return raster.BevelJoiner
	}
	return raster.RoundJoiner
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/math.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"math"
)

func distance(x1, y1, x2, y2 float64) float64 {
	dx := x2 - x1
	dy := y2 - y1
	return float64(math.Sqrt(dx*dx + dy*dy))
}

func vectorDistance(dx, dy float64) float64 {
	return float64(math.Sqrt(dx*dx + dy*dy))
}

func squareDistance(x1, y1, x2, y2 float64) float64 {
	dx := x2 - x1
	dy := y2 - y1
	return dx*dx + dy*dy
}

func min(x, y float64) float64 {
	if x < y {
		return x
	}
	return y
}

func max(x, y float64) float64 {
	if x > y {
		return x
	}
	return y
}

func minMax(x, y float64) (min, max float64) {
	if x > y {
		return y, x
	}
	return x, y
}

func minUint32(a, b uint32) uint32 {
	if a < b {
		return a
	}
	return b
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/paint.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

/*
import (
	"image/draw"
	"image"
	"freetype-go.googlecode.com/hg/freetype/raster"
)*/

const M = 1<<16 - 1

/*
type NRGBAPainter struct {
	// The image to compose onto.
	Image *image.NRGBA
	// The Porter-Duff composition operator.
	Op draw.Op
	// The 16-bit color to paint the spans.
	cr, cg, cb, ca uint32
}

// Paint satisfies the Painter interface by painting ss onto an image.RGBA.
func (r *NRGBAPainter) Paint(ss []raster.Span, done bool) {
	b := r.Image.Bounds()
	for _, s := range ss {
		if s.Y < b.Min.Y {
			continue
		}
		if s.Y >= b.Max.Y {
			return
		}
		if s.X0 < b.Min.X {
			s.X0 = b.Min.X
		}
		if s.X1 > b.Max.X {
			s.X1 = b.Max.X
		}
		if s.X0 >= s.X1 {
			continue
		}
		base := s.Y * r.Image.Stride
		p := r.Image.Pix[base+s.X0 : base+s.X1]
		// This code is duplicated from drawGlyphOver in $GOROOT/src/pkg/image/draw/draw.go.
		// TODO(nigeltao): Factor out common code into a utility function, once the compiler
		// can inline such function calls.
		ma := s.A >> 16
		if r.Op == draw.Over {
			for i, nrgba := range p {
				dr, dg, db, da := nrgba.
				a := M - (r.ca*ma)/M
				da = (da*a + r.ca*ma) / M
				if da != 0 {
					dr = minUint32(M, (dr*a+r.cr*ma)/da)
					dg = minUint32(M, (dg*a+r.cg*ma)/da)
					db = minUint32(M, (db*a+r.cb*ma)/da)
				} else {
					dr, dg, db = 0, 0, 0
				}
				p[i] = image.NRGBAColor{uint8(dr >> 8), uint8(dg >> 8), uint8(db >> 8), uint8(da >> 8)}
			}
		} else {
			for i, nrgba := range p {
				dr, dg, db, da := nrgba.RGBA()
				a := M - ma
				da = (da*a + r.ca*ma) / M
				if da != 0 {
					dr = minUint32(M, (dr*a+r.cr*ma)/da)
					dg = minUint32(M, (dg*a+r.cg*ma)/da)
					db = minUint32(M, (db*a+r.cb*ma)/da)
				} else {
					dr, dg, db = 0, 0, 0
				}
				p[i] = image.NRGBAColor{uint8(dr >> 8), uint8(dg >> 8), uint8(db >> 8), uint8(da >> 8)}
			}
		}
	}

}

// SetColor sets the color to paint the spans.
func (r *NRGBAPainter) SetColor(c image.Color) {
	r.cr, r.cg, r.cb, r.ca = c.RGBA()
}

// NewRGBAPainter creates a new RGBAPainter for the given image.
func NewNRGBAPainter(m *image.NRGBA) *NRGBAPainter {
	return &NRGBAPainter{Image: m}
}
*/







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/path.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

type Path interface {
	// Return the current point of the path
	LastPoint() (x, y float64)
	// Create a new subpath that start at the specified point
	MoveTo(x, y float64)
	// Create a new subpath that start at the specified point 
	// relative to the current point
	RMoveTo(dx, dy float64)
	// Add a line to the current subpath
	LineTo(x, y float64)
	// Add a line to the current subpath 
	// relative to the current point
	RLineTo(dx, dy float64)

	QuadCurveTo(cx, cy, x, y float64)
	RQuadCurveTo(dcx, dcy, dx, dy float64)
	CubicCurveTo(cx1, cy1, cx2, cy2, x, y float64)
	RCubicCurveTo(dcx1, dcy1, dcx2, dcy2, dx, dy float64)
	ArcTo(cx, cy, rx, ry, startAngle, angle float64)
	RArcTo(dcx, dcy, rx, ry, startAngle, angle float64)
	Close()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/path_adder.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
)

type VertexAdder struct {
	command VertexCommand
	adder   raster.Adder
}

func NewVertexAdder(adder raster.Adder) *VertexAdder {
	return &VertexAdder{VertexNoCommand, adder}
}

func (vertexAdder *VertexAdder) NextCommand(cmd VertexCommand) {
	vertexAdder.command = cmd
}

func (vertexAdder *VertexAdder) Vertex(x, y float64) {
	switch vertexAdder.command {
	case VertexStartCommand:
		vertexAdder.adder.Start(raster.Point{raster.Fix32(x * 256), raster.Fix32(y * 256)})
	default:
		vertexAdder.adder.Add1(raster.Point{raster.Fix32(x * 256), raster.Fix32(y * 256)})
	}
	vertexAdder.command = VertexNoCommand
}

type PathAdder struct {
	adder              raster.Adder
	firstPoint         raster.Point
	ApproximationScale float64
}

func NewPathAdder(adder raster.Adder) *PathAdder {
	return &PathAdder{adder, raster.Point{0, 0}, 1}
}

func (pathAdder *PathAdder) Convert(paths ...*PathStorage) {
	for _, path := range paths {
		j := 0
		for _, cmd := range path.commands {
			switch cmd {
			case MoveTo:
				pathAdder.firstPoint = raster.Point{raster.Fix32(path.vertices[j] * 256), raster.Fix32(path.vertices[j+1] * 256)}
				pathAdder.adder.Start(pathAdder.firstPoint)
				j += 2
			case LineTo:
				pathAdder.adder.Add1(raster.Point{raster.Fix32(path.vertices[j] * 256), raster.Fix32(path.vertices[j+1] * 256)})
				j += 2
			case QuadCurveTo:
				pathAdder.adder.Add2(raster.Point{raster.Fix32(path.vertices[j] * 256), raster.Fix32(path.vertices[j+1] * 256)}, raster.Point{raster.Fix32(path.vertices[j+2] * 256), raster.Fix32(path.vertices[j+3] * 256)})
				j += 4
			case CubicCurveTo:
				pathAdder.adder.Add3(raster.Point{raster.Fix32(path.vertices[j] * 256), raster.Fix32(path.vertices[j+1] * 256)}, raster.Point{raster.Fix32(path.vertices[j+2] * 256), raster.Fix32(path.vertices[j+3] * 256)}, raster.Point{raster.Fix32(path.vertices[j+4] * 256), raster.Fix32(path.vertices[j+5] * 256)})
				j += 6
			case ArcTo:
				lastPoint := arcAdder(pathAdder.adder, path.vertices[j], path.vertices[j+1], path.vertices[j+2], path.vertices[j+3], path.vertices[j+4], path.vertices[j+5], pathAdder.ApproximationScale)
				pathAdder.adder.Add1(lastPoint)
				j += 6
			case Close:
				pathAdder.adder.Add1(pathAdder.firstPoint)
			}
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/path_converter.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 06/12/2010 by Laurent Le Goff

package draw2d

import (
	"math"
)

type PathConverter struct {
	converter                                     VertexConverter
	ApproximationScale, AngleTolerance, CuspLimit float64
	startX, startY, x, y                          float64
}

func NewPathConverter(converter VertexConverter) *PathConverter {
	return &PathConverter{converter, 1, 0, 0, 0, 0, 0, 0}
}

func (c *PathConverter) Convert(paths ...*PathStorage) {
	for _, path := range paths {
		j := 0
		for _, cmd := range path.commands {
			j = j + c.ConvertCommand(cmd, path.vertices[j:]...)
		}
		c.converter.NextCommand(VertexStopCommand)
	}
}

func (c *PathConverter) ConvertCommand(cmd PathCmd, vertices ...float64) int {
	switch cmd {
	case MoveTo:
		c.x, c.y = vertices[0], vertices[1]
		c.startX, c.startY = c.x, c.y
		c.converter.NextCommand(VertexStopCommand)
		c.converter.NextCommand(VertexStartCommand)
		c.converter.Vertex(c.x, c.y)
		return 2
	case LineTo:
		c.x, c.y = vertices[0], vertices[1]
		if c.startX == c.x && c.startY == c.y {
			c.converter.NextCommand(VertexCloseCommand)
		}
		c.converter.Vertex(c.x, c.y)
		c.converter.NextCommand(VertexJoinCommand)
		return 2
	case QuadCurveTo:
		quadraticBezier(c.converter, c.x, c.y, vertices[0], vertices[1], vertices[2], vertices[3], c.ApproximationScale, c.AngleTolerance)
		c.x, c.y = vertices[2], vertices[3]
		if c.startX == c.x && c.startY == c.y {
			c.converter.NextCommand(VertexCloseCommand)
		}
		c.converter.Vertex(c.x, c.y)
		return 4
	case CubicCurveTo:
		cubicBezier(c.converter, c.x, c.y, vertices[0], vertices[1], vertices[2], vertices[3], vertices[4], vertices[5], c.ApproximationScale, c.AngleTolerance, c.CuspLimit)
		c.x, c.y = vertices[4], vertices[5]
		if c.startX == c.x && c.startY == c.y {
			c.converter.NextCommand(VertexCloseCommand)
		}
		c.converter.Vertex(c.x, c.y)
		return 6
	case ArcTo:
		c.x, c.y = arc(c.converter, vertices[0], vertices[1], vertices[2], vertices[3], vertices[4], vertices[5], c.ApproximationScale)
		if c.startX == c.x && c.startY == c.y {
			c.converter.NextCommand(VertexCloseCommand)
		}
		c.converter.Vertex(c.x, c.y)
		return 6
	case Close:
		c.converter.NextCommand(VertexCloseCommand)
		c.converter.Vertex(c.startX, c.startY)
		return 0
	}
	return 0
}

func (c *PathConverter) MoveTo(x, y float64) *PathConverter {
	c.x, c.y = x, y
	c.startX, c.startY = c.x, c.y
	c.converter.NextCommand(VertexStopCommand)
	c.converter.NextCommand(VertexStartCommand)
	c.converter.Vertex(c.x, c.y)
	return c
}

func (c *PathConverter) RMoveTo(dx, dy float64) *PathConverter {
	c.MoveTo(c.x+dx, c.y+dy)
	return c
}

func (c *PathConverter) LineTo(x, y float64) *PathConverter {
	c.x, c.y = x, y
	if c.startX == c.x && c.startY == c.y {
		c.converter.NextCommand(VertexCloseCommand)
	}
	c.converter.Vertex(c.x, c.y)
	c.converter.NextCommand(VertexJoinCommand)
	return c
}

func (c *PathConverter) RLineTo(dx, dy float64) *PathConverter {
	c.LineTo(c.x+dx, c.y+dy)
	return c
}

func (c *PathConverter) QuadCurveTo(cx, cy, x, y float64) *PathConverter {
	quadraticBezier(c.converter, c.x, c.y, cx, cy, x, y, c.ApproximationScale, c.AngleTolerance)
	c.x, c.y = x, y
	if c.startX == c.x && c.startY == c.y {
		c.converter.NextCommand(VertexCloseCommand)
	}
	c.converter.Vertex(c.x, c.y)
	return c
}

func (c *PathConverter) RQuadCurveTo(dcx, dcy, dx, dy float64) *PathConverter {
	c.QuadCurveTo(c.x+dcx, c.y+dcy, c.x+dx, c.y+dy)
	return c
}

func (c *PathConverter) CubicCurveTo(cx1, cy1, cx2, cy2, x, y float64) *PathConverter {
	cubicBezier(c.converter, c.x, c.y, cx1, cy1, cx2, cy2, x, y, c.ApproximationScale, c.AngleTolerance, c.CuspLimit)
	c.x, c.y = x, y
	if c.startX == c.x && c.startY == c.y {
		c.converter.NextCommand(VertexCloseCommand)
	}
	c.converter.Vertex(c.x, c.y)
	return c
}

func (c *PathConverter) RCubicCurveTo(dcx1, dcy1, dcx2, dcy2, dx, dy float64) *PathConverter {
	c.CubicCurveTo(c.x+dcx1, c.y+dcy1, c.x+dcx2, c.y+dcy2, c.x+dx, c.y+dy)
	return c
}

func (c *PathConverter) ArcTo(cx, cy, rx, ry, startAngle, angle float64) *PathConverter {
	endAngle := startAngle + angle
	clockWise := true
	if angle < 0 {
		clockWise = false
	}
	// normalize
	if clockWise {
		for endAngle < startAngle {
			endAngle += math.Pi * 2.0
		}
	} else {
		for startAngle < endAngle {
			startAngle += math.Pi * 2.0
		}
	}
	startX := cx + math.Cos(startAngle)*rx
	startY := cy + math.Sin(startAngle)*ry
	c.MoveTo(startX, startY)
	c.x, c.y = arc(c.converter, cx, cy, rx, ry, startAngle, angle, c.ApproximationScale)
	if c.startX == c.x && c.startY == c.y {
		c.converter.NextCommand(VertexCloseCommand)
	}
	c.converter.Vertex(c.x, c.y)
	return c
}

func (c *PathConverter) RArcTo(dcx, dcy, rx, ry, startAngle, angle float64) *PathConverter {
	c.ArcTo(c.x+dcx, c.y+dcy, rx, ry, startAngle, angle)
	return c
}

func (c *PathConverter) Close() *PathConverter {
	c.converter.NextCommand(VertexCloseCommand)
	c.converter.Vertex(c.startX, c.startY)
	return c
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/path_storage.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"fmt"
	"math"
)

type PathCmd int

const (
	MoveTo PathCmd = iota
	LineTo
	QuadCurveTo
	CubicCurveTo
	ArcTo
	Close
)

type PathStorage struct {
	commands []PathCmd
	vertices []float64
	x, y     float64
}

func NewPathStorage() (p *PathStorage) {
	p = new(PathStorage)
	p.commands = make([]PathCmd, 0, 256)
	p.vertices = make([]float64, 0, 256)
	return
}

func (p *PathStorage) Clear() {
	p.commands = p.commands[0:0]
	p.vertices = p.vertices[0:0]
	return
}

func (p *PathStorage) appendToPath(cmd PathCmd, vertices ...float64) {
	if cap(p.vertices) <= len(p.vertices)+6 {
		a := make([]PathCmd, len(p.commands), cap(p.commands)+256)
		b := make([]float64, len(p.vertices), cap(p.vertices)+256)
		copy(a, p.commands)
		p.commands = a
		copy(b, p.vertices)
		p.vertices = b
	}
	p.commands = p.commands[0 : len(p.commands)+1]
	p.commands[len(p.commands)-1] = cmd
	copy(p.vertices[len(p.vertices):len(p.vertices)+len(vertices)], vertices)
	p.vertices = p.vertices[0 : len(p.vertices)+len(vertices)]
}

func (src *PathStorage) Copy() (dest *PathStorage) {
	dest = new(PathStorage)
	dest.commands = make([]PathCmd, len(src.commands))
	copy(dest.commands, src.commands)
	dest.vertices = make([]float64, len(src.vertices))
	copy(dest.vertices, src.vertices)
	return dest
}

func (p *PathStorage) LastPoint() (x, y float64) {
	return p.x, p.y
}

func (p *PathStorage) IsEmpty() bool {
	return len(p.commands) == 0
}

func (p *PathStorage) Close() *PathStorage {
	p.appendToPath(Close)
	return p
}

func (p *PathStorage) MoveTo(x, y float64) *PathStorage {
	p.appendToPath(MoveTo, x, y)
	p.x = x
	p.y = y
	return p
}

func (p *PathStorage) RMoveTo(dx, dy float64) *PathStorage {
	x, y := p.LastPoint()
	p.MoveTo(x+dx, y+dy)
	return p
}

func (p *PathStorage) LineTo(x, y float64) *PathStorage {
	p.appendToPath(LineTo, x, y)
	p.x = x
	p.y = y
	return p
}

func (p *PathStorage) RLineTo(dx, dy float64) *PathStorage {
	x, y := p.LastPoint()
	p.LineTo(x+dx, y+dy)
	return p
}

func (p *PathStorage) QuadCurveTo(cx, cy, x, y float64) *PathStorage {
	p.appendToPath(QuadCurveTo, cx, cy, x, y)
	p.x = x
	p.y = y
	return p
}

func (p *PathStorage) RQuadCurveTo(dcx, dcy, dx, dy float64) *PathStorage {
	x, y := p.LastPoint()
	p.QuadCurveTo(x+dcx, y+dcy, x+dx, y+dy)
	return p
}

func (p *PathStorage) CubicCurveTo(cx1, cy1, cx2, cy2, x, y float64) *PathStorage {
	p.appendToPath(CubicCurveTo, cx1, cy1, cx2, cy2, x, y)
	p.x = x
	p.y = y
	return p
}

func (p *PathStorage) RCubicCurveTo(dcx1, dcy1, dcx2, dcy2, dx, dy float64) *PathStorage {
	x, y := p.LastPoint()
	p.CubicCurveTo(x+dcx1, y+dcy1, x+dcx2, y+dcy2, x+dx, y+dy)
	return p
}

func (p *PathStorage) ArcTo(cx, cy, rx, ry, startAngle, angle float64) *PathStorage {
	endAngle := startAngle + angle
	clockWise := true
	if angle < 0 {
		clockWise = false
	}
	// normalize
	if clockWise {
		for endAngle < startAngle {
			endAngle += math.Pi * 2.0
		}
	} else {
		for startAngle < endAngle {
			startAngle += math.Pi * 2.0
		}
	}
	startX := cx + math.Cos(startAngle)*rx
	startY := cy + math.Sin(startAngle)*ry
	if len(p.commands) > 0 {
		p.LineTo(startX, startY)
	} else {
		p.MoveTo(startX, startY)
	}
	p.appendToPath(ArcTo, cx, cy, rx, ry, startAngle, angle)
	p.x = cx + math.Cos(endAngle)*rx
	p.y = cy + math.Sin(endAngle)*ry
	return p
}

func (p *PathStorage) RArcTo(dcx, dcy, rx, ry, startAngle, angle float64) *PathStorage {
	x, y := p.LastPoint()
	p.ArcTo(x+dcx, y+dcy, rx, ry, startAngle, angle)
	return p
}

func (p *PathStorage) String() string {
	s := ""
	j := 0
	for _, cmd := range p.commands {
		switch cmd {
		case MoveTo:
			s += fmt.Sprintf("MoveTo: %f, %f\n", p.vertices[j], p.vertices[j+1])
			j = j + 2
		case LineTo:
			s += fmt.Sprintf("LineTo: %f, %f\n", p.vertices[j], p.vertices[j+1])
			j = j + 2
		case QuadCurveTo:
			s += fmt.Sprintf("QuadCurveTo: %f, %f, %f, %f\n", p.vertices[j], p.vertices[j+1], p.vertices[j+2], p.vertices[j+3])
			j = j + 4
		case CubicCurveTo:
			s += fmt.Sprintf("CubicCurveTo: %f, %f, %f, %f, %f, %f\n", p.vertices[j], p.vertices[j+1], p.vertices[j+2], p.vertices[j+3], p.vertices[j+4], p.vertices[j+5])
			j = j + 6
		case ArcTo:
			s += fmt.Sprintf("ArcTo: %f, %f, %f, %f, %f, %f\n", p.vertices[j], p.vertices[j+1], p.vertices[j+2], p.vertices[j+3], p.vertices[j+4], p.vertices[j+5])
			j = j + 6
		case Close:
			s += "Close\n"
		}
	}
	return s
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/coverage_table.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

var SUBPIXEL_OFFSETS_SAMPLE_8 = [8]float64{
	5.0 / 8,
	0.0 / 8,
	3.0 / 8,
	6.0 / 8,
	1.0 / 8,
	4.0 / 8,
	7.0 / 8,
	2.0 / 8,
}

var SUBPIXEL_OFFSETS_SAMPLE_8_FIXED = [8]Fix{
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[0] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[1] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[2] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[3] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[4] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[5] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[6] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_8[7] * FIXED_FLOAT_COEF),
}

var SUBPIXEL_OFFSETS_SAMPLE_16 = [16]float64{
	1.0 / 16,
	8.0 / 16,
	4.0 / 16,
	15.0 / 16,
	11.0 / 16,
	2.0 / 16,
	6.0 / 16,
	14.0 / 16,
	10.0 / 16,
	3.0 / 16,
	7.0 / 16,
	12.0 / 16,
	0.0 / 16,
	9.0 / 16,
	5.0 / 16,
	13.0 / 16,
}

var SUBPIXEL_OFFSETS_SAMPLE_16_FIXED = [16]Fix{
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[0] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[1] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[2] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[3] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[4] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[5] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[6] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[7] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[8] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[9] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[10] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[11] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[12] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[13] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[14] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_16[15] * FIXED_FLOAT_COEF),
}

var SUBPIXEL_OFFSETS_SAMPLE_32 = [32]float64{
	28.0 / 32,
	13.0 / 32,
	6.0 / 32,
	23.0 / 32,
	0.0 / 32,
	17.0 / 32,
	10.0 / 32,
	27.0 / 32,
	4.0 / 32,
	21.0 / 32,
	14.0 / 32,
	31.0 / 32,
	8.0 / 32,
	25.0 / 32,
	18.0 / 32,
	3.0 / 32,
	12.0 / 32,
	29.0 / 32,
	22.0 / 32,
	7.0 / 32,
	16.0 / 32,
	1.0 / 32,
	26.0 / 32,
	11.0 / 32,
	20.0 / 32,
	5.0 / 32,
	30.0 / 32,
	15.0 / 32,
	24.0 / 32,
	9.0 / 32,
	2.0 / 32,
	19.0 / 32,
}
var SUBPIXEL_OFFSETS_SAMPLE_32_FIXED = [32]Fix{
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[0] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[1] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[2] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[3] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[4] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[5] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[6] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[7] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[8] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[9] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[10] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[11] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[12] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[13] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[14] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[15] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[16] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[17] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[18] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[19] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[20] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[21] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[22] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[23] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[24] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[25] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[26] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[27] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[28] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[29] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[30] * FIXED_FLOAT_COEF),
	Fix(SUBPIXEL_OFFSETS_SAMPLE_32[31] * FIXED_FLOAT_COEF),
}

var coverageTable = [256]uint8{
	pixelCoverage(0x00), pixelCoverage(0x01), pixelCoverage(0x02), pixelCoverage(0x03),
	pixelCoverage(0x04), pixelCoverage(0x05), pixelCoverage(0x06), pixelCoverage(0x07),
	pixelCoverage(0x08), pixelCoverage(0x09), pixelCoverage(0x0a), pixelCoverage(0x0b),
	pixelCoverage(0x0c), pixelCoverage(0x0d), pixelCoverage(0x0e), pixelCoverage(0x0f),
	pixelCoverage(0x10), pixelCoverage(0x11), pixelCoverage(0x12), pixelCoverage(0x13),
	pixelCoverage(0x14), pixelCoverage(0x15), pixelCoverage(0x16), pixelCoverage(0x17),
	pixelCoverage(0x18), pixelCoverage(0x19), pixelCoverage(0x1a), pixelCoverage(0x1b),
	pixelCoverage(0x1c), pixelCoverage(0x1d), pixelCoverage(0x1e), pixelCoverage(0x1f),
	pixelCoverage(0x20), pixelCoverage(0x21), pixelCoverage(0x22), pixelCoverage(0x23),
	pixelCoverage(0x24), pixelCoverage(0x25), pixelCoverage(0x26), pixelCoverage(0x27),
	pixelCoverage(0x28), pixelCoverage(0x29), pixelCoverage(0x2a), pixelCoverage(0x2b),
	pixelCoverage(0x2c), pixelCoverage(0x2d), pixelCoverage(0x2e), pixelCoverage(0x2f),
	pixelCoverage(0x30), pixelCoverage(0x31), pixelCoverage(0x32), pixelCoverage(0x33),
	pixelCoverage(0x34), pixelCoverage(0x35), pixelCoverage(0x36), pixelCoverage(0x37),
	pixelCoverage(0x38), pixelCoverage(0x39), pixelCoverage(0x3a), pixelCoverage(0x3b),
	pixelCoverage(0x3c), pixelCoverage(0x3d), pixelCoverage(0x3e), pixelCoverage(0x3f),
	pixelCoverage(0x40), pixelCoverage(0x41), pixelCoverage(0x42), pixelCoverage(0x43),
	pixelCoverage(0x44), pixelCoverage(0x45), pixelCoverage(0x46), pixelCoverage(0x47),
	pixelCoverage(0x48), pixelCoverage(0x49), pixelCoverage(0x4a), pixelCoverage(0x4b),
	pixelCoverage(0x4c), pixelCoverage(0x4d), pixelCoverage(0x4e), pixelCoverage(0x4f),
	pixelCoverage(0x50), pixelCoverage(0x51), pixelCoverage(0x52), pixelCoverage(0x53),
	pixelCoverage(0x54), pixelCoverage(0x55), pixelCoverage(0x56), pixelCoverage(0x57),
	pixelCoverage(0x58), pixelCoverage(0x59), pixelCoverage(0x5a), pixelCoverage(0x5b),
	pixelCoverage(0x5c), pixelCoverage(0x5d), pixelCoverage(0x5e), pixelCoverage(0x5f),
	pixelCoverage(0x60), pixelCoverage(0x61), pixelCoverage(0x62), pixelCoverage(0x63),
	pixelCoverage(0x64), pixelCoverage(0x65), pixelCoverage(0x66), pixelCoverage(0x67),
	pixelCoverage(0x68), pixelCoverage(0x69), pixelCoverage(0x6a), pixelCoverage(0x6b),
	pixelCoverage(0x6c), pixelCoverage(0x6d), pixelCoverage(0x6e), pixelCoverage(0x6f),
	pixelCoverage(0x70), pixelCoverage(0x71), pixelCoverage(0x72), pixelCoverage(0x73),
	pixelCoverage(0x74), pixelCoverage(0x75), pixelCoverage(0x76), pixelCoverage(0x77),
	pixelCoverage(0x78), pixelCoverage(0x79), pixelCoverage(0x7a), pixelCoverage(0x7b),
	pixelCoverage(0x7c), pixelCoverage(0x7d), pixelCoverage(0x7e), pixelCoverage(0x7f),
	pixelCoverage(0x80), pixelCoverage(0x81), pixelCoverage(0x82), pixelCoverage(0x83),
	pixelCoverage(0x84), pixelCoverage(0x85), pixelCoverage(0x86), pixelCoverage(0x87),
	pixelCoverage(0x88), pixelCoverage(0x89), pixelCoverage(0x8a), pixelCoverage(0x8b),
	pixelCoverage(0x8c), pixelCoverage(0x8d), pixelCoverage(0x8e), pixelCoverage(0x8f),
	pixelCoverage(0x90), pixelCoverage(0x91), pixelCoverage(0x92), pixelCoverage(0x93),
	pixelCoverage(0x94), pixelCoverage(0x95), pixelCoverage(0x96), pixelCoverage(0x97),
	pixelCoverage(0x98), pixelCoverage(0x99), pixelCoverage(0x9a), pixelCoverage(0x9b),
	pixelCoverage(0x9c), pixelCoverage(0x9d), pixelCoverage(0x9e), pixelCoverage(0x9f),
	pixelCoverage(0xa0), pixelCoverage(0xa1), pixelCoverage(0xa2), pixelCoverage(0xa3),
	pixelCoverage(0xa4), pixelCoverage(0xa5), pixelCoverage(0xa6), pixelCoverage(0xa7),
	pixelCoverage(0xa8), pixelCoverage(0xa9), pixelCoverage(0xaa), pixelCoverage(0xab),
	pixelCoverage(0xac), pixelCoverage(0xad), pixelCoverage(0xae), pixelCoverage(0xaf),
	pixelCoverage(0xb0), pixelCoverage(0xb1), pixelCoverage(0xb2), pixelCoverage(0xb3),
	pixelCoverage(0xb4), pixelCoverage(0xb5), pixelCoverage(0xb6), pixelCoverage(0xb7),
	pixelCoverage(0xb8), pixelCoverage(0xb9), pixelCoverage(0xba), pixelCoverage(0xbb),
	pixelCoverage(0xbc), pixelCoverage(0xbd), pixelCoverage(0xbe), pixelCoverage(0xbf),
	pixelCoverage(0xc0), pixelCoverage(0xc1), pixelCoverage(0xc2), pixelCoverage(0xc3),
	pixelCoverage(0xc4), pixelCoverage(0xc5), pixelCoverage(0xc6), pixelCoverage(0xc7),
	pixelCoverage(0xc8), pixelCoverage(0xc9), pixelCoverage(0xca), pixelCoverage(0xcb),
	pixelCoverage(0xcc), pixelCoverage(0xcd), pixelCoverage(0xce), pixelCoverage(0xcf),
	pixelCoverage(0xd0), pixelCoverage(0xd1), pixelCoverage(0xd2), pixelCoverage(0xd3),
	pixelCoverage(0xd4), pixelCoverage(0xd5), pixelCoverage(0xd6), pixelCoverage(0xd7),
	pixelCoverage(0xd8), pixelCoverage(0xd9), pixelCoverage(0xda), pixelCoverage(0xdb),
	pixelCoverage(0xdc), pixelCoverage(0xdd), pixelCoverage(0xde), pixelCoverage(0xdf),
	pixelCoverage(0xe0), pixelCoverage(0xe1), pixelCoverage(0xe2), pixelCoverage(0xe3),
	pixelCoverage(0xe4), pixelCoverage(0xe5), pixelCoverage(0xe6), pixelCoverage(0xe7),
	pixelCoverage(0xe8), pixelCoverage(0xe9), pixelCoverage(0xea), pixelCoverage(0xeb),
	pixelCoverage(0xec), pixelCoverage(0xed), pixelCoverage(0xee), pixelCoverage(0xef),
	pixelCoverage(0xf0), pixelCoverage(0xf1), pixelCoverage(0xf2), pixelCoverage(0xf3),
	pixelCoverage(0xf4), pixelCoverage(0xf5), pixelCoverage(0xf6), pixelCoverage(0xf7),
	pixelCoverage(0xf8), pixelCoverage(0xf9), pixelCoverage(0xfa), pixelCoverage(0xfb),
	pixelCoverage(0xfc), pixelCoverage(0xfd), pixelCoverage(0xfe), pixelCoverage(0xff),
}

func pixelCoverage(a uint8) uint8 {
	return a&1 + a>>1&1 + a>>2&1 + a>>3&1 + a>>4&1 + a>>5&1 + a>>6&1 + a>>7&1
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/fillerAA.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

import (
	"image"
	"image/color"
	"unsafe"
)

const (
	SUBPIXEL_SHIFT = 3
	SUBPIXEL_COUNT = 1 << SUBPIXEL_SHIFT
)

var SUBPIXEL_OFFSETS = SUBPIXEL_OFFSETS_SAMPLE_8_FIXED

type SUBPIXEL_DATA uint8
type NON_ZERO_MASK_DATA_UNIT uint8

type Rasterizer8BitsSample struct {
	MaskBuffer    []SUBPIXEL_DATA
	WindingBuffer []NON_ZERO_MASK_DATA_UNIT

	Width           int
	BufferWidth     int
	Height          int
	ClipBound       [4]float64
	RemappingMatrix [6]float64
}

/*  width and height define the maximum output size for the filler.
 *  The filler will output to larger bitmaps as well, but the output will
 *  be cropped.
 */
func NewRasterizer8BitsSample(width, height int) *Rasterizer8BitsSample {
	var r Rasterizer8BitsSample
	// Scale the coordinates by SUBPIXEL_COUNT in vertical direction
	// The sampling point for the sub-pixel is at the top right corner. This
	// adjustment moves it to the pixel center.
	r.RemappingMatrix = [6]float64{1, 0, 0, SUBPIXEL_COUNT, 0.5 / SUBPIXEL_COUNT, -0.5 * SUBPIXEL_COUNT}
	r.Width = width
	r.Height = height
	// The buffer used for filling needs to be one pixel wider than the bitmap.
	// This is because the end flag that turns the fill of is the first pixel
	// after the actually drawn edge.
	r.BufferWidth = width + 1

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*height*SUBPIXEL_COUNT)
	r.ClipBound = clip(0, 0, width, height, SUBPIXEL_COUNT)
	return &r
}

func clip(x, y, width, height, scale int) [4]float64 {
	var clipBound [4]float64

	offset := 0.99 / float64(scale)

	clipBound[0] = float64(x) + offset
	clipBound[2] = float64(x+width) - offset

	clipBound[1] = float64(y * scale)
	clipBound[3] = float64((y + height) * scale)
	return clipBound
}

func intersect(r1, r2 [4]float64) [4]float64 {
	if r1[0] < r2[0] {
		r1[0] = r2[0]
	}
	if r1[2] > r2[2] {
		r1[2] = r2[2]
	}
	if r1[0] > r1[2] {
		r1[0] = r1[2]
	}

	if r1[1] < r2[1] {
		r1[1] = r2[1]
	}
	if r1[3] > r2[3] {
		r1[3] = r2[3]
	}
	if r1[1] > r1[3] {
		r1[1] = r1[3]
	}
	return r1
}

func (r *Rasterizer8BitsSample) RenderEvenOdd(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {
	// memset 0 the mask buffer
	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)
	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addEvenOddEdge(&edges[k])
		}
		p += 16
	}

	r.fillEvenOdd(img, color, clipRect)
}

//! Adds an edge to be used with even-odd fill.
func (r *Rasterizer8BitsSample) addEvenOddEdge(edge *PolygonEdge) {
	x := Fix(edge.X * FIXED_FLOAT_COEF)
	slope := Fix(edge.Slope * FIXED_FLOAT_COEF)
	slopeFix := Fix(0)
	if edge.LastLine-edge.FirstLine >= SLOPE_FIX_STEP {
		slopeFix = Fix(edge.Slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) - slope<<SLOPE_FIX_SHIFT
	}

	var mask SUBPIXEL_DATA
	var ySub uint32
	var xp, yLine int
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = uint32(y & (SUBPIXEL_COUNT - 1))
		xp = int((x + SUBPIXEL_OFFSETS[ySub]) >> FIXED_SHIFT)
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] ^= mask
		x += slope
		if y&SLOPE_FIX_MASK == 0 {
			x += slopeFix
		}
	}
}

//! Adds an edge to be used with non-zero winding fill.
func (r *Rasterizer8BitsSample) addNonZeroEdge(edge *PolygonEdge) {
	x := Fix(edge.X * FIXED_FLOAT_COEF)
	slope := Fix(edge.Slope * FIXED_FLOAT_COEF)
	slopeFix := Fix(0)
	if edge.LastLine-edge.FirstLine >= SLOPE_FIX_STEP {
		slopeFix = Fix(edge.Slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) - slope<<SLOPE_FIX_SHIFT
	}
	var mask SUBPIXEL_DATA
	var ySub uint32
	var xp, yLine int
	winding := NON_ZERO_MASK_DATA_UNIT(edge.Winding)
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = uint32(y & (SUBPIXEL_COUNT - 1))
		xp = int((x + SUBPIXEL_OFFSETS[ySub]) >> FIXED_SHIFT)
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] |= mask
		r.WindingBuffer[(yLine*r.BufferWidth+xp)*SUBPIXEL_COUNT+int(ySub)] += winding
		x += slope
		if y&SLOPE_FIX_MASK == 0 {
			x += slopeFix
		}
	}
}

// Renders the mask to the canvas with even-odd fill.
func (r *Rasterizer8BitsSample) fillEvenOdd(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			mask ^= r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			// 8bits
			alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff] + coverageTable[(mask >> 16) & 0xff] + coverageTable[(mask >> 24) & 0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := SUBPIXEL_COUNT - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}

/*
 * Renders the polygon with non-zero winding fill.
 *  param aTarget the target bitmap.
 *  param aPolygon the polygon to render.
 *  param aColor the color to be used for rendering.
 *  param aTransformation the transformation matrix.
 */
func (r *Rasterizer8BitsSample) RenderNonZeroWinding(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*r.Height*SUBPIXEL_COUNT)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)

	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addNonZeroEdge(&edges[k])
		}
		p += 16
	}

	r.fillNonZero(img, color, clipRect)
}

//! Renders the mask to the canvas with non-zero winding fill.
func (r *Rasterizer8BitsSample) fillNonZero(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA
	var n uint32
	var values [SUBPIXEL_COUNT]NON_ZERO_MASK_DATA_UNIT
	for n = 0; n < SUBPIXEL_COUNT; n++ {
		values[n] = 0
	}

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			temp := r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			if temp != 0 {
				var bit SUBPIXEL_DATA = 1
				for n = 0; n < SUBPIXEL_COUNT; n++ {
					if temp&bit != 0 {
						t := values[n]
						values[n] += r.WindingBuffer[(y*uint32(r.BufferWidth)+x)*SUBPIXEL_COUNT+n]
						if (t == 0 || values[n] == 0) && t != values[n] {
							mask ^= bit
						}
					}
					bit <<= 1
				}
			}

			// 8bits
			alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff] + coverageTable[(mask >> 16) & 0xff] + coverageTable[(mask >> 24) & 0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := uint32(SUBPIXEL_COUNT) - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/fillerV1/fillerAA.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

import (
	"image"
	"image/color"
	"unsafe"
)

const (
	SUBPIXEL_SHIFT = 3
	SUBPIXEL_COUNT = 1 << SUBPIXEL_SHIFT
)

var SUBPIXEL_OFFSETS = SUBPIXEL_OFFSETS_SAMPLE_8

type SUBPIXEL_DATA uint16
type NON_ZERO_MASK_DATA_UNIT uint8

type Rasterizer8BitsSample struct {
	MaskBuffer    []SUBPIXEL_DATA
	WindingBuffer []NON_ZERO_MASK_DATA_UNIT

	Width           int
	BufferWidth     int
	Height          int
	ClipBound       [4]float64
	RemappingMatrix [6]float64
}

/*  width and height define the maximum output size for the filler.
 *  The filler will output to larger bitmaps as well, but the output will
 *  be cropped.
 */
func NewRasterizer8BitsSample(width, height int) *Rasterizer8BitsSample {
	var r Rasterizer8BitsSample
	// Scale the coordinates by SUBPIXEL_COUNT in vertical direction
	// The sampling point for the sub-pixel is at the top right corner. This
	// adjustment moves it to the pixel center.
	r.RemappingMatrix = [6]float64{1, 0, 0, SUBPIXEL_COUNT, 0.5 / SUBPIXEL_COUNT, -0.5 * SUBPIXEL_COUNT}
	r.Width = width
	r.Height = height
	// The buffer used for filling needs to be one pixel wider than the bitmap.
	// This is because the end flag that turns the fill of is the first pixel
	// after the actually drawn edge.
	r.BufferWidth = width + 1

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*height*SUBPIXEL_COUNT)
	r.ClipBound = clip(0, 0, width, height, SUBPIXEL_COUNT)
	return &r
}

func clip(x, y, width, height, scale int) [4]float64 {
	var clipBound [4]float64

	offset := 0.99 / float64(scale)

	clipBound[0] = float64(x) + offset
	clipBound[2] = float64(x+width) - offset

	clipBound[1] = float64(y * scale)
	clipBound[3] = float64((y + height) * scale)
	return clipBound
}

func intersect(r1, r2 [4]float64) [4]float64 {
	if r1[0] < r2[0] {
		r1[0] = r2[0]
	}
	if r1[2] > r2[2] {
		r1[2] = r2[2]
	}
	if r1[0] > r1[2] {
		r1[0] = r1[2]
	}

	if r1[1] < r2[1] {
		r1[1] = r2[1]
	}
	if r1[3] > r2[3] {
		r1[3] = r2[3]
	}
	if r1[1] > r1[3] {
		r1[1] = r1[3]
	}
	return r1
}

func (r *Rasterizer8BitsSample) RenderEvenOdd(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {
	// memset 0 the mask buffer
	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)
	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addEvenOddEdge(&edges[k])
		}
		p += 16
	}

	r.fillEvenOdd(img, color, clipRect)
}

//! Adds an edge to be used with even-odd fill.
func (r *Rasterizer8BitsSample) addEvenOddEdge(edge *PolygonEdge) {
	x := edge.X
	slope := edge.Slope
	var ySub, mask SUBPIXEL_DATA
	var xp, yLine int
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = SUBPIXEL_DATA(y & (SUBPIXEL_COUNT - 1))
		xp = int(x + SUBPIXEL_OFFSETS[ySub])
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] ^= mask
		x += slope
	}
}

// Renders the mask to the canvas with even-odd fill.
func (r *Rasterizer8BitsSample) fillEvenOdd(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			mask ^= r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			// 8bits
			alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff] + coverageTable[(mask >> 16) & 0xff] + coverageTable[(mask >> 24) & 0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := uint32(SUBPIXEL_COUNT) - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}

/*
 * Renders the polygon with non-zero winding fill.
 *  param aTarget the target bitmap.
 *  param aPolygon the polygon to render.
 *  param aColor the color to be used for rendering.
 *  param aTransformation the transformation matrix.
 */
func (r *Rasterizer8BitsSample) RenderNonZeroWinding(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*r.Height*SUBPIXEL_COUNT)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)

	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addNonZeroEdge(&edges[k])
		}
		p += 16
	}

	r.fillNonZero(img, color, clipRect)
}

//! Adds an edge to be used with non-zero winding fill.
func (r *Rasterizer8BitsSample) addNonZeroEdge(edge *PolygonEdge) {
	x := edge.X
	slope := edge.Slope
	var ySub, mask SUBPIXEL_DATA
	var xp, yLine int
	winding := NON_ZERO_MASK_DATA_UNIT(edge.Winding)
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = SUBPIXEL_DATA(y & (SUBPIXEL_COUNT - 1))
		xp = int(x + SUBPIXEL_OFFSETS[ySub])
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] |= mask
		r.WindingBuffer[(yLine*r.BufferWidth+xp)*SUBPIXEL_COUNT+int(ySub)] += winding
		x += slope
	}
}

//! Renders the mask to the canvas with non-zero winding fill.
func (r *Rasterizer8BitsSample) fillNonZero(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA
	var n uint32
	var values [SUBPIXEL_COUNT]NON_ZERO_MASK_DATA_UNIT
	for n = 0; n < SUBPIXEL_COUNT; n++ {
		values[n] = 0
	}

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			temp := r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			if temp != 0 {
				var bit SUBPIXEL_DATA = 1
				for n = 0; n < SUBPIXEL_COUNT; n++ {
					if temp&bit != 0 {
						t := values[n]
						values[n] += r.WindingBuffer[(y*uint32(r.BufferWidth)+x)*SUBPIXEL_COUNT+n]
						if (t == 0 || values[n] == 0) && t != values[n] {
							mask ^= bit
						}
					}
					bit <<= 1
				}
			}

			// 8bits
			alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff] + coverageTable[(mask >> 16) & 0xff] + coverageTable[(mask >> 24) & 0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := uint32(SUBPIXEL_COUNT) - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/fillerV2/fillerAA.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

import (
	"image"
	"image/color"
	"unsafe"
)

const (
	SUBPIXEL_SHIFT = 5
	SUBPIXEL_COUNT = 1 << SUBPIXEL_SHIFT
)

var SUBPIXEL_OFFSETS = SUBPIXEL_OFFSETS_SAMPLE_32_FIXED

type SUBPIXEL_DATA uint32
type NON_ZERO_MASK_DATA_UNIT uint8

type Rasterizer8BitsSample struct {
	MaskBuffer    []SUBPIXEL_DATA
	WindingBuffer []NON_ZERO_MASK_DATA_UNIT

	Width           int
	BufferWidth     int
	Height          int
	ClipBound       [4]float64
	RemappingMatrix [6]float64
}

/*  width and height define the maximum output size for the filler.
 *  The filler will output to larger bitmaps as well, but the output will
 *  be cropped.
 */
func NewRasterizer8BitsSample(width, height int) *Rasterizer8BitsSample {
	var r Rasterizer8BitsSample
	// Scale the coordinates by SUBPIXEL_COUNT in vertical direction
	// The sampling point for the sub-pixel is at the top right corner. This
	// adjustment moves it to the pixel center.
	r.RemappingMatrix = [6]float64{1, 0, 0, SUBPIXEL_COUNT, 0.5 / SUBPIXEL_COUNT, -0.5 * SUBPIXEL_COUNT}
	r.Width = width
	r.Height = height
	// The buffer used for filling needs to be one pixel wider than the bitmap.
	// This is because the end flag that turns the fill of is the first pixel
	// after the actually drawn edge.
	r.BufferWidth = width + 1

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*height*SUBPIXEL_COUNT)
	r.ClipBound = clip(0, 0, width, height, SUBPIXEL_COUNT)
	return &r
}

func clip(x, y, width, height, scale int) [4]float64 {
	var clipBound [4]float64

	offset := 0.99 / float64(scale)

	clipBound[0] = float64(x) + offset
	clipBound[2] = float64(x+width) - offset

	clipBound[1] = float64(y * scale)
	clipBound[3] = float64((y + height) * scale)
	return clipBound
}

func intersect(r1, r2 [4]float64) [4]float64 {
	if r1[0] < r2[0] {
		r1[0] = r2[0]
	}
	if r1[2] > r2[2] {
		r1[2] = r2[2]
	}
	if r1[0] > r1[2] {
		r1[0] = r1[2]
	}

	if r1[1] < r2[1] {
		r1[1] = r2[1]
	}
	if r1[3] > r2[3] {
		r1[3] = r2[3]
	}
	if r1[1] > r1[3] {
		r1[1] = r1[3]
	}
	return r1
}

func (r *Rasterizer8BitsSample) RenderEvenOdd(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {
	// memset 0 the mask buffer
	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)
	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addEvenOddEdge(&edges[k])
		}
		p += 16
	}

	r.fillEvenOdd(img, color, clipRect)
}

//! Adds an edge to be used with even-odd fill.
func (r *Rasterizer8BitsSample) addEvenOddEdge(edge *PolygonEdge) {
	x := Fix(edge.X * FIXED_FLOAT_COEF)
	slope := Fix(edge.Slope * FIXED_FLOAT_COEF)
	slopeFix := Fix(0)
	if edge.LastLine-edge.FirstLine >= SLOPE_FIX_STEP {
		slopeFix = Fix(edge.Slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) - slope<<SLOPE_FIX_SHIFT
	}

	var mask SUBPIXEL_DATA
	var ySub uint32
	var xp, yLine int
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = uint32(y & (SUBPIXEL_COUNT - 1))
		xp = int((x + SUBPIXEL_OFFSETS[ySub]) >> FIXED_SHIFT)
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] ^= mask
		x += slope
		if y&SLOPE_FIX_MASK == 0 {
			x += slopeFix
		}
	}
}

//! Adds an edge to be used with non-zero winding fill.
func (r *Rasterizer8BitsSample) addNonZeroEdge(edge *PolygonEdge) {
	x := Fix(edge.X * FIXED_FLOAT_COEF)
	slope := Fix(edge.Slope * FIXED_FLOAT_COEF)
	slopeFix := Fix(0)
	if edge.LastLine-edge.FirstLine >= SLOPE_FIX_STEP {
		slopeFix = Fix(edge.Slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) - slope<<SLOPE_FIX_SHIFT
	}
	var mask SUBPIXEL_DATA
	var ySub uint32
	var xp, yLine int
	winding := NON_ZERO_MASK_DATA_UNIT(edge.Winding)
	for y := edge.FirstLine; y <= edge.LastLine; y++ {
		ySub = uint32(y & (SUBPIXEL_COUNT - 1))
		xp = int((x + SUBPIXEL_OFFSETS[ySub]) >> FIXED_SHIFT)
		mask = SUBPIXEL_DATA(1 << ySub)
		yLine = y >> SUBPIXEL_SHIFT
		r.MaskBuffer[yLine*r.BufferWidth+xp] |= mask
		r.WindingBuffer[(yLine*r.BufferWidth+xp)*SUBPIXEL_COUNT+int(ySub)] += winding
		x += slope
		if y&SLOPE_FIX_MASK == 0 {
			x += slopeFix
		}
	}
}

// Renders the mask to the canvas with even-odd fill.
func (r *Rasterizer8BitsSample) fillEvenOdd(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			mask ^= r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			// 8bits
			//alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			alpha := uint32(coverageTable[mask&0xff] + coverageTable[mask>>8&0xff] + coverageTable[mask>>16&0xff] + coverageTable[mask>>24&0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := uint32(SUBPIXEL_COUNT) - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}

/*
 * Renders the polygon with non-zero winding fill.
 *  param aTarget the target bitmap.
 *  param aPolygon the polygon to render.
 *  param aColor the color to be used for rendering.
 *  param aTransformation the transformation matrix.
 */
func (r *Rasterizer8BitsSample) RenderNonZeroWinding(img *image.RGBA, color *color.RGBA, polygon *Polygon, tr [6]float64) {

	r.MaskBuffer = make([]SUBPIXEL_DATA, r.BufferWidth*r.Height)
	r.WindingBuffer = make([]NON_ZERO_MASK_DATA_UNIT, r.BufferWidth*r.Height*SUBPIXEL_COUNT)

	// inline matrix multiplication
	transform := [6]float64{
		tr[0]*r.RemappingMatrix[0] + tr[1]*r.RemappingMatrix[2],
		tr[1]*r.RemappingMatrix[3] + tr[0]*r.RemappingMatrix[1],
		tr[2]*r.RemappingMatrix[0] + tr[3]*r.RemappingMatrix[2],
		tr[3]*r.RemappingMatrix[3] + tr[2]*r.RemappingMatrix[1],
		tr[4]*r.RemappingMatrix[0] + tr[5]*r.RemappingMatrix[2] + r.RemappingMatrix[4],
		tr[5]*r.RemappingMatrix[3] + tr[4]*r.RemappingMatrix[1] + r.RemappingMatrix[5],
	}

	clipRect := clip(img.Bounds().Min.X, img.Bounds().Min.Y, img.Bounds().Dx(), img.Bounds().Dy(), SUBPIXEL_COUNT)
	clipRect = intersect(clipRect, r.ClipBound)

	p := 0
	l := len(*polygon) / 2
	var edges [32]PolygonEdge
	for p < l {
		edgeCount := polygon.getEdges(p, 16, edges[:], transform, clipRect)
		for k := 0; k < edgeCount; k++ {
			r.addNonZeroEdge(&edges[k])
		}
		p += 16
	}

	r.fillNonZero(img, color, clipRect)
}

//! Renders the mask to the canvas with non-zero winding fill.
func (r *Rasterizer8BitsSample) fillNonZero(img *image.RGBA, color *color.RGBA, clipBound [4]float64) {
	var x, y uint32

	minX := uint32(clipBound[0])
	maxX := uint32(clipBound[2])

	minY := uint32(clipBound[1]) >> SUBPIXEL_SHIFT
	maxY := uint32(clipBound[3]) >> SUBPIXEL_SHIFT

	//pixColor :=  (uint32(color.R) << 24) |  (uint32(color.G) << 16) |  (uint32(color.B) << 8) | uint32(color.A)
	pixColor := (*uint32)(unsafe.Pointer(color))
	cs1 := *pixColor & 0xff00ff
	cs2 := *pixColor >> 8 & 0xff00ff

	stride := uint32(img.Stride)
	var mask SUBPIXEL_DATA
	var n uint32
	var values [SUBPIXEL_COUNT]NON_ZERO_MASK_DATA_UNIT
	for n = 0; n < SUBPIXEL_COUNT; n++ {
		values[n] = 0
	}

	for y = minY; y < maxY; y++ {
		tp := img.Pix[y*stride:]

		mask = 0
		for x = minX; x <= maxX; x++ {
			p := (*uint32)(unsafe.Pointer(&tp[x]))
			temp := r.MaskBuffer[y*uint32(r.BufferWidth)+x]
			if temp != 0 {
				var bit SUBPIXEL_DATA = 1
				for n = 0; n < SUBPIXEL_COUNT; n++ {
					if temp&bit != 0 {
						t := values[n]
						values[n] += r.WindingBuffer[(y*uint32(r.BufferWidth)+x)*SUBPIXEL_COUNT+n]
						if (t == 0 || values[n] == 0) && t != values[n] {
							mask ^= bit
						}
					}
					bit <<= 1
				}
			}

			// 8bits
			//alpha := uint32(coverageTable[mask])
			// 16bits
			//alpha := uint32(coverageTable[mask & 0xff] + coverageTable[(mask >> 8) & 0xff])
			// 32bits
			alpha := uint32(coverageTable[mask&0xff] + coverageTable[mask>>8&0xff] + coverageTable[mask>>16&0xff] + coverageTable[mask>>24&0xff])

			// alpha is in range of 0 to SUBPIXEL_COUNT
			invAlpha := uint32(SUBPIXEL_COUNT) - alpha

			ct1 := *p & 0xff00ff * invAlpha
			ct2 := *p >> 8 & 0xff00ff * invAlpha

			ct1 = (ct1 + cs1*alpha) >> SUBPIXEL_SHIFT & 0xff00ff
			ct2 = (ct2 + cs2*alpha) << (8 - SUBPIXEL_SHIFT) & 0xff00ff00

			*p = ct1 + ct2
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/fixed_point.go

package raster

type Fix int32

const (
	FIXED_SHIFT      = 16
	FIXED_FLOAT_COEF = 1 << FIXED_SHIFT
)

/*! Fixed point math inevitably introduces rounding error to the DDA. The error is
 *  fixed every now and then by a separate fix value. The defines below set these.
 */
const (
	SLOPE_FIX_SHIFT = 8
	SLOPE_FIX_STEP  = 1 << SLOPE_FIX_SHIFT
	SLOPE_FIX_MASK  = SLOPE_FIX_STEP - 1
)







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/line.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

import (
	"image/color"
	"image/draw"
)

func abs(i int) int {
	if i < 0 {
		return -i
	}
	return i
}

func PolylineBresenham(img draw.Image, c color.Color, s ...float64) {
	for i := 2; i < len(s); i += 2 {
		Bresenham(img, c, int(s[i-2]+0.5), int(s[i-1]+0.5), int(s[i]+0.5), int(s[i+1]+0.5))
	}
}

func Bresenham(img draw.Image, color color.Color, x0, y0, x1, y1 int) {
	dx := abs(x1 - x0)
	dy := abs(y1 - y0)
	var sx, sy int
	if x0 < x1 {
		sx = 1
	} else {
		sx = -1
	}
	if y0 < y1 {
		sy = 1
	} else {
		sy = -1
	}
	err := dx - dy

	var e2 int
	for {
		img.Set(x0, y0, color)
		if x0 == x1 && y0 == y1 {
			return
		}
		e2 = 2 * err
		if e2 > -dy {
			err = err - dy
			x0 = x0 + sx
		}
		if e2 < dx {
			err = err + dx
			y0 = y0 + sy
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/polygon.go

// Copyright 2011 The draw2d Authors. All rights reserved.
// created: 27/05/2011 by Laurent Le Goff
package raster

const (
	POLYGON_CLIP_NONE = iota
	POLYGON_CLIP_LEFT
	POLYGON_CLIP_RIGHT
	POLYGON_CLIP_TOP
	POLYGON_CLIP_BOTTOM
)

type Polygon []float64

type PolygonEdge struct {
	X, Slope            float64
	FirstLine, LastLine int
	Winding             int16
}

//! A more optimized representation of a polygon edge.
type PolygonScanEdge struct {
	FirstLine, LastLine int
	Winding             int16
	X                   Fix
	Slope               Fix
	SlopeFix            Fix
	NextEdge            *PolygonScanEdge
}

//! Calculates the edges of the polygon with transformation and clipping to edges array.
/*! \param startIndex the index for the first vertex.
 *  \param vertexCount the amount of vertices to convert.
 *  \param edges the array for result edges. This should be able to contain 2*aVertexCount edges.
 *  \param tr the transformation matrix for the polygon.
 *  \param aClipRectangle the clip rectangle.
 *  \return the amount of edges in the result.
 */
func (p Polygon) getEdges(startIndex, vertexCount int, edges []PolygonEdge, tr [6]float64, clipBound [4]float64) int {
	startIndex = startIndex * 2
	endIndex := startIndex + vertexCount*2
	if endIndex > len(p) {
		endIndex = len(p)
	}

	x := p[startIndex]
	y := p[startIndex+1]
	// inline transformation
	prevX := x*tr[0] + y*tr[2] + tr[4]
	prevY := x*tr[1] + y*tr[3] + tr[5]

	//! Calculates the clip flags for a point.
	prevClipFlags := POLYGON_CLIP_NONE
	if prevX < clipBound[0] {
		prevClipFlags |= POLYGON_CLIP_LEFT
	} else if prevX >= clipBound[2] {
		prevClipFlags |= POLYGON_CLIP_RIGHT
	}

	if prevY < clipBound[1] {
		prevClipFlags |= POLYGON_CLIP_TOP
	} else if prevY >= clipBound[3] {
		prevClipFlags |= POLYGON_CLIP_BOTTOM
	}

	edgeCount := 0
	var k, clipFlags, clipSum, clipUnion int
	var xleft, yleft, xright, yright, oldY, maxX, minX float64
	var swapWinding int16
	for n := startIndex; n < endIndex; n = n + 2 {
		k = (n + 2) % len(p)
		x = p[k]*tr[0] + p[k+1]*tr[2] + tr[4]
		y = p[k]*tr[1] + p[k+1]*tr[3] + tr[5]

		//! Calculates the clip flags for a point.
		clipFlags = POLYGON_CLIP_NONE
		if prevX < clipBound[0] {
			clipFlags |= POLYGON_CLIP_LEFT
		} else if prevX >= clipBound[2] {
			clipFlags |= POLYGON_CLIP_RIGHT
		}
		if prevY < clipBound[1] {
			clipFlags |= POLYGON_CLIP_TOP
		} else if prevY >= clipBound[3] {
			clipFlags |= POLYGON_CLIP_BOTTOM
		}

		clipSum = prevClipFlags | clipFlags
		clipUnion = prevClipFlags & clipFlags

		// Skip all edges that are either completely outside at the top or at the bottom.
		if clipUnion&(POLYGON_CLIP_TOP|POLYGON_CLIP_BOTTOM) == 0 {
			if clipUnion&POLYGON_CLIP_RIGHT != 0 {
				// Both clip to right, edge is a vertical line on the right side
				if getVerticalEdge(prevY, y, clipBound[2], &edges[edgeCount], clipBound) {
					edgeCount++
				}
			} else if clipUnion&POLYGON_CLIP_LEFT != 0 {
				// Both clip to left, edge is a vertical line on the left side
				if getVerticalEdge(prevY, y, clipBound[0], &edges[edgeCount], clipBound) {
					edgeCount++
				}
			} else if clipSum&(POLYGON_CLIP_RIGHT|POLYGON_CLIP_LEFT) == 0 {
				// No clipping in the horizontal direction
				if getEdge(prevX, prevY, x, y, &edges[edgeCount], clipBound) {
					edgeCount++
				}
			} else {
				// Clips to left or right or both.

				if x < prevX {
					xleft, yleft = x, y
					xright, yright = prevX, prevY
					swapWinding = -1
				} else {
					xleft, yleft = prevX, prevY
					xright, yright = x, y
					swapWinding = 1
				}

				slope := (yright - yleft) / (xright - xleft)

				if clipSum&POLYGON_CLIP_RIGHT != 0 {
					// calculate new position for the right vertex
					oldY = yright
					maxX = clipBound[2]

					yright = yleft + (maxX-xleft)*slope
					xright = maxX

					// add vertical edge for the overflowing part
					if getVerticalEdge(yright, oldY, maxX, &edges[edgeCount], clipBound) {
						edges[edgeCount].Winding *= swapWinding
						edgeCount++
					}
				}

				if clipSum&POLYGON_CLIP_LEFT != 0 {
					// calculate new position for the left vertex
					oldY = yleft
					minX = clipBound[0]

					yleft = yleft + (minX-xleft)*slope
					xleft = minX

					// add vertical edge for the overflowing part
					if getVerticalEdge(oldY, yleft, minX, &edges[edgeCount], clipBound) {
						edges[edgeCount].Winding *= swapWinding
						edgeCount++
					}
				}

				if getEdge(xleft, yleft, xright, yright, &edges[edgeCount], clipBound) {
					edges[edgeCount].Winding *= swapWinding
					edgeCount++
				}
			}
		}

		prevClipFlags = clipFlags
		prevX = x
		prevY = y
	}

	return edgeCount
}

//! Creates a polygon edge between two vectors.
/*! Clips the edge vertically to the clip rectangle. Returns true for edges that
 *  should be rendered, false for others.
 */
func getEdge(x0, y0, x1, y1 float64, edge *PolygonEdge, clipBound [4]float64) bool {
	var startX, startY, endX, endY float64
	var winding int16

	if y0 <= y1 {
		startX = x0
		startY = y0
		endX = x1
		endY = y1
		winding = 1
	} else {
		startX = x1
		startY = y1
		endX = x0
		endY = y0
		winding = -1
	}

	// Essentially, firstLine is floor(startY + 1) and lastLine is floor(endY).
	// These are refactored to integer casts in order to avoid function
	// calls. The difference with integer cast is that numbers are always
	// rounded towards zero. Since values smaller than zero get clipped away,
	// only coordinates between 0 and -1 require greater attention as they
	// also round to zero. The problems in this range can be avoided by
	// adding one to the values before conversion and subtracting after it.

	firstLine := int(startY + 1)
	lastLine := int(endY+1) - 1

	minClip := int(clipBound[1])
	maxClip := int(clipBound[3])

	// If start and end are on the same line, the edge doesn't cross
	// any lines and thus can be ignored.
	// If the end is smaller than the first line, edge is out.
	// If the start is larger than the last line, edge is out.
	if firstLine > lastLine || lastLine < minClip || firstLine >= maxClip {
		return false
	}

	// Adjust the start based on the target.
	if firstLine < minClip {
		firstLine = minClip
	}

	if lastLine >= maxClip {
		lastLine = maxClip - 1
	}
	edge.Slope = (endX - startX) / (endY - startY)
	edge.X = startX + (float64(firstLine)-startY)*edge.Slope
	edge.Winding = winding
	edge.FirstLine = firstLine
	edge.LastLine = lastLine

	return true
}

//! Creates a vertical polygon edge between two y values.
/*! Clips the edge vertically to the clip rectangle. Returns true for edges that
 *  should be rendered, false for others.
 */
func getVerticalEdge(startY, endY, x float64, edge *PolygonEdge, clipBound [4]float64) bool {
	var start, end float64
	var winding int16
	if startY < endY {
		start = startY
		end = endY
		winding = 1
	} else {
		start = endY
		end = startY
		winding = -1
	}

	firstLine := int(start + 1)
	lastLine := int(end+1) - 1

	minClip := int(clipBound[1])
	maxClip := int(clipBound[3])

	// If start and end are on the same line, the edge doesn't cross
	// any lines and thus can be ignored.
	// If the end is smaller than the first line, edge is out.
	// If the start is larger than the last line, edge is out.
	if firstLine > lastLine || lastLine < minClip || firstLine >= maxClip {
		return false
	}

	// Adjust the start based on the clip rect.
	if firstLine < minClip {
		firstLine = minClip
	}
	if lastLine >= maxClip {
		lastLine = maxClip - 1
	}

	edge.Slope = 0
	edge.X = x
	edge.Winding = winding
	edge.FirstLine = firstLine
	edge.LastLine = lastLine

	return true
}

type VertexData struct {
	X, Y      float64
	ClipFlags int
	Line      int
}

//! Calculates the edges of the polygon with transformation and clipping to edges array.
/*! Note that this may return upto three times the amount of edges that the polygon has vertices,
 *  in the unlucky case where both left and right side get clipped for all edges.
 *  \param edges the array for result edges. This should be able to contain 2*aVertexCount edges.
 *  \param aTransformation the transformation matrix for the polygon.
 *  \param aClipRectangle the clip rectangle.
 *  \return the amount of edges in the result.
 */
func (p Polygon) getScanEdges(edges []PolygonScanEdge, tr [6]float64, clipBound [4]float64) int {
	var n int
	vertexData := make([]VertexData, len(p)/2+1)
	for n = 0; n < len(vertexData)-1; n = n + 1 {
		k := n * 2
		vertexData[n].X = p[k]*tr[0] + p[k+1]*tr[2] + tr[4]
		vertexData[n].Y = p[k]*tr[1] + p[k+1]*tr[3] + tr[5]
		// Calculate clip flags for all vertices.
		vertexData[n].ClipFlags = POLYGON_CLIP_NONE
		if vertexData[n].X < clipBound[0] {
			vertexData[n].ClipFlags |= POLYGON_CLIP_LEFT
		} else if vertexData[n].X >= clipBound[2] {
			vertexData[n].ClipFlags |= POLYGON_CLIP_RIGHT
		}
		if vertexData[n].Y < clipBound[1] {
			vertexData[n].ClipFlags |= POLYGON_CLIP_TOP
		} else if vertexData[n].Y >= clipBound[3] {
			vertexData[n].ClipFlags |= POLYGON_CLIP_BOTTOM
		}

		// Calculate line of the vertex. If the vertex is clipped by top or bottom, the line
		// is determined by the clip rectangle.
		if vertexData[n].ClipFlags&POLYGON_CLIP_TOP != 0 {
			vertexData[n].Line = int(clipBound[1])
		} else if vertexData[n].ClipFlags&POLYGON_CLIP_BOTTOM != 0 {
			vertexData[n].Line = int(clipBound[3] - 1)
		} else {
			vertexData[n].Line = int(vertexData[n].Y+1) - 1
		}
	}

	// Copy the data from 0 to the last entry to make the data to loop.
	vertexData[len(vertexData)-1] = vertexData[0]

	// Transform the first vertex; store.
	// Process mVertexCount - 1 times, next is n+1
	// copy the first vertex to
	// Process 1 time, next is n

	edgeCount := 0
	for n = 0; n < len(vertexData)-1; n++ {
		clipSum := vertexData[n].ClipFlags | vertexData[n+1].ClipFlags
		clipUnion := vertexData[n].ClipFlags & vertexData[n+1].ClipFlags

		if clipUnion&(POLYGON_CLIP_TOP|POLYGON_CLIP_BOTTOM) == 0 &&
			vertexData[n].Line != vertexData[n+1].Line {
			var startIndex, endIndex int
			var winding int16
			if vertexData[n].Y < vertexData[n+1].Y {
				startIndex = n
				endIndex = n + 1
				winding = 1
			} else {
				startIndex = n + 1
				endIndex = n
				winding = -1
			}

			firstLine := vertexData[startIndex].Line + 1
			lastLine := vertexData[endIndex].Line

			if clipUnion&POLYGON_CLIP_RIGHT != 0 {
				// Both clip to right, edge is a vertical line on the right side
				edges[edgeCount].FirstLine = firstLine
				edges[edgeCount].LastLine = lastLine
				edges[edgeCount].Winding = winding
				edges[edgeCount].X = Fix(clipBound[2] * FIXED_FLOAT_COEF)
				edges[edgeCount].Slope = 0
				edges[edgeCount].SlopeFix = 0

				edgeCount++
			} else if clipUnion&POLYGON_CLIP_LEFT != 0 {
				// Both clip to left, edge is a vertical line on the left side
				edges[edgeCount].FirstLine = firstLine
				edges[edgeCount].LastLine = lastLine
				edges[edgeCount].Winding = winding
				edges[edgeCount].X = Fix(clipBound[0] * FIXED_FLOAT_COEF)
				edges[edgeCount].Slope = 0
				edges[edgeCount].SlopeFix = 0

				edgeCount++
			} else if clipSum&(POLYGON_CLIP_RIGHT|POLYGON_CLIP_LEFT) == 0 {
				// No clipping in the horizontal direction
				slope := (vertexData[endIndex].X -
					vertexData[startIndex].X) /
					(vertexData[endIndex].Y -
						vertexData[startIndex].Y)

					// If there is vertical clip (for the top) it will be processed here. The calculation
					// should be done for all non-clipping edges as well to determine the accurate position
					// where the edge crosses the first scanline.
				startx := vertexData[startIndex].X +
					(float64(firstLine)-vertexData[startIndex].Y)*slope

				edges[edgeCount].FirstLine = firstLine
				edges[edgeCount].LastLine = lastLine
				edges[edgeCount].Winding = winding
				edges[edgeCount].X = Fix(startx * FIXED_FLOAT_COEF)
				edges[edgeCount].Slope = Fix(slope * FIXED_FLOAT_COEF)

				if lastLine-firstLine >= SLOPE_FIX_STEP {
					edges[edgeCount].SlopeFix = Fix(slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) -
						edges[edgeCount].Slope<<SLOPE_FIX_SHIFT
				} else {
					edges[edgeCount].SlopeFix = 0
				}

				edgeCount++
			} else {
				// Clips to left or right or both.
				slope := (vertexData[endIndex].X -
					vertexData[startIndex].X) /
					(vertexData[endIndex].Y -
						vertexData[startIndex].Y)

				// The edge may clip to both left and right.
				// The clip results in one or two new vertices, and one to three segments.
				// The rounding for scanlines may produce a result where any of the segments is
				// ignored.

				// The start is always above the end. Calculate the clip positions to clipVertices.
				// It is possible that only one of the vertices exist. This will be detected from the
				// clip flags of the vertex later, so they are initialized here.
				var clipVertices [2]VertexData

				if vertexData[startIndex].X <
					vertexData[endIndex].X {
					clipVertices[0].X = clipBound[0]
					clipVertices[1].X = clipBound[2]
					clipVertices[0].ClipFlags = POLYGON_CLIP_LEFT
					clipVertices[1].ClipFlags = POLYGON_CLIP_RIGHT
				} else {
					clipVertices[0].X = clipBound[2]
					clipVertices[1].X = clipBound[0]
					clipVertices[0].ClipFlags = POLYGON_CLIP_RIGHT
					clipVertices[1].ClipFlags = POLYGON_CLIP_LEFT
				}

				var p int
				for p = 0; p < 2; p++ {
					// Check if either of the vertices crosses the edge marked for the clip vertex
					if clipSum&clipVertices[p].ClipFlags != 0 {
						// The the vertex is required, calculate it.
						clipVertices[p].Y = vertexData[startIndex].Y +
							(clipVertices[p].X-
								vertexData[startIndex].X)/slope

						// If there is clipping in the vertical direction, the new vertex may be clipped.
						if clipSum&(POLYGON_CLIP_TOP|POLYGON_CLIP_BOTTOM) != 0 {
							if clipVertices[p].Y < clipBound[1] {
								clipVertices[p].ClipFlags = POLYGON_CLIP_TOP
								clipVertices[p].Line = int(clipBound[1])
							} else if clipVertices[p].Y > clipBound[3] {
								clipVertices[p].ClipFlags = POLYGON_CLIP_BOTTOM
								clipVertices[p].Line = int(clipBound[3] - 1)
							} else {
								clipVertices[p].ClipFlags = 0
								clipVertices[p].Line = int(clipVertices[p].Y+1) - 1
							}
						} else {
							clipVertices[p].ClipFlags = 0
							clipVertices[p].Line = int(clipVertices[p].Y+1) - 1
						}
					}
				}

				// Now there are three or four vertices, in the top-to-bottom order of start, clip0, clip1,
				// end. What kind of edges are required for connecting these can be determined from the
				// clip flags.
				// -if clip vertex has horizontal clip flags, it doesn't exist. No edge is generated.
				// -if start vertex or end vertex has horizontal clip flag, the edge to/from the clip vertex is vertical
				// -if the line of two vertices is the same, the edge is not generated, since the edge doesn't
				//  cross any scanlines.

				// The alternative patterns are:
				// start - clip0 - clip1 - end
				// start - clip0 - end
				// start - clip1 - end

				var topClipIndex, bottomClipIndex int
				if (clipVertices[0].ClipFlags|clipVertices[1].ClipFlags)&
					(POLYGON_CLIP_LEFT|POLYGON_CLIP_RIGHT) == 0 {
					// Both sides are clipped, the order is start-clip0-clip1-end
					topClipIndex = 0
					bottomClipIndex = 1

					// Add the edge from clip0 to clip1
					// Check that the line is different for the vertices.
					if clipVertices[0].Line != clipVertices[1].Line {
						firstClipLine := clipVertices[0].Line + 1

						startx := vertexData[startIndex].X +
							(float64(firstClipLine)-vertexData[startIndex].Y)*slope

						edges[edgeCount].X = Fix(startx * FIXED_FLOAT_COEF)
						edges[edgeCount].Slope = Fix(slope * FIXED_FLOAT_COEF)
						edges[edgeCount].FirstLine = firstClipLine
						edges[edgeCount].LastLine = clipVertices[1].Line
						edges[edgeCount].Winding = winding

						if edges[edgeCount].LastLine-edges[edgeCount].FirstLine >= SLOPE_FIX_STEP {
							edges[edgeCount].SlopeFix = Fix(slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) -
								edges[edgeCount].Slope<<SLOPE_FIX_SHIFT
						} else {
							edges[edgeCount].SlopeFix = 0
						}

						edgeCount++
					}
				} else {
					// Clip at either side, check which side. The clip flag is on for the vertex
					// that doesn't exist, i.e. has not been clipped to be inside the rect.
					if clipVertices[0].ClipFlags&(POLYGON_CLIP_LEFT|POLYGON_CLIP_RIGHT) != 0 {
						topClipIndex = 1
						bottomClipIndex = 1
					} else {
						topClipIndex = 0
						bottomClipIndex = 0
					}
				}

				// Generate the edges from start - clip top and clip bottom - end
				// Clip top and clip bottom may be the same vertex if there is only one 
				// clipped vertex.

				// Check that the line is different for the vertices.
				if vertexData[startIndex].Line != clipVertices[topClipIndex].Line {
					edges[edgeCount].FirstLine = firstLine
					edges[edgeCount].LastLine = clipVertices[topClipIndex].Line
					edges[edgeCount].Winding = winding

					// If startIndex is clipped, the edge is a vertical one.
					if vertexData[startIndex].ClipFlags&(POLYGON_CLIP_LEFT|POLYGON_CLIP_RIGHT) != 0 {
						edges[edgeCount].X = Fix(clipVertices[topClipIndex].X * FIXED_FLOAT_COEF)
						edges[edgeCount].Slope = 0
						edges[edgeCount].SlopeFix = 0
					} else {
						startx := vertexData[startIndex].X +
							(float64(firstLine)-vertexData[startIndex].Y)*slope

						edges[edgeCount].X = Fix(startx * FIXED_FLOAT_COEF)
						edges[edgeCount].Slope = Fix(slope * FIXED_FLOAT_COEF)

						if edges[edgeCount].LastLine-edges[edgeCount].FirstLine >= SLOPE_FIX_STEP {
							edges[edgeCount].SlopeFix = Fix(slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) -
								edges[edgeCount].Slope<<SLOPE_FIX_SHIFT
						} else {
							edges[edgeCount].SlopeFix = 0
						}
					}

					edgeCount++
				}

				// Check that the line is different for the vertices.
				if clipVertices[bottomClipIndex].Line != vertexData[endIndex].Line {
					firstClipLine := clipVertices[bottomClipIndex].Line + 1

					edges[edgeCount].FirstLine = firstClipLine
					edges[edgeCount].LastLine = lastLine
					edges[edgeCount].Winding = winding

					// If endIndex is clipped, the edge is a vertical one.
					if vertexData[endIndex].ClipFlags&(POLYGON_CLIP_LEFT|POLYGON_CLIP_RIGHT) != 0 {
						edges[edgeCount].X = Fix(clipVertices[bottomClipIndex].X * FIXED_FLOAT_COEF)
						edges[edgeCount].Slope = 0
						edges[edgeCount].SlopeFix = 0
					} else {
						startx := vertexData[startIndex].X +
							(float64(firstClipLine)-vertexData[startIndex].Y)*slope

						edges[edgeCount].X = Fix(startx * FIXED_FLOAT_COEF)
						edges[edgeCount].Slope = Fix(slope * FIXED_FLOAT_COEF)

						if edges[edgeCount].LastLine-edges[edgeCount].FirstLine >= SLOPE_FIX_STEP {
							edges[edgeCount].SlopeFix = Fix(slope*SLOPE_FIX_STEP*FIXED_FLOAT_COEF) -
								edges[edgeCount].Slope<<SLOPE_FIX_SHIFT
						} else {
							edges[edgeCount].SlopeFix = 0
						}
					}

					edgeCount++
				}

			}
		}
	}

	return edgeCount
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/raster/raster_test.go

package raster

import (
	"bufio"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/curve"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"image"
	"image/color"
	"image/png"
	"log"
	"os"
	"testing"
)

var flattening_threshold float64 = 0.5

func savepng(filePath string, m image.Image) {
	f, err := os.Create(filePath)
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
	defer f.Close()
	b := bufio.NewWriter(f)
	err = png.Encode(b, m)
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
	err = b.Flush()
	if err != nil {
		log.Println(err)
		os.Exit(1)
	}
}

type Path struct {
	points []float64
}

func (p *Path) LineTo(x, y float64) {
	if len(p.points)+2 > cap(p.points) {
		points := make([]float64, len(p.points)+2, len(p.points)+32)
		copy(points, p.points)
		p.points = points
	} else {
		p.points = p.points[0 : len(p.points)+2]
	}
	p.points[len(p.points)-2] = x
	p.points[len(p.points)-1] = y
}

func TestFreetype(t *testing.T) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}

	img := image.NewRGBA(image.Rect(0, 0, 200, 200))
	rasterizer := raster.NewRasterizer(200, 200)
	rasterizer.UseNonZeroWinding = false
	rasterizer.Start(raster.Point{raster.Fix32(10 * 256), raster.Fix32(190 * 256)})
	for j := 0; j < len(poly); j = j + 2 {
		rasterizer.Add1(raster.Point{raster.Fix32(poly[j] * 256), raster.Fix32(poly[j+1] * 256)})
	}
	painter := raster.NewRGBAPainter(img)
	painter.SetColor(color)
	rasterizer.Rasterize(painter)

	savepng("_testFreetype.png", img)
}

func TestFreetypeNonZeroWinding(t *testing.T) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}

	img := image.NewRGBA(image.Rect(0, 0, 200, 200))
	rasterizer := raster.NewRasterizer(200, 200)
	rasterizer.UseNonZeroWinding = true
	rasterizer.Start(raster.Point{raster.Fix32(10 * 256), raster.Fix32(190 * 256)})
	for j := 0; j < len(poly); j = j + 2 {
		rasterizer.Add1(raster.Point{raster.Fix32(poly[j] * 256), raster.Fix32(poly[j+1] * 256)})
	}
	painter := raster.NewRGBAPainter(img)
	painter.SetColor(color)
	rasterizer.Rasterize(painter)

	savepng("_testFreetypeNonZeroWinding.png", img)
}

func TestRasterizer(t *testing.T) {
	img := image.NewRGBA(image.Rect(0, 0, 200, 200))
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}
	tr := [6]float64{1, 0, 0, 1, 0, 0}
	r := NewRasterizer8BitsSample(200, 200)
	//PolylineBresenham(img, image.Black, poly...)

	r.RenderEvenOdd(img, &color, &poly, tr)
	savepng("_testRasterizer.png", img)
}

func TestRasterizerNonZeroWinding(t *testing.T) {
	img := image.NewRGBA(image.Rect(0, 0, 200, 200))
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}
	tr := [6]float64{1, 0, 0, 1, 0, 0}
	r := NewRasterizer8BitsSample(200, 200)
	//PolylineBresenham(img, image.Black, poly...)

	r.RenderNonZeroWinding(img, &color, &poly, tr)
	savepng("_testRasterizerNonZeroWinding.png", img)
}

func BenchmarkFreetype(b *testing.B) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}

	for i := 0; i < b.N; i++ {
		img := image.NewRGBA(image.Rect(0, 0, 200, 200))
		rasterizer := raster.NewRasterizer(200, 200)
		rasterizer.UseNonZeroWinding = false
		rasterizer.Start(raster.Point{raster.Fix32(10 * 256), raster.Fix32(190 * 256)})
		for j := 0; j < len(poly); j = j + 2 {
			rasterizer.Add1(raster.Point{raster.Fix32(poly[j] * 256), raster.Fix32(poly[j+1] * 256)})
		}
		painter := raster.NewRGBAPainter(img)
		painter.SetColor(color)
		rasterizer.Rasterize(painter)
	}
}
func BenchmarkFreetypeNonZeroWinding(b *testing.B) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}

	for i := 0; i < b.N; i++ {
		img := image.NewRGBA(image.Rect(0, 0, 200, 200))
		rasterizer := raster.NewRasterizer(200, 200)
		rasterizer.UseNonZeroWinding = true
		rasterizer.Start(raster.Point{raster.Fix32(10 * 256), raster.Fix32(190 * 256)})
		for j := 0; j < len(poly); j = j + 2 {
			rasterizer.Add1(raster.Point{raster.Fix32(poly[j] * 256), raster.Fix32(poly[j+1] * 256)})
		}
		painter := raster.NewRGBAPainter(img)
		painter.SetColor(color)
		rasterizer.Rasterize(painter)
	}
}

func BenchmarkRasterizerNonZeroWinding(b *testing.B) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}
	tr := [6]float64{1, 0, 0, 1, 0, 0}
	for i := 0; i < b.N; i++ {
		img := image.NewRGBA(image.Rect(0, 0, 200, 200))
		rasterizer := NewRasterizer8BitsSample(200, 200)
		rasterizer.RenderNonZeroWinding(img, &color, &poly, tr)
	}
}

func BenchmarkRasterizer(b *testing.B) {
	var p Path
	p.LineTo(10, 190)
	c := curve.CubicCurveFloat64{10, 190, 10, 10, 190, 10, 190, 190}
	c.Segment(&p, flattening_threshold)
	poly := Polygon(p.points)
	color := color.RGBA{0, 0, 0, 0xff}
	tr := [6]float64{1, 0, 0, 1, 0, 0}
	for i := 0; i < b.N; i++ {
		img := image.NewRGBA(image.Rect(0, 0, 200, 200))
		rasterizer := NewRasterizer8BitsSample(200, 200)
		rasterizer.RenderEvenOdd(img, &color, &poly, tr)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/rgba_interpolation.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff
// see http://pippin.gimp.org/image_processing/chap_resampling.html

package draw2d

import (
	"image"
	"image/color"
	"image/draw"
	"math"
)

type ImageFilter int

const (
	LinearFilter ImageFilter = iota
	BilinearFilter
	BicubicFilter
)

//see http://pippin.gimp.org/image_processing/chap_resampling.html
func getColorLinear(img image.Image, x, y float64) color.Color {
	return img.At(int(x), int(y))
}

func getColorBilinear(img image.Image, x, y float64) color.Color {
	x0 := math.Floor(x)
	y0 := math.Floor(y)
	dx := x - x0
	dy := y - y0

	rt, gt, bt, at := img.At(int(x0), int(y0)).RGBA()
	r0, g0, b0, a0 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = img.At(int(x0+1), int(y0)).RGBA()
	r1, g1, b1, a1 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = img.At(int(x0+1), int(y0+1)).RGBA()
	r2, g2, b2, a2 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = img.At(int(x0), int(y0+1)).RGBA()
	r3, g3, b3, a3 := float64(rt), float64(gt), float64(bt), float64(at)

	r := int(lerp(lerp(r0, r1, dx), lerp(r3, r2, dx), dy))
	g := int(lerp(lerp(g0, g1, dx), lerp(g3, g2, dx), dy))
	b := int(lerp(lerp(b0, b1, dx), lerp(b3, b2, dx), dy))
	a := int(lerp(lerp(a0, a1, dx), lerp(a3, a2, dx), dy))
	return color.RGBA{uint8(r >> 8), uint8(g >> 8), uint8(b >> 8), uint8(a >> 8)}
}

/**
-- LERP
-- /lerp/, vi.,n.
--
-- Quasi-acronym for Linear Interpolation, used as a verb or noun for
-- the operation. "Bresenham's algorithm lerps incrementally between the
-- two endpoints of the line." (From Jargon File (4.4.4, 14 Aug 2003)
*/
func lerp(v1, v2, ratio float64) float64 {
	return v1*(1-ratio) + v2*ratio
}

func getColorCubicRow(img image.Image, x, y, offset float64) color.Color {
	c0 := img.At(int(x), int(y))
	c1 := img.At(int(x+1), int(y))
	c2 := img.At(int(x+2), int(y))
	c3 := img.At(int(x+3), int(y))
	rt, gt, bt, at := c0.RGBA()
	r0, g0, b0, a0 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c1.RGBA()
	r1, g1, b1, a1 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c2.RGBA()
	r2, g2, b2, a2 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c3.RGBA()
	r3, g3, b3, a3 := float64(rt), float64(gt), float64(bt), float64(at)
	r, g, b, a := cubic(offset, r0, r1, r2, r3), cubic(offset, g0, g1, g2, g3), cubic(offset, b0, b1, b2, b3), cubic(offset, a0, a1, a2, a3)
	return color.RGBA{uint8(r >> 8), uint8(g >> 8), uint8(b >> 8), uint8(a >> 8)}
}

func getColorBicubic(img image.Image, x, y float64) color.Color {
	x0 := math.Floor(x)
	y0 := math.Floor(y)
	dx := x - x0
	dy := y - y0
	c0 := getColorCubicRow(img, x0-1, y0-1, dx)
	c1 := getColorCubicRow(img, x0-1, y0, dx)
	c2 := getColorCubicRow(img, x0-1, y0+1, dx)
	c3 := getColorCubicRow(img, x0-1, y0+2, dx)
	rt, gt, bt, at := c0.RGBA()
	r0, g0, b0, a0 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c1.RGBA()
	r1, g1, b1, a1 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c2.RGBA()
	r2, g2, b2, a2 := float64(rt), float64(gt), float64(bt), float64(at)
	rt, gt, bt, at = c3.RGBA()
	r3, g3, b3, a3 := float64(rt), float64(gt), float64(bt), float64(at)
	r, g, b, a := cubic(dy, r0, r1, r2, r3), cubic(dy, g0, g1, g2, g3), cubic(dy, b0, b1, b2, b3), cubic(dy, a0, a1, a2, a3)
	return color.RGBA{uint8(r >> 8), uint8(g >> 8), uint8(b >> 8), uint8(a >> 8)}
}

func cubic(offset, v0, v1, v2, v3 float64) uint32 {
	// offset is the offset of the sampled value between v1 and v2
	return uint32(((((-7*v0+21*v1-21*v2+7*v3)*offset+
		(15*v0-36*v1+27*v2-6*v3))*offset+
		(-9*v0+9*v2))*offset + (v0 + 16*v1 + v2)) / 18.0)
}

func DrawImage(src image.Image, dest draw.Image, tr MatrixTransform, op draw.Op, filter ImageFilter) {
	bounds := src.Bounds()
	x0, y0, x1, y1 := float64(bounds.Min.X), float64(bounds.Min.Y), float64(bounds.Max.X), float64(bounds.Max.Y)
	tr.TransformRectangle(&x0, &y0, &x1, &y1)
	var x, y, u, v float64
	var c1, c2, cr color.Color
	var r, g, b, a, ia, r1, g1, b1, a1, r2, g2, b2, a2 uint32
	var color color.RGBA
	for x = x0; x < x1; x++ {
		for y = y0; y < y1; y++ {
			u = x
			v = y
			tr.InverseTransform(&u, &v)
			if bounds.Min.X <= int(u) && bounds.Max.X > int(u) && bounds.Min.Y <= int(v) && bounds.Max.Y > int(v) {
				c1 = dest.At(int(x), int(y))
				switch filter {
				case LinearFilter:
					c2 = src.At(int(u), int(v))
				case BilinearFilter:
					c2 = getColorBilinear(src, u, v)
				case BicubicFilter:
					c2 = getColorBicubic(src, u, v)
				}
				switch op {
				case draw.Over:
					r1, g1, b1, a1 = c1.RGBA()
					r2, g2, b2, a2 = c2.RGBA()
					ia = M - a2
					r = ((r1 * ia) / M) + r2
					g = ((g1 * ia) / M) + g2
					b = ((b1 * ia) / M) + b2
					a = ((a1 * ia) / M) + a2
					color.R = uint8(r >> 8)
					color.G = uint8(g >> 8)
					color.B = uint8(b >> 8)
					color.A = uint8(a >> 8)
					cr = color
				default:
					cr = c2
				}
				dest.Set(int(x), int(y), cr)
			}
		}
	}
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype"
	"image"
	"image/color"
)

type StackGraphicContext struct {
	Current *ContextStack
}

type ContextStack struct {
	Tr          MatrixTransform
	Path        *PathStorage
	LineWidth   float64
	Dash        []float64
	DashOffset  float64
	StrokeColor color.Color
	FillColor   color.Color
	FillRule    FillRule
	Cap         Cap
	Join        Join
	FontSize    float64
	FontData    FontData

	font *truetype.Font
	// fontSize and dpi are used to calculate scale. scale is the number of
	// 26.6 fixed point units in 1 em.
	scale int32

	previous *ContextStack
}

/**
 * Create a new Graphic context from an image
 */
func NewStackGraphicContext() *StackGraphicContext {
	gc := &StackGraphicContext{}
	gc.Current = new(ContextStack)
	gc.Current.Tr = NewIdentityMatrix()
	gc.Current.Path = NewPathStorage()
	gc.Current.LineWidth = 1.0
	gc.Current.StrokeColor = image.Black
	gc.Current.FillColor = image.White
	gc.Current.Cap = RoundCap
	gc.Current.FillRule = FillRuleEvenOdd
	gc.Current.Join = RoundJoin
	gc.Current.FontSize = 10
	gc.Current.FontData = defaultFontData
	return gc
}

func (gc *StackGraphicContext) GetMatrixTransform() MatrixTransform {
	return gc.Current.Tr
}

func (gc *StackGraphicContext) SetMatrixTransform(Tr MatrixTransform) {
	gc.Current.Tr = Tr
}

func (gc *StackGraphicContext) ComposeMatrixTransform(Tr MatrixTransform) {
	gc.Current.Tr = Tr.Multiply(gc.Current.Tr)
}

func (gc *StackGraphicContext) Rotate(angle float64) {
	gc.Current.Tr = NewRotationMatrix(angle).Multiply(gc.Current.Tr)
}

func (gc *StackGraphicContext) Translate(tx, ty float64) {
	gc.Current.Tr = NewTranslationMatrix(tx, ty).Multiply(gc.Current.Tr)
}

func (gc *StackGraphicContext) Scale(sx, sy float64) {
	gc.Current.Tr = NewScaleMatrix(sx, sy).Multiply(gc.Current.Tr)
}

func (gc *StackGraphicContext) SetStrokeColor(c color.Color) {
	gc.Current.StrokeColor = c
}

func (gc *StackGraphicContext) SetFillColor(c color.Color) {
	gc.Current.FillColor = c
}

func (gc *StackGraphicContext) SetFillRule(f FillRule) {
	gc.Current.FillRule = f
}

func (gc *StackGraphicContext) SetLineWidth(LineWidth float64) {
	gc.Current.LineWidth = LineWidth
}

func (gc *StackGraphicContext) SetLineCap(Cap Cap) {
	gc.Current.Cap = Cap
}

func (gc *StackGraphicContext) SetLineJoin(Join Join) {
	gc.Current.Join = Join
}

func (gc *StackGraphicContext) SetLineDash(Dash []float64, DashOffset float64) {
	gc.Current.Dash = Dash
	gc.Current.DashOffset = DashOffset
}

func (gc *StackGraphicContext) SetFontSize(FontSize float64) {
	gc.Current.FontSize = FontSize
}

func (gc *StackGraphicContext) GetFontSize() float64 {
	return gc.Current.FontSize
}

func (gc *StackGraphicContext) SetFontData(FontData FontData) {
	gc.Current.FontData = FontData
}

func (gc *StackGraphicContext) GetFontData() FontData {
	return gc.Current.FontData
}

func (gc *StackGraphicContext) BeginPath() {
	gc.Current.Path.Clear()
}

func (gc *StackGraphicContext) IsEmpty() bool {
	return gc.Current.Path.IsEmpty()
}

func (gc *StackGraphicContext) LastPoint() (float64, float64) {
	return gc.Current.Path.LastPoint()
}

func (gc *StackGraphicContext) MoveTo(x, y float64) {
	gc.Current.Path.MoveTo(x, y)
}

func (gc *StackGraphicContext) RMoveTo(dx, dy float64) {
	gc.Current.Path.RMoveTo(dx, dy)
}

func (gc *StackGraphicContext) LineTo(x, y float64) {
	gc.Current.Path.LineTo(x, y)
}

func (gc *StackGraphicContext) RLineTo(dx, dy float64) {
	gc.Current.Path.RLineTo(dx, dy)
}

func (gc *StackGraphicContext) QuadCurveTo(cx, cy, x, y float64) {
	gc.Current.Path.QuadCurveTo(cx, cy, x, y)
}

func (gc *StackGraphicContext) RQuadCurveTo(dcx, dcy, dx, dy float64) {
	gc.Current.Path.RQuadCurveTo(dcx, dcy, dx, dy)
}

func (gc *StackGraphicContext) CubicCurveTo(cx1, cy1, cx2, cy2, x, y float64) {
	gc.Current.Path.CubicCurveTo(cx1, cy1, cx2, cy2, x, y)
}

func (gc *StackGraphicContext) RCubicCurveTo(dcx1, dcy1, dcx2, dcy2, dx, dy float64) {
	gc.Current.Path.RCubicCurveTo(dcx1, dcy1, dcx2, dcy2, dx, dy)
}

func (gc *StackGraphicContext) ArcTo(cx, cy, rx, ry, startAngle, angle float64) {
	gc.Current.Path.ArcTo(cx, cy, rx, ry, startAngle, angle)
}

func (gc *StackGraphicContext) RArcTo(dcx, dcy, rx, ry, startAngle, angle float64) {
	gc.Current.Path.RArcTo(dcx, dcy, rx, ry, startAngle, angle)
}

func (gc *StackGraphicContext) Close() {
	gc.Current.Path.Close()
}

func (gc *StackGraphicContext) Save() {
	context := new(ContextStack)
	context.FontSize = gc.Current.FontSize
	context.FontData = gc.Current.FontData
	context.LineWidth = gc.Current.LineWidth
	context.StrokeColor = gc.Current.StrokeColor
	context.FillColor = gc.Current.FillColor
	context.FillRule = gc.Current.FillRule
	context.Dash = gc.Current.Dash
	context.DashOffset = gc.Current.DashOffset
	context.Cap = gc.Current.Cap
	context.Join = gc.Current.Join
	context.Path = gc.Current.Path.Copy()
	context.font = gc.Current.font
	context.scale = gc.Current.scale
	copy(context.Tr[:], gc.Current.Tr[:])
	context.previous = gc.Current
	gc.Current = context
}

func (gc *StackGraphicContext) Restore() {
	if gc.Current.previous != nil {
		oldContext := gc.Current
		gc.Current = gc.Current.previous
		oldContext.previous = nil
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/stroker.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 13/12/2010 by Laurent Le Goff

package draw2d

type Cap int

const (
	RoundCap Cap = iota
	ButtCap
	SquareCap
)

type Join int

const (
	BevelJoin Join = iota
	RoundJoin
	MiterJoin
)

type LineStroker struct {
	Next          VertexConverter
	HalfLineWidth float64
	Cap           Cap
	Join          Join
	vertices      []float64
	rewind        []float64
	x, y, nx, ny  float64
	command       VertexCommand
}

func NewLineStroker(c Cap, j Join, converter VertexConverter) *LineStroker {
	l := new(LineStroker)
	l.Next = converter
	l.HalfLineWidth = 0.5
	l.vertices = make([]float64, 0, 256)
	l.rewind = make([]float64, 0, 256)
	l.Cap = c
	l.Join = j
	l.command = VertexNoCommand
	return l
}

func (l *LineStroker) NextCommand(command VertexCommand) {
	l.command = command
	if command == VertexStopCommand {
		l.Next.NextCommand(VertexStartCommand)
		for i, j := 0, 1; j < len(l.vertices); i, j = i+2, j+2 {
			l.Next.Vertex(l.vertices[i], l.vertices[j])
			l.Next.NextCommand(VertexNoCommand)
		}
		for i, j := len(l.rewind)-2, len(l.rewind)-1; j > 0; i, j = i-2, j-2 {
			l.Next.NextCommand(VertexNoCommand)
			l.Next.Vertex(l.rewind[i], l.rewind[j])
		}
		if len(l.vertices) > 1 {
			l.Next.NextCommand(VertexNoCommand)
			l.Next.Vertex(l.vertices[0], l.vertices[1])
		}
		l.Next.NextCommand(VertexStopCommand)
		// reinit vertices	
		l.vertices = l.vertices[0:0]
		l.rewind = l.rewind[0:0]
		l.x, l.y, l.nx, l.ny = 0, 0, 0, 0
	}
}

func (l *LineStroker) Vertex(x, y float64) {
	switch l.command {
	case VertexNoCommand:
		l.line(l.x, l.y, x, y)
	case VertexJoinCommand:
		l.joinLine(l.x, l.y, l.nx, l.ny, x, y)
	case VertexStartCommand:
		l.x, l.y = x, y
	case VertexCloseCommand:
		l.line(l.x, l.y, x, y)
		l.joinLine(l.x, l.y, l.nx, l.ny, x, y)
		l.closePolygon()
	}
	l.command = VertexNoCommand
}

func (l *LineStroker) appendVertex(vertices ...float64) {
	s := len(vertices) / 2
	if len(l.vertices)+s >= cap(l.vertices) {
		v := make([]float64, len(l.vertices), cap(l.vertices)+128)
		copy(v, l.vertices)
		l.vertices = v
		v = make([]float64, len(l.rewind), cap(l.rewind)+128)
		copy(v, l.rewind)
		l.rewind = v
	}

	copy(l.vertices[len(l.vertices):len(l.vertices)+s], vertices[:s])
	l.vertices = l.vertices[0 : len(l.vertices)+s]
	copy(l.rewind[len(l.rewind):len(l.rewind)+s], vertices[s:])
	l.rewind = l.rewind[0 : len(l.rewind)+s]

}

func (l *LineStroker) closePolygon() {
	if len(l.vertices) > 1 {
		l.appendVertex(l.vertices[0], l.vertices[1], l.rewind[0], l.rewind[1])
	}
}

func (l *LineStroker) line(x1, y1, x2, y2 float64) {
	dx := (x2 - x1)
	dy := (y2 - y1)
	d := vectorDistance(dx, dy)
	if d != 0 {
		nx := dy * l.HalfLineWidth / d
		ny := -(dx * l.HalfLineWidth / d)
		l.appendVertex(x1+nx, y1+ny, x2+nx, y2+ny, x1-nx, y1-ny, x2-nx, y2-ny)
		l.x, l.y, l.nx, l.ny = x2, y2, nx, ny
	}
}

func (l *LineStroker) joinLine(x1, y1, nx1, ny1, x2, y2 float64) {
	dx := (x2 - x1)
	dy := (y2 - y1)
	d := vectorDistance(dx, dy)

	if d != 0 {
		nx := dy * l.HalfLineWidth / d
		ny := -(dx * l.HalfLineWidth / d)
		/*	l.join(x1, y1, x1 + nx, y1 - ny, nx, ny, x1 + ny2, y1 + nx2, nx2, ny2)
			l.join(x1, y1, x1 - ny1, y1 - nx1, nx1, ny1, x1 - ny2, y1 - nx2, nx2, ny2)*/

		l.appendVertex(x1+nx, y1+ny, x2+nx, y2+ny, x1-nx, y1-ny, x2-nx, y2-ny)
		l.x, l.y, l.nx, l.ny = x2, y2, nx, ny
	}
}
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// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"math"
)

type MatrixTransform [6]float64

const (
	epsilon = 1e-6
)

func (tr MatrixTransform) Determinant() float64 {
	return tr[0]*tr[3] - tr[1]*tr[2]
}

func (tr MatrixTransform) Transform(points ...*float64) {
	for i, j := 0, 1; j < len(points); i, j = i+2, j+2 {
		x := *points[i]
		y := *points[j]
		*points[i] = x*tr[0] + y*tr[2] + tr[4]
		*points[j] = x*tr[1] + y*tr[3] + tr[5]
	}
}

func (tr MatrixTransform) TransformArray(points []float64) {
	for i, j := 0, 1; j < len(points); i, j = i+2, j+2 {
		x := points[i]
		y := points[j]
		points[i] = x*tr[0] + y*tr[2] + tr[4]
		points[j] = x*tr[1] + y*tr[3] + tr[5]
	}
}

func (tr MatrixTransform) TransformRectangle(x0, y0, x2, y2 *float64) {
	x1 := *x2
	y1 := *y0
	x3 := *x0
	y3 := *y2
	tr.Transform(x0, y0, &x1, &y1, x2, y2, &x3, &y3)
	*x0, x1 = minMax(*x0, x1)
	*x2, x3 = minMax(*x2, x3)
	*y0, y1 = minMax(*y0, y1)
	*y2, y3 = minMax(*y2, y3)

	*x0 = min(*x0, *x2)
	*y0 = min(*y0, *y2)
	*x2 = max(x1, x3)
	*y2 = max(y1, y3)
}

func (tr MatrixTransform) TransformRasterPoint(points ...*raster.Point) {
	for _, point := range points {
		x := float64(point.X) / 256
		y := float64(point.Y) / 256
		point.X = raster.Fix32((x*tr[0] + y*tr[2] + tr[4]) * 256)
		point.Y = raster.Fix32((x*tr[1] + y*tr[3] + tr[5]) * 256)
	}
}

func (tr MatrixTransform) InverseTransform(points ...*float64) {
	d := tr.Determinant() // matrix determinant
	for i, j := 0, 1; j < len(points); i, j = i+2, j+2 {
		x := *points[i]
		y := *points[j]
		*points[i] = ((x-tr[4])*tr[3] - (y-tr[5])*tr[2]) / d
		*points[j] = ((y-tr[5])*tr[0] - (x-tr[4])*tr[1]) / d
	}
}

// ******************** Vector transformations ********************

func (tr MatrixTransform) VectorTransform(points ...*float64) {
	for i, j := 0, 1; j < len(points); i, j = i+2, j+2 {
		x := *points[i]
		y := *points[j]
		*points[i] = x*tr[0] + y*tr[2]
		*points[j] = x*tr[1] + y*tr[3]
	}
}

// ******************** Transformations creation ********************

/** Creates an identity transformation. */
func NewIdentityMatrix() MatrixTransform {
	return [6]float64{1, 0, 0, 1, 0, 0}
}

/**
 * Creates a transformation with a translation, that,
 * transform point1 into point2.
 */
func NewTranslationMatrix(tx, ty float64) MatrixTransform {
	return [6]float64{1, 0, 0, 1, tx, ty}
}

/**
 * Creates a transformation with a sx, sy scale factor
 */
func NewScaleMatrix(sx, sy float64) MatrixTransform {
	return [6]float64{sx, 0, 0, sy, 0, 0}
}

/**
 * Creates a rotation transformation.
 */
func NewRotationMatrix(angle float64) MatrixTransform {
	c := math.Cos(angle)
	s := math.Sin(angle)
	return [6]float64{c, s, -s, c, 0, 0}
}

/**
 * Creates a transformation, combining a scale and a translation, that transform rectangle1 into rectangle2.
 */
func NewMatrixTransform(rectangle1, rectangle2 [4]float64) MatrixTransform {
	xScale := (rectangle2[2] - rectangle2[0]) / (rectangle1[2] - rectangle1[0])
	yScale := (rectangle2[3] - rectangle2[1]) / (rectangle1[3] - rectangle1[1])
	xOffset := rectangle2[0] - (rectangle1[0] * xScale)
	yOffset := rectangle2[1] - (rectangle1[1] * yScale)
	return [6]float64{xScale, 0, 0, yScale, xOffset, yOffset}
}

// ******************** Transformations operations ********************

/**
 * Returns a transformation that is the inverse of the given transformation.
 */
func (tr MatrixTransform) GetInverseTransformation() MatrixTransform {
	d := tr.Determinant() // matrix determinant
	return [6]float64{
		tr[3] / d,
		-tr[1] / d,
		-tr[2] / d,
		tr[0] / d,
		(tr[2]*tr[5] - tr[3]*tr[4]) / d,
		(tr[1]*tr[4] - tr[0]*tr[5]) / d}
}

func (tr1 MatrixTransform) Multiply(tr2 MatrixTransform) MatrixTransform {
	return [6]float64{
		tr1[0]*tr2[0] + tr1[1]*tr2[2],
		tr1[1]*tr2[3] + tr1[0]*tr2[1],
		tr1[2]*tr2[0] + tr1[3]*tr2[2],
		tr1[3]*tr2[3] + tr1[2]*tr2[1],
		tr1[4]*tr2[0] + tr1[5]*tr2[2] + tr2[4],
		tr1[5]*tr2[3] + tr1[4]*tr2[1] + tr2[5]}
}

func (tr *MatrixTransform) Scale(sx, sy float64) *MatrixTransform {
	tr[0] = sx * tr[0]
	tr[1] = sx * tr[1]
	tr[2] = sy * tr[2]
	tr[3] = sy * tr[3]
	return tr
}

func (tr *MatrixTransform) Translate(tx, ty float64) *MatrixTransform {
	tr[4] = tx*tr[0] + ty*tr[2] + tr[4]
	tr[5] = ty*tr[3] + tx*tr[1] + tr[5]
	return tr
}

func (tr *MatrixTransform) Rotate(angle float64) *MatrixTransform {
	c := math.Cos(angle)
	s := math.Sin(angle)
	t0 := c*tr[0] + s*tr[2]
	t1 := s*tr[3] + c*tr[1]
	t2 := c*tr[2] - s*tr[0]
	t3 := c*tr[3] - s*tr[1]
	tr[0] = t0
	tr[1] = t1
	tr[2] = t2
	tr[3] = t3
	return tr
}

func (tr MatrixTransform) GetTranslation() (x, y float64) {
	return tr[4], tr[5]
}

func (tr MatrixTransform) GetScaling() (x, y float64) {
	return tr[0], tr[3]
}

func (tr MatrixTransform) GetScale() float64 {
	x := 0.707106781*tr[0] + 0.707106781*tr[1]
	y := 0.707106781*tr[2] + 0.707106781*tr[3]
	return math.Sqrt(x*x + y*y)
}

func (tr MatrixTransform) GetMaxAbsScaling() (s float64) {
	sx := math.Abs(tr[0])
	sy := math.Abs(tr[3])
	if sx > sy {
		return sx
	}
	return sy
}

func (tr MatrixTransform) GetMinAbsScaling() (s float64) {
	sx := math.Abs(tr[0])
	sy := math.Abs(tr[3])
	if sx > sy {
		return sy
	}
	return sx
}

// ******************** Testing ********************

/**
 * Tests if a two transformation are equal. A tolerance is applied when
 * comparing matrix elements.
 */
func (tr1 MatrixTransform) Equals(tr2 MatrixTransform) bool {
	for i := 0; i < 6; i = i + 1 {
		if !fequals(tr1[i], tr2[i]) {
			return false
		}
	}
	return true
}

/**
 * Tests if a transformation is the identity transformation. A tolerance
 * is applied when comparing matrix elements.
 */
func (tr MatrixTransform) IsIdentity() bool {
	return fequals(tr[4], 0) && fequals(tr[5], 0) && tr.IsTranslation()
}

/**
 * Tests if a transformation is is a pure translation. A tolerance
 * is applied when comparing matrix elements.
 */
func (tr MatrixTransform) IsTranslation() bool {
	return fequals(tr[0], 1) && fequals(tr[1], 0) && fequals(tr[2], 0) && fequals(tr[3], 1)
}

/**
 * Compares two floats.
 * return true if the distance between the two floats is less than epsilon, false otherwise
 */
func fequals(float1, float2 float64) bool {
	return math.Abs(float1-float2) <= epsilon
}

// this VertexConverter apply the Matrix transformation tr
type VertexMatrixTransform struct {
	tr   MatrixTransform
	Next VertexConverter
}

func NewVertexMatrixTransform(tr MatrixTransform, converter VertexConverter) *VertexMatrixTransform {
	return &VertexMatrixTransform{tr, converter}
}

// Vertex Matrix Transform
func (vmt *VertexMatrixTransform) NextCommand(command VertexCommand) {
	vmt.Next.NextCommand(command)
}

func (vmt *VertexMatrixTransform) Vertex(x, y float64) {
	u := x*vmt.tr[0] + y*vmt.tr[2] + vmt.tr[4]
	v := x*vmt.tr[1] + y*vmt.tr[3] + vmt.tr[5]
	vmt.Next.Vertex(u, v)
}

// this adder apply a Matrix transformation to points
type MatrixTransformAdder struct {
	tr   MatrixTransform
	next raster.Adder
}

func NewMatrixTransformAdder(tr MatrixTransform, adder raster.Adder) *MatrixTransformAdder {
	return &MatrixTransformAdder{tr, adder}
}

// Start starts a new curve at the given point.
func (mta MatrixTransformAdder) Start(a raster.Point) {
	mta.tr.TransformRasterPoint(&a)
	mta.next.Start(a)
}

// Add1 adds a linear segment to the current curve.
func (mta MatrixTransformAdder) Add1(b raster.Point) {
	mta.tr.TransformRasterPoint(&b)
	mta.next.Add1(b)
}

// Add2 adds a quadratic segment to the current curve.
func (mta MatrixTransformAdder) Add2(b, c raster.Point) {
	mta.tr.TransformRasterPoint(&b, &c)
	mta.next.Add2(b, c)
}

// Add3 adds a cubic segment to the current curve.
func (mta MatrixTransformAdder) Add3(b, c, d raster.Point) {
	mta.tr.TransformRasterPoint(&b, &c, &d)
	mta.next.Add3(b, c, d)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d/vertex2d.go

// Copyright 2010 The draw2d Authors. All rights reserved.
// created: 21/11/2010 by Laurent Le Goff

package draw2d

type VertexCommand byte

const (
	VertexNoCommand VertexCommand = iota
	VertexStartCommand
	VertexJoinCommand
	VertexCloseCommand
	VertexStopCommand
)

type VertexConverter interface {
	NextCommand(cmd VertexCommand)
	Vertex(x, y float64)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/freetype.go

// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

// The freetype package provides a convenient API to draw text onto an image.
// Use the freetype/raster and freetype/truetype packages for lower level
// control over rasterization and TrueType parsing.
package freetype

import (
	"errors"
	"image"
	"image/draw"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype"
)

// These constants determine the size of the glyph cache. The cache is keyed
// primarily by the glyph index modulo nGlyphs, and secondarily by sub-pixel
// position for the mask image. Sub-pixel positions are quantized to
// nXFractions possible values in both the x and y directions.
const (
	nGlyphs     = 256
	nXFractions = 4
	nYFractions = 1
)

// An entry in the glyph cache is keyed explicitly by the glyph index and
// implicitly by the quantized x and y fractional offset. It maps to a mask
// image and an offset.
type cacheEntry struct {
	valid        bool
	glyph        truetype.Index
	advanceWidth raster.Fix32
	mask         *image.Alpha
	offset       image.Point
}

// ParseFont just calls the Parse function from the freetype/truetype package.
// It is provided here so that code that imports this package doesn't need
// to also include the freetype/truetype package.
func ParseFont(b []byte) (*truetype.Font, error) {
	return truetype.Parse(b)
}

// Pt converts from a co-ordinate pair measured in pixels to a raster.Point
// co-ordinate pair measured in raster.Fix32 units.
func Pt(x, y int) raster.Point {
	return raster.Point{
		X: raster.Fix32(x << 8),
		Y: raster.Fix32(y << 8),
	}
}

// Hinting is the policy for snapping a glyph's contours to pixel boundaries.
type Hinting int32

const (
	// NoHinting means to not perform any hinting.
	NoHinting = Hinting(truetype.NoHinting)
	// FullHinting means to use the font's hinting instructions.
	FullHinting = Hinting(truetype.FullHinting)
)

// A Context holds the state for drawing text in a given font and size.
type Context struct {
	r        *raster.Rasterizer
	font     *truetype.Font
	glyphBuf *truetype.GlyphBuf
	// clip is the clip rectangle for drawing.
	clip image.Rectangle
	// dst and src are the destination and source images for drawing.
	dst draw.Image
	src image.Image
	// fontSize and dpi are used to calculate scale. scale is the number of
	// 26.6 fixed point units in 1 em. hinting is the hinting policy.
	fontSize, dpi float64
	scale         int32
	hinting       Hinting
	// cache is the glyph cache.
	cache [nGlyphs * nXFractions * nYFractions]cacheEntry
}

// PointToFix32 converts the given number of points (as in ``a 12 point font'')
// into fixed point units.
func (c *Context) PointToFix32(x float64) raster.Fix32 {
	return raster.Fix32(x * float64(c.dpi) * (256.0 / 72.0))
}

// drawContour draws the given closed contour with the given offset.
func (c *Context) drawContour(ps []truetype.Point, dx, dy raster.Fix32) {
	if len(ps) == 0 {
		return
	}
	// ps[0] is a truetype.Point measured in FUnits and positive Y going upwards.
	// start is the same thing measured in fixed point units and positive Y
	// going downwards, and offset by (dx, dy)
	start := raster.Point{
		X: dx + raster.Fix32(ps[0].X<<2),
		Y: dy - raster.Fix32(ps[0].Y<<2),
	}
	c.r.Start(start)
	q0, on0 := start, true
	for _, p := range ps[1:] {
		q := raster.Point{
			X: dx + raster.Fix32(p.X<<2),
			Y: dy - raster.Fix32(p.Y<<2),
		}
		on := p.Flags&0x01 != 0
		if on {
			if on0 {
				c.r.Add1(q)
			} else {
				c.r.Add2(q0, q)
			}
		} else {
			if on0 {
				// No-op.
			} else {
				mid := raster.Point{
					X: (q0.X + q.X) / 2,
					Y: (q0.Y + q.Y) / 2,
				}
				c.r.Add2(q0, mid)
			}
		}
		q0, on0 = q, on
	}
	// Close the curve.
	if on0 {
		c.r.Add1(start)
	} else {
		c.r.Add2(q0, start)
	}
}

// rasterize returns the advance width, glyph mask and integer-pixel offset
// to render the given glyph at the given sub-pixel offsets.
// The 24.8 fixed point arguments fx and fy must be in the range [0, 1).
func (c *Context) rasterize(glyph truetype.Index, fx, fy raster.Fix32) (
	raster.Fix32, *image.Alpha, image.Point, error) {

	if err := c.glyphBuf.Load(c.font, c.scale, glyph, truetype.Hinting(c.hinting)); err != nil {
		return 0, nil, image.Point{}, err
	}
	// Calculate the integer-pixel bounds for the glyph.
	xmin := int(fx+raster.Fix32(c.glyphBuf.B.XMin<<2)) >> 8
	ymin := int(fy-raster.Fix32(c.glyphBuf.B.YMax<<2)) >> 8
	xmax := int(fx+raster.Fix32(c.glyphBuf.B.XMax<<2)+0xff) >> 8
	ymax := int(fy-raster.Fix32(c.glyphBuf.B.YMin<<2)+0xff) >> 8
	if xmin > xmax || ymin > ymax {
		return 0, nil, image.Point{}, errors.New("freetype: negative sized glyph")
	}
	// A TrueType's glyph's nodes can have negative co-ordinates, but the
	// rasterizer clips anything left of x=0 or above y=0. xmin and ymin
	// are the pixel offsets, based on the font's FUnit metrics, that let
	// a negative co-ordinate in TrueType space be non-negative in
	// rasterizer space. xmin and ymin are typically <= 0.
	fx += raster.Fix32(-xmin << 8)
	fy += raster.Fix32(-ymin << 8)
	// Rasterize the glyph's vectors.
	c.r.Clear()
	e0 := 0
	for _, e1 := range c.glyphBuf.End {
		c.drawContour(c.glyphBuf.Point[e0:e1], fx, fy)
		e0 = e1
	}
	a := image.NewAlpha(image.Rect(0, 0, xmax-xmin, ymax-ymin))
	c.r.Rasterize(raster.NewAlphaSrcPainter(a))
	return raster.Fix32(c.glyphBuf.AdvanceWidth << 2), a, image.Point{xmin, ymin}, nil
}

// glyph returns the advance width, glyph mask and integer-pixel offset to
// render the given glyph at the given sub-pixel point. It is a cache for the
// rasterize method. Unlike rasterize, p's co-ordinates do not have to be in
// the range [0, 1).
func (c *Context) glyph(glyph truetype.Index, p raster.Point) (
	raster.Fix32, *image.Alpha, image.Point, error) {

	// Split p.X and p.Y into their integer and fractional parts.
	ix, fx := int(p.X>>8), p.X&0xff
	iy, fy := int(p.Y>>8), p.Y&0xff
	// Calculate the index t into the cache array.
	tg := int(glyph) % nGlyphs
	tx := int(fx) / (256 / nXFractions)
	ty := int(fy) / (256 / nYFractions)
	t := ((tg*nXFractions)+tx)*nYFractions + ty
	// Check for a cache hit.
	if e := c.cache[t]; e.valid && e.glyph == glyph {
		return e.advanceWidth, e.mask, e.offset.Add(image.Point{ix, iy}), nil
	}
	// Rasterize the glyph and put the result into the cache.
	advanceWidth, mask, offset, err := c.rasterize(glyph, fx, fy)
	if err != nil {
		return 0, nil, image.Point{}, err
	}
	c.cache[t] = cacheEntry{true, glyph, advanceWidth, mask, offset}
	return advanceWidth, mask, offset.Add(image.Point{ix, iy}), nil
}

// DrawString draws s at p and returns p advanced by the text extent. The text
// is placed so that the left edge of the em square of the first character of s
// and the baseline intersect at p. The majority of the affected pixels will be
// above and to the right of the point, but some may be below or to the left.
// For example, drawing a string that starts with a 'J' in an italic font may
// affect pixels below and left of the point.
// p is a raster.Point and can therefore represent sub-pixel positions.
func (c *Context) DrawString(s string, p raster.Point) (raster.Point, error) {
	if c.font == nil {
		return raster.Point{}, errors.New("freetype: DrawText called with a nil font")
	}
	prev, hasPrev := truetype.Index(0), false
	for _, rune := range s {
		index := c.font.Index(rune)
		if hasPrev {
			kern := raster.Fix32(c.font.Kerning(c.scale, prev, index)) << 2
			if c.hinting != NoHinting {
				kern = (kern + 128) &^ 255
			}
			p.X += kern
		}
		advanceWidth, mask, offset, err := c.glyph(index, p)
		if err != nil {
			return raster.Point{}, err
		}
		p.X += advanceWidth
		glyphRect := mask.Bounds().Add(offset)
		dr := c.clip.Intersect(glyphRect)
		if !dr.Empty() {
			mp := image.Point{0, dr.Min.Y - glyphRect.Min.Y}
			draw.DrawMask(c.dst, dr, c.src, image.ZP, mask, mp, draw.Over)
		}
		prev, hasPrev = index, true
	}
	return p, nil
}

// recalc recalculates scale and bounds values from the font size, screen
// resolution and font metrics, and invalidates the glyph cache.
func (c *Context) recalc() {
	c.scale = int32(c.fontSize * c.dpi * (64.0 / 72.0))
	if c.font == nil {
		c.r.SetBounds(0, 0)
	} else {
		// Set the rasterizer's bounds to be big enough to handle the largest glyph.
		b := c.font.Bounds(c.scale)
		xmin := +int(b.XMin) >> 6
		ymin := -int(b.YMax) >> 6
		xmax := +int(b.XMax+63) >> 6
		ymax := -int(b.YMin-63) >> 6
		c.r.SetBounds(xmax-xmin, ymax-ymin)
	}
	for i := range c.cache {
		c.cache[i] = cacheEntry{}
	}
}

// SetDPI sets the screen resolution in dots per inch.
func (c *Context) SetDPI(dpi float64) {
	if c.dpi == dpi {
		return
	}
	c.dpi = dpi
	c.recalc()
}

// SetFont sets the font used to draw text.
func (c *Context) SetFont(font *truetype.Font) {
	if c.font == font {
		return
	}
	c.font = font
	c.recalc()
}

// SetFontSize sets the font size in points (as in ``a 12 point font'').
func (c *Context) SetFontSize(fontSize float64) {
	if c.fontSize == fontSize {
		return
	}
	c.fontSize = fontSize
	c.recalc()
}

// SetHinting sets the hinting policy.
func (c *Context) SetHinting(hinting Hinting) {
	c.hinting = hinting
	for i := range c.cache {
		c.cache[i] = cacheEntry{}
	}
}

// SetDst sets the destination image for draw operations.
func (c *Context) SetDst(dst draw.Image) {
	c.dst = dst
}

// SetSrc sets the source image for draw operations. This is typically an
// image.Uniform.
func (c *Context) SetSrc(src image.Image) {
	c.src = src
}

// SetClip sets the clip rectangle for drawing.
func (c *Context) SetClip(clip image.Rectangle) {
	c.clip = clip
}

// TODO(nigeltao): implement Context.SetGamma.

// NewContext creates a new Context.
func NewContext() *Context {
	return &Context{
		r:        raster.NewRasterizer(0, 0),
		glyphBuf: truetype.NewGlyphBuf(),
		fontSize: 12,
		dpi:      72,
		scale:    12 << 6,
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/freetype_test.go

// Copyright 2012 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package freetype

import (
	"image"
	"image/draw"
	"io/ioutil"
	"runtime"
	"strings"
	"testing"
)

func BenchmarkDrawString(b *testing.B) {
	data, err := ioutil.ReadFile("../licenses/gpl.txt")
	if err != nil {
		b.Fatal(err)
	}
	lines := strings.Split(string(data), "\n")

	data, err = ioutil.ReadFile("../testdata/luxisr.ttf")
	if err != nil {
		b.Fatal(err)
	}
	font, err := ParseFont(data)
	if err != nil {
		b.Fatal(err)
	}

	dst := image.NewRGBA(image.Rect(0, 0, 800, 600))
	draw.Draw(dst, dst.Bounds(), image.White, image.ZP, draw.Src)

	c := NewContext()
	c.SetDst(dst)
	c.SetClip(dst.Bounds())
	c.SetSrc(image.Black)
	c.SetFont(font)

	var ms runtime.MemStats
	runtime.ReadMemStats(&ms)
	mallocs := ms.Mallocs

	b.ResetTimer()
	for i := 0; i < b.N; i++ {
		for j, line := range lines {
			_, err := c.DrawString(line, Pt(0, (j*16)%600))
			if err != nil {
				b.Fatal(err)
			}
		}
	}
	b.StopTimer()
	runtime.ReadMemStats(&ms)
	mallocs = ms.Mallocs - mallocs
	b.Logf("%d iterations, %d mallocs per iteration\n", b.N, int(mallocs)/b.N)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster/geom.go

// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package raster

import (
	"fmt"
	"math"
)

// A Fix32 is a 24.8 fixed point number.
type Fix32 int32

// A Fix64 is a 48.16 fixed point number.
type Fix64 int64

// String returns a human-readable representation of a 24.8 fixed point number.
// For example, the number one-and-a-quarter becomes "1:064".
func (x Fix32) String() string {
	if x < 0 {
		x = -x
		return fmt.Sprintf("-%d:%03d", int32(x/256), int32(x%256))
	}
	return fmt.Sprintf("%d:%03d", int32(x/256), int32(x%256))
}

// String returns a human-readable representation of a 48.16 fixed point number.
// For example, the number one-and-a-quarter becomes "1:16384".
func (x Fix64) String() string {
	if x < 0 {
		x = -x
		return fmt.Sprintf("-%d:%05d", int64(x/65536), int64(x%65536))
	}
	return fmt.Sprintf("%d:%05d", int64(x/65536), int64(x%65536))
}

// maxAbs returns the maximum of abs(a) and abs(b).
func maxAbs(a, b Fix32) Fix32 {
	if a < 0 {
		a = -a
	}
	if b < 0 {
		b = -b
	}
	if a < b {
		return b
	}
	return a
}

// A Point represents a two-dimensional point or vector, in 24.8 fixed point
// format.
type Point struct {
	X, Y Fix32
}

// String returns a human-readable representation of a Point.
func (p Point) String() string {
	return "(" + p.X.String() + ", " + p.Y.String() + ")"
}

// Add returns the vector p + q.
func (p Point) Add(q Point) Point {
	return Point{p.X + q.X, p.Y + q.Y}
}

// Sub returns the vector p - q.
func (p Point) Sub(q Point) Point {
	return Point{p.X - q.X, p.Y - q.Y}
}

// Mul returns the vector k * p.
func (p Point) Mul(k Fix32) Point {
	return Point{p.X * k / 256, p.Y * k / 256}
}

// Neg returns the vector -p, or equivalently p rotated by 180 degrees.
func (p Point) Neg() Point {
	return Point{-p.X, -p.Y}
}

// Dot returns the dot product p·q.
func (p Point) Dot(q Point) Fix64 {
	px, py := int64(p.X), int64(p.Y)
	qx, qy := int64(q.X), int64(q.Y)
	return Fix64(px*qx + py*qy)
}

// Len returns the length of the vector p.
func (p Point) Len() Fix32 {
	// TODO(nigeltao): use fixed point math.
	x := float64(p.X)
	y := float64(p.Y)
	return Fix32(math.Sqrt(x*x + y*y))
}

// Norm returns the vector p normalized to the given length, or the zero Point
// if p is degenerate.
func (p Point) Norm(length Fix32) Point {
	d := p.Len()
	if d == 0 {
		return Point{0, 0}
	}
	s, t := int64(length), int64(d)
	x := int64(p.X) * s / t
	y := int64(p.Y) * s / t
	return Point{Fix32(x), Fix32(y)}
}

// Rot45CW returns the vector p rotated clockwise by 45 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot45CW is {1/√2, 1/√2}.
func (p Point) Rot45CW() Point {
	// 181/256 is approximately 1/√2, or sin(π/4).
	px, py := int64(p.X), int64(p.Y)
	qx := (+px - py) * 181 / 256
	qy := (+px + py) * 181 / 256
	return Point{Fix32(qx), Fix32(qy)}
}

// Rot90CW returns the vector p rotated clockwise by 90 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot90CW is {0, 1}.
func (p Point) Rot90CW() Point {
	return Point{-p.Y, p.X}
}

// Rot135CW returns the vector p rotated clockwise by 135 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot135CW is {-1/√2, 1/√2}.
func (p Point) Rot135CW() Point {
	// 181/256 is approximately 1/√2, or sin(π/4).
	px, py := int64(p.X), int64(p.Y)
	qx := (-px - py) * 181 / 256
	qy := (+px - py) * 181 / 256
	return Point{Fix32(qx), Fix32(qy)}
}

// Rot45CCW returns the vector p rotated counter-clockwise by 45 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot45CCW is {1/√2, -1/√2}.
func (p Point) Rot45CCW() Point {
	// 181/256 is approximately 1/√2, or sin(π/4).
	px, py := int64(p.X), int64(p.Y)
	qx := (+px + py) * 181 / 256
	qy := (-px + py) * 181 / 256
	return Point{Fix32(qx), Fix32(qy)}
}

// Rot90CCW returns the vector p rotated counter-clockwise by 90 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot90CCW is {0, -1}.
func (p Point) Rot90CCW() Point {
	return Point{p.Y, -p.X}
}

// Rot135CCW returns the vector p rotated counter-clockwise by 135 degrees.
// Note that the Y-axis grows downwards, so {1, 0}.Rot135CCW is {-1/√2, -1/√2}.
func (p Point) Rot135CCW() Point {
	// 181/256 is approximately 1/√2, or sin(π/4).
	px, py := int64(p.X), int64(p.Y)
	qx := (-px + py) * 181 / 256
	qy := (-px - py) * 181 / 256
	return Point{Fix32(qx), Fix32(qy)}
}

// An Adder accumulates points on a curve.
type Adder interface {
	// Start starts a new curve at the given point.
	Start(a Point)
	// Add1 adds a linear segment to the current curve.
	Add1(b Point)
	// Add2 adds a quadratic segment to the current curve.
	Add2(b, c Point)
	// Add3 adds a cubic segment to the current curve.
	Add3(b, c, d Point)
}

// A Path is a sequence of curves, and a curve is a start point followed by a
// sequence of linear, quadratic or cubic segments.
type Path []Fix32

// String returns a human-readable representation of a Path.
func (p Path) String() string {
	s := ""
	for i := 0; i < len(p); {
		if i != 0 {
			s += " "
		}
		switch p[i] {
		case 0:
			s += "S0" + fmt.Sprint([]Fix32(p[i+1:i+3]))
			i += 4
		case 1:
			s += "A1" + fmt.Sprint([]Fix32(p[i+1:i+3]))
			i += 4
		case 2:
			s += "A2" + fmt.Sprint([]Fix32(p[i+1:i+5]))
			i += 6
		case 3:
			s += "A3" + fmt.Sprint([]Fix32(p[i+1:i+7]))
			i += 8
		default:
			panic("freetype/raster: bad path")
		}
	}
	return s
}

// grow adds n elements to p.
func (p *Path) grow(n int) {
	n += len(*p)
	if n > cap(*p) {
		old := *p
		*p = make([]Fix32, n, 2*n+8)
		copy(*p, old)
		return
	}
	*p = (*p)[0:n]
}

// Clear cancels any previous calls to p.Start or p.AddXxx.
func (p *Path) Clear() {
	*p = (*p)[0:0]
}

// Start starts a new curve at the given point.
func (p *Path) Start(a Point) {
	n := len(*p)
	p.grow(4)
	(*p)[n] = 0
	(*p)[n+1] = a.X
	(*p)[n+2] = a.Y
	(*p)[n+3] = 0
}

// Add1 adds a linear segment to the current curve.
func (p *Path) Add1(b Point) {
	n := len(*p)
	p.grow(4)
	(*p)[n] = 1
	(*p)[n+1] = b.X
	(*p)[n+2] = b.Y
	(*p)[n+3] = 1
}

// Add2 adds a quadratic segment to the current curve.
func (p *Path) Add2(b, c Point) {
	n := len(*p)
	p.grow(6)
	(*p)[n] = 2
	(*p)[n+1] = b.X
	(*p)[n+2] = b.Y
	(*p)[n+3] = c.X
	(*p)[n+4] = c.Y
	(*p)[n+5] = 2
}

// Add3 adds a cubic segment to the current curve.
func (p *Path) Add3(b, c, d Point) {
	n := len(*p)
	p.grow(8)
	(*p)[n] = 3
	(*p)[n+1] = b.X
	(*p)[n+2] = b.Y
	(*p)[n+3] = c.X
	(*p)[n+4] = c.Y
	(*p)[n+5] = d.X
	(*p)[n+6] = d.Y
	(*p)[n+7] = 3
}

// AddPath adds the Path q to p.
func (p *Path) AddPath(q Path) {
	n, m := len(*p), len(q)
	p.grow(m)
	copy((*p)[n:n+m], q)
}

// AddStroke adds a stroked Path.
func (p *Path) AddStroke(q Path, width Fix32, cr Capper, jr Joiner) {
	Stroke(p, q, width, cr, jr)
}

// firstPoint returns the first point in a non-empty Path.
func (p Path) firstPoint() Point {
	return Point{p[1], p[2]}
}

// lastPoint returns the last point in a non-empty Path.
func (p Path) lastPoint() Point {
	return Point{p[len(p)-3], p[len(p)-2]}
}

// addPathReversed adds q reversed to p.
// For example, if q consists of a linear segment from A to B followed by a
// quadratic segment from B to C to D, then the values of q looks like:
// index: 01234567890123
// value: 0AA01BB12CCDD2
// So, when adding q backwards to p, we want to Add2(C, B) followed by Add1(A).
func addPathReversed(p Adder, q Path) {
	if len(q) == 0 {
		return
	}
	i := len(q) - 1
	for {
		switch q[i] {
		case 0:
			return
		case 1:
			i -= 4
			p.Add1(Point{q[i-2], q[i-1]})
		case 2:
			i -= 6
			p.Add2(Point{q[i+2], q[i+3]}, Point{q[i-2], q[i-1]})
		case 3:
			i -= 8
			p.Add3(Point{q[i+4], q[i+5]}, Point{q[i+2], q[i+3]}, Point{q[i-2], q[i-1]})
		default:
			panic("freetype/raster: bad path")
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster/paint.go

// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package raster

import (
	"image"
	"image/color"
	"image/draw"
	"math"
)

// A Span is a horizontal segment of pixels with constant alpha. X0 is an
// inclusive bound and X1 is exclusive, the same as for slices. A fully
// opaque Span has A == 1<<32 - 1.
type Span struct {
	Y, X0, X1 int
	A         uint32
}

// A Painter knows how to paint a batch of Spans. Rasterization may involve
// Painting multiple batches, and done will be true for the final batch.
// The Spans' Y values are monotonically increasing during a rasterization.
// Paint may use all of ss as scratch space during the call.
type Painter interface {
	Paint(ss []Span, done bool)
}

// The PainterFunc type adapts an ordinary function to the Painter interface.
type PainterFunc func(ss []Span, done bool)

// Paint just delegates the call to f.
func (f PainterFunc) Paint(ss []Span, done bool) { f(ss, done) }

// An AlphaOverPainter is a Painter that paints Spans onto an image.Alpha
// using the Over Porter-Duff composition operator.
type AlphaOverPainter struct {
	Image *image.Alpha
}

// Paint satisfies the Painter interface by painting ss onto an image.Alpha.
func (r AlphaOverPainter) Paint(ss []Span, done bool) {
	b := r.Image.Bounds()
	for _, s := range ss {
		if s.Y < b.Min.Y {
			continue
		}
		if s.Y >= b.Max.Y {
			return
		}
		if s.X0 < b.Min.X {
			s.X0 = b.Min.X
		}
		if s.X1 > b.Max.X {
			s.X1 = b.Max.X
		}
		if s.X0 >= s.X1 {
			continue
		}
		base := (s.Y-r.Image.Rect.Min.Y)*r.Image.Stride - r.Image.Rect.Min.X
		p := r.Image.Pix[base+s.X0 : base+s.X1]
		a := int(s.A >> 24)
		for i, c := range p {
			v := int(c)
			p[i] = uint8((v*255 + (255-v)*a) / 255)
		}
	}
}

// NewAlphaOverPainter creates a new AlphaOverPainter for the given image.
func NewAlphaOverPainter(m *image.Alpha) AlphaOverPainter {
	return AlphaOverPainter{m}
}

// An AlphaSrcPainter is a Painter that paints Spans onto an image.Alpha
// using the Src Porter-Duff composition operator.
type AlphaSrcPainter struct {
	Image *image.Alpha
}

// Paint satisfies the Painter interface by painting ss onto an image.Alpha.
func (r AlphaSrcPainter) Paint(ss []Span, done bool) {
	b := r.Image.Bounds()
	for _, s := range ss {
		if s.Y < b.Min.Y {
			continue
		}
		if s.Y >= b.Max.Y {
			return
		}
		if s.X0 < b.Min.X {
			s.X0 = b.Min.X
		}
		if s.X1 > b.Max.X {
			s.X1 = b.Max.X
		}
		if s.X0 >= s.X1 {
			continue
		}
		base := (s.Y-r.Image.Rect.Min.Y)*r.Image.Stride - r.Image.Rect.Min.X
		p := r.Image.Pix[base+s.X0 : base+s.X1]
		color := uint8(s.A >> 24)
		for i := range p {
			p[i] = color
		}
	}
}

// NewAlphaSrcPainter creates a new AlphaSrcPainter for the given image.
func NewAlphaSrcPainter(m *image.Alpha) AlphaSrcPainter {
	return AlphaSrcPainter{m}
}

type RGBAPainter struct {
	// The image to compose onto.
	Image *image.RGBA
	// The Porter-Duff composition operator.
	Op draw.Op
	// The 16-bit color to paint the spans.
	cr, cg, cb, ca uint32
}

// Paint satisfies the Painter interface by painting ss onto an image.RGBA.
func (r *RGBAPainter) Paint(ss []Span, done bool) {
	b := r.Image.Bounds()
	for _, s := range ss {
		if s.Y < b.Min.Y {
			continue
		}
		if s.Y >= b.Max.Y {
			return
		}
		if s.X0 < b.Min.X {
			s.X0 = b.Min.X
		}
		if s.X1 > b.Max.X {
			s.X1 = b.Max.X
		}
		if s.X0 >= s.X1 {
			continue
		}
		// This code is similar to drawGlyphOver in $GOROOT/src/pkg/image/draw/draw.go.
		ma := s.A >> 16
		const m = 1<<16 - 1
		i0 := (s.Y-r.Image.Rect.Min.Y)*r.Image.Stride + (s.X0-r.Image.Rect.Min.X)*4
		i1 := i0 + (s.X1-s.X0)*4
		if r.Op == draw.Over {
			for i := i0; i < i1; i += 4 {
				dr := uint32(r.Image.Pix[i+0])
				dg := uint32(r.Image.Pix[i+1])
				db := uint32(r.Image.Pix[i+2])
				da := uint32(r.Image.Pix[i+3])
				a := (m - (r.ca * ma / m)) * 0x101
				r.Image.Pix[i+0] = uint8((dr*a + r.cr*ma) / m >> 8)
				r.Image.Pix[i+1] = uint8((dg*a + r.cg*ma) / m >> 8)
				r.Image.Pix[i+2] = uint8((db*a + r.cb*ma) / m >> 8)
				r.Image.Pix[i+3] = uint8((da*a + r.ca*ma) / m >> 8)
			}
		} else {
			for i := i0; i < i1; i += 4 {
				r.Image.Pix[i+0] = uint8(r.cr * ma / m >> 8)
				r.Image.Pix[i+1] = uint8(r.cg * ma / m >> 8)
				r.Image.Pix[i+2] = uint8(r.cb * ma / m >> 8)
				r.Image.Pix[i+3] = uint8(r.ca * ma / m >> 8)
			}
		}
	}
}

// SetColor sets the color to paint the spans.
func (r *RGBAPainter) SetColor(c color.Color) {
	r.cr, r.cg, r.cb, r.ca = c.RGBA()
}

// NewRGBAPainter creates a new RGBAPainter for the given image.
func NewRGBAPainter(m *image.RGBA) *RGBAPainter {
	return &RGBAPainter{Image: m}
}

// A MonochromePainter wraps another Painter, quantizing each Span's alpha to
// be either fully opaque or fully transparent.
type MonochromePainter struct {
	Painter   Painter
	y, x0, x1 int
}

// Paint delegates to the wrapped Painter after quantizing each Span's alpha
// value and merging adjacent fully opaque Spans.
func (m *MonochromePainter) Paint(ss []Span, done bool) {
	// We compact the ss slice, discarding any Spans whose alpha quantizes to zero.
	j := 0
	for _, s := range ss {
		if s.A >= 1<<31 {
			if m.y == s.Y && m.x1 == s.X0 {
				m.x1 = s.X1
			} else {
				ss[j] = Span{m.y, m.x0, m.x1, 1<<32 - 1}
				j++
				m.y, m.x0, m.x1 = s.Y, s.X0, s.X1
			}
		}
	}
	if done {
		// Flush the accumulated Span.
		finalSpan := Span{m.y, m.x0, m.x1, 1<<32 - 1}
		if j < len(ss) {
			ss[j] = finalSpan
			j++
			m.Painter.Paint(ss[0:j], true)
		} else if j == len(ss) {
			m.Painter.Paint(ss, false)
			if cap(ss) > 0 {
				ss = ss[0:1]
			} else {
				ss = make([]Span, 1)
			}
			ss[0] = finalSpan
			m.Painter.Paint(ss, true)
		} else {
			panic("unreachable")
		}
		// Reset the accumulator, so that this Painter can be re-used.
		m.y, m.x0, m.x1 = 0, 0, 0
	} else {
		m.Painter.Paint(ss[0:j], false)
	}
}

// NewMonochromePainter creates a new MonochromePainter that wraps the given
// Painter.
func NewMonochromePainter(p Painter) *MonochromePainter {
	return &MonochromePainter{Painter: p}
}

// A GammaCorrectionPainter wraps another Painter, performing gamma-correction
// on each Span's alpha value.
type GammaCorrectionPainter struct {
	// The wrapped Painter.
	Painter Painter
	// Precomputed alpha values for linear interpolation, with fully opaque == 1<<16-1.
	a [256]uint16
	// Whether gamma correction is a no-op.
	gammaIsOne bool
}

// Paint delegates to the wrapped Painter after performing gamma-correction
// on each Span.
func (g *GammaCorrectionPainter) Paint(ss []Span, done bool) {
	if !g.gammaIsOne {
		const (
			M = 0x1010101 // 255*M == 1<<32-1
			N = 0x8080    // N = M>>9, and N < 1<<16-1
		)
		for i, _ := range ss {
			if ss[i].A == 0 || ss[i].A == 1<<32-1 {
				continue
			}
			p, q := ss[i].A/M, (ss[i].A%M)>>9
			// The resultant alpha is a linear interpolation of g.a[p] and g.a[p+1].
			a := uint32(g.a[p])*(N-q) + uint32(g.a[p+1])*q
			a = (a + N/2) / N
			// Convert the alpha from 16-bit (which is g.a's range) to 32-bit.
			a |= a << 16
			ss[i].A = a
		}
	}
	g.Painter.Paint(ss, done)
}

// SetGamma sets the gamma value.
func (g *GammaCorrectionPainter) SetGamma(gamma float64) {
	if gamma == 1.0 {
		g.gammaIsOne = true
		return
	}
	g.gammaIsOne = false
	for i := 0; i < 256; i++ {
		a := float64(i) / 0xff
		a = math.Pow(a, gamma)
		g.a[i] = uint16(0xffff * a)
	}
}

// NewGammaCorrectionPainter creates a new GammaCorrectionPainter that wraps
// the given Painter.
func NewGammaCorrectionPainter(p Painter, gamma float64) *GammaCorrectionPainter {
	g := &GammaCorrectionPainter{Painter: p}
	g.SetGamma(gamma)
	return g
}
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// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

// The raster package provides an anti-aliasing 2-D rasterizer.
//
// It is part of the larger Freetype-Go suite of font-related packages,
// but the raster package is not specific to font rasterization, and can
// be used standalone without any other Freetype-Go package.
//
// Rasterization is done by the same area/coverage accumulation algorithm
// as the Freetype "smooth" module, and the Anti-Grain Geometry library.
// A description of the area/coverage algorithm is at
// http://projects.tuxee.net/cl-vectors/section-the-cl-aa-algorithm
package raster

import (
	"strconv"
)

// A cell is part of a linked list (for a given yi co-ordinate) of accumulated
// area/coverage for the pixel at (xi, yi).
type cell struct {
	xi          int
	area, cover int
	next        int
}

type Rasterizer struct {
	// If false, the default behavior is to use the even-odd winding fill
	// rule during Rasterize.
	UseNonZeroWinding bool
	// An offset (in pixels) to the painted spans.
	Dx, Dy int

	// The width of the Rasterizer. The height is implicit in len(cellIndex).
	width int
	// splitScaleN is the scaling factor used to determine how many times
	// to decompose a quadratic or cubic segment into a linear approximation.
	splitScale2, splitScale3 int

	// The current pen position.
	a Point
	// The current cell and its area/coverage being accumulated.
	xi, yi      int
	area, cover int

	// Saved cells.
	cell []cell
	// Linked list of cells, one per row.
	cellIndex []int
	// Buffers.
	cellBuf      [256]cell
	cellIndexBuf [64]int
	spanBuf      [64]Span
}

// findCell returns the index in r.cell for the cell corresponding to
// (r.xi, r.yi). The cell is created if necessary.
func (r *Rasterizer) findCell() int {
	if r.yi < 0 || r.yi >= len(r.cellIndex) {
		return -1
	}
	xi := r.xi
	if xi < 0 {
		xi = -1
	} else if xi > r.width {
		xi = r.width
	}
	i, prev := r.cellIndex[r.yi], -1
	for i != -1 && r.cell[i].xi <= xi {
		if r.cell[i].xi == xi {
			return i
		}
		i, prev = r.cell[i].next, i
	}
	c := len(r.cell)
	if c == cap(r.cell) {
		buf := make([]cell, c, 4*c)
		copy(buf, r.cell)
		r.cell = buf[0 : c+1]
	} else {
		r.cell = r.cell[0 : c+1]
	}
	r.cell[c] = cell{xi, 0, 0, i}
	if prev == -1 {
		r.cellIndex[r.yi] = c
	} else {
		r.cell[prev].next = c
	}
	return c
}

// saveCell saves any accumulated r.area/r.cover for (r.xi, r.yi).
func (r *Rasterizer) saveCell() {
	if r.area != 0 || r.cover != 0 {
		i := r.findCell()
		if i != -1 {
			r.cell[i].area += r.area
			r.cell[i].cover += r.cover
		}
		r.area = 0
		r.cover = 0
	}
}

// setCell sets the (xi, yi) cell that r is accumulating area/coverage for.
func (r *Rasterizer) setCell(xi, yi int) {
	if r.xi != xi || r.yi != yi {
		r.saveCell()
		r.xi, r.yi = xi, yi
	}
}

// scan accumulates area/coverage for the yi'th scanline, going from
// x0 to x1 in the horizontal direction (in 24.8 fixed point co-ordinates)
// and from y0f to y1f fractional vertical units within that scanline.
func (r *Rasterizer) scan(yi int, x0, y0f, x1, y1f Fix32) {
	// Break the 24.8 fixed point X co-ordinates into integral and fractional parts.
	x0i := int(x0) / 256
	x0f := x0 - Fix32(256*x0i)
	x1i := int(x1) / 256
	x1f := x1 - Fix32(256*x1i)

	// A perfectly horizontal scan.
	if y0f == y1f {
		r.setCell(x1i, yi)
		return
	}
	dx, dy := x1-x0, y1f-y0f
	// A single cell scan.
	if x0i == x1i {
		r.area += int((x0f + x1f) * dy)
		r.cover += int(dy)
		return
	}
	// There are at least two cells. Apart from the first and last cells,
	// all intermediate cells go through the full width of the cell,
	// or 256 units in 24.8 fixed point format.
	var (
		p, q, edge0, edge1 Fix32
		xiDelta            int
	)
	if dx > 0 {
		p, q = (256-x0f)*dy, dx
		edge0, edge1, xiDelta = 0, 256, 1
	} else {
		p, q = x0f*dy, -dx
		edge0, edge1, xiDelta = 256, 0, -1
	}
	yDelta, yRem := p/q, p%q
	if yRem < 0 {
		yDelta -= 1
		yRem += q
	}
	// Do the first cell.
	xi, y := x0i, y0f
	r.area += int((x0f + edge1) * yDelta)
	r.cover += int(yDelta)
	xi, y = xi+xiDelta, y+yDelta
	r.setCell(xi, yi)
	if xi != x1i {
		// Do all the intermediate cells.
		p = 256 * (y1f - y + yDelta)
		fullDelta, fullRem := p/q, p%q
		if fullRem < 0 {
			fullDelta -= 1
			fullRem += q
		}
		yRem -= q
		for xi != x1i {
			yDelta = fullDelta
			yRem += fullRem
			if yRem >= 0 {
				yDelta += 1
				yRem -= q
			}
			r.area += int(256 * yDelta)
			r.cover += int(yDelta)
			xi, y = xi+xiDelta, y+yDelta
			r.setCell(xi, yi)
		}
	}
	// Do the last cell.
	yDelta = y1f - y
	r.area += int((edge0 + x1f) * yDelta)
	r.cover += int(yDelta)
}

// Start starts a new curve at the given point.
func (r *Rasterizer) Start(a Point) {
	r.setCell(int(a.X/256), int(a.Y/256))
	r.a = a
}

// Add1 adds a linear segment to the current curve.
func (r *Rasterizer) Add1(b Point) {
	x0, y0 := r.a.X, r.a.Y
	x1, y1 := b.X, b.Y
	dx, dy := x1-x0, y1-y0
	// Break the 24.8 fixed point Y co-ordinates into integral and fractional parts.
	y0i := int(y0) / 256
	y0f := y0 - Fix32(256*y0i)
	y1i := int(y1) / 256
	y1f := y1 - Fix32(256*y1i)

	if y0i == y1i {
		// There is only one scanline.
		r.scan(y0i, x0, y0f, x1, y1f)

	} else if dx == 0 {
		// This is a vertical line segment. We avoid calling r.scan and instead
		// manipulate r.area and r.cover directly.
		var (
			edge0, edge1 Fix32
			yiDelta      int
		)
		if dy > 0 {
			edge0, edge1, yiDelta = 0, 256, 1
		} else {
			edge0, edge1, yiDelta = 256, 0, -1
		}
		x0i, yi := int(x0)/256, y0i
		x0fTimes2 := (int(x0) - (256 * x0i)) * 2
		// Do the first pixel.
		dcover := int(edge1 - y0f)
		darea := int(x0fTimes2 * dcover)
		r.area += darea
		r.cover += dcover
		yi += yiDelta
		r.setCell(x0i, yi)
		// Do all the intermediate pixels.
		dcover = int(edge1 - edge0)
		darea = int(x0fTimes2 * dcover)
		for yi != y1i {
			r.area += darea
			r.cover += dcover
			yi += yiDelta
			r.setCell(x0i, yi)
		}
		// Do the last pixel.
		dcover = int(y1f - edge0)
		darea = int(x0fTimes2 * dcover)
		r.area += darea
		r.cover += dcover

	} else {
		// There are at least two scanlines. Apart from the first and last scanlines,
		// all intermediate scanlines go through the full height of the row, or 256
		// units in 24.8 fixed point format.
		var (
			p, q, edge0, edge1 Fix32
			yiDelta            int
		)
		if dy > 0 {
			p, q = (256-y0f)*dx, dy
			edge0, edge1, yiDelta = 0, 256, 1
		} else {
			p, q = y0f*dx, -dy
			edge0, edge1, yiDelta = 256, 0, -1
		}
		xDelta, xRem := p/q, p%q
		if xRem < 0 {
			xDelta -= 1
			xRem += q
		}
		// Do the first scanline.
		x, yi := x0, y0i
		r.scan(yi, x, y0f, x+xDelta, edge1)
		x, yi = x+xDelta, yi+yiDelta
		r.setCell(int(x)/256, yi)
		if yi != y1i {
			// Do all the intermediate scanlines.
			p = 256 * dx
			fullDelta, fullRem := p/q, p%q
			if fullRem < 0 {
				fullDelta -= 1
				fullRem += q
			}
			xRem -= q
			for yi != y1i {
				xDelta = fullDelta
				xRem += fullRem
				if xRem >= 0 {
					xDelta += 1
					xRem -= q
				}
				r.scan(yi, x, edge0, x+xDelta, edge1)
				x, yi = x+xDelta, yi+yiDelta
				r.setCell(int(x)/256, yi)
			}
		}
		// Do the last scanline.
		r.scan(yi, x, edge0, x1, y1f)
	}
	// The next lineTo starts from b.
	r.a = b
}

// Add2 adds a quadratic segment to the current curve.
func (r *Rasterizer) Add2(b, c Point) {
	// Calculate nSplit (the number of recursive decompositions) based on how `curvy' it is.
	// Specifically, how much the middle point b deviates from (a+c)/2.
	dev := maxAbs(r.a.X-2*b.X+c.X, r.a.Y-2*b.Y+c.Y) / Fix32(r.splitScale2)
	nsplit := 0
	for dev > 0 {
		dev /= 4
		nsplit++
	}
	// dev is 32-bit, and nsplit++ every time we shift off 2 bits, so maxNsplit is 16.
	const maxNsplit = 16
	if nsplit > maxNsplit {
		panic("freetype/raster: Add2 nsplit too large: " + strconv.Itoa(nsplit))
	}
	// Recursively decompose the curve nSplit levels deep.
	var (
		pStack [2*maxNsplit + 3]Point
		sStack [maxNsplit + 1]int
		i      int
	)
	sStack[0] = nsplit
	pStack[0] = c
	pStack[1] = b
	pStack[2] = r.a
	for i >= 0 {
		s := sStack[i]
		p := pStack[2*i:]
		if s > 0 {
			// Split the quadratic curve p[0:3] into an equivalent set of two shorter curves:
			// p[0:3] and p[2:5]. The new p[4] is the old p[2], and p[0] is unchanged.
			mx := p[1].X
			p[4].X = p[2].X
			p[3].X = (p[4].X + mx) / 2
			p[1].X = (p[0].X + mx) / 2
			p[2].X = (p[1].X + p[3].X) / 2
			my := p[1].Y
			p[4].Y = p[2].Y
			p[3].Y = (p[4].Y + my) / 2
			p[1].Y = (p[0].Y + my) / 2
			p[2].Y = (p[1].Y + p[3].Y) / 2
			// The two shorter curves have one less split to do.
			sStack[i] = s - 1
			sStack[i+1] = s - 1
			i++
		} else {
			// Replace the level-0 quadratic with a two-linear-piece approximation.
			midx := (p[0].X + 2*p[1].X + p[2].X) / 4
			midy := (p[0].Y + 2*p[1].Y + p[2].Y) / 4
			r.Add1(Point{midx, midy})
			r.Add1(p[0])
			i--
		}
	}
}

// Add3 adds a cubic segment to the current curve.
func (r *Rasterizer) Add3(b, c, d Point) {
	// Calculate nSplit (the number of recursive decompositions) based on how `curvy' it is.
	dev2 := maxAbs(r.a.X-3*(b.X+c.X)+d.X, r.a.Y-3*(b.Y+c.Y)+d.Y) / Fix32(r.splitScale2)
	dev3 := maxAbs(r.a.X-2*b.X+d.X, r.a.Y-2*b.Y+d.Y) / Fix32(r.splitScale3)
	nsplit := 0
	for dev2 > 0 || dev3 > 0 {
		dev2 /= 8
		dev3 /= 4
		nsplit++
	}
	// devN is 32-bit, and nsplit++ every time we shift off 2 bits, so maxNsplit is 16.
	const maxNsplit = 16
	if nsplit > maxNsplit {
		panic("freetype/raster: Add3 nsplit too large: " + strconv.Itoa(nsplit))
	}
	// Recursively decompose the curve nSplit levels deep.
	var (
		pStack [3*maxNsplit + 4]Point
		sStack [maxNsplit + 1]int
		i      int
	)
	sStack[0] = nsplit
	pStack[0] = d
	pStack[1] = c
	pStack[2] = b
	pStack[3] = r.a
	for i >= 0 {
		s := sStack[i]
		p := pStack[3*i:]
		if s > 0 {
			// Split the cubic curve p[0:4] into an equivalent set of two shorter curves:
			// p[0:4] and p[3:7]. The new p[6] is the old p[3], and p[0] is unchanged.
			m01x := (p[0].X + p[1].X) / 2
			m12x := (p[1].X + p[2].X) / 2
			m23x := (p[2].X + p[3].X) / 2
			p[6].X = p[3].X
			p[5].X = m23x
			p[1].X = m01x
			p[2].X = (m01x + m12x) / 2
			p[4].X = (m12x + m23x) / 2
			p[3].X = (p[2].X + p[4].X) / 2
			m01y := (p[0].Y + p[1].Y) / 2
			m12y := (p[1].Y + p[2].Y) / 2
			m23y := (p[2].Y + p[3].Y) / 2
			p[6].Y = p[3].Y
			p[5].Y = m23y
			p[1].Y = m01y
			p[2].Y = (m01y + m12y) / 2
			p[4].Y = (m12y + m23y) / 2
			p[3].Y = (p[2].Y + p[4].Y) / 2
			// The two shorter curves have one less split to do.
			sStack[i] = s - 1
			sStack[i+1] = s - 1
			i++
		} else {
			// Replace the level-0 cubic with a two-linear-piece approximation.
			midx := (p[0].X + 3*(p[1].X+p[2].X) + p[3].X) / 8
			midy := (p[0].Y + 3*(p[1].Y+p[2].Y) + p[3].Y) / 8
			r.Add1(Point{midx, midy})
			r.Add1(p[0])
			i--
		}
	}
}

// AddPath adds the given Path.
func (r *Rasterizer) AddPath(p Path) {
	for i := 0; i < len(p); {
		switch p[i] {
		case 0:
			r.Start(Point{p[i+1], p[i+2]})
			i += 4
		case 1:
			r.Add1(Point{p[i+1], p[i+2]})
			i += 4
		case 2:
			r.Add2(Point{p[i+1], p[i+2]}, Point{p[i+3], p[i+4]})
			i += 6
		case 3:
			r.Add3(Point{p[i+1], p[i+2]}, Point{p[i+3], p[i+4]}, Point{p[i+5], p[i+6]})
			i += 8
		default:
			panic("freetype/raster: bad path")
		}
	}
}

// AddStroke adds a stroked Path.
func (r *Rasterizer) AddStroke(q Path, width Fix32, cr Capper, jr Joiner) {
	Stroke(r, q, width, cr, jr)
}

// Converts an area value to a uint32 alpha value. A completely filled pixel
// corresponds to an area of 256*256*2, and an alpha of 1<<32-1. The
// conversion of area values greater than this depends on the winding rule:
// even-odd or non-zero.
func (r *Rasterizer) areaToAlpha(area int) uint32 {
	// The C Freetype implementation (version 2.3.12) does "alpha := area>>1" without
	// the +1. Round-to-nearest gives a more symmetric result than round-down.
	// The C implementation also returns 8-bit alpha, not 32-bit alpha.
	a := (area + 1) >> 1
	if a < 0 {
		a = -a
	}
	alpha := uint32(a)
	if r.UseNonZeroWinding {
		if alpha > 0xffff {
			alpha = 0xffff
		}
	} else {
		alpha &= 0x1ffff
		if alpha > 0x10000 {
			alpha = 0x20000 - alpha
		} else if alpha == 0x10000 {
			alpha = 0x0ffff
		}
	}
	alpha |= alpha << 16
	return alpha
}

// Rasterize converts r's accumulated curves into Spans for p. The Spans
// passed to p are non-overlapping, and sorted by Y and then X. They all
// have non-zero width (and 0 <= X0 < X1 <= r.width) and non-zero A, except
// for the final Span, which has Y, X0, X1 and A all equal to zero.
func (r *Rasterizer) Rasterize(p Painter) {
	r.saveCell()
	s := 0
	for yi := 0; yi < len(r.cellIndex); yi++ {
		xi, cover := 0, 0
		for c := r.cellIndex[yi]; c != -1; c = r.cell[c].next {
			if cover != 0 && r.cell[c].xi > xi {
				alpha := r.areaToAlpha(cover * 256 * 2)
				if alpha != 0 {
					xi0, xi1 := xi, r.cell[c].xi
					if xi0 < 0 {
						xi0 = 0
					}
					if xi1 >= r.width {
						xi1 = r.width
					}
					if xi0 < xi1 {
						r.spanBuf[s] = Span{yi + r.Dy, xi0 + r.Dx, xi1 + r.Dx, alpha}
						s++
					}
				}
			}
			cover += r.cell[c].cover
			alpha := r.areaToAlpha(cover*256*2 - r.cell[c].area)
			xi = r.cell[c].xi + 1
			if alpha != 0 {
				xi0, xi1 := r.cell[c].xi, xi
				if xi0 < 0 {
					xi0 = 0
				}
				if xi1 >= r.width {
					xi1 = r.width
				}
				if xi0 < xi1 {
					r.spanBuf[s] = Span{yi + r.Dy, xi0 + r.Dx, xi1 + r.Dx, alpha}
					s++
				}
			}
			if s > len(r.spanBuf)-2 {
				p.Paint(r.spanBuf[0:s], false)
				s = 0
			}
		}
	}
	p.Paint(r.spanBuf[0:s], true)
}

// Clear cancels any previous calls to r.Start or r.AddXxx.
func (r *Rasterizer) Clear() {
	r.a = Point{0, 0}
	r.xi = 0
	r.yi = 0
	r.area = 0
	r.cover = 0
	r.cell = r.cell[0:0]
	for i := 0; i < len(r.cellIndex); i++ {
		r.cellIndex[i] = -1
	}
}

// SetBounds sets the maximum width and height of the rasterized image and
// calls Clear. The width and height are in pixels, not Fix32 units.
func (r *Rasterizer) SetBounds(width, height int) {
	if width < 0 {
		width = 0
	}
	if height < 0 {
		height = 0
	}
	// Use the same ssN heuristic as the C Freetype implementation.
	// The C implementation uses the values 32, 16, but those are in
	// 26.6 fixed point units, and we use 24.8 fixed point everywhere.
	ss2, ss3 := 128, 64
	if width > 24 || height > 24 {
		ss2, ss3 = 2*ss2, 2*ss3
		if width > 120 || height > 120 {
			ss2, ss3 = 2*ss2, 2*ss3
		}
	}
	r.width = width
	r.splitScale2 = ss2
	r.splitScale3 = ss3
	r.cell = r.cellBuf[0:0]
	if height > len(r.cellIndexBuf) {
		r.cellIndex = make([]int, height)
	} else {
		r.cellIndex = r.cellIndexBuf[0:height]
	}
	r.Clear()
}

// NewRasterizer creates a new Rasterizer with the given bounds.
func NewRasterizer(width, height int) *Rasterizer {
	r := new(Rasterizer)
	r.SetBounds(width, height)
	return r
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/raster/stroke.go

// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package raster

// Two points are considered practically equal if the square of the distance
// between them is less than one quarter (i.e. 16384 / 65536 in Fix64).
const epsilon = 16384

// A Capper signifies how to begin or end a stroked path.
type Capper interface {
	// Cap adds a cap to p given a pivot point and the normal vector of a
	// terminal segment. The normal's length is half of the stroke width.
	Cap(p Adder, halfWidth Fix32, pivot, n1 Point)
}

// The CapperFunc type adapts an ordinary function to be a Capper.
type CapperFunc func(Adder, Fix32, Point, Point)

func (f CapperFunc) Cap(p Adder, halfWidth Fix32, pivot, n1 Point) {
	f(p, halfWidth, pivot, n1)
}

// A Joiner signifies how to join interior nodes of a stroked path.
type Joiner interface {
	// Join adds a join to the two sides of a stroked path given a pivot
	// point and the normal vectors of the trailing and leading segments.
	// Both normals have length equal to half of the stroke width.
	Join(lhs, rhs Adder, halfWidth Fix32, pivot, n0, n1 Point)
}

// The JoinerFunc type adapts an ordinary function to be a Joiner.
type JoinerFunc func(lhs, rhs Adder, halfWidth Fix32, pivot, n0, n1 Point)

func (f JoinerFunc) Join(lhs, rhs Adder, halfWidth Fix32, pivot, n0, n1 Point) {
	f(lhs, rhs, halfWidth, pivot, n0, n1)
}

// RoundCapper adds round caps to a stroked path.
var RoundCapper Capper = CapperFunc(roundCapper)

func roundCapper(p Adder, halfWidth Fix32, pivot, n1 Point) {
	// The cubic Bézier approximation to a circle involves the magic number
	// (√2 - 1) * 4/3, which is approximately 141/256.
	const k = 141
	e := n1.Rot90CCW()
	side := pivot.Add(e)
	start, end := pivot.Sub(n1), pivot.Add(n1)
	d, e := n1.Mul(k), e.Mul(k)
	p.Add3(start.Add(e), side.Sub(d), side)
	p.Add3(side.Add(d), end.Add(e), end)
}

// ButtCapper adds butt caps to a stroked path.
var ButtCapper Capper = CapperFunc(buttCapper)

func buttCapper(p Adder, halfWidth Fix32, pivot, n1 Point) {
	p.Add1(pivot.Add(n1))
}

// SquareCapper adds square caps to a stroked path.
var SquareCapper Capper = CapperFunc(squareCapper)

func squareCapper(p Adder, halfWidth Fix32, pivot, n1 Point) {
	e := n1.Rot90CCW()
	side := pivot.Add(e)
	p.Add1(side.Sub(n1))
	p.Add1(side.Add(n1))
	p.Add1(pivot.Add(n1))
}

// RoundJoiner adds round joins to a stroked path.
var RoundJoiner Joiner = JoinerFunc(roundJoiner)

func roundJoiner(lhs, rhs Adder, haflWidth Fix32, pivot, n0, n1 Point) {
	dot := n0.Rot90CW().Dot(n1)
	if dot >= 0 {
		addArc(lhs, pivot, n0, n1)
		rhs.Add1(pivot.Sub(n1))
	} else {
		lhs.Add1(pivot.Add(n1))
		addArc(rhs, pivot, n0.Neg(), n1.Neg())
	}
}

// BevelJoiner adds bevel joins to a stroked path.
var BevelJoiner Joiner = JoinerFunc(bevelJoiner)

func bevelJoiner(lhs, rhs Adder, haflWidth Fix32, pivot, n0, n1 Point) {
	lhs.Add1(pivot.Add(n1))
	rhs.Add1(pivot.Sub(n1))
}

// addArc adds a circular arc from pivot+n0 to pivot+n1 to p. The shorter of
// the two possible arcs is taken, i.e. the one spanning <= 180 degrees.
// The two vectors n0 and n1 must be of equal length.
func addArc(p Adder, pivot, n0, n1 Point) {
	// r2 is the square of the length of n0.
	r2 := n0.Dot(n0)
	if r2 < epsilon {
		// The arc radius is so small that we collapse to a straight line.
		p.Add1(pivot.Add(n1))
		return
	}
	// We approximate the arc by 0, 1, 2 or 3 45-degree quadratic segments plus
	// a final quadratic segment from s to n1. Each 45-degree segment has control
	// points {1, 0}, {1, tan(π/8)} and {1/√2, 1/√2} suitably scaled, rotated and
	// translated. tan(π/8) is approximately 106/256.
	const tpo8 = 106
	var s Point
	// We determine which octant the angle between n0 and n1 is in via three dot products.
	// m0, m1 and m2 are n0 rotated clockwise by 45, 90 and 135 degrees.
	m0 := n0.Rot45CW()
	m1 := n0.Rot90CW()
	m2 := m0.Rot90CW()
	if m1.Dot(n1) >= 0 {
		if n0.Dot(n1) >= 0 {
			if m2.Dot(n1) <= 0 {
				// n1 is between 0 and 45 degrees clockwise of n0.
				s = n0
			} else {
				// n1 is between 45 and 90 degrees clockwise of n0.
				p.Add2(pivot.Add(n0).Add(m1.Mul(tpo8)), pivot.Add(m0))
				s = m0
			}
		} else {
			pm1, n0t := pivot.Add(m1), n0.Mul(tpo8)
			p.Add2(pivot.Add(n0).Add(m1.Mul(tpo8)), pivot.Add(m0))
			p.Add2(pm1.Add(n0t), pm1)
			if m0.Dot(n1) >= 0 {
				// n1 is between 90 and 135 degrees clockwise of n0.
				s = m1
			} else {
				// n1 is between 135 and 180 degrees clockwise of n0.
				p.Add2(pm1.Sub(n0t), pivot.Add(m2))
				s = m2
			}
		}
	} else {
		if n0.Dot(n1) >= 0 {
			if m0.Dot(n1) >= 0 {
				// n1 is between 0 and 45 degrees counter-clockwise of n0.
				s = n0
			} else {
				// n1 is between 45 and 90 degrees counter-clockwise of n0.
				p.Add2(pivot.Add(n0).Sub(m1.Mul(tpo8)), pivot.Sub(m2))
				s = m2.Neg()
			}
		} else {
			pm1, n0t := pivot.Sub(m1), n0.Mul(tpo8)
			p.Add2(pivot.Add(n0).Sub(m1.Mul(tpo8)), pivot.Sub(m2))
			p.Add2(pm1.Add(n0t), pm1)
			if m2.Dot(n1) <= 0 {
				// n1 is between 90 and 135 degrees counter-clockwise of n0.
				s = m1.Neg()
			} else {
				// n1 is between 135 and 180 degrees counter-clockwise of n0.
				p.Add2(pm1.Sub(n0t), pivot.Sub(m0))
				s = m0.Neg()
			}
		}
	}
	// The final quadratic segment has two endpoints s and n1 and the middle
	// control point is a multiple of s.Add(n1), i.e. it is on the angle bisector
	// of those two points. The multiple ranges between 128/256 and 150/256 as
	// the angle between s and n1 ranges between 0 and 45 degrees.
	// When the angle is 0 degrees (i.e. s and n1 are coincident) then s.Add(n1)
	// is twice s and so the middle control point of the degenerate quadratic
	// segment should be half s.Add(n1), and half = 128/256.
	// When the angle is 45 degrees then 150/256 is the ratio of the lengths of
	// the two vectors {1, tan(π/8)} and {1 + 1/√2, 1/√2}.
	// d is the normalized dot product between s and n1. Since the angle ranges
	// between 0 and 45 degrees then d ranges between 256/256 and 181/256.
	d := 256 * s.Dot(n1) / r2
	multiple := Fix32(150 - 22*(d-181)/(256-181))
	p.Add2(pivot.Add(s.Add(n1).Mul(multiple)), pivot.Add(n1))
}

// midpoint returns the midpoint of two Points.
func midpoint(a, b Point) Point {
	return Point{(a.X + b.X) / 2, (a.Y + b.Y) / 2}
}

// angleGreaterThan45 returns whether the angle between two vectors is more
// than 45 degrees.
func angleGreaterThan45(v0, v1 Point) bool {
	v := v0.Rot45CCW()
	return v.Dot(v1) < 0 || v.Rot90CW().Dot(v1) < 0
}

// interpolate returns the point (1-t)*a + t*b.
func interpolate(a, b Point, t Fix64) Point {
	s := 65536 - t
	x := s*Fix64(a.X) + t*Fix64(b.X)
	y := s*Fix64(a.Y) + t*Fix64(b.Y)
	return Point{Fix32(x >> 16), Fix32(y >> 16)}
}

// curviest2 returns the value of t for which the quadratic parametric curve
// (1-t)²*a + 2*t*(1-t).b + t²*c has maximum curvature.
//
// The curvature of the parametric curve f(t) = (x(t), y(t)) is
// |x′y″-y′x″| / (x′²+y′²)^(3/2).
//
// Let d = b-a and e = c-2*b+a, so that f′(t) = 2*d+2*e*t and f″(t) = 2*e.
// The curvature's numerator is (2*dx+2*ex*t)*(2*ey)-(2*dy+2*ey*t)*(2*ex),
// which simplifies to 4*dx*ey-4*dy*ex, which is constant with respect to t.
//
// Thus, curvature is extreme where the denominator is extreme, i.e. where
// (x′²+y′²) is extreme. The first order condition is that
// 2*x′*x″+2*y′*y″ = 0, or (dx+ex*t)*ex + (dy+ey*t)*ey = 0.
// Solving for t gives t = -(dx*ex+dy*ey) / (ex*ex+ey*ey).
func curviest2(a, b, c Point) Fix64 {
	dx := int64(b.X - a.X)
	dy := int64(b.Y - a.Y)
	ex := int64(c.X - 2*b.X + a.X)
	ey := int64(c.Y - 2*b.Y + a.Y)
	if ex == 0 && ey == 0 {
		return 32768
	}
	return Fix64(-65536 * (dx*ex + dy*ey) / (ex*ex + ey*ey))
}

// A stroker holds state for stroking a path.
type stroker struct {
	// p is the destination that records the stroked path.
	p Adder
	// u is the half-width of the stroke.
	u Fix32
	// cr and jr specify how to end and connect path segments.
	cr Capper
	jr Joiner
	// r is the reverse path. Stroking a path involves constructing two
	// parallel paths 2*u apart. The first path is added immediately to p,
	// the second path is accumulated in r and eventually added in reverse.
	r Path
	// a is the most recent segment point. anorm is the segment normal of
	// length u at that point.
	a, anorm Point
}

// addNonCurvy2 adds a quadratic segment to the stroker, where the segment
// defined by (k.a, b, c) achieves maximum curvature at either k.a or c.
func (k *stroker) addNonCurvy2(b, c Point) {
	// We repeatedly divide the segment at its middle until it is straight
	// enough to approximate the stroke by just translating the control points.
	// ds and ps are stacks of depths and points. t is the top of the stack.
	const maxDepth = 5
	var (
		ds [maxDepth + 1]int
		ps [2*maxDepth + 3]Point
		t  int
	)
	// Initially the ps stack has one quadratic segment of depth zero.
	ds[0] = 0
	ps[2] = k.a
	ps[1] = b
	ps[0] = c
	anorm := k.anorm
	var cnorm Point

	for {
		depth := ds[t]
		a := ps[2*t+2]
		b := ps[2*t+1]
		c := ps[2*t+0]
		ab := b.Sub(a)
		bc := c.Sub(b)
		abIsSmall := ab.Dot(ab) < Fix64(1<<16)
		bcIsSmall := bc.Dot(bc) < Fix64(1<<16)
		if abIsSmall && bcIsSmall {
			// Approximate the segment by a circular arc.
			cnorm = bc.Norm(k.u).Rot90CCW()
			mac := midpoint(a, c)
			addArc(k.p, mac, anorm, cnorm)
			addArc(&k.r, mac, anorm.Neg(), cnorm.Neg())
		} else if depth < maxDepth && angleGreaterThan45(ab, bc) {
			// Divide the segment in two and push both halves on the stack.
			mab := midpoint(a, b)
			mbc := midpoint(b, c)
			t++
			ds[t+0] = depth + 1
			ds[t-1] = depth + 1
			ps[2*t+2] = a
			ps[2*t+1] = mab
			ps[2*t+0] = midpoint(mab, mbc)
			ps[2*t-1] = mbc
			continue
		} else {
			// Translate the control points.
			bnorm := c.Sub(a).Norm(k.u).Rot90CCW()
			cnorm = bc.Norm(k.u).Rot90CCW()
			k.p.Add2(b.Add(bnorm), c.Add(cnorm))
			k.r.Add2(b.Sub(bnorm), c.Sub(cnorm))
		}
		if t == 0 {
			k.a, k.anorm = c, cnorm
			return
		}
		t--
		anorm = cnorm
	}
	panic("unreachable")
}

// Add1 adds a linear segment to the stroker.
func (k *stroker) Add1(b Point) {
	bnorm := b.Sub(k.a).Norm(k.u).Rot90CCW()
	if len(k.r) == 0 {
		k.p.Start(k.a.Add(bnorm))
		k.r.Start(k.a.Sub(bnorm))
	} else {
		k.jr.Join(k.p, &k.r, k.u, k.a, k.anorm, bnorm)
	}
	k.p.Add1(b.Add(bnorm))
	k.r.Add1(b.Sub(bnorm))
	k.a, k.anorm = b, bnorm
}

// Add2 adds a quadratic segment to the stroker.
func (k *stroker) Add2(b, c Point) {
	ab := b.Sub(k.a)
	bc := c.Sub(b)
	abnorm := ab.Norm(k.u).Rot90CCW()
	if len(k.r) == 0 {
		k.p.Start(k.a.Add(abnorm))
		k.r.Start(k.a.Sub(abnorm))
	} else {
		k.jr.Join(k.p, &k.r, k.u, k.a, k.anorm, abnorm)
	}

	// Approximate nearly-degenerate quadratics by linear segments.
	abIsSmall := ab.Dot(ab) < epsilon
	bcIsSmall := bc.Dot(bc) < epsilon
	if abIsSmall || bcIsSmall {
		acnorm := c.Sub(k.a).Norm(k.u).Rot90CCW()
		k.p.Add1(c.Add(acnorm))
		k.r.Add1(c.Sub(acnorm))
		k.a, k.anorm = c, acnorm
		return
	}

	// The quadratic segment (k.a, b, c) has a point of maximum curvature.
	// If this occurs at an end point, we process the segment as a whole.
	t := curviest2(k.a, b, c)
	if t <= 0 || t >= 65536 {
		k.addNonCurvy2(b, c)
		return
	}

	// Otherwise, we perform a de Casteljau decomposition at the point of
	// maximum curvature and process the two straighter parts.
	mab := interpolate(k.a, b, t)
	mbc := interpolate(b, c, t)
	mabc := interpolate(mab, mbc, t)

	// If the vectors ab and bc are close to being in opposite directions,
	// then the decomposition can become unstable, so we approximate the
	// quadratic segment by two linear segments joined by an arc.
	bcnorm := bc.Norm(k.u).Rot90CCW()
	if abnorm.Dot(bcnorm) < -Fix64(k.u)*Fix64(k.u)*2047/2048 {
		pArc := abnorm.Dot(bc) < 0

		k.p.Add1(mabc.Add(abnorm))
		if pArc {
			z := abnorm.Rot90CW()
			addArc(k.p, mabc, abnorm, z)
			addArc(k.p, mabc, z, bcnorm)
		}
		k.p.Add1(mabc.Add(bcnorm))
		k.p.Add1(c.Add(bcnorm))

		k.r.Add1(mabc.Sub(abnorm))
		if !pArc {
			z := abnorm.Rot90CW()
			addArc(&k.r, mabc, abnorm.Neg(), z)
			addArc(&k.r, mabc, z, bcnorm.Neg())
		}
		k.r.Add1(mabc.Sub(bcnorm))
		k.r.Add1(c.Sub(bcnorm))

		k.a, k.anorm = c, bcnorm
		return
	}

	// Process the decomposed parts.
	k.addNonCurvy2(mab, mabc)
	k.addNonCurvy2(mbc, c)
}

// Add3 adds a cubic segment to the stroker.
func (k *stroker) Add3(b, c, d Point) {
	panic("freetype/raster: stroke unimplemented for cubic segments")
}

// stroke adds the stroked Path q to p, where q consists of exactly one curve.
func (k *stroker) stroke(q Path) {
	// Stroking is implemented by deriving two paths each k.u apart from q.
	// The left-hand-side path is added immediately to k.p; the right-hand-side
	// path is accumulated in k.r. Once we've finished adding the LHS to k.p,
	// we add the RHS in reverse order.
	k.r = Path(make([]Fix32, 0, len(q)))
	k.a = Point{q[1], q[2]}
	for i := 4; i < len(q); {
		switch q[i] {
		case 1:
			k.Add1(Point{q[i+1], q[i+2]})
			i += 4
		case 2:
			k.Add2(Point{q[i+1], q[i+2]}, Point{q[i+3], q[i+4]})
			i += 6
		case 3:
			k.Add3(Point{q[i+1], q[i+2]}, Point{q[i+3], q[i+4]}, Point{q[i+5], q[i+6]})
			i += 8
		default:
			panic("freetype/raster: bad path")
		}
	}
	if len(k.r) == 0 {
		return
	}
	// TODO(nigeltao): if q is a closed curve then we should join the first and
	// last segments instead of capping them.
	k.cr.Cap(k.p, k.u, q.lastPoint(), k.anorm.Neg())
	addPathReversed(k.p, k.r)
	pivot := q.firstPoint()
	k.cr.Cap(k.p, k.u, pivot, pivot.Sub(Point{k.r[1], k.r[2]}))
}

// Stroke adds q stroked with the given width to p. The result is typically
// self-intersecting and should be rasterized with UseNonZeroWinding.
// cr and jr may be nil, which defaults to a RoundCapper or RoundJoiner.
func Stroke(p Adder, q Path, width Fix32, cr Capper, jr Joiner) {
	if len(q) == 0 {
		return
	}
	if cr == nil {
		cr = RoundCapper
	}
	if jr == nil {
		jr = RoundJoiner
	}
	if q[0] != 0 {
		panic("freetype/raster: bad path")
	}
	s := stroker{p: p, u: width / 2, cr: cr, jr: jr}
	i := 0
	for j := 4; j < len(q); {
		switch q[j] {
		case 0:
			s.stroke(q[i:j])
			i, j = j, j+4
		case 1:
			j += 4
		case 2:
			j += 6
		case 3:
			j += 8
		default:
			panic("freetype/raster: bad path")
		}
	}
	s.stroke(q[i:])
}
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// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package truetype

// Hinting is the policy for snapping a glyph's contours to pixel boundaries.
type Hinting int32

const (
	// NoHinting means to not perform any hinting.
	NoHinting Hinting = iota
	// FullHinting means to use the font's hinting instructions.
	FullHinting

	// TODO: implement VerticalHinting.
)

// A Point is a co-ordinate pair plus whether it is ``on'' a contour or an
// ``off'' control point.
type Point struct {
	X, Y int32
	// The Flags' LSB means whether or not this Point is ``on'' the contour.
	// Other bits are reserved for internal use.
	Flags uint32
}

// A GlyphBuf holds a glyph's contours. A GlyphBuf can be re-used to load a
// series of glyphs from a Font.
type GlyphBuf struct {
	// AdvanceWidth is the glyph's advance width.
	AdvanceWidth int32
	// B is the glyph's bounding box.
	B Bounds
	// Point contains all Points from all contours of the glyph. If
	// hinting was used to load a glyph then Unhinted contains those
	// Points before they were hinted, and InFontUnits contains those
	// Points before they were hinted and scaled.
	Point, Unhinted, InFontUnits []Point
	// End is the point indexes of the end point of each countour. The
	// length of End is the number of contours in the glyph. The i'th
	// contour consists of points Point[End[i-1]:End[i]], where End[-1]
	// is interpreted to mean zero.
	End []int

	font    *Font
	scale   int32
	hinting Hinting
	hinter  hinter
	// phantomPoints are the co-ordinates of the synthetic phantom points
	// used for hinting and bounding box calculations.
	phantomPoints [4]Point
	// pp1x is the X co-ordinate of the first phantom point. The '1' is
	// using 1-based indexing; pp1x is almost always phantomPoints[0].X.
	// TODO: eliminate this and consistently use phantomPoints[0].X.
	pp1x int32
	// metricsSet is whether the glyph's metrics have been set yet. For a
	// compound glyph, a sub-glyph may override the outer glyph's metrics.
	metricsSet bool
	// tmp is a scratch buffer.
	tmp []Point
}

// Flags for decoding a glyph's contours. These flags are documented at
// http://developer.apple.com/fonts/TTRefMan/RM06/Chap6glyf.html.
const (
	flagOnCurve = 1 << iota
	flagXShortVector
	flagYShortVector
	flagRepeat
	flagPositiveXShortVector
	flagPositiveYShortVector

	// The remaining flags are for internal use.
	flagTouchedX
	flagTouchedY
)

// The same flag bits (0x10 and 0x20) are overloaded to have two meanings,
// dependent on the value of the flag{X,Y}ShortVector bits.
const (
	flagThisXIsSame = flagPositiveXShortVector
	flagThisYIsSame = flagPositiveYShortVector
)

// Load loads a glyph's contours from a Font, overwriting any previously
// loaded contours for this GlyphBuf. scale is the number of 26.6 fixed point
// units in 1 em, i is the glyph index, and h is the hinting policy.
func (g *GlyphBuf) Load(f *Font, scale int32, i Index, h Hinting) error {
	g.Point = g.Point[:0]
	g.Unhinted = g.Unhinted[:0]
	g.InFontUnits = g.InFontUnits[:0]
	g.End = g.End[:0]
	g.font = f
	g.hinting = h
	g.scale = scale
	g.pp1x = 0
	g.phantomPoints = [4]Point{}
	g.metricsSet = false

	if h != NoHinting {
		if err := g.hinter.init(f, scale); err != nil {
			return err
		}
	}
	if err := g.load(0, i, true); err != nil {
		return err
	}
	// TODO: this selection of either g.pp1x or g.phantomPoints[0].X isn't ideal,
	// and should be cleaned up once we have all the testScaling tests passing,
	// plus additional tests for Freetype-Go's bounding boxes matching C Freetype's.
	pp1x := g.pp1x
	if h != NoHinting {
		pp1x = g.phantomPoints[0].X
	}
	if pp1x != 0 {
		for i := range g.Point {
			g.Point[i].X -= pp1x
		}
	}

	advanceWidth := g.phantomPoints[1].X - g.phantomPoints[0].X
	if h != NoHinting {
		if len(f.hdmx) >= 8 {
			if n := u32(f.hdmx, 4); n > 3+uint32(i) {
				for hdmx := f.hdmx[8:]; uint32(len(hdmx)) >= n; hdmx = hdmx[n:] {
					if int32(hdmx[0]) == scale>>6 {
						advanceWidth = int32(hdmx[2+i]) << 6
						break
					}
				}
			}
		}
		advanceWidth = (advanceWidth + 32) &^ 63
	}
	g.AdvanceWidth = advanceWidth

	// Set g.B to the 'control box', which is the bounding box of the Bézier
	// curves' control points. This is easier to calculate, no smaller than
	// and often equal to the tightest possible bounding box of the curves
	// themselves. This approach is what C Freetype does. We can't just scale
	// the nominal bounding box in the glyf data as the hinting process and
	// phantom point adjustment may move points outside of that box.
	if len(g.Point) == 0 {
		g.B = Bounds{}
	} else {
		p := g.Point[0]
		g.B.XMin = p.X
		g.B.XMax = p.X
		g.B.YMin = p.Y
		g.B.YMax = p.Y
		for _, p := range g.Point[1:] {
			if g.B.XMin > p.X {
				g.B.XMin = p.X
			} else if g.B.XMax < p.X {
				g.B.XMax = p.X
			}
			if g.B.YMin > p.Y {
				g.B.YMin = p.Y
			} else if g.B.YMax < p.Y {
				g.B.YMax = p.Y
			}
		}
		// Snap the box to the grid, if hinting is on.
		if h != NoHinting {
			g.B.XMin &^= 63
			g.B.YMin &^= 63
			g.B.XMax += 63
			g.B.XMax &^= 63
			g.B.YMax += 63
			g.B.YMax &^= 63
		}
	}
	return nil
}

func (g *GlyphBuf) load(recursion int32, i Index, useMyMetrics bool) (err error) {
	// The recursion limit here is arbitrary, but defends against malformed glyphs.
	if recursion >= 32 {
		return UnsupportedError("excessive compound glyph recursion")
	}
	// Find the relevant slice of g.font.glyf.
	var g0, g1 uint32
	if g.font.locaOffsetFormat == locaOffsetFormatShort {
		g0 = 2 * uint32(u16(g.font.loca, 2*int(i)))
		g1 = 2 * uint32(u16(g.font.loca, 2*int(i)+2))
	} else {
		g0 = u32(g.font.loca, 4*int(i))
		g1 = u32(g.font.loca, 4*int(i)+4)
	}

	// Decode the contour count and nominal bounding box, from the first
	// 10 bytes of the glyf data. boundsYMin and boundsXMax, at offsets 4
	// and 6, are unused.
	glyf, ne, boundsXMin, boundsYMax := []byte(nil), 0, int32(0), int32(0)
	if g0+10 <= g1 {
		glyf = g.font.glyf[g0:g1]
		ne = int(int16(u16(glyf, 0)))
		boundsXMin = int32(int16(u16(glyf, 2)))
		boundsYMax = int32(int16(u16(glyf, 8)))
	}

	// Create the phantom points.
	uhm, pp1x := g.font.unscaledHMetric(i), int32(0)
	uvm := g.font.unscaledVMetric(i, boundsYMax)
	g.phantomPoints = [4]Point{
		{X: boundsXMin - uhm.LeftSideBearing},
		{X: boundsXMin - uhm.LeftSideBearing + uhm.AdvanceWidth},
		{X: uhm.AdvanceWidth / 2, Y: boundsYMax + uvm.TopSideBearing},
		{X: uhm.AdvanceWidth / 2, Y: boundsYMax + uvm.TopSideBearing - uvm.AdvanceHeight},
	}
	if len(glyf) == 0 {
		g.addPhantomsAndScale(len(g.Point), len(g.Point), true, true)
		copy(g.phantomPoints[:], g.Point[len(g.Point)-4:])
		g.Point = g.Point[:len(g.Point)-4]
		return nil
	}

	// Load and hint the contours.
	if ne < 0 {
		if ne != -1 {
			// http://developer.apple.com/fonts/TTRefMan/RM06/Chap6glyf.html says that
			// "the values -2, -3, and so forth, are reserved for future use."
			return UnsupportedError("negative number of contours")
		}
		pp1x = g.font.scale(g.scale * (boundsXMin - uhm.LeftSideBearing))
		if err := g.loadCompound(recursion, uhm, i, glyf, useMyMetrics); err != nil {
			return err
		}
	} else {
		np0, ne0 := len(g.Point), len(g.End)
		program := g.loadSimple(glyf, ne)
		g.addPhantomsAndScale(np0, np0, true, true)
		pp1x = g.Point[len(g.Point)-4].X
		if g.hinting != NoHinting {
			if len(program) != 0 {
				err := g.hinter.run(
					program,
					g.Point[np0:],
					g.Unhinted[np0:],
					g.InFontUnits[np0:],
					g.End[ne0:],
				)
				if err != nil {
					return err
				}
			}
			// Drop the four phantom points.
			g.InFontUnits = g.InFontUnits[:len(g.InFontUnits)-4]
			g.Unhinted = g.Unhinted[:len(g.Unhinted)-4]
		}
		if useMyMetrics {
			copy(g.phantomPoints[:], g.Point[len(g.Point)-4:])
		}
		g.Point = g.Point[:len(g.Point)-4]
		if np0 != 0 {
			// The hinting program expects the []End values to be indexed relative
			// to the inner glyph, not the outer glyph, so we delay adding np0 until
			// after the hinting program (if any) has run.
			for i := ne0; i < len(g.End); i++ {
				g.End[i] += np0
			}
		}
	}
	if useMyMetrics && !g.metricsSet {
		g.metricsSet = true
		g.pp1x = pp1x
	}
	return nil
}

// loadOffset is the initial offset for loadSimple and loadCompound. The first
// 10 bytes are the number of contours and the bounding box.
const loadOffset = 10

func (g *GlyphBuf) loadSimple(glyf []byte, ne int) (program []byte) {
	offset := loadOffset
	for i := 0; i < ne; i++ {
		g.End = append(g.End, 1+int(u16(glyf, offset)))
		offset += 2
	}

	// Note the TrueType hinting instructions.
	instrLen := int(u16(glyf, offset))
	offset += 2
	program = glyf[offset : offset+instrLen]
	offset += instrLen

	np0 := len(g.Point)
	np1 := np0 + int(g.End[len(g.End)-1])

	// Decode the flags.
	for i := np0; i < np1; {
		c := uint32(glyf[offset])
		offset++
		g.Point = append(g.Point, Point{Flags: c})
		i++
		if c&flagRepeat != 0 {
			count := glyf[offset]
			offset++
			for ; count > 0; count-- {
				g.Point = append(g.Point, Point{Flags: c})
				i++
			}
		}
	}

	// Decode the co-ordinates.
	var x int16
	for i := np0; i < np1; i++ {
		f := g.Point[i].Flags
		if f&flagXShortVector != 0 {
			dx := int16(glyf[offset])
			offset++
			if f&flagPositiveXShortVector == 0 {
				x -= dx
			} else {
				x += dx
			}
		} else if f&flagThisXIsSame == 0 {
			x += int16(u16(glyf, offset))
			offset += 2
		}
		g.Point[i].X = int32(x)
	}
	var y int16
	for i := np0; i < np1; i++ {
		f := g.Point[i].Flags
		if f&flagYShortVector != 0 {
			dy := int16(glyf[offset])
			offset++
			if f&flagPositiveYShortVector == 0 {
				y -= dy
			} else {
				y += dy
			}
		} else if f&flagThisYIsSame == 0 {
			y += int16(u16(glyf, offset))
			offset += 2
		}
		g.Point[i].Y = int32(y)
	}

	return program
}

func (g *GlyphBuf) loadCompound(recursion int32, uhm HMetric, i Index,
	glyf []byte, useMyMetrics bool) error {

	// Flags for decoding a compound glyph. These flags are documented at
	// http://developer.apple.com/fonts/TTRefMan/RM06/Chap6glyf.html.
	const (
		flagArg1And2AreWords = 1 << iota
		flagArgsAreXYValues
		flagRoundXYToGrid
		flagWeHaveAScale
		flagUnused
		flagMoreComponents
		flagWeHaveAnXAndYScale
		flagWeHaveATwoByTwo
		flagWeHaveInstructions
		flagUseMyMetrics
		flagOverlapCompound
	)
	np0, ne0 := len(g.Point), len(g.End)
	offset := loadOffset
	for {
		flags := u16(glyf, offset)
		component := Index(u16(glyf, offset+2))
		dx, dy, transform, hasTransform := int32(0), int32(0), [4]int32{}, false
		if flags&flagArg1And2AreWords != 0 {
			dx = int32(int16(u16(glyf, offset+4)))
			dy = int32(int16(u16(glyf, offset+6)))
			offset += 8
		} else {
			dx = int32(int16(int8(glyf[offset+4])))
			dy = int32(int16(int8(glyf[offset+5])))
			offset += 6
		}
		if flags&flagArgsAreXYValues == 0 {
			return UnsupportedError("compound glyph transform vector")
		}
		if flags&(flagWeHaveAScale|flagWeHaveAnXAndYScale|flagWeHaveATwoByTwo) != 0 {
			hasTransform = true
			switch {
			case flags&flagWeHaveAScale != 0:
				transform[0] = int32(int16(u16(glyf, offset+0)))
				transform[3] = transform[0]
				offset += 2
			case flags&flagWeHaveAnXAndYScale != 0:
				transform[0] = int32(int16(u16(glyf, offset+0)))
				transform[3] = int32(int16(u16(glyf, offset+2)))
				offset += 4
			case flags&flagWeHaveATwoByTwo != 0:
				transform[0] = int32(int16(u16(glyf, offset+0)))
				transform[1] = int32(int16(u16(glyf, offset+2)))
				transform[2] = int32(int16(u16(glyf, offset+4)))
				transform[3] = int32(int16(u16(glyf, offset+6)))
				offset += 8
			}
		}
		savedPP := g.phantomPoints
		np0 := len(g.Point)
		componentUMM := useMyMetrics && (flags&flagUseMyMetrics != 0)
		if err := g.load(recursion+1, component, componentUMM); err != nil {
			return err
		}
		if flags&flagUseMyMetrics == 0 {
			g.phantomPoints = savedPP
		}
		if hasTransform {
			for j := np0; j < len(g.Point); j++ {
				p := &g.Point[j]
				newX := int32((int64(p.X)*int64(transform[0])+1<<13)>>14) +
					int32((int64(p.Y)*int64(transform[2])+1<<13)>>14)
				newY := int32((int64(p.X)*int64(transform[1])+1<<13)>>14) +
					int32((int64(p.Y)*int64(transform[3])+1<<13)>>14)
				p.X, p.Y = newX, newY
			}
		}
		dx = g.font.scale(g.scale * dx)
		dy = g.font.scale(g.scale * dy)
		if flags&flagRoundXYToGrid != 0 {
			dx = (dx + 32) &^ 63
			dy = (dy + 32) &^ 63
		}
		for j := np0; j < len(g.Point); j++ {
			p := &g.Point[j]
			p.X += dx
			p.Y += dy
		}
		// TODO: also adjust g.InFontUnits and g.Unhinted?
		if flags&flagMoreComponents == 0 {
			break
		}
	}

	instrLen := 0
	if g.hinting != NoHinting && offset+2 <= len(glyf) {
		instrLen = int(u16(glyf, offset))
		offset += 2
	}

	g.addPhantomsAndScale(np0, len(g.Point), false, instrLen > 0)
	points, ends := g.Point[np0:], g.End[ne0:]
	g.Point = g.Point[:len(g.Point)-4]
	for j := range points {
		points[j].Flags &^= flagTouchedX | flagTouchedY
	}

	if instrLen == 0 {
		if !g.metricsSet {
			copy(g.phantomPoints[:], points[len(points)-4:])
		}
		return nil
	}

	// Hint the compound glyph.
	program := glyf[offset : offset+instrLen]
	// Temporarily adjust the ends to be relative to this compound glyph.
	if np0 != 0 {
		for i := range ends {
			ends[i] -= np0
		}
	}
	// Hinting instructions of a composite glyph completely refer to the
	// (already) hinted subglyphs.
	g.tmp = append(g.tmp[:0], points...)
	if err := g.hinter.run(program, points, g.tmp, g.tmp, ends); err != nil {
		return err
	}
	if np0 != 0 {
		for i := range ends {
			ends[i] += np0
		}
	}
	if !g.metricsSet {
		copy(g.phantomPoints[:], points[len(points)-4:])
	}
	return nil
}

func (g *GlyphBuf) addPhantomsAndScale(np0, np1 int, simple, adjust bool) {
	// Add the four phantom points.
	g.Point = append(g.Point, g.phantomPoints[:]...)
	// Scale the points.
	if simple && g.hinting != NoHinting {
		g.InFontUnits = append(g.InFontUnits, g.Point[np1:]...)
	}
	for i := np1; i < len(g.Point); i++ {
		p := &g.Point[i]
		p.X = g.font.scale(g.scale * p.X)
		p.Y = g.font.scale(g.scale * p.Y)
	}
	if g.hinting == NoHinting {
		return
	}
	// Round the 1st phantom point to the grid, shifting all other points equally.
	// Note that "all other points" starts from np0, not np1.
	// TODO: delete this adjustment and the np0/np1 distinction, when
	// we update the compatibility tests to C Freetype 2.5.3.
	// See http://git.savannah.gnu.org/cgit/freetype/freetype2.git/commit/?id=05c786d990390a7ca18e62962641dac740bacb06
	if adjust {
		pp1x := g.Point[len(g.Point)-4].X
		if dx := ((pp1x + 32) &^ 63) - pp1x; dx != 0 {
			for i := np0; i < len(g.Point); i++ {
				g.Point[i].X += dx
			}
		}
	}
	if simple {
		g.Unhinted = append(g.Unhinted, g.Point[np1:]...)
	}
	// Round the 2nd and 4th phantom point to the grid.
	p := &g.Point[len(g.Point)-3]
	p.X = (p.X + 32) &^ 63
	p = &g.Point[len(g.Point)-1]
	p.Y = (p.Y + 32) &^ 63
}

// TODO: is this necessary? The zero-valued GlyphBuf is perfectly usable.

// NewGlyphBuf returns a newly allocated GlyphBuf.
func NewGlyphBuf() *GlyphBuf {
	return &GlyphBuf{
		Point: make([]Point, 0, 256),
		End:   make([]int, 0, 32),
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype/hint.go

// Copyright 2012 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package truetype

// This file implements a Truetype bytecode interpreter.
// The opcodes are described at https://developer.apple.com/fonts/TTRefMan/RM05/Chap5.html

import (
	"errors"
	"math"
)

const (
	twilightZone = 0
	glyphZone    = 1
	numZone      = 2
)

type pointType uint32

const (
	current      pointType = 0
	unhinted     pointType = 1
	inFontUnits  pointType = 2
	numPointType           = 3
)

// callStackEntry is a bytecode call stack entry.
type callStackEntry struct {
	program   []byte
	pc        int
	loopCount int32
}

// hinter implements bytecode hinting. A hinter can be re-used to hint a series
// of glyphs from a Font.
type hinter struct {
	stack, store []int32

	// functions is a map from function number to bytecode.
	functions map[int32][]byte

	// font and scale are the font and scale last used for this hinter.
	// Changing the font will require running the new font's fpgm bytecode.
	// Changing either will require running the font's prep bytecode.
	font  *Font
	scale int32

	// gs and defaultGS are the current and default graphics state. The
	// default graphics state is the global default graphics state after
	// the font's fpgm and prep programs have been run.
	gs, defaultGS graphicsState

	// points and ends are the twilight zone's points, glyph's points
	// and glyph's contour boundaries.
	points [numZone][numPointType][]Point
	ends   []int

	// scaledCVT is the lazily initialized scaled Control Value Table.
	scaledCVTInitialized bool
	scaledCVT            []f26dot6
}

// graphicsState is described at https://developer.apple.com/fonts/TTRefMan/RM04/Chap4.html
type graphicsState struct {
	// Projection vector, freedom vector and dual projection vector.
	pv, fv, dv [2]f2dot14
	// Reference points and zone pointers.
	rp, zp [3]int32
	// Control Value / Single Width Cut-In.
	controlValueCutIn, singleWidthCutIn, singleWidth f26dot6
	// Delta base / shift.
	deltaBase, deltaShift int32
	// Minimum distance.
	minDist f26dot6
	// Loop count.
	loop int32
	// Rounding policy.
	roundPeriod, roundPhase, roundThreshold f26dot6
	roundSuper45                            bool
	// Auto-flip.
	autoFlip bool
}

var globalDefaultGS = graphicsState{
	pv:                [2]f2dot14{0x4000, 0}, // Unit vector along the X axis.
	fv:                [2]f2dot14{0x4000, 0},
	dv:                [2]f2dot14{0x4000, 0},
	zp:                [3]int32{1, 1, 1},
	controlValueCutIn: (17 << 6) / 16, // 17/16 as an f26dot6.
	deltaBase:         9,
	deltaShift:        3,
	minDist:           1 << 6, // 1 as an f26dot6.
	loop:              1,
	roundPeriod:       1 << 6, // 1 as an f26dot6.
	roundThreshold:    1 << 5, // 1/2 as an f26dot6.
	roundSuper45:      false,
	autoFlip:          true,
}

func resetTwilightPoints(f *Font, p []Point) []Point {
	if n := int(f.maxTwilightPoints) + 4; n <= cap(p) {
		p = p[:n]
		for i := range p {
			p[i] = Point{}
		}
	} else {
		p = make([]Point, n)
	}
	return p
}

func (h *hinter) init(f *Font, scale int32) error {
	h.points[twilightZone][0] = resetTwilightPoints(f, h.points[twilightZone][0])
	h.points[twilightZone][1] = resetTwilightPoints(f, h.points[twilightZone][1])
	h.points[twilightZone][2] = resetTwilightPoints(f, h.points[twilightZone][2])

	rescale := h.scale != scale
	if h.font != f {
		h.font, rescale = f, true
		if h.functions == nil {
			h.functions = make(map[int32][]byte)
		} else {
			for k := range h.functions {
				delete(h.functions, k)
			}
		}

		if x := int(f.maxStackElements); x > len(h.stack) {
			x += 255
			x &^= 255
			h.stack = make([]int32, x)
		}
		if x := int(f.maxStorage); x > len(h.store) {
			x += 15
			x &^= 15
			h.store = make([]int32, x)
		}
		if len(f.fpgm) != 0 {
			if err := h.run(f.fpgm, nil, nil, nil, nil); err != nil {
				return err
			}
		}
	}

	if rescale {
		h.scale = scale
		h.scaledCVTInitialized = false

		h.defaultGS = globalDefaultGS

		if len(f.prep) != 0 {
			if err := h.run(f.prep, nil, nil, nil, nil); err != nil {
				return err
			}
			h.defaultGS = h.gs
			// The MS rasterizer doesn't allow the following graphics state
			// variables to be modified by the CVT program.
			h.defaultGS.pv = globalDefaultGS.pv
			h.defaultGS.fv = globalDefaultGS.fv
			h.defaultGS.dv = globalDefaultGS.dv
			h.defaultGS.rp = globalDefaultGS.rp
			h.defaultGS.zp = globalDefaultGS.zp
			h.defaultGS.loop = globalDefaultGS.loop
		}
	}
	return nil
}

func (h *hinter) run(program []byte, pCurrent, pUnhinted, pInFontUnits []Point, ends []int) error {
	h.gs = h.defaultGS
	h.points[glyphZone][current] = pCurrent
	h.points[glyphZone][unhinted] = pUnhinted
	h.points[glyphZone][inFontUnits] = pInFontUnits
	h.ends = ends

	if len(program) > 50000 {
		return errors.New("truetype: hinting: too many instructions")
	}
	var (
		steps, pc, top int
		opcode         uint8

		callStack    [32]callStackEntry
		callStackTop int
	)

	for 0 <= pc && pc < len(program) {
		steps++
		if steps == 100000 {
			return errors.New("truetype: hinting: too many steps")
		}
		opcode = program[pc]
		if top < int(popCount[opcode]) {
			return errors.New("truetype: hinting: stack underflow")
		}
		switch opcode {

		case opSVTCA0:
			h.gs.pv = [2]f2dot14{0, 0x4000}
			h.gs.fv = [2]f2dot14{0, 0x4000}
			h.gs.dv = [2]f2dot14{0, 0x4000}

		case opSVTCA1:
			h.gs.pv = [2]f2dot14{0x4000, 0}
			h.gs.fv = [2]f2dot14{0x4000, 0}
			h.gs.dv = [2]f2dot14{0x4000, 0}

		case opSPVTCA0:
			h.gs.pv = [2]f2dot14{0, 0x4000}
			h.gs.dv = [2]f2dot14{0, 0x4000}

		case opSPVTCA1:
			h.gs.pv = [2]f2dot14{0x4000, 0}
			h.gs.dv = [2]f2dot14{0x4000, 0}

		case opSFVTCA0:
			h.gs.fv = [2]f2dot14{0, 0x4000}

		case opSFVTCA1:
			h.gs.fv = [2]f2dot14{0x4000, 0}

		case opSPVTL0, opSPVTL1, opSFVTL0, opSFVTL1:
			top -= 2
			p1 := h.point(0, current, h.stack[top+0])
			p2 := h.point(0, current, h.stack[top+1])
			if p1 == nil || p2 == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			dx := f2dot14(p1.X - p2.X)
			dy := f2dot14(p1.Y - p2.Y)
			if dx == 0 && dy == 0 {
				dx = 0x4000
			} else if opcode&1 != 0 {
				// Counter-clockwise rotation.
				dx, dy = -dy, dx
			}
			v := normalize(dx, dy)
			if opcode < opSFVTL0 {
				h.gs.pv = v
				h.gs.dv = v
			} else {
				h.gs.fv = v
			}

		case opSPVFS:
			top -= 2
			h.gs.pv = normalize(f2dot14(h.stack[top]), f2dot14(h.stack[top+1]))
			h.gs.dv = h.gs.pv

		case opSFVFS:
			top -= 2
			h.gs.fv = normalize(f2dot14(h.stack[top]), f2dot14(h.stack[top+1]))

		case opGPV:
			if top+1 >= len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			h.stack[top+0] = int32(h.gs.pv[0])
			h.stack[top+1] = int32(h.gs.pv[1])
			top += 2

		case opGFV:
			if top+1 >= len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			h.stack[top+0] = int32(h.gs.fv[0])
			h.stack[top+1] = int32(h.gs.fv[1])
			top += 2

		case opSFVTPV:
			h.gs.fv = h.gs.pv

		case opISECT:
			top -= 5
			p := h.point(2, current, h.stack[top+0])
			a0 := h.point(1, current, h.stack[top+1])
			a1 := h.point(1, current, h.stack[top+2])
			b0 := h.point(0, current, h.stack[top+3])
			b1 := h.point(0, current, h.stack[top+4])
			if p == nil || a0 == nil || a1 == nil || b0 == nil || b1 == nil {
				return errors.New("truetype: hinting: point out of range")
			}

			dbx := b1.X - b0.X
			dby := b1.Y - b0.Y
			dax := a1.X - a0.X
			day := a1.Y - a0.Y
			dx := b0.X - a0.X
			dy := b0.Y - a0.Y
			discriminant := mulDiv(int64(dax), int64(-dby), 0x40) +
				mulDiv(int64(day), int64(dbx), 0x40)
			dotProduct := mulDiv(int64(dax), int64(dbx), 0x40) +
				mulDiv(int64(day), int64(dby), 0x40)
			// The discriminant above is actually a cross product of vectors
			// da and db. Together with the dot product, they can be used as
			// surrogates for sine and cosine of the angle between the vectors.
			// Indeed,
			//       dotproduct   = |da||db|cos(angle)
			//       discriminant = |da||db|sin(angle)
			// We use these equations to reject grazing intersections by
			// thresholding abs(tan(angle)) at 1/19, corresponding to 3 degrees.
			absDisc, absDotP := discriminant, dotProduct
			if absDisc < 0 {
				absDisc = -absDisc
			}
			if absDotP < 0 {
				absDotP = -absDotP
			}
			if 19*absDisc > absDotP {
				val := mulDiv(int64(dx), int64(-dby), 0x40) +
					mulDiv(int64(dy), int64(dbx), 0x40)
				rx := mulDiv(val, int64(dax), discriminant)
				ry := mulDiv(val, int64(day), discriminant)
				p.X = a0.X + int32(rx)
				p.Y = a0.Y + int32(ry)
			} else {
				p.X = (a0.X + a1.X + b0.X + b1.X) / 4
				p.Y = (a0.Y + a1.Y + b0.Y + b1.Y) / 4
			}
			p.Flags |= flagTouchedX | flagTouchedY

		case opSRP0, opSRP1, opSRP2:
			top--
			h.gs.rp[opcode-opSRP0] = h.stack[top]

		case opSZP0, opSZP1, opSZP2:
			top--
			h.gs.zp[opcode-opSZP0] = h.stack[top]

		case opSZPS:
			top--
			h.gs.zp[0] = h.stack[top]
			h.gs.zp[1] = h.stack[top]
			h.gs.zp[2] = h.stack[top]

		case opSLOOP:
			top--
			if h.stack[top] <= 0 {
				return errors.New("truetype: hinting: invalid data")
			}
			h.gs.loop = h.stack[top]

		case opRTG:
			h.gs.roundPeriod = 1 << 6
			h.gs.roundPhase = 0
			h.gs.roundThreshold = 1 << 5
			h.gs.roundSuper45 = false

		case opRTHG:
			h.gs.roundPeriod = 1 << 6
			h.gs.roundPhase = 1 << 5
			h.gs.roundThreshold = 1 << 5
			h.gs.roundSuper45 = false

		case opSMD:
			top--
			h.gs.minDist = f26dot6(h.stack[top])

		case opELSE:
			opcode = 1
			goto ifelse

		case opJMPR:
			top--
			pc += int(h.stack[top])
			continue

		case opSCVTCI:
			top--
			h.gs.controlValueCutIn = f26dot6(h.stack[top])

		case opSSWCI:
			top--
			h.gs.singleWidthCutIn = f26dot6(h.stack[top])

		case opSSW:
			top--
			h.gs.singleWidth = f26dot6(h.font.scale(h.scale * h.stack[top]))

		case opDUP:
			if top >= len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			h.stack[top] = h.stack[top-1]
			top++

		case opPOP:
			top--

		case opCLEAR:
			top = 0

		case opSWAP:
			h.stack[top-1], h.stack[top-2] = h.stack[top-2], h.stack[top-1]

		case opDEPTH:
			if top >= len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			h.stack[top] = int32(top)
			top++

		case opCINDEX, opMINDEX:
			x := int(h.stack[top-1])
			if x <= 0 || x >= top {
				return errors.New("truetype: hinting: invalid data")
			}
			h.stack[top-1] = h.stack[top-1-x]
			if opcode == opMINDEX {
				copy(h.stack[top-1-x:top-1], h.stack[top-x:top])
				top--
			}

		case opALIGNPTS:
			top -= 2
			p := h.point(1, current, h.stack[top])
			q := h.point(0, current, h.stack[top+1])
			if p == nil || q == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			d := dotProduct(f26dot6(q.X-p.X), f26dot6(q.Y-p.Y), h.gs.pv) / 2
			h.move(p, +d, true)
			h.move(q, -d, true)

		case opUTP:
			top--
			p := h.point(0, current, h.stack[top])
			if p == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			p.Flags &^= flagTouchedX | flagTouchedY

		case opLOOPCALL, opCALL:
			if callStackTop >= len(callStack) {
				return errors.New("truetype: hinting: call stack overflow")
			}
			top--
			f, ok := h.functions[h.stack[top]]
			if !ok {
				return errors.New("truetype: hinting: undefined function")
			}
			callStack[callStackTop] = callStackEntry{program, pc, 1}
			if opcode == opLOOPCALL {
				top--
				if h.stack[top] == 0 {
					break
				}
				callStack[callStackTop].loopCount = h.stack[top]
			}
			callStackTop++
			program, pc = f, 0
			continue

		case opFDEF:
			// Save all bytecode up until the next ENDF.
			startPC := pc + 1
		fdefloop:
			for {
				pc++
				if pc >= len(program) {
					return errors.New("truetype: hinting: unbalanced FDEF")
				}
				switch program[pc] {
				case opFDEF:
					return errors.New("truetype: hinting: nested FDEF")
				case opENDF:
					top--
					h.functions[h.stack[top]] = program[startPC : pc+1]
					break fdefloop
				default:
					var ok bool
					pc, ok = skipInstructionPayload(program, pc)
					if !ok {
						return errors.New("truetype: hinting: unbalanced FDEF")
					}
				}
			}

		case opENDF:
			if callStackTop == 0 {
				return errors.New("truetype: hinting: call stack underflow")
			}
			callStackTop--
			callStack[callStackTop].loopCount--
			if callStack[callStackTop].loopCount != 0 {
				callStackTop++
				pc = 0
				continue
			}
			program, pc = callStack[callStackTop].program, callStack[callStackTop].pc

		case opMDAP0, opMDAP1:
			top--
			i := h.stack[top]
			p := h.point(0, current, i)
			if p == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			distance := f26dot6(0)
			if opcode == opMDAP1 {
				distance = dotProduct(f26dot6(p.X), f26dot6(p.Y), h.gs.pv)
				// TODO: metrics compensation.
				distance = h.round(distance) - distance
			}
			h.move(p, distance, true)
			h.gs.rp[0] = i
			h.gs.rp[1] = i

		case opIUP0, opIUP1:
			iupY, mask := opcode == opIUP0, uint32(flagTouchedX)
			if iupY {
				mask = flagTouchedY
			}
			prevEnd := 0
			for _, end := range h.ends {
				for i := prevEnd; i < end; i++ {
					for i < end && h.points[glyphZone][current][i].Flags&mask == 0 {
						i++
					}
					if i == end {
						break
					}
					firstTouched, curTouched := i, i
					i++
					for ; i < end; i++ {
						if h.points[glyphZone][current][i].Flags&mask != 0 {
							h.iupInterp(iupY, curTouched+1, i-1, curTouched, i)
							curTouched = i
						}
					}
					if curTouched == firstTouched {
						h.iupShift(iupY, prevEnd, end, curTouched)
					} else {
						h.iupInterp(iupY, curTouched+1, end-1, curTouched, firstTouched)
						if firstTouched > 0 {
							h.iupInterp(iupY, prevEnd, firstTouched-1, curTouched, firstTouched)
						}
					}
				}
				prevEnd = end
			}

		case opSHP0, opSHP1:
			if top < int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			_, _, d, ok := h.displacement(opcode&1 == 0)
			if !ok {
				return errors.New("truetype: hinting: point out of range")
			}
			for ; h.gs.loop != 0; h.gs.loop-- {
				top--
				p := h.point(2, current, h.stack[top])
				if p == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				h.move(p, d, true)
			}
			h.gs.loop = 1

		case opSHC0, opSHC1:
			top--
			zonePointer, i, d, ok := h.displacement(opcode&1 == 0)
			if !ok {
				return errors.New("truetype: hinting: point out of range")
			}
			if h.gs.zp[2] == 0 {
				// TODO: implement this when we have a glyph that does this.
				return errors.New("hinting: unimplemented SHC instruction")
			}
			contour := h.stack[top]
			if contour < 0 || len(ends) <= int(contour) {
				return errors.New("truetype: hinting: contour out of range")
			}
			j0, j1 := int32(0), int32(h.ends[contour])
			if contour > 0 {
				j0 = int32(h.ends[contour-1])
			}
			move := h.gs.zp[zonePointer] != h.gs.zp[2]
			for j := j0; j < j1; j++ {
				if move || j != i {
					h.move(h.point(2, current, j), d, true)
				}
			}

		case opSHZ0, opSHZ1:
			top--
			zonePointer, i, d, ok := h.displacement(opcode&1 == 0)
			if !ok {
				return errors.New("truetype: hinting: point out of range")
			}

			// As per C Freetype, SHZ doesn't move the phantom points, or mark
			// the points as touched.
			limit := int32(len(h.points[h.gs.zp[2]][current]))
			if h.gs.zp[2] == glyphZone {
				limit -= 4
			}
			for j := int32(0); j < limit; j++ {
				if i != j || h.gs.zp[zonePointer] != h.gs.zp[2] {
					h.move(h.point(2, current, j), d, false)
				}
			}

		case opSHPIX:
			top--
			d := f26dot6(h.stack[top])
			if top < int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			for ; h.gs.loop != 0; h.gs.loop-- {
				top--
				p := h.point(2, current, h.stack[top])
				if p == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				h.move(p, d, true)
			}
			h.gs.loop = 1

		case opIP:
			if top < int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			pointType := inFontUnits
			twilight := h.gs.zp[0] == 0 || h.gs.zp[1] == 0 || h.gs.zp[2] == 0
			if twilight {
				pointType = unhinted
			}
			p := h.point(1, pointType, h.gs.rp[2])
			oldP := h.point(0, pointType, h.gs.rp[1])
			oldRange := dotProduct(f26dot6(p.X-oldP.X), f26dot6(p.Y-oldP.Y), h.gs.dv)

			p = h.point(1, current, h.gs.rp[2])
			curP := h.point(0, current, h.gs.rp[1])
			curRange := dotProduct(f26dot6(p.X-curP.X), f26dot6(p.Y-curP.Y), h.gs.pv)
			for ; h.gs.loop != 0; h.gs.loop-- {
				top--
				i := h.stack[top]
				p = h.point(2, pointType, i)
				oldDist := dotProduct(f26dot6(p.X-oldP.X), f26dot6(p.Y-oldP.Y), h.gs.dv)
				p = h.point(2, current, i)
				curDist := dotProduct(f26dot6(p.X-curP.X), f26dot6(p.Y-curP.Y), h.gs.pv)
				newDist := f26dot6(0)
				if oldDist != 0 {
					if oldRange != 0 {
						newDist = f26dot6(mulDiv(int64(oldDist), int64(curRange), int64(oldRange)))
					} else {
						newDist = -oldDist
					}
				}
				h.move(p, newDist-curDist, true)
			}
			h.gs.loop = 1

		case opMSIRP0, opMSIRP1:
			top -= 2
			i := h.stack[top]
			distance := f26dot6(h.stack[top+1])

			// TODO: special case h.gs.zp[1] == 0 in C Freetype.
			ref := h.point(0, current, h.gs.rp[0])
			p := h.point(1, current, i)
			if ref == nil || p == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			curDist := dotProduct(f26dot6(p.X-ref.X), f26dot6(p.Y-ref.Y), h.gs.dv)

			// Set-RP0 bit.
			if opcode == opMSIRP1 {
				h.gs.rp[0] = i
			}
			h.gs.rp[1] = h.gs.rp[0]
			h.gs.rp[2] = i

			// Move the point.
			h.move(p, distance-curDist, true)

		case opALIGNRP:
			if top < int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			ref := h.point(0, current, h.gs.rp[0])
			if ref == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			for ; h.gs.loop != 0; h.gs.loop-- {
				top--
				p := h.point(1, current, h.stack[top])
				if p == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				h.move(p, -dotProduct(f26dot6(p.X-ref.X), f26dot6(p.Y-ref.Y), h.gs.pv), true)
			}
			h.gs.loop = 1

		case opRTDG:
			h.gs.roundPeriod = 1 << 5
			h.gs.roundPhase = 0
			h.gs.roundThreshold = 1 << 4
			h.gs.roundSuper45 = false

		case opMIAP0, opMIAP1:
			top -= 2
			i := h.stack[top]
			distance := h.getScaledCVT(h.stack[top+1])
			if h.gs.zp[0] == 0 {
				p := h.point(0, unhinted, i)
				q := h.point(0, current, i)
				p.X = int32((int64(distance) * int64(h.gs.fv[0])) >> 14)
				p.Y = int32((int64(distance) * int64(h.gs.fv[1])) >> 14)
				*q = *p
			}
			p := h.point(0, current, i)
			oldDist := dotProduct(f26dot6(p.X), f26dot6(p.Y), h.gs.pv)
			if opcode == opMIAP1 {
				if (distance - oldDist).abs() > h.gs.controlValueCutIn {
					distance = oldDist
				}
				// TODO: metrics compensation.
				distance = h.round(distance)
			}
			h.move(p, distance-oldDist, true)
			h.gs.rp[0] = i
			h.gs.rp[1] = i

		case opNPUSHB:
			opcode = 0
			goto push

		case opNPUSHW:
			opcode = 0x80
			goto push

		case opWS:
			top -= 2
			i := int(h.stack[top])
			if i < 0 || len(h.store) <= i {
				return errors.New("truetype: hinting: invalid data")
			}
			h.store[i] = h.stack[top+1]

		case opRS:
			i := int(h.stack[top-1])
			if i < 0 || len(h.store) <= i {
				return errors.New("truetype: hinting: invalid data")
			}
			h.stack[top-1] = h.store[i]

		case opWCVTP:
			top -= 2
			h.setScaledCVT(h.stack[top], f26dot6(h.stack[top+1]))

		case opRCVT:
			h.stack[top-1] = int32(h.getScaledCVT(h.stack[top-1]))

		case opGC0, opGC1:
			i := h.stack[top-1]
			if opcode == opGC0 {
				p := h.point(2, current, i)
				h.stack[top-1] = int32(dotProduct(f26dot6(p.X), f26dot6(p.Y), h.gs.pv))
			} else {
				p := h.point(2, unhinted, i)
				// Using dv as per C Freetype.
				h.stack[top-1] = int32(dotProduct(f26dot6(p.X), f26dot6(p.Y), h.gs.dv))
			}

		case opSCFS:
			top -= 2
			i := h.stack[top]
			p := h.point(2, current, i)
			if p == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			c := dotProduct(f26dot6(p.X), f26dot6(p.Y), h.gs.pv)
			h.move(p, f26dot6(h.stack[top+1])-c, true)
			if h.gs.zp[2] != 0 {
				break
			}
			q := h.point(2, unhinted, i)
			if q == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			q.X = p.X
			q.Y = p.Y

		case opMD0, opMD1:
			top--
			pt, v, scale := pointType(0), [2]f2dot14{}, false
			if opcode == opMD0 {
				pt = current
				v = h.gs.pv
			} else if h.gs.zp[0] == 0 || h.gs.zp[1] == 0 {
				pt = unhinted
				v = h.gs.dv
			} else {
				pt = inFontUnits
				v = h.gs.dv
				scale = true
			}
			p := h.point(0, pt, h.stack[top-1])
			q := h.point(1, pt, h.stack[top])
			if p == nil || q == nil {
				return errors.New("truetype: hinting: point out of range")
			}
			d := int32(dotProduct(f26dot6(p.X-q.X), f26dot6(p.Y-q.Y), v))
			if scale {
				d = int32(int64(d*h.scale) / int64(h.font.fUnitsPerEm))
			}
			h.stack[top-1] = d

		case opMPPEM, opMPS:
			if top >= len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			// For MPS, point size should be irrelevant; we return the PPEM.
			h.stack[top] = h.scale >> 6
			top++

		case opFLIPON, opFLIPOFF:
			h.gs.autoFlip = opcode == opFLIPON

		case opDEBUG:
			// No-op.

		case opLT:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] < h.stack[top])

		case opLTEQ:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] <= h.stack[top])

		case opGT:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] > h.stack[top])

		case opGTEQ:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] >= h.stack[top])

		case opEQ:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] == h.stack[top])

		case opNEQ:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] != h.stack[top])

		case opODD, opEVEN:
			i := h.round(f26dot6(h.stack[top-1])) >> 6
			h.stack[top-1] = int32(i&1) ^ int32(opcode-opODD)

		case opIF:
			top--
			if h.stack[top] == 0 {
				opcode = 0
				goto ifelse
			}

		case opEIF:
			// No-op.

		case opAND:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1] != 0 && h.stack[top] != 0)

		case opOR:
			top--
			h.stack[top-1] = bool2int32(h.stack[top-1]|h.stack[top] != 0)

		case opNOT:
			h.stack[top-1] = bool2int32(h.stack[top-1] == 0)

		case opDELTAP1:
			goto delta

		case opSDB:
			top--
			h.gs.deltaBase = h.stack[top]

		case opSDS:
			top--
			h.gs.deltaShift = h.stack[top]

		case opADD:
			top--
			h.stack[top-1] += h.stack[top]

		case opSUB:
			top--
			h.stack[top-1] -= h.stack[top]

		case opDIV:
			top--
			if h.stack[top] == 0 {
				return errors.New("truetype: hinting: division by zero")
			}
			h.stack[top-1] = int32(f26dot6(h.stack[top-1]).div(f26dot6(h.stack[top])))

		case opMUL:
			top--
			h.stack[top-1] = int32(f26dot6(h.stack[top-1]).mul(f26dot6(h.stack[top])))

		case opABS:
			if h.stack[top-1] < 0 {
				h.stack[top-1] = -h.stack[top-1]
			}

		case opNEG:
			h.stack[top-1] = -h.stack[top-1]

		case opFLOOR:
			h.stack[top-1] &^= 63

		case opCEILING:
			h.stack[top-1] += 63
			h.stack[top-1] &^= 63

		case opROUND00, opROUND01, opROUND10, opROUND11:
			// The four flavors of opROUND are equivalent. See the comment below on
			// opNROUND for the rationale.
			h.stack[top-1] = int32(h.round(f26dot6(h.stack[top-1])))

		case opNROUND00, opNROUND01, opNROUND10, opNROUND11:
			// No-op. The spec says to add one of four "compensations for the engine
			// characteristics", to cater for things like "different dot-size printers".
			// https://developer.apple.com/fonts/TTRefMan/RM02/Chap2.html#engine_compensation
			// This code does not implement engine compensation, as we don't expect to
			// be used to output on dot-matrix printers.

		case opWCVTF:
			top -= 2
			h.setScaledCVT(h.stack[top], f26dot6(h.font.scale(h.scale*h.stack[top+1])))

		case opDELTAP2, opDELTAP3, opDELTAC1, opDELTAC2, opDELTAC3:
			goto delta

		case opSROUND, opS45ROUND:
			top--
			switch (h.stack[top] >> 6) & 0x03 {
			case 0:
				h.gs.roundPeriod = 1 << 5
			case 1, 3:
				h.gs.roundPeriod = 1 << 6
			case 2:
				h.gs.roundPeriod = 1 << 7
			}
			h.gs.roundSuper45 = opcode == opS45ROUND
			if h.gs.roundSuper45 {
				// The spec says to multiply by âˆš2, but the C Freetype code says 1/âˆš2.
				// We go with 1/âˆš2.
				h.gs.roundPeriod *= 46341
				h.gs.roundPeriod /= 65536
			}
			h.gs.roundPhase = h.gs.roundPeriod * f26dot6((h.stack[top]>>4)&0x03) / 4
			if x := h.stack[top] & 0x0f; x != 0 {
				h.gs.roundThreshold = h.gs.roundPeriod * f26dot6(x-4) / 8
			} else {
				h.gs.roundThreshold = h.gs.roundPeriod - 1
			}

		case opJROT:
			top -= 2
			if h.stack[top+1] != 0 {
				pc += int(h.stack[top])
				continue
			}

		case opJROF:
			top -= 2
			if h.stack[top+1] == 0 {
				pc += int(h.stack[top])
				continue
			}

		case opROFF:
			h.gs.roundPeriod = 0
			h.gs.roundPhase = 0
			h.gs.roundThreshold = 0
			h.gs.roundSuper45 = false

		case opRUTG:
			h.gs.roundPeriod = 1 << 6
			h.gs.roundPhase = 0
			h.gs.roundThreshold = 1<<6 - 1
			h.gs.roundSuper45 = false

		case opRDTG:
			h.gs.roundPeriod = 1 << 6
			h.gs.roundPhase = 0
			h.gs.roundThreshold = 0
			h.gs.roundSuper45 = false

		case opSANGW, opAA:
			// These ops are "anachronistic" and no longer used.
			top--

		case opFLIPPT:
			if top < int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			points := h.points[glyphZone][current]
			for ; h.gs.loop != 0; h.gs.loop-- {
				top--
				i := h.stack[top]
				if i < 0 || len(points) <= int(i) {
					return errors.New("truetype: hinting: point out of range")
				}
				points[i].Flags ^= flagOnCurve
			}
			h.gs.loop = 1

		case opFLIPRGON, opFLIPRGOFF:
			top -= 2
			i, j, points := h.stack[top], h.stack[top+1], h.points[glyphZone][current]
			if i < 0 || len(points) <= int(i) || j < 0 || len(points) <= int(j) {
				return errors.New("truetype: hinting: point out of range")
			}
			for ; i <= j; i++ {
				if opcode == opFLIPRGON {
					points[i].Flags |= flagOnCurve
				} else {
					points[i].Flags &^= flagOnCurve
				}
			}

		case opSCANCTRL:
			// We do not support dropout control, as we always rasterize grayscale glyphs.
			top--

		case opSDPVTL0, opSDPVTL1:
			top -= 2
			for i := 0; i < 2; i++ {
				pt := unhinted
				if i != 0 {
					pt = current
				}
				p := h.point(1, pt, h.stack[top])
				q := h.point(2, pt, h.stack[top+1])
				if p == nil || q == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				dx := f2dot14(p.X - q.X)
				dy := f2dot14(p.Y - q.Y)
				if dx == 0 && dy == 0 {
					dx = 0x4000
				} else if opcode&1 != 0 {
					// Counter-clockwise rotation.
					dx, dy = -dy, dx
				}
				if i == 0 {
					h.gs.dv = normalize(dx, dy)
				} else {
					h.gs.pv = normalize(dx, dy)
				}
			}

		case opGETINFO:
			res := int32(0)
			if h.stack[top-1]&(1<<0) != 0 {
				// Set the engine version. We hard-code this to 35, the same as
				// the C freetype code, which says that "Version~35 corresponds
				// to MS rasterizer v.1.7 as used e.g. in Windows~98".
				res |= 35
			}
			if h.stack[top-1]&(1<<5) != 0 {
				// Set that we support grayscale.
				res |= 1 << 12
			}
			// We set no other bits, as we do not support rotated or stretched glyphs.
			h.stack[top-1] = res

		case opIDEF:
			// IDEF is for ancient versions of the bytecode interpreter, and is no longer used.
			return errors.New("truetype: hinting: unsupported IDEF instruction")

		case opROLL:
			h.stack[top-1], h.stack[top-3], h.stack[top-2] =
				h.stack[top-3], h.stack[top-2], h.stack[top-1]

		case opMAX:
			top--
			if h.stack[top-1] < h.stack[top] {
				h.stack[top-1] = h.stack[top]
			}

		case opMIN:
			top--
			if h.stack[top-1] > h.stack[top] {
				h.stack[top-1] = h.stack[top]
			}

		case opSCANTYPE:
			// We do not support dropout control, as we always rasterize grayscale glyphs.
			top--

		case opINSTCTRL:
			// TODO: support instruction execution control? It seems rare, and even when
			// nominally used (e.g. Source Sans Pro), it seems conditional on extreme or
			// unusual rasterization conditions. For example, the code snippet at
			// https://developer.apple.com/fonts/TTRefMan/RM05/Chap5.html#INSTCTRL
			// uses INSTCTRL when grid-fitting a rotated or stretched glyph, but
			// freetype-go does not support rotated or stretched glyphs.
			top -= 2

		default:
			if opcode < opPUSHB000 {
				return errors.New("truetype: hinting: unrecognized instruction")
			}

			if opcode < opMDRP00000 {
				// PUSHxxxx opcode.

				if opcode < opPUSHW000 {
					opcode -= opPUSHB000 - 1
				} else {
					opcode -= opPUSHW000 - 1 - 0x80
				}
				goto push
			}

			if opcode < opMIRP00000 {
				// MDRPxxxxx opcode.

				top--
				i := h.stack[top]
				ref := h.point(0, current, h.gs.rp[0])
				p := h.point(1, current, i)
				if ref == nil || p == nil {
					return errors.New("truetype: hinting: point out of range")
				}

				oldDist := f26dot6(0)
				if h.gs.zp[0] == 0 || h.gs.zp[1] == 0 {
					p0 := h.point(1, unhinted, i)
					p1 := h.point(0, unhinted, h.gs.rp[0])
					oldDist = dotProduct(f26dot6(p0.X-p1.X), f26dot6(p0.Y-p1.Y), h.gs.dv)
				} else {
					p0 := h.point(1, inFontUnits, i)
					p1 := h.point(0, inFontUnits, h.gs.rp[0])
					oldDist = dotProduct(f26dot6(p0.X-p1.X), f26dot6(p0.Y-p1.Y), h.gs.dv)
					oldDist = f26dot6(h.font.scale(h.scale * int32(oldDist)))
				}

				// Single-width cut-in test.
				if x := (oldDist - h.gs.singleWidth).abs(); x < h.gs.singleWidthCutIn {
					if oldDist >= 0 {
						oldDist = +h.gs.singleWidth
					} else {
						oldDist = -h.gs.singleWidth
					}
				}

				// Rounding bit.
				// TODO: metrics compensation.
				distance := oldDist
				if opcode&0x04 != 0 {
					distance = h.round(oldDist)
				}

				// Minimum distance bit.
				if opcode&0x08 != 0 {
					if oldDist >= 0 {
						if distance < h.gs.minDist {
							distance = h.gs.minDist
						}
					} else {
						if distance > -h.gs.minDist {
							distance = -h.gs.minDist
						}
					}
				}

				// Set-RP0 bit.
				h.gs.rp[1] = h.gs.rp[0]
				h.gs.rp[2] = i
				if opcode&0x10 != 0 {
					h.gs.rp[0] = i
				}

				// Move the point.
				oldDist = dotProduct(f26dot6(p.X-ref.X), f26dot6(p.Y-ref.Y), h.gs.pv)
				h.move(p, distance-oldDist, true)

			} else {
				// MIRPxxxxx opcode.

				top -= 2
				i := h.stack[top]
				cvtDist := h.getScaledCVT(h.stack[top+1])
				if (cvtDist - h.gs.singleWidth).abs() < h.gs.singleWidthCutIn {
					if cvtDist >= 0 {
						cvtDist = +h.gs.singleWidth
					} else {
						cvtDist = -h.gs.singleWidth
					}
				}

				if h.gs.zp[1] == 0 {
					// TODO: implement once we have a .ttf file that triggers
					// this, so that we can step through C's freetype.
					return errors.New("truetype: hinting: unimplemented twilight point adjustment")
				}

				ref := h.point(0, unhinted, h.gs.rp[0])
				p := h.point(1, unhinted, i)
				if ref == nil || p == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				oldDist := dotProduct(f26dot6(p.X-ref.X), f26dot6(p.Y-ref.Y), h.gs.dv)

				ref = h.point(0, current, h.gs.rp[0])
				p = h.point(1, current, i)
				if ref == nil || p == nil {
					return errors.New("truetype: hinting: point out of range")
				}
				curDist := dotProduct(f26dot6(p.X-ref.X), f26dot6(p.Y-ref.Y), h.gs.pv)

				if h.gs.autoFlip && oldDist^cvtDist < 0 {
					cvtDist = -cvtDist
				}

				// Rounding bit.
				// TODO: metrics compensation.
				distance := cvtDist
				if opcode&0x04 != 0 {
					// The CVT value is only used if close enough to oldDist.
					if (h.gs.zp[0] == h.gs.zp[1]) &&
						((cvtDist - oldDist).abs() > h.gs.controlValueCutIn) {

						distance = oldDist
					}
					distance = h.round(distance)
				}

				// Minimum distance bit.
				if opcode&0x08 != 0 {
					if oldDist >= 0 {
						if distance < h.gs.minDist {
							distance = h.gs.minDist
						}
					} else {
						if distance > -h.gs.minDist {
							distance = -h.gs.minDist
						}
					}
				}

				// Set-RP0 bit.
				h.gs.rp[1] = h.gs.rp[0]
				h.gs.rp[2] = i
				if opcode&0x10 != 0 {
					h.gs.rp[0] = i
				}

				// Move the point.
				h.move(p, distance-curDist, true)
			}
		}
		pc++
		continue

	ifelse:
		// Skip past bytecode until the next ELSE (if opcode == 0) or the
		// next EIF (for all opcodes). Opcode == 0 means that we have come
		// from an IF. Opcode == 1 means that we have come from an ELSE.
		{
		ifelseloop:
			for depth := 0; ; {
				pc++
				if pc >= len(program) {
					return errors.New("truetype: hinting: unbalanced IF or ELSE")
				}
				switch program[pc] {
				case opIF:
					depth++
				case opELSE:
					if depth == 0 && opcode == 0 {
						break ifelseloop
					}
				case opEIF:
					depth--
					if depth < 0 {
						break ifelseloop
					}
				default:
					var ok bool
					pc, ok = skipInstructionPayload(program, pc)
					if !ok {
						return errors.New("truetype: hinting: unbalanced IF or ELSE")
					}
				}
			}
			pc++
			continue
		}

	push:
		// Push n elements from the program to the stack, where n is the low 7 bits of
		// opcode. If the low 7 bits are zero, then n is the next byte from the program.
		// The high bit being 0 means that the elements are zero-extended bytes.
		// The high bit being 1 means that the elements are sign-extended words.
		{
			width := 1
			if opcode&0x80 != 0 {
				opcode &^= 0x80
				width = 2
			}
			if opcode == 0 {
				pc++
				if pc >= len(program) {
					return errors.New("truetype: hinting: insufficient data")
				}
				opcode = program[pc]
			}
			pc++
			if top+int(opcode) > len(h.stack) {
				return errors.New("truetype: hinting: stack overflow")
			}
			if pc+width*int(opcode) > len(program) {
				return errors.New("truetype: hinting: insufficient data")
			}
			for ; opcode > 0; opcode-- {
				if width == 1 {
					h.stack[top] = int32(program[pc])
				} else {
					h.stack[top] = int32(int8(program[pc]))<<8 | int32(program[pc+1])
				}
				top++
				pc += width
			}
			continue
		}

	delta:
		{
			if opcode >= opDELTAC1 && !h.scaledCVTInitialized {
				h.initializeScaledCVT()
			}
			top--
			n := f26dot6(h.stack[top])
			if top < 2*int(h.gs.loop) {
				return errors.New("truetype: hinting: stack underflow")
			}
			for ; n > 0; n-- {
				top -= 2
				b := h.stack[top]
				c := (b & 0xf0) >> 4
				switch opcode {
				case opDELTAP2, opDELTAC2:
					c += 16
				case opDELTAP3, opDELTAC3:
					c += 32
				}
				c += h.gs.deltaBase
				if ppem := (h.scale + 1<<5) >> 6; ppem != c {
					continue
				}
				b = (b & 0x0f) - 8
				if b >= 0 {
					b++
				}
				b = b * 64 / (1 << uint32(h.gs.deltaShift))
				if opcode >= opDELTAC1 {
					a := h.stack[top+1]
					if a < 0 || len(h.scaledCVT) <= int(a) {
						return errors.New("truetype: hinting: index out of range")
					}
					h.scaledCVT[a] += f26dot6(b)
				} else {
					p := h.point(0, current, h.stack[top+1])
					if p == nil {
						return errors.New("truetype: hinting: point out of range")
					}
					h.move(p, f26dot6(b), true)
				}
			}
			pc++
			continue
		}
	}
	return nil
}

func (h *hinter) initializeScaledCVT() {
	h.scaledCVTInitialized = true
	if n := len(h.font.cvt) / 2; n <= cap(h.scaledCVT) {
		h.scaledCVT = h.scaledCVT[:n]
	} else {
		if n < 32 {
			n = 32
		}
		h.scaledCVT = make([]f26dot6, len(h.font.cvt)/2, n)
	}
	for i := range h.scaledCVT {
		unscaled := uint16(h.font.cvt[2*i])<<8 | uint16(h.font.cvt[2*i+1])
		h.scaledCVT[i] = f26dot6(h.font.scale(h.scale * int32(int16(unscaled))))
	}
}

// getScaledCVT returns the scaled value from the font's Control Value Table.
func (h *hinter) getScaledCVT(i int32) f26dot6 {
	if !h.scaledCVTInitialized {
		h.initializeScaledCVT()
	}
	if i < 0 || len(h.scaledCVT) <= int(i) {
		return 0
	}
	return h.scaledCVT[i]
}

// setScaledCVT overrides the scaled value from the font's Control Value Table.
func (h *hinter) setScaledCVT(i int32, v f26dot6) {
	if !h.scaledCVTInitialized {
		h.initializeScaledCVT()
	}
	if i < 0 || len(h.scaledCVT) <= int(i) {
		return
	}
	h.scaledCVT[i] = v
}

func (h *hinter) point(zonePointer uint32, pt pointType, i int32) *Point {
	points := h.points[h.gs.zp[zonePointer]][pt]
	if i < 0 || len(points) <= int(i) {
		return nil
	}
	return &points[i]
}

func (h *hinter) move(p *Point, distance f26dot6, touch bool) {
	fvx := int64(h.gs.fv[0])
	pvx := int64(h.gs.pv[0])
	if fvx == 0x4000 && pvx == 0x4000 {
		p.X += int32(distance)
		if touch {
			p.Flags |= flagTouchedX
		}
		return
	}

	fvy := int64(h.gs.fv[1])
	pvy := int64(h.gs.pv[1])
	if fvy == 0x4000 && pvy == 0x4000 {
		p.Y += int32(distance)
		if touch {
			p.Flags |= flagTouchedY
		}
		return
	}

	fvDotPv := (fvx*pvx + fvy*pvy) >> 14

	if fvx != 0 {
		p.X += int32(mulDiv(fvx, int64(distance), fvDotPv))
		if touch {
			p.Flags |= flagTouchedX
		}
	}

	if fvy != 0 {
		p.Y += int32(mulDiv(fvy, int64(distance), fvDotPv))
		if touch {
			p.Flags |= flagTouchedY
		}
	}
}

func (h *hinter) iupInterp(interpY bool, p1, p2, ref1, ref2 int) {
	if p1 > p2 {
		return
	}
	if ref1 >= len(h.points[glyphZone][current]) ||
		ref2 >= len(h.points[glyphZone][current]) {
		return
	}

	var ifu1, ifu2 int32
	if interpY {
		ifu1 = h.points[glyphZone][inFontUnits][ref1].Y
		ifu2 = h.points[glyphZone][inFontUnits][ref2].Y
	} else {
		ifu1 = h.points[glyphZone][inFontUnits][ref1].X
		ifu2 = h.points[glyphZone][inFontUnits][ref2].X
	}
	if ifu1 > ifu2 {
		ifu1, ifu2 = ifu2, ifu1
		ref1, ref2 = ref2, ref1
	}

	var unh1, unh2, delta1, delta2 int32
	if interpY {
		unh1 = h.points[glyphZone][unhinted][ref1].Y
		unh2 = h.points[glyphZone][unhinted][ref2].Y
		delta1 = h.points[glyphZone][current][ref1].Y - unh1
		delta2 = h.points[glyphZone][current][ref2].Y - unh2
	} else {
		unh1 = h.points[glyphZone][unhinted][ref1].X
		unh2 = h.points[glyphZone][unhinted][ref2].X
		delta1 = h.points[glyphZone][current][ref1].X - unh1
		delta2 = h.points[glyphZone][current][ref2].X - unh2
	}

	var xy, ifuXY int32
	if ifu1 == ifu2 {
		for i := p1; i <= p2; i++ {
			if interpY {
				xy = h.points[glyphZone][unhinted][i].Y
			} else {
				xy = h.points[glyphZone][unhinted][i].X
			}

			if xy <= unh1 {
				xy += delta1
			} else {
				xy += delta2
			}

			if interpY {
				h.points[glyphZone][current][i].Y = xy
			} else {
				h.points[glyphZone][current][i].X = xy
			}
		}
		return
	}

	scale, scaleOK := int64(0), false
	for i := p1; i <= p2; i++ {
		if interpY {
			xy = h.points[glyphZone][unhinted][i].Y
			ifuXY = h.points[glyphZone][inFontUnits][i].Y
		} else {
			xy = h.points[glyphZone][unhinted][i].X
			ifuXY = h.points[glyphZone][inFontUnits][i].X
		}

		if xy <= unh1 {
			xy += delta1
		} else if xy >= unh2 {
			xy += delta2
		} else {
			if !scaleOK {
				scaleOK = true
				scale = mulDiv(int64(unh2+delta2-unh1-delta1), 0x10000, int64(ifu2-ifu1))
			}
			numer := int64(ifuXY-ifu1) * scale
			if numer >= 0 {
				numer += 0x8000
			} else {
				numer -= 0x8000
			}
			xy = unh1 + delta1 + int32(numer/0x10000)
		}

		if interpY {
			h.points[glyphZone][current][i].Y = xy
		} else {
			h.points[glyphZone][current][i].X = xy
		}
	}
}

func (h *hinter) iupShift(interpY bool, p1, p2, p int) {
	var delta int32
	if interpY {
		delta = h.points[glyphZone][current][p].Y - h.points[glyphZone][unhinted][p].Y
	} else {
		delta = h.points[glyphZone][current][p].X - h.points[glyphZone][unhinted][p].X
	}
	if delta == 0 {
		return
	}
	for i := p1; i < p2; i++ {
		if i == p {
			continue
		}
		if interpY {
			h.points[glyphZone][current][i].Y += delta
		} else {
			h.points[glyphZone][current][i].X += delta
		}
	}
}

func (h *hinter) displacement(useZP1 bool) (zonePointer uint32, i int32, d f26dot6, ok bool) {
	zonePointer, i = uint32(0), h.gs.rp[1]
	if useZP1 {
		zonePointer, i = 1, h.gs.rp[2]
	}
	p := h.point(zonePointer, current, i)
	q := h.point(zonePointer, unhinted, i)
	if p == nil || q == nil {
		return 0, 0, 0, false
	}
	d = dotProduct(f26dot6(p.X-q.X), f26dot6(p.Y-q.Y), h.gs.pv)
	return zonePointer, i, d, true
}

// skipInstructionPayload increments pc by the extra data that follows a
// variable length PUSHB or PUSHW instruction.
func skipInstructionPayload(program []byte, pc int) (newPC int, ok bool) {
	switch program[pc] {
	case opNPUSHB:
		pc++
		if pc >= len(program) {
			return 0, false
		}
		pc += int(program[pc])
	case opNPUSHW:
		pc++
		if pc >= len(program) {
			return 0, false
		}
		pc += 2 * int(program[pc])
	case opPUSHB000, opPUSHB001, opPUSHB010, opPUSHB011,
		opPUSHB100, opPUSHB101, opPUSHB110, opPUSHB111:
		pc += int(program[pc] - (opPUSHB000 - 1))
	case opPUSHW000, opPUSHW001, opPUSHW010, opPUSHW011,
		opPUSHW100, opPUSHW101, opPUSHW110, opPUSHW111:
		pc += 2 * int(program[pc]-(opPUSHW000-1))
	}
	return pc, true
}

// f2dot14 is a 2.14 fixed point number.
type f2dot14 int16

func normalize(x, y f2dot14) [2]f2dot14 {
	fx, fy := float64(x), float64(y)
	l := 0x4000 / math.Hypot(fx, fy)
	fx *= l
	if fx >= 0 {
		fx += 0.5
	} else {
		fx -= 0.5
	}
	fy *= l
	if fy >= 0 {
		fy += 0.5
	} else {
		fy -= 0.5
	}
	return [2]f2dot14{f2dot14(fx), f2dot14(fy)}
}

// f26dot6 is a 26.6 fixed point number.
type f26dot6 int32

// abs returns abs(x) in 26.6 fixed point arithmetic.
func (x f26dot6) abs() f26dot6 {
	if x < 0 {
		return -x
	}
	return x
}

// div returns x/y in 26.6 fixed point arithmetic.
func (x f26dot6) div(y f26dot6) f26dot6 {
	return f26dot6((int64(x) << 6) / int64(y))
}

// mul returns x*y in 26.6 fixed point arithmetic.
func (x f26dot6) mul(y f26dot6) f26dot6 {
	return f26dot6((int64(x)*int64(y) + 1<<5) >> 6)
}

// dotProduct returns the dot product of [x, y] and q. It is almost the same as
//	px := int64(x)
//	py := int64(y)
//	qx := int64(q[0])
//	qy := int64(q[1])
//	return f26dot6((px*qx + py*qy + 1<<13) >> 14)
// except that the computation is done with 32-bit integers to produce exactly
// the same rounding behavior as C Freetype.
func dotProduct(x, y f26dot6, q [2]f2dot14) f26dot6 {
	// Compute x*q[0] as 64-bit value.
	l := uint32((int32(x) & 0xFFFF) * int32(q[0]))
	m := (int32(x) >> 16) * int32(q[0])

	lo1 := l + (uint32(m) << 16)
	hi1 := (m >> 16) + (int32(l) >> 31) + bool2int32(lo1 < l)

	// Compute y*q[1] as 64-bit value.
	l = uint32((int32(y) & 0xFFFF) * int32(q[1]))
	m = (int32(y) >> 16) * int32(q[1])

	lo2 := l + (uint32(m) << 16)
	hi2 := (m >> 16) + (int32(l) >> 31) + bool2int32(lo2 < l)

	// Add them.
	lo := lo1 + lo2
	hi := hi1 + hi2 + bool2int32(lo < lo1)

	// Divide the result by 2^14 with rounding.
	s := hi >> 31
	l = lo + uint32(s)
	hi += s + bool2int32(l < lo)
	lo = l

	l = lo + 0x2000
	hi += bool2int32(l < lo)

	return f26dot6((uint32(hi) << 18) | (l >> 14))
}

// mulDiv returns x*y/z, rounded to the nearest integer.
func mulDiv(x, y, z int64) int64 {
	xy := x * y
	if z < 0 {
		xy, z = -xy, -z
	}
	if xy >= 0 {
		xy += z / 2
	} else {
		xy -= z / 2
	}
	return xy / z
}

// round rounds the given number. The rounding algorithm is described at
// https://developer.apple.com/fonts/TTRefMan/RM02/Chap2.html#rounding
func (h *hinter) round(x f26dot6) f26dot6 {
	if h.gs.roundPeriod == 0 {
		// Rounding is off.
		return x
	}
	if x >= 0 {
		ret := x - h.gs.roundPhase + h.gs.roundThreshold
		if h.gs.roundSuper45 {
			ret /= h.gs.roundPeriod
			ret *= h.gs.roundPeriod
		} else {
			ret &= -h.gs.roundPeriod
		}
		if x != 0 && ret < 0 {
			ret = 0
		}
		return ret + h.gs.roundPhase
	}
	ret := -x - h.gs.roundPhase + h.gs.roundThreshold
	if h.gs.roundSuper45 {
		ret /= h.gs.roundPeriod
		ret *= h.gs.roundPeriod
	} else {
		ret &= -h.gs.roundPeriod
	}
	if ret < 0 {
		ret = 0
	}
	return -ret - h.gs.roundPhase
}

func bool2int32(b bool) int32 {
	if b {
		return 1
	}
	return 0
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype/hint_test.go

// Copyright 2012 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package truetype

import (
	"reflect"
	"strings"
	"testing"
)

func TestBytecode(t *testing.T) {
	testCases := []struct {
		desc   string
		prog   []byte
		want   []int32
		errStr string
	}{
		{
			"underflow",
			[]byte{
				opDUP,
			},
			nil,
			"underflow",
		},
		{
			"infinite loop",
			[]byte{
				opPUSHW000, // [-1]
				0xff,
				0xff,
				opDUP,  // [-1, -1]
				opJMPR, // [-1]
			},
			nil,
			"too many steps",
		},
		{
			"unbalanced if/else",
			[]byte{
				opPUSHB000, // [0]
				0,
				opIF,
			},
			nil,
			"unbalanced",
		},
		{
			"vector set/gets",
			[]byte{
				opSVTCA1,   // []
				opGPV,      // [0x4000, 0]
				opSVTCA0,   // [0x4000, 0]
				opGFV,      // [0x4000, 0, 0, 0x4000]
				opNEG,      // [0x4000, 0, 0, -0x4000]
				opSPVFS,    // [0x4000, 0]
				opSFVTPV,   // [0x4000, 0]
				opPUSHB000, // [0x4000, 0, 1]
				1,
				opGFV,      // [0x4000, 0, 1, 0, -0x4000]
				opPUSHB000, // [0x4000, 0, 1, 0, -0x4000, 2]
				2,
			},
			[]int32{0x4000, 0, 1, 0, -0x4000, 2},
			"",
		},
		{
			"jumps",
			[]byte{
				opPUSHB001, // [10, 2]
				10,
				2,
				opJMPR,     // [10]
				opDUP,      // not executed
				opDUP,      // [10, 10]
				opPUSHB010, // [10, 10, 20, 2, 1]
				20,
				2,
				1,
				opJROT,     // [10, 10, 20]
				opDUP,      // not executed
				opDUP,      // [10, 10, 20, 20]
				opPUSHB010, // [10, 10, 20, 20, 30, 2, 1]
				30,
				2,
				1,
				opJROF, // [10, 10, 20, 20, 30]
				opDUP,  // [10, 10, 20, 20, 30, 30]
				opDUP,  // [10, 10, 20, 20, 30, 30, 30]
			},
			[]int32{10, 10, 20, 20, 30, 30, 30},
			"",
		},
		{
			"stack ops",
			[]byte{
				opPUSHB010, // [10, 20, 30]
				10,
				20,
				30,
				opCLEAR,    // []
				opPUSHB010, // [40, 50, 60]
				40,
				50,
				60,
				opSWAP,     // [40, 60, 50]
				opDUP,      // [40, 60, 50, 50]
				opDUP,      // [40, 60, 50, 50, 50]
				opPOP,      // [40, 60, 50, 50]
				opDEPTH,    // [40, 60, 50, 50, 4]
				opCINDEX,   // [40, 60, 50, 50, 40]
				opPUSHB000, // [40, 60, 50, 50, 40, 4]
				4,
				opMINDEX, // [40, 50, 50, 40, 60]
			},
			[]int32{40, 50, 50, 40, 60},
			"",
		},
		{
			"push ops",
			[]byte{
				opPUSHB000, // [255]
				255,
				opPUSHW001, // [255, -2, 253]
				255,
				254,
				0,
				253,
				opNPUSHB, // [1, -2, 253, 1, 2]
				2,
				1,
				2,
				opNPUSHW, // [1, -2, 253, 1, 2, 0x0405, 0x0607, 0x0809]
				3,
				4,
				5,
				6,
				7,
				8,
				9,
			},
			[]int32{255, -2, 253, 1, 2, 0x0405, 0x0607, 0x0809},
			"",
		},
		{
			"store ops",
			[]byte{
				opPUSHB011, // [1, 22, 3, 44]
				1,
				22,
				3,
				44,
				opWS,       // [1, 22]
				opWS,       // []
				opPUSHB000, // [3]
				3,
				opRS, // [44]
			},
			[]int32{44},
			"",
		},
		{
			"comparison ops",
			[]byte{
				opPUSHB001, // [10, 20]
				10,
				20,
				opLT,       // [1]
				opPUSHB001, // [1, 10, 20]
				10,
				20,
				opLTEQ,     // [1, 1]
				opPUSHB001, // [1, 1, 10, 20]
				10,
				20,
				opGT,       // [1, 1, 0]
				opPUSHB001, // [1, 1, 0, 10, 20]
				10,
				20,
				opGTEQ, // [1, 1, 0, 0]
				opEQ,   // [1, 1, 1]
				opNEQ,  // [1, 0]
			},
			[]int32{1, 0},
			"",
		},
		{
			"odd/even",
			// Calculate odd(2+31/64), odd(2+32/64), even(2), even(1).
			[]byte{
				opPUSHB000, // [159]
				159,
				opODD,      // [0]
				opPUSHB000, // [0, 160]
				160,
				opODD,      // [0, 1]
				opPUSHB000, // [0, 1, 128]
				128,
				opEVEN,     // [0, 1, 1]
				opPUSHB000, // [0, 1, 1, 64]
				64,
				opEVEN, // [0, 1, 1, 0]
			},
			[]int32{0, 1, 1, 0},
			"",
		},
		{
			"if true",
			[]byte{
				opPUSHB001, // [255, 1]
				255,
				1,
				opIF,
				opPUSHB000, // [255, 2]
				2,
				opEIF,
				opPUSHB000, // [255, 2, 254]
				254,
			},
			[]int32{255, 2, 254},
			"",
		},
		{
			"if false",
			[]byte{
				opPUSHB001, // [255, 0]
				255,
				0,
				opIF,
				opPUSHB000, // [255]
				2,
				opEIF,
				opPUSHB000, // [255, 254]
				254,
			},
			[]int32{255, 254},
			"",
		},
		{
			"if/else true",
			[]byte{
				opPUSHB000, // [1]
				1,
				opIF,
				opPUSHB000, // [2]
				2,
				opELSE,
				opPUSHB000, // not executed
				3,
				opEIF,
			},
			[]int32{2},
			"",
		},
		{
			"if/else false",
			[]byte{
				opPUSHB000, // [0]
				0,
				opIF,
				opPUSHB000, // not executed
				2,
				opELSE,
				opPUSHB000, // [3]
				3,
				opEIF,
			},
			[]int32{3},
			"",
		},
		{
			"if/else true if/else false",
			// 0x58 is the opcode for opIF. The literal 0x58s below are pushed data.
			[]byte{
				opPUSHB010, // [255, 0, 1]
				255,
				0,
				1,
				opIF,
				opIF,
				opPUSHB001, // not executed
				0x58,
				0x58,
				opELSE,
				opPUSHW000, // [255, 0x5858]
				0x58,
				0x58,
				opEIF,
				opELSE,
				opIF,
				opNPUSHB, // not executed
				3,
				0x58,
				0x58,
				0x58,
				opELSE,
				opNPUSHW, // not executed
				2,
				0x58,
				0x58,
				0x58,
				0x58,
				opEIF,
				opEIF,
				opPUSHB000, // [255, 0x5858, 254]
				254,
			},
			[]int32{255, 0x5858, 254},
			"",
		},
		{
			"if/else false if/else true",
			// 0x58 is the opcode for opIF. The literal 0x58s below are pushed data.
			[]byte{
				opPUSHB010, // [255, 1, 0]
				255,
				1,
				0,
				opIF,
				opIF,
				opPUSHB001, // not executed
				0x58,
				0x58,
				opELSE,
				opPUSHW000, // not executed
				0x58,
				0x58,
				opEIF,
				opELSE,
				opIF,
				opNPUSHB, // [255, 0x58, 0x58, 0x58]
				3,
				0x58,
				0x58,
				0x58,
				opELSE,
				opNPUSHW, // not executed
				2,
				0x58,
				0x58,
				0x58,
				0x58,
				opEIF,
				opEIF,
				opPUSHB000, // [255, 0x58, 0x58, 0x58, 254]
				254,
			},
			[]int32{255, 0x58, 0x58, 0x58, 254},
			"",
		},
		{
			"logical ops",
			[]byte{
				opPUSHB010, // [0, 10, 20]
				0,
				10,
				20,
				opAND, // [0, 1]
				opOR,  // [1]
				opNOT, // [0]
			},
			[]int32{0},
			"",
		},
		{
			"arithmetic ops",
			// Calculate abs((-(1 - (2*3)))/2 + 1/64).
			// The answer is 5/2 + 1/64 in ideal numbers, or 161 in 26.6 fixed point math.
			[]byte{
				opPUSHB010, // [64, 128, 192]
				1 << 6,
				2 << 6,
				3 << 6,
				opMUL,      // [64, 384]
				opSUB,      // [-320]
				opNEG,      // [320]
				opPUSHB000, // [320, 128]
				2 << 6,
				opDIV,      // [160]
				opPUSHB000, // [160, 1]
				1,
				opADD, // [161]
				opABS, // [161]
			},
			[]int32{161},
			"",
		},
		{
			"floor, ceiling",
			[]byte{
				opPUSHB000, // [96]
				96,
				opFLOOR,    // [64]
				opPUSHB000, // [64, 96]
				96,
				opCEILING, // [64, 128]
			},
			[]int32{64, 128},
			"",
		},
		{
			"rounding",
			// Round 1.40625 (which is 90/64) under various rounding policies.
			// See figure 20 of https://developer.apple.com/fonts/TTRefMan/RM02/Chap2.html#rounding
			[]byte{
				opROFF,     // []
				opPUSHB000, // [90]
				90,
				opROUND00,  // [90]
				opRTG,      // [90]
				opPUSHB000, // [90, 90]
				90,
				opROUND00,  // [90, 64]
				opRTHG,     // [90, 64]
				opPUSHB000, // [90, 64, 90]
				90,
				opROUND00,  // [90, 64, 96]
				opRDTG,     // [90, 64, 96]
				opPUSHB000, // [90, 64, 96, 90]
				90,
				opROUND00,  // [90, 64, 96, 64]
				opRUTG,     // [90, 64, 96, 64]
				opPUSHB000, // [90, 64, 96, 64, 90]
				90,
				opROUND00,  // [90, 64, 96, 64, 128]
				opRTDG,     // [90, 64, 96, 64, 128]
				opPUSHB000, // [90, 64, 96, 64, 128, 90]
				90,
				opROUND00, // [90, 64, 96, 64, 128, 96]
			},
			[]int32{90, 64, 96, 64, 128, 96},
			"",
		},
		{
			"super-rounding",
			// See figure 20 of https://developer.apple.com/fonts/TTRefMan/RM02/Chap2.html#rounding
			// and the sign preservation steps of the "Order of rounding operations" section.
			[]byte{
				opPUSHB000, // [0x58]
				0x58,
				opSROUND,   // []
				opPUSHW000, // [-81]
				0xff,
				0xaf,
				opROUND00,  // [-80]
				opPUSHW000, // [-80, -80]
				0xff,
				0xb0,
				opROUND00,  // [-80, -80]
				opPUSHW000, // [-80, -80, -17]
				0xff,
				0xef,
				opROUND00,  // [-80, -80, -16]
				opPUSHW000, // [-80, -80, -16, -16]
				0xff,
				0xf0,
				opROUND00,  // [-80, -80, -16, -16]
				opPUSHB000, // [-80, -80, -16, -16, 0]
				0,
				opROUND00,  // [-80, -80, -16, -16, 16]
				opPUSHB000, // [-80, -80, -16, -16, 16, 16]
				16,
				opROUND00,  // [-80, -80, -16, -16, 16, 16]
				opPUSHB000, // [-80, -80, -16, -16, 16, 16, 47]
				47,
				opROUND00,  // [-80, -80, -16, -16, 16, 16, 16]
				opPUSHB000, // [-80, -80, -16, -16, 16, 16, 16, 48]
				48,
				opROUND00, // [-80, -80, -16, -16, 16, 16, 16, 80]
			},
			[]int32{-80, -80, -16, -16, 16, 16, 16, 80},
			"",
		},
		{
			"roll",
			[]byte{
				opPUSHB010, // [1, 2, 3]
				1,
				2,
				3,
				opROLL, // [2, 3, 1]
			},
			[]int32{2, 3, 1},
			"",
		},
		{
			"max/min",
			[]byte{
				opPUSHW001, // [-2, -3]
				0xff,
				0xfe,
				0xff,
				0xfd,
				opMAX,      // [-2]
				opPUSHW001, // [-2, -4, -5]
				0xff,
				0xfc,
				0xff,
				0xfb,
				opMIN, // [-2, -5]
			},
			[]int32{-2, -5},
			"",
		},
		{
			"functions",
			[]byte{
				opPUSHB011, // [3, 7, 0, 3]
				3,
				7,
				0,
				3,

				opFDEF, // Function #3 (not called)
				opPUSHB000,
				98,
				opENDF,

				opFDEF, // Function #0
				opDUP,
				opADD,
				opENDF,

				opFDEF, // Function #7
				opPUSHB001,
				10,
				0,
				opCALL,
				opDUP,
				opENDF,

				opFDEF, // Function #3 (again)
				opPUSHB000,
				99,
				opENDF,

				opPUSHB001, // [2, 0]
				2,
				0,
				opCALL,     // [4]
				opPUSHB000, // [4, 3]
				3,
				opLOOPCALL, // [99, 99, 99, 99]
				opPUSHB000, // [99, 99, 99, 99, 7]
				7,
				opCALL, // [99, 99, 99, 99, 20, 20]
			},
			[]int32{99, 99, 99, 99, 20, 20},
			"",
		},
	}

	for _, tc := range testCases {
		h := &hinter{}
		h.init(&Font{
			maxStorage:       32,
			maxStackElements: 100,
		}, 768)
		err, errStr := h.run(tc.prog, nil, nil, nil, nil), ""
		if err != nil {
			errStr = err.Error()
		}
		if tc.errStr != "" {
			if errStr == "" {
				t.Errorf("%s: got no error, want %q", tc.desc, tc.errStr)
			} else if !strings.Contains(errStr, tc.errStr) {
				t.Errorf("%s: got error %q, want one containing %q", tc.desc, errStr, tc.errStr)
			}
			continue
		}
		if errStr != "" {
			t.Errorf("%s: got error %q, want none", tc.desc, errStr)
			continue
		}
		got := h.stack[:len(tc.want)]
		if !reflect.DeepEqual(got, tc.want) {
			t.Errorf("%s: got %v, want %v", tc.desc, got, tc.want)
			continue
		}
	}
}

// TestMove tests that the hinter.move method matches the output of the C
// Freetype implementation.
func TestMove(t *testing.T) {
	h, p := hinter{}, Point{}
	testCases := []struct {
		pvX, pvY, fvX, fvY f2dot14
		wantX, wantY       int32
	}{
		{+0x4000, +0x0000, +0x4000, +0x0000, +1000, +0},
		{+0x4000, +0x0000, -0x4000, +0x0000, +1000, +0},
		{-0x4000, +0x0000, +0x4000, +0x0000, -1000, +0},
		{-0x4000, +0x0000, -0x4000, +0x0000, -1000, +0},
		{+0x0000, +0x4000, +0x0000, +0x4000, +0, +1000},
		{+0x0000, +0x4000, +0x0000, -0x4000, +0, +1000},
		{+0x4000, +0x0000, +0x2d41, +0x2d41, +1000, +1000},
		{+0x4000, +0x0000, -0x2d41, +0x2d41, +1000, -1000},
		{+0x4000, +0x0000, +0x2d41, -0x2d41, +1000, -1000},
		{+0x4000, +0x0000, -0x2d41, -0x2d41, +1000, +1000},
		{-0x4000, +0x0000, +0x2d41, +0x2d41, -1000, -1000},
		{-0x4000, +0x0000, -0x2d41, +0x2d41, -1000, +1000},
		{-0x4000, +0x0000, +0x2d41, -0x2d41, -1000, +1000},
		{-0x4000, +0x0000, -0x2d41, -0x2d41, -1000, -1000},
		{+0x376d, +0x2000, +0x2d41, +0x2d41, +732, +732},
		{-0x376d, +0x2000, +0x2d41, +0x2d41, -2732, -2732},
		{+0x376d, +0x2000, +0x2d41, -0x2d41, +2732, -2732},
		{-0x376d, +0x2000, +0x2d41, -0x2d41, -732, +732},
		{-0x376d, -0x2000, +0x2d41, +0x2d41, -732, -732},
		{+0x376d, +0x2000, +0x4000, +0x0000, +1155, +0},
		{+0x376d, +0x2000, +0x0000, +0x4000, +0, +2000},
	}
	for _, tc := range testCases {
		p = Point{}
		h.gs.pv = [2]f2dot14{tc.pvX, tc.pvY}
		h.gs.fv = [2]f2dot14{tc.fvX, tc.fvY}
		h.move(&p, 1000, true)
		tx := p.Flags&flagTouchedX != 0
		ty := p.Flags&flagTouchedY != 0
		wantTX := tc.fvX != 0
		wantTY := tc.fvY != 0
		if p.X != tc.wantX || p.Y != tc.wantY || tx != wantTX || ty != wantTY {
			t.Errorf("pv=%v, fv=%v\ngot  %d, %d, %t, %t\nwant %d, %d, %t, %t",
				h.gs.pv, h.gs.fv, p.X, p.Y, tx, ty, tc.wantX, tc.wantY, wantTX, wantTY)
			continue
		}

		// Check that p is aligned with the freedom vector.
		a := int64(p.X) * int64(tc.fvY)
		b := int64(p.Y) * int64(tc.fvX)
		if a != b {
			t.Errorf("pv=%v, fv=%v, p=%v not aligned with fv", h.gs.pv, h.gs.fv, p)
			continue
		}

		// Check that the projected p is 1000 away from the origin.
		dotProd := (int64(p.X)*int64(tc.pvX) + int64(p.Y)*int64(tc.pvY) + 1<<13) >> 14
		if dotProd != 1000 {
			t.Errorf("pv=%v, fv=%v, p=%v not 1000 from origin", h.gs.pv, h.gs.fv, p)
			continue
		}
	}
}

// TestNormalize tests that the normalize function matches the output of the C
// Freetype implementation.
func TestNormalize(t *testing.T) {
	testCases := [][2]f2dot14{
		{-15895, 3974},
		{-15543, 5181},
		{-14654, 7327},
		{-11585, 11585},
		{0, 16384},
		{11585, 11585},
		{14654, 7327},
		{15543, 5181},
		{15895, 3974},
		{16066, 3213},
		{16161, 2694},
		{16219, 2317},
		{16257, 2032},
		{16284, 1809},
	}
	for i, want := range testCases {
		got := normalize(f2dot14(i)-4, 1)
		if got != want {
			t.Errorf("i=%d: got %v, want %v", i, got, want)
		}
	}
}
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// Copyright 2012 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package truetype

// The Truetype opcodes are summarized at
// https://developer.apple.com/fonts/TTRefMan/RM07/appendixA.html

const (
	opSVTCA0    = 0x00 // Set freedom and projection Vectors To Coordinate Axis
	opSVTCA1    = 0x01 // .
	opSPVTCA0   = 0x02 // Set Projection Vector To Coordinate Axis
	opSPVTCA1   = 0x03 // .
	opSFVTCA0   = 0x04 // Set Freedom Vector to Coordinate Axis
	opSFVTCA1   = 0x05 // .
	opSPVTL0    = 0x06 // Set Projection Vector To Line
	opSPVTL1    = 0x07 // .
	opSFVTL0    = 0x08 // Set Freedom Vector To Line
	opSFVTL1    = 0x09 // .
	opSPVFS     = 0x0a // Set Projection Vector From Stack
	opSFVFS     = 0x0b // Set Freedom Vector From Stack
	opGPV       = 0x0c // Get Projection Vector
	opGFV       = 0x0d // Get Freedom Vector
	opSFVTPV    = 0x0e // Set Freedom Vector To Projection Vector
	opISECT     = 0x0f // moves point p to the InterSECTion of two lines
	opSRP0      = 0x10 // Set Reference Point 0
	opSRP1      = 0x11 // Set Reference Point 1
	opSRP2      = 0x12 // Set Reference Point 2
	opSZP0      = 0x13 // Set Zone Pointer 0
	opSZP1      = 0x14 // Set Zone Pointer 1
	opSZP2      = 0x15 // Set Zone Pointer 2
	opSZPS      = 0x16 // Set Zone PointerS
	opSLOOP     = 0x17 // Set LOOP variable
	opRTG       = 0x18 // Round To Grid
	opRTHG      = 0x19 // Round To Half Grid
	opSMD       = 0x1a // Set Minimum Distance
	opELSE      = 0x1b // ELSE clause
	opJMPR      = 0x1c // JuMP Relative
	opSCVTCI    = 0x1d // Set Control Value Table Cut-In
	opSSWCI     = 0x1e // Set Single Width Cut-In
	opSSW       = 0x1f // Set Single Width
	opDUP       = 0x20 // DUPlicate top stack element
	opPOP       = 0x21 // POP top stack element
	opCLEAR     = 0x22 // CLEAR the stack
	opSWAP      = 0x23 // SWAP the top two elements on the stack
	opDEPTH     = 0x24 // DEPTH of the stack
	opCINDEX    = 0x25 // Copy the INDEXed element to the top of the stack
	opMINDEX    = 0x26 // Move the INDEXed element to the top of the stack
	opALIGNPTS  = 0x27 // ALIGN PoinTS
	op_0x28     = 0x28 // deprecated
	opUTP       = 0x29 // UnTouch Point
	opLOOPCALL  = 0x2a // LOOP and CALL function
	opCALL      = 0x2b // CALL function
	opFDEF      = 0x2c // Function DEFinition
	opENDF      = 0x2d // END Function definition
	opMDAP0     = 0x2e // Move Direct Absolute Point
	opMDAP1     = 0x2f // .
	opIUP0      = 0x30 // Interpolate Untouched Points through the outline
	opIUP1      = 0x31 // .
	opSHP0      = 0x32 // SHift Point using reference point
	opSHP1      = 0x33 // .
	opSHC0      = 0x34 // SHift Contour using reference point
	opSHC1      = 0x35 // .
	opSHZ0      = 0x36 // SHift Zone using reference point
	opSHZ1      = 0x37 // .
	opSHPIX     = 0x38 // SHift point by a PIXel amount
	opIP        = 0x39 // Interpolate Point
	opMSIRP0    = 0x3a // Move Stack Indirect Relative Point
	opMSIRP1    = 0x3b // .
	opALIGNRP   = 0x3c // ALIGN to Reference Point
	opRTDG      = 0x3d // Round To Double Grid
	opMIAP0     = 0x3e // Move Indirect Absolute Point
	opMIAP1     = 0x3f // .
	opNPUSHB    = 0x40 // PUSH N Bytes
	opNPUSHW    = 0x41 // PUSH N Words
	opWS        = 0x42 // Write Store
	opRS        = 0x43 // Read Store
	opWCVTP     = 0x44 // Write Control Value Table in Pixel units
	opRCVT      = 0x45 // Read Control Value Table entry
	opGC0       = 0x46 // Get Coordinate projected onto the projection vector
	opGC1       = 0x47 // .
	opSCFS      = 0x48 // Sets Coordinate From the Stack using projection vector and freedom vector
	opMD0       = 0x49 // Measure Distance
	opMD1       = 0x4a // .
	opMPPEM     = 0x4b // Measure Pixels Per EM
	opMPS       = 0x4c // Measure Point Size
	opFLIPON    = 0x4d // set the auto FLIP Boolean to ON
	opFLIPOFF   = 0x4e // set the auto FLIP Boolean to OFF
	opDEBUG     = 0x4f // DEBUG call
	opLT        = 0x50 // Less Than
	opLTEQ      = 0x51 // Less Than or EQual
	opGT        = 0x52 // Greater Than
	opGTEQ      = 0x53 // Greater Than or EQual
	opEQ        = 0x54 // EQual
	opNEQ       = 0x55 // Not EQual
	opODD       = 0x56 // ODD
	opEVEN      = 0x57 // EVEN
	opIF        = 0x58 // IF test
	opEIF       = 0x59 // End IF
	opAND       = 0x5a // logical AND
	opOR        = 0x5b // logical OR
	opNOT       = 0x5c // logical NOT
	opDELTAP1   = 0x5d // DELTA exception P1
	opSDB       = 0x5e // Set Delta Base in the graphics state
	opSDS       = 0x5f // Set Delta Shift in the graphics state
	opADD       = 0x60 // ADD
	opSUB       = 0x61 // SUBtract
	opDIV       = 0x62 // DIVide
	opMUL       = 0x63 // MULtiply
	opABS       = 0x64 // ABSolute value
	opNEG       = 0x65 // NEGate
	opFLOOR     = 0x66 // FLOOR
	opCEILING   = 0x67 // CEILING
	opROUND00   = 0x68 // ROUND value
	opROUND01   = 0x69 // .
	opROUND10   = 0x6a // .
	opROUND11   = 0x6b // .
	opNROUND00  = 0x6c // No ROUNDing of value
	opNROUND01  = 0x6d // .
	opNROUND10  = 0x6e // .
	opNROUND11  = 0x6f // .
	opWCVTF     = 0x70 // Write Control Value Table in Funits
	opDELTAP2   = 0x71 // DELTA exception P2
	opDELTAP3   = 0x72 // DELTA exception P3
	opDELTAC1   = 0x73 // DELTA exception C1
	opDELTAC2   = 0x74 // DELTA exception C2
	opDELTAC3   = 0x75 // DELTA exception C3
	opSROUND    = 0x76 // Super ROUND
	opS45ROUND  = 0x77 // Super ROUND 45 degrees
	opJROT      = 0x78 // Jump Relative On True
	opJROF      = 0x79 // Jump Relative On False
	opROFF      = 0x7a // Round OFF
	op_0x7b     = 0x7b // deprecated
	opRUTG      = 0x7c // Round Up To Grid
	opRDTG      = 0x7d // Round Down To Grid
	opSANGW     = 0x7e // Set ANGle Weight
	opAA        = 0x7f // Adjust Angle
	opFLIPPT    = 0x80 // FLIP PoinT
	opFLIPRGON  = 0x81 // FLIP RanGe ON
	opFLIPRGOFF = 0x82 // FLIP RanGe OFF
	op_0x83     = 0x83 // deprecated
	op_0x84     = 0x84 // deprecated
	opSCANCTRL  = 0x85 // SCAN conversion ConTRoL
	opSDPVTL0   = 0x86 // Set Dual Projection Vector To Line
	opSDPVTL1   = 0x87 // .
	opGETINFO   = 0x88 // GET INFOrmation
	opIDEF      = 0x89 // Instruction DEFinition
	opROLL      = 0x8a // ROLL the top three stack elements
	opMAX       = 0x8b // MAXimum of top two stack elements
	opMIN       = 0x8c // MINimum of top two stack elements
	opSCANTYPE  = 0x8d // SCANTYPE
	opINSTCTRL  = 0x8e // INSTRuction execution ConTRoL
	op_0x8f     = 0x8f
	op_0x90     = 0x90
	op_0x91     = 0x91
	op_0x92     = 0x92
	op_0x93     = 0x93
	op_0x94     = 0x94
	op_0x95     = 0x95
	op_0x96     = 0x96
	op_0x97     = 0x97
	op_0x98     = 0x98
	op_0x99     = 0x99
	op_0x9a     = 0x9a
	op_0x9b     = 0x9b
	op_0x9c     = 0x9c
	op_0x9d     = 0x9d
	op_0x9e     = 0x9e
	op_0x9f     = 0x9f
	op_0xa0     = 0xa0
	op_0xa1     = 0xa1
	op_0xa2     = 0xa2
	op_0xa3     = 0xa3
	op_0xa4     = 0xa4
	op_0xa5     = 0xa5
	op_0xa6     = 0xa6
	op_0xa7     = 0xa7
	op_0xa8     = 0xa8
	op_0xa9     = 0xa9
	op_0xaa     = 0xaa
	op_0xab     = 0xab
	op_0xac     = 0xac
	op_0xad     = 0xad
	op_0xae     = 0xae
	op_0xaf     = 0xaf
	opPUSHB000  = 0xb0 // PUSH Bytes
	opPUSHB001  = 0xb1 // .
	opPUSHB010  = 0xb2 // .
	opPUSHB011  = 0xb3 // .
	opPUSHB100  = 0xb4 // .
	opPUSHB101  = 0xb5 // .
	opPUSHB110  = 0xb6 // .
	opPUSHB111  = 0xb7 // .
	opPUSHW000  = 0xb8 // PUSH Words
	opPUSHW001  = 0xb9 // .
	opPUSHW010  = 0xba // .
	opPUSHW011  = 0xbb // .
	opPUSHW100  = 0xbc // .
	opPUSHW101  = 0xbd // .
	opPUSHW110  = 0xbe // .
	opPUSHW111  = 0xbf // .
	opMDRP00000 = 0xc0 // Move Direct Relative Point
	opMDRP00001 = 0xc1 // .
	opMDRP00010 = 0xc2 // .
	opMDRP00011 = 0xc3 // .
	opMDRP00100 = 0xc4 // .
	opMDRP00101 = 0xc5 // .
	opMDRP00110 = 0xc6 // .
	opMDRP00111 = 0xc7 // .
	opMDRP01000 = 0xc8 // .
	opMDRP01001 = 0xc9 // .
	opMDRP01010 = 0xca // .
	opMDRP01011 = 0xcb // .
	opMDRP01100 = 0xcc // .
	opMDRP01101 = 0xcd // .
	opMDRP01110 = 0xce // .
	opMDRP01111 = 0xcf // .
	opMDRP10000 = 0xd0 // .
	opMDRP10001 = 0xd1 // .
	opMDRP10010 = 0xd2 // .
	opMDRP10011 = 0xd3 // .
	opMDRP10100 = 0xd4 // .
	opMDRP10101 = 0xd5 // .
	opMDRP10110 = 0xd6 // .
	opMDRP10111 = 0xd7 // .
	opMDRP11000 = 0xd8 // .
	opMDRP11001 = 0xd9 // .
	opMDRP11010 = 0xda // .
	opMDRP11011 = 0xdb // .
	opMDRP11100 = 0xdc // .
	opMDRP11101 = 0xdd // .
	opMDRP11110 = 0xde // .
	opMDRP11111 = 0xdf // .
	opMIRP00000 = 0xe0 // Move Indirect Relative Point
	opMIRP00001 = 0xe1 // .
	opMIRP00010 = 0xe2 // .
	opMIRP00011 = 0xe3 // .
	opMIRP00100 = 0xe4 // .
	opMIRP00101 = 0xe5 // .
	opMIRP00110 = 0xe6 // .
	opMIRP00111 = 0xe7 // .
	opMIRP01000 = 0xe8 // .
	opMIRP01001 = 0xe9 // .
	opMIRP01010 = 0xea // .
	opMIRP01011 = 0xeb // .
	opMIRP01100 = 0xec // .
	opMIRP01101 = 0xed // .
	opMIRP01110 = 0xee // .
	opMIRP01111 = 0xef // .
	opMIRP10000 = 0xf0 // .
	opMIRP10001 = 0xf1 // .
	opMIRP10010 = 0xf2 // .
	opMIRP10011 = 0xf3 // .
	opMIRP10100 = 0xf4 // .
	opMIRP10101 = 0xf5 // .
	opMIRP10110 = 0xf6 // .
	opMIRP10111 = 0xf7 // .
	opMIRP11000 = 0xf8 // .
	opMIRP11001 = 0xf9 // .
	opMIRP11010 = 0xfa // .
	opMIRP11011 = 0xfb // .
	opMIRP11100 = 0xfc // .
	opMIRP11101 = 0xfd // .
	opMIRP11110 = 0xfe // .
	opMIRP11111 = 0xff // .
)

// popCount is the number of stack elements that each opcode pops.
var popCount = [256]uint8{
	// 1, 2, 3, 4, 5, 6, 7, 8, 9, a, b, c, d, e, f
	0, 0, 0, 0, 0, 0, 2, 2, 2, 2, 2, 2, 0, 0, 0, 5, // 0x00 - 0x0f
	1, 1, 1, 1, 1, 1, 1, 1, 0, 0, 1, 0, 1, 1, 1, 1, // 0x10 - 0x1f
	1, 1, 0, 2, 0, 1, 1, 2, 0, 1, 2, 1, 1, 0, 1, 1, // 0x20 - 0x2f
	0, 0, 0, 0, 1, 1, 1, 1, 1, 0, 2, 2, 0, 0, 2, 2, // 0x30 - 0x3f
	0, 0, 2, 1, 2, 1, 1, 1, 2, 2, 2, 0, 0, 0, 0, 0, // 0x40 - 0x4f
	2, 2, 2, 2, 2, 2, 1, 1, 1, 0, 2, 2, 1, 1, 1, 1, // 0x50 - 0x5f
	2, 2, 2, 2, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, // 0x60 - 0x6f
	2, 1, 1, 1, 1, 1, 1, 1, 2, 2, 0, 0, 0, 0, 1, 1, // 0x70 - 0x7f
	0, 2, 2, 0, 0, 1, 2, 2, 1, 1, 3, 2, 2, 1, 2, 0, // 0x80 - 0x8f
	0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, // 0x90 - 0x9f
	0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, // 0xa0 - 0xaf
	0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, // 0xb0 - 0xbf
	1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, // 0xc0 - 0xcf
	1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, // 0xd0 - 0xdf
	2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, // 0xe0 - 0xef
	2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, // 0xf0 - 0xff
}
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// Copyright 2010 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

// Package truetype provides a parser for the TTF and TTC file formats.
// Those formats are documented at http://developer.apple.com/fonts/TTRefMan/
// and http://www.microsoft.com/typography/otspec/
//
// Some of a font's methods provide lengths or co-ordinates, e.g. bounds, font
// metrics and control points. All these methods take a scale parameter, which
// is the number of device units in 1 em. For example, if 1 em is 10 pixels and
// 1 pixel is 64 units, then scale is 640. If the device space involves pixels,
// 64 units per pixel is recommended, since that is what the bytecode hinter
// uses when snapping point co-ordinates to the pixel grid.
//
// To measure a TrueType font in ideal FUnit space, use scale equal to
// font.FUnitsPerEm().
package truetype

import (
	"fmt"
)

// An Index is a Font's index of a rune.
type Index uint16

// A Bounds holds the co-ordinate range of one or more glyphs.
// The endpoints are inclusive.
type Bounds struct {
	XMin, YMin, XMax, YMax int32
}

// An HMetric holds the horizontal metrics of a single glyph.
type HMetric struct {
	AdvanceWidth, LeftSideBearing int32
}

// A VMetric holds the vertical metrics of a single glyph.
type VMetric struct {
	AdvanceHeight, TopSideBearing int32
}

// A FormatError reports that the input is not a valid TrueType font.
type FormatError string

func (e FormatError) Error() string {
	return "freetype: invalid TrueType format: " + string(e)
}

// An UnsupportedError reports that the input uses a valid but unimplemented
// TrueType feature.
type UnsupportedError string

func (e UnsupportedError) Error() string {
	return "freetype: unsupported TrueType feature: " + string(e)
}

// u32 returns the big-endian uint32 at b[i:].
func u32(b []byte, i int) uint32 {
	return uint32(b[i])<<24 | uint32(b[i+1])<<16 | uint32(b[i+2])<<8 | uint32(b[i+3])
}

// u16 returns the big-endian uint16 at b[i:].
func u16(b []byte, i int) uint16 {
	return uint16(b[i])<<8 | uint16(b[i+1])
}

// readTable returns a slice of the TTF data given by a table's directory entry.
func readTable(ttf []byte, offsetLength []byte) ([]byte, error) {
	offset := int(u32(offsetLength, 0))
	if offset < 0 {
		return nil, FormatError(fmt.Sprintf("offset too large: %d", uint32(offset)))
	}
	length := int(u32(offsetLength, 4))
	if length < 0 {
		return nil, FormatError(fmt.Sprintf("length too large: %d", uint32(length)))
	}
	end := offset + length
	if end < 0 || end > len(ttf) {
		return nil, FormatError(fmt.Sprintf("offset + length too large: %d", uint32(offset)+uint32(length)))
	}
	return ttf[offset:end], nil
}

const (
	locaOffsetFormatUnknown int = iota
	locaOffsetFormatShort
	locaOffsetFormatLong
)

// A cm holds a parsed cmap entry.
type cm struct {
	start, end, delta, offset uint32
}

// A Font represents a Truetype font.
type Font struct {
	// Tables sliced from the TTF data. The different tables are documented
	// at http://developer.apple.com/fonts/TTRefMan/RM06/Chap6.html
	cmap, cvt, fpgm, glyf, hdmx, head, hhea, hmtx, kern, loca, maxp, os2, prep, vmtx []byte

	cmapIndexes []byte

	// Cached values derived from the raw ttf data.
	cm                      []cm
	locaOffsetFormat        int
	nGlyph, nHMetric, nKern int
	fUnitsPerEm             int32
	bounds                  Bounds
	// Values from the maxp section.
	maxTwilightPoints, maxStorage, maxFunctionDefs, maxStackElements uint16
}

func (f *Font) parseCmap() error {
	const (
		cmapFormat4         = 4
		cmapFormat12        = 12
		languageIndependent = 0

		// A 32-bit encoding consists of a most-significant 16-bit Platform ID and a
		// least-significant 16-bit Platform Specific ID. The magic numbers are
		// specified at https://www.microsoft.com/typography/otspec/name.htm
		unicodeEncoding         = 0x00000003 // PID = 0 (Unicode), PSID = 3 (Unicode 2.0)
		microsoftSymbolEncoding = 0x00030000 // PID = 3 (Microsoft), PSID = 0 (Symbol)
		microsoftUCS2Encoding   = 0x00030001 // PID = 3 (Microsoft), PSID = 1 (UCS-2)
		microsoftUCS4Encoding   = 0x0003000a // PID = 3 (Microsoft), PSID = 10 (UCS-4)
	)

	if len(f.cmap) < 4 {
		return FormatError("cmap too short")
	}
	nsubtab := int(u16(f.cmap, 2))
	if len(f.cmap) < 8*nsubtab+4 {
		return FormatError("cmap too short")
	}
	offset, found, x := 0, false, 4
	for i := 0; i < nsubtab; i++ {
		// We read the 16-bit Platform ID and 16-bit Platform Specific ID as a single uint32.
		// All values are big-endian.
		pidPsid, o := u32(f.cmap, x), u32(f.cmap, x+4)
		x += 8
		// We prefer the Unicode cmap encoding. Failing to find that, we fall
		// back onto the Microsoft cmap encoding.
		if pidPsid == unicodeEncoding {
			offset, found = int(o), true
			break

		} else if pidPsid == microsoftSymbolEncoding ||
			pidPsid == microsoftUCS2Encoding ||
			pidPsid == microsoftUCS4Encoding {

			offset, found = int(o), true
			// We don't break out of the for loop, so that Unicode can override Microsoft.
		}
	}
	if !found {
		return UnsupportedError("cmap encoding")
	}
	if offset <= 0 || offset > len(f.cmap) {
		return FormatError("bad cmap offset")
	}

	cmapFormat := u16(f.cmap, offset)
	switch cmapFormat {
	case cmapFormat4:
		language := u16(f.cmap, offset+4)
		if language != languageIndependent {
			return UnsupportedError(fmt.Sprintf("language: %d", language))
		}
		segCountX2 := int(u16(f.cmap, offset+6))
		if segCountX2%2 == 1 {
			return FormatError(fmt.Sprintf("bad segCountX2: %d", segCountX2))
		}
		segCount := segCountX2 / 2
		offset += 14
		f.cm = make([]cm, segCount)
		for i := 0; i < segCount; i++ {
			f.cm[i].end = uint32(u16(f.cmap, offset))
			offset += 2
		}
		offset += 2
		for i := 0; i < segCount; i++ {
			f.cm[i].start = uint32(u16(f.cmap, offset))
			offset += 2
		}
		for i := 0; i < segCount; i++ {
			f.cm[i].delta = uint32(u16(f.cmap, offset))
			offset += 2
		}
		for i := 0; i < segCount; i++ {
			f.cm[i].offset = uint32(u16(f.cmap, offset))
			offset += 2
		}
		f.cmapIndexes = f.cmap[offset:]
		return nil

	case cmapFormat12:
		if u16(f.cmap, offset+2) != 0 {
			return FormatError(fmt.Sprintf("cmap format: % x", f.cmap[offset:offset+4]))
		}
		length := u32(f.cmap, offset+4)
		language := u32(f.cmap, offset+8)
		if language != languageIndependent {
			return UnsupportedError(fmt.Sprintf("language: %d", language))
		}
		nGroups := u32(f.cmap, offset+12)
		if length != 12*nGroups+16 {
			return FormatError("inconsistent cmap length")
		}
		offset += 16
		f.cm = make([]cm, nGroups)
		for i := uint32(0); i < nGroups; i++ {
			f.cm[i].start = u32(f.cmap, offset+0)
			f.cm[i].end = u32(f.cmap, offset+4)
			f.cm[i].delta = u32(f.cmap, offset+8) - f.cm[i].start
			offset += 12
		}
		return nil
	}
	return UnsupportedError(fmt.Sprintf("cmap format: %d", cmapFormat))
}

func (f *Font) parseHead() error {
	if len(f.head) != 54 {
		return FormatError(fmt.Sprintf("bad head length: %d", len(f.head)))
	}
	f.fUnitsPerEm = int32(u16(f.head, 18))
	f.bounds.XMin = int32(int16(u16(f.head, 36)))
	f.bounds.YMin = int32(int16(u16(f.head, 38)))
	f.bounds.XMax = int32(int16(u16(f.head, 40)))
	f.bounds.YMax = int32(int16(u16(f.head, 42)))
	switch i := u16(f.head, 50); i {
	case 0:
		f.locaOffsetFormat = locaOffsetFormatShort
	case 1:
		f.locaOffsetFormat = locaOffsetFormatLong
	default:
		return FormatError(fmt.Sprintf("bad indexToLocFormat: %d", i))
	}
	return nil
}

func (f *Font) parseHhea() error {
	if len(f.hhea) != 36 {
		return FormatError(fmt.Sprintf("bad hhea length: %d", len(f.hhea)))
	}
	f.nHMetric = int(u16(f.hhea, 34))
	if 4*f.nHMetric+2*(f.nGlyph-f.nHMetric) != len(f.hmtx) {
		return FormatError(fmt.Sprintf("bad hmtx length: %d", len(f.hmtx)))
	}
	return nil
}

func (f *Font) parseKern() error {
	// Apple's TrueType documentation (http://developer.apple.com/fonts/TTRefMan/RM06/Chap6kern.html) says:
	// "Previous versions of the 'kern' table defined both the version and nTables fields in the header
	// as UInt16 values and not UInt32 values. Use of the older format on the Mac OS is discouraged
	// (although AAT can sense an old kerning table and still make correct use of it). Microsoft
	// Windows still uses the older format for the 'kern' table and will not recognize the newer one.
	// Fonts targeted for the Mac OS only should use the new format; fonts targeted for both the Mac OS
	// and Windows should use the old format."
	// Since we expect that almost all fonts aim to be Windows-compatible, we only parse the "older" format,
	// just like the C Freetype implementation.
	if len(f.kern) == 0 {
		if f.nKern != 0 {
			return FormatError("bad kern table length")
		}
		return nil
	}
	if len(f.kern) < 18 {
		return FormatError("kern data too short")
	}
	version, offset := u16(f.kern, 0), 2
	if version != 0 {
		return UnsupportedError(fmt.Sprintf("kern version: %d", version))
	}
	n, offset := u16(f.kern, offset), offset+2
	if n != 1 {
		return UnsupportedError(fmt.Sprintf("kern nTables: %d", n))
	}
	offset += 2
	length, offset := int(u16(f.kern, offset)), offset+2
	coverage, offset := u16(f.kern, offset), offset+2
	if coverage != 0x0001 {
		// We only support horizontal kerning.
		return UnsupportedError(fmt.Sprintf("kern coverage: 0x%04x", coverage))
	}
	f.nKern, offset = int(u16(f.kern, offset)), offset+2
	if 6*f.nKern != length-14 {
		return FormatError("bad kern table length")
	}
	return nil
}

func (f *Font) parseMaxp() error {
	if len(f.maxp) != 32 {
		return FormatError(fmt.Sprintf("bad maxp length: %d", len(f.maxp)))
	}
	f.nGlyph = int(u16(f.maxp, 4))
	f.maxTwilightPoints = u16(f.maxp, 16)
	f.maxStorage = u16(f.maxp, 18)
	f.maxFunctionDefs = u16(f.maxp, 20)
	f.maxStackElements = u16(f.maxp, 24)
	return nil
}

// scale returns x divided by f.fUnitsPerEm, rounded to the nearest integer.
func (f *Font) scale(x int32) int32 {
	if x >= 0 {
		x += f.fUnitsPerEm / 2
	} else {
		x -= f.fUnitsPerEm / 2
	}
	return x / f.fUnitsPerEm
}

// Bounds returns the union of a Font's glyphs' bounds.
func (f *Font) Bounds(scale int32) Bounds {
	b := f.bounds
	b.XMin = f.scale(scale * b.XMin)
	b.YMin = f.scale(scale * b.YMin)
	b.XMax = f.scale(scale * b.XMax)
	b.YMax = f.scale(scale * b.YMax)
	return b
}

// FUnitsPerEm returns the number of FUnits in a Font's em-square's side.
func (f *Font) FUnitsPerEm() int32 {
	return f.fUnitsPerEm
}

// Index returns a Font's index for the given rune.
func (f *Font) Index(x rune) Index {
	c := uint32(x)
	for i, j := 0, len(f.cm); i < j; {
		h := i + (j-i)/2
		cm := &f.cm[h]
		if c < cm.start {
			j = h
		} else if cm.end < c {
			i = h + 1
		} else if cm.offset == 0 {
			return Index(c + cm.delta)
		} else {
			offset := int(cm.offset) + 2*(h-len(f.cm)+int(c-cm.start))
			return Index(u16(f.cmapIndexes, offset))
		}
	}
	return 0
}

// unscaledHMetric returns the unscaled horizontal metrics for the glyph with
// the given index.
func (f *Font) unscaledHMetric(i Index) (h HMetric) {
	j := int(i)
	if j < 0 || f.nGlyph <= j {
		return HMetric{}
	}
	if j >= f.nHMetric {
		p := 4 * (f.nHMetric - 1)
		return HMetric{
			AdvanceWidth:    int32(u16(f.hmtx, p)),
			LeftSideBearing: int32(int16(u16(f.hmtx, p+2*(j-f.nHMetric)+4))),
		}
	}
	return HMetric{
		AdvanceWidth:    int32(u16(f.hmtx, 4*j)),
		LeftSideBearing: int32(int16(u16(f.hmtx, 4*j+2))),
	}
}

// HMetric returns the horizontal metrics for the glyph with the given index.
func (f *Font) HMetric(scale int32, i Index) HMetric {
	h := f.unscaledHMetric(i)
	h.AdvanceWidth = f.scale(scale * h.AdvanceWidth)
	h.LeftSideBearing = f.scale(scale * h.LeftSideBearing)
	return h
}

// unscaledVMetric returns the unscaled vertical metrics for the glyph with
// the given index. yMax is the top of the glyph's bounding box.
func (f *Font) unscaledVMetric(i Index, yMax int32) (v VMetric) {
	j := int(i)
	if j < 0 || f.nGlyph <= j {
		return VMetric{}
	}
	if 4*j+4 <= len(f.vmtx) {
		return VMetric{
			AdvanceHeight:  int32(u16(f.vmtx, 4*j)),
			TopSideBearing: int32(int16(u16(f.vmtx, 4*j+2))),
		}
	}
	// The OS/2 table has grown over time.
	// https://developer.apple.com/fonts/TTRefMan/RM06/Chap6OS2.html
	// says that it was originally 68 bytes. Optional fields, including
	// the ascender and descender, are described at
	// http://www.microsoft.com/typography/otspec/os2.htm
	if len(f.os2) >= 72 {
		sTypoAscender := int32(int16(u16(f.os2, 68)))
		sTypoDescender := int32(int16(u16(f.os2, 70)))
		return VMetric{
			AdvanceHeight:  sTypoAscender - sTypoDescender,
			TopSideBearing: sTypoAscender - yMax,
		}
	}
	return VMetric{
		AdvanceHeight:  f.fUnitsPerEm,
		TopSideBearing: 0,
	}
}

// VMetric returns the vertical metrics for the glyph with the given index.
func (f *Font) VMetric(scale int32, i Index) VMetric {
	// TODO: should 0 be bounds.YMax?
	v := f.unscaledVMetric(i, 0)
	v.AdvanceHeight = f.scale(scale * v.AdvanceHeight)
	v.TopSideBearing = f.scale(scale * v.TopSideBearing)
	return v
}

// Kerning returns the kerning for the given glyph pair.
func (f *Font) Kerning(scale int32, i0, i1 Index) int32 {
	if f.nKern == 0 {
		return 0
	}
	g := uint32(i0)<<16 | uint32(i1)
	lo, hi := 0, f.nKern
	for lo < hi {
		i := (lo + hi) / 2
		ig := u32(f.kern, 18+6*i)
		if ig < g {
			lo = i + 1
		} else if ig > g {
			hi = i
		} else {
			return f.scale(scale * int32(int16(u16(f.kern, 22+6*i))))
		}
	}
	return 0
}

// Parse returns a new Font for the given TTF or TTC data.
//
// For TrueType Collections, the first font in the collection is parsed.
func Parse(ttf []byte) (font *Font, err error) {
	return parse(ttf, 0)
}

func parse(ttf []byte, offset int) (font *Font, err error) {
	if len(ttf)-offset < 12 {
		err = FormatError("TTF data is too short")
		return
	}
	originalOffset := offset
	magic, offset := u32(ttf, offset), offset+4
	switch magic {
	case 0x00010000:
		// No-op.
	case 0x74746366: // "ttcf" as a big-endian uint32.
		if originalOffset != 0 {
			err = FormatError("recursive TTC")
			return
		}
		ttcVersion, offset := u32(ttf, offset), offset+4
		if ttcVersion != 0x00010000 {
			// TODO: support TTC version 2.0, once I have such a .ttc file to test with.
			err = FormatError("bad TTC version")
			return
		}
		numFonts, offset := int(u32(ttf, offset)), offset+4
		if numFonts <= 0 {
			err = FormatError("bad number of TTC fonts")
			return
		}
		if len(ttf[offset:])/4 < numFonts {
			err = FormatError("TTC offset table is too short")
			return
		}
		// TODO: provide an API to select which font in a TrueType collection to return,
		// not just the first one. This may require an API to parse a TTC's name tables,
		// so users of this package can select the font in a TTC by name.
		offset = int(u32(ttf, offset))
		if offset <= 0 || offset > len(ttf) {
			err = FormatError("bad TTC offset")
			return
		}
		return parse(ttf, offset)
	default:
		err = FormatError("bad TTF version")
		return
	}
	n, offset := int(u16(ttf, offset)), offset+2
	if len(ttf) < 16*n+12 {
		err = FormatError("TTF data is too short")
		return
	}
	f := new(Font)
	// Assign the table slices.
	for i := 0; i < n; i++ {
		x := 16*i + 12
		switch string(ttf[x : x+4]) {
		case "cmap":
			f.cmap, err = readTable(ttf, ttf[x+8:x+16])
		case "cvt ":
			f.cvt, err = readTable(ttf, ttf[x+8:x+16])
		case "fpgm":
			f.fpgm, err = readTable(ttf, ttf[x+8:x+16])
		case "glyf":
			f.glyf, err = readTable(ttf, ttf[x+8:x+16])
		case "hdmx":
			f.hdmx, err = readTable(ttf, ttf[x+8:x+16])
		case "head":
			f.head, err = readTable(ttf, ttf[x+8:x+16])
		case "hhea":
			f.hhea, err = readTable(ttf, ttf[x+8:x+16])
		case "hmtx":
			f.hmtx, err = readTable(ttf, ttf[x+8:x+16])
		case "kern":
			f.kern, err = readTable(ttf, ttf[x+8:x+16])
		case "loca":
			f.loca, err = readTable(ttf, ttf[x+8:x+16])
		case "maxp":
			f.maxp, err = readTable(ttf, ttf[x+8:x+16])
		case "OS/2":
			f.os2, err = readTable(ttf, ttf[x+8:x+16])
		case "prep":
			f.prep, err = readTable(ttf, ttf[x+8:x+16])
		case "vmtx":
			f.vmtx, err = readTable(ttf, ttf[x+8:x+16])
		}
		if err != nil {
			return
		}
	}
	// Parse and sanity-check the TTF data.
	if err = f.parseHead(); err != nil {
		return
	}
	if err = f.parseMaxp(); err != nil {
		return
	}
	if err = f.parseCmap(); err != nil {
		return
	}
	if err = f.parseKern(); err != nil {
		return
	}
	if err = f.parseHhea(); err != nil {
		return
	}
	font = f
	return
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype/truetype_test.go

// Copyright 2012 The Freetype-Go Authors. All rights reserved.
// Use of this source code is governed by your choice of either the
// FreeType License or the GNU General Public License version 2 (or
// any later version), both of which can be found in the LICENSE file.

package truetype

import (
	"bufio"
	"fmt"
	"io"
	"io/ioutil"
	"os"
	"strconv"
	"strings"
	"testing"
)

func parseTestdataFont(name string) (font *Font, testdataIsOptional bool, err error) {
	b, err := ioutil.ReadFile(fmt.Sprintf("../../testdata/%s.ttf", name))
	if err != nil {
		// The "x-foo" fonts are optional tests, as they are not checked
		// in for copyright or file size reasons.
		return nil, strings.HasPrefix(name, "x-"), fmt.Errorf("%s: ReadFile: %v", name, err)
	}
	font, err = Parse(b)
	if err != nil {
		return nil, true, fmt.Errorf("%s: Parse: %v", name, err)
	}
	return font, false, nil
}

// TestParse tests that the luxisr.ttf metrics and glyphs are parsed correctly.
// The numerical values can be manually verified by examining luxisr.ttx.
func TestParse(t *testing.T) {
	font, _, err := parseTestdataFont("luxisr")
	if err != nil {
		t.Fatal(err)
	}
	if got, want := font.FUnitsPerEm(), int32(2048); got != want {
		t.Errorf("FUnitsPerEm: got %v, want %v", got, want)
	}
	fupe := font.FUnitsPerEm()
	if got, want := font.Bounds(fupe), (Bounds{-441, -432, 2024, 2033}); got != want {
		t.Errorf("Bounds: got %v, want %v", got, want)
	}

	i0 := font.Index('A')
	i1 := font.Index('V')
	if i0 != 36 || i1 != 57 {
		t.Fatalf("Index: i0, i1 = %d, %d, want 36, 57", i0, i1)
	}
	if got, want := font.HMetric(fupe, i0), (HMetric{1366, 19}); got != want {
		t.Errorf("HMetric: got %v, want %v", got, want)
	}
	if got, want := font.VMetric(fupe, i0), (VMetric{2465, 553}); got != want {
		t.Errorf("VMetric: got %v, want %v", got, want)
	}
	if got, want := font.Kerning(fupe, i0, i1), int32(-144); got != want {
		t.Errorf("Kerning: got %v, want %v", got, want)
	}

	g := NewGlyphBuf()
	err = g.Load(font, fupe, i0, NoHinting)
	if err != nil {
		t.Fatalf("Load: %v", err)
	}
	g0 := &GlyphBuf{
		B:     g.B,
		Point: g.Point,
		End:   g.End,
	}
	g1 := &GlyphBuf{
		B: Bounds{19, 0, 1342, 1480},
		Point: []Point{
			{19, 0, 51},
			{581, 1480, 1},
			{789, 1480, 51},
			{1342, 0, 1},
			{1116, 0, 35},
			{962, 410, 3},
			{368, 410, 33},
			{214, 0, 3},
			{428, 566, 19},
			{904, 566, 33},
			{667, 1200, 3},
		},
		End: []int{8, 11},
	}
	if got, want := fmt.Sprint(g0), fmt.Sprint(g1); got != want {
		t.Errorf("GlyphBuf:\ngot  %v\nwant %v", got, want)
	}
}

func TestIndex(t *testing.T) {
	testCases := map[string]map[rune]Index{
		"luxisr": {
			' ':      3,
			'!':      4,
			'A':      36,
			'V':      57,
			'É':      101,
			'ﬂ':      193,
			'\u22c5': 385,
			'中':      0,
		},
		"x-arial-bold": {
			' ':      3,
			'+':      14,
			'0':      19,
			'_':      66,
			'w':      90,
			'~':      97,
			'Ä':      98,
			'ﬂ':      192,
			'½':      242,
			'σ':      305,
			'λ':      540,
			'ỹ':      1275,
			'\u04e9': 1319,
			'中':      0,
		},
		"x-deja-vu-sans-oblique": {
			' ':      3,
			'*':      13,
			'Œ':      276,
			'ω':      861,
			'‡':      2571,
			'⊕':      3109,
			'ﬂ':      4560,
			'\ufb03': 4561,
			'\ufffd': 4645,
			// TODO: '\U0001f640': ???,
			'中': 0,
		},
		"x-droid-sans-japanese": {
			' ':      0,
			'\u3000': 3,
			'\u3041': 25,
			'\u30fe': 201,
			'\uff61': 202,
			'\uff67': 208,
			'\uff9e': 263,
			'\uff9f': 264,
			'\u4e00': 265,
			'\u557e': 1000,
			'\u61b6': 2024,
			'\u6ede': 3177,
			'\u7505': 3555,
			'\u81e3': 4602,
			'\u81e5': 4603,
			'\u81e7': 4604,
			'\u81e8': 4605,
			'\u81ea': 4606,
			'\u81ed': 4607,
			'\u81f3': 4608,
			'\u81f4': 4609,
			'\u91c7': 5796,
			'\u9fa0': 6620,
			'\u203e': 12584,
		},
		"x-times-new-roman": {
			' ':      3,
			':':      29,
			'ﬂ':      192,
			'Ŀ':      273,
			'♠':      388,
			'Ŗ':      451,
			'Σ':      520,
			'\u200D': 745,
			'Ẽ':      1216,
			'\u04e9': 1319,
			'中':      0,
		},
	}
	for name, wants := range testCases {
		font, testdataIsOptional, err := parseTestdataFont(name)
		if err != nil {
			if testdataIsOptional {
				t.Log(err)
			} else {
				t.Fatal(err)
			}
			continue
		}
		for r, want := range wants {
			if got := font.Index(r); got != want {
				t.Errorf("%s: Index of %q, aka %U: got %d, want %d", name, r, r, got, want)
			}
		}
	}
}

type scalingTestData struct {
	advanceWidth int32
	bounds       Bounds
	points       []Point
}

// scalingTestParse parses a line of points like
// 213 -22 -111 236 555;-22 -111 1, 178 555 1, 236 555 1, 36 -111 1
// The line will not have a trailing "\n".
func scalingTestParse(line string) (ret scalingTestData) {
	next := func(s string) (string, int32) {
		t, i := "", strings.Index(s, " ")
		if i != -1 {
			s, t = s[:i], s[i+1:]
		}
		x, _ := strconv.Atoi(s)
		return t, int32(x)
	}

	i := strings.Index(line, ";")
	prefix, line := line[:i], line[i+1:]

	prefix, ret.advanceWidth = next(prefix)
	prefix, ret.bounds.XMin = next(prefix)
	prefix, ret.bounds.YMin = next(prefix)
	prefix, ret.bounds.XMax = next(prefix)
	prefix, ret.bounds.YMax = next(prefix)

	ret.points = make([]Point, 0, 1+strings.Count(line, ","))
	for len(line) > 0 {
		s := line
		if i := strings.Index(line, ","); i != -1 {
			s, line = line[:i], line[i+1:]
			for len(line) > 0 && line[0] == ' ' {
				line = line[1:]
			}
		} else {
			line = ""
		}
		s, x := next(s)
		s, y := next(s)
		s, f := next(s)
		ret.points = append(ret.points, Point{X: x, Y: y, Flags: uint32(f)})
	}
	return ret
}

// scalingTestEquals is equivalent to, but faster than, calling
// reflect.DeepEquals(a, b), and also returns the index of the first non-equal
// element. It also treats a nil []Point and an empty non-nil []Point as equal.
// a and b must have equal length.
func scalingTestEquals(a, b []Point) (index int, equals bool) {
	for i, p := range a {
		if p != b[i] {
			return i, false
		}
	}
	return 0, true
}

var scalingTestCases = []struct {
	name string
	size int32
}{
	{"luxisr", 12},
	{"x-arial-bold", 11},
	{"x-deja-vu-sans-oblique", 17},
	{"x-droid-sans-japanese", 9},
	{"x-times-new-roman", 13},
}

func testScaling(t *testing.T, h Hinting) {
	for _, tc := range scalingTestCases {
		font, testdataIsOptional, err := parseTestdataFont(tc.name)
		if err != nil {
			if testdataIsOptional {
				t.Log(err)
			} else {
				t.Error(err)
			}
			continue
		}
		hintingStr := "sans"
		if h != NoHinting {
			hintingStr = "with"
		}
		f, err := os.Open(fmt.Sprintf(
			"../../testdata/%s-%dpt-%s-hinting.txt", tc.name, tc.size, hintingStr))
		if err != nil {
			t.Errorf("%s: Open: %v", tc.name, err)
			continue
		}
		defer f.Close()

		wants := []scalingTestData{}
		scanner := bufio.NewScanner(f)
		if scanner.Scan() {
			major, minor, patch := 0, 0, 0
			_, err := fmt.Sscanf(scanner.Text(), "freetype version %d.%d.%d", &major, &minor, &patch)
			if err != nil {
				t.Errorf("%s: version information: %v", tc.name, err)
			}
			if (major < 2) || (major == 2 && minor < 5) || (major == 2 && minor == 5 && patch < 1) {
				t.Errorf("%s: need freetype version >= 2.5.1.\n"+
					"Try setting LD_LIBRARY_PATH=/path/to/freetype_built_from_src/objs/.libs/\n"+
					"and re-running testdata/make-other-hinting-txts.sh",
					tc.name)
				continue
			}
		} else {
			t.Errorf("%s: no version information", tc.name)
			continue
		}
		for scanner.Scan() {
			wants = append(wants, scalingTestParse(scanner.Text()))
		}
		if err := scanner.Err(); err != nil && err != io.EOF {
			t.Errorf("%s: Scanner: %v", tc.name, err)
			continue
		}

		glyphBuf := NewGlyphBuf()
		for i, want := range wants {
			if err = glyphBuf.Load(font, tc.size*64, Index(i), h); err != nil {
				t.Errorf("%s: glyph #%d: Load: %v", tc.name, i, err)
				continue
			}
			got := scalingTestData{
				advanceWidth: glyphBuf.AdvanceWidth,
				bounds:       glyphBuf.B,
				points:       glyphBuf.Point,
			}

			if got.advanceWidth != want.advanceWidth {
				t.Errorf("%s: glyph #%d advance width:\ngot  %v\nwant %v",
					tc.name, i, got.advanceWidth, want.advanceWidth)
				continue
			}

			if got.bounds != want.bounds {
				t.Errorf("%s: glyph #%d bounds:\ngot  %v\nwant %v",
					tc.name, i, got.bounds, want.bounds)
				continue
			}

			for i := range got.points {
				got.points[i].Flags &= 0x01
			}
			if len(got.points) != len(want.points) {
				t.Errorf("%s: glyph #%d:\ngot  %v\nwant %v\ndifferent slice lengths: %d versus %d",
					tc.name, i, got.points, want.points, len(got.points), len(want.points))
				continue
			}
			if j, equals := scalingTestEquals(got.points, want.points); !equals {
				t.Errorf("%s: glyph #%d:\ngot  %v\nwant %v\nat index %d: %v versus %v",
					tc.name, i, got.points, want.points, j, got.points[j], want.points[j])
				continue
			}
		}
	}
}

func TestScalingSansHinting(t *testing.T) {
	testScaling(t, NoHinting)
}

func TestScalingWithHinting(t *testing.T) {
	testScaling(t, FullHinting)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/client.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

/*
  Package agent implements a client to an ssh-agent daemon.

References:
  [PROTOCOL.agent]:    http://www.openbsd.org/cgi-bin/cvsweb/src/usr.bin/ssh/PROTOCOL.agent
*/
package agent

import (
	"bytes"
	"crypto/dsa"
	"crypto/ecdsa"
	"crypto/elliptic"
	"crypto/rsa"
	"encoding/base64"
	"encoding/binary"
	"errors"
	"fmt"
	"io"
	"math/big"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

// Agent represents the capabilities of an ssh-agent.
type Agent interface {
	// List returns the identities known to the agent.
	List() ([]*Key, error)

	// Sign has the agent sign the data using a protocol 2 key as defined
	// in [PROTOCOL.agent] section 2.6.2.
	Sign(key ssh.PublicKey, data []byte) (*ssh.Signature, error)

	// Insert adds a private key to the agent. If a certificate
	// is given, that certificate is added as public key.
	Add(s interface{}, cert *ssh.Certificate, comment string) error

	// Remove removes all identities with the given public key.
	Remove(key ssh.PublicKey) error

	// RemoveAll removes all identities.
	RemoveAll() error

	// Lock locks the agent. Sign and Remove will fail, and List will empty an empty list.
	Lock(passphrase []byte) error

	// Unlock undoes the effect of Lock
	Unlock(passphrase []byte) error

	// Signers returns signers for all the known keys.
	Signers() ([]ssh.Signer, error)
}

// See [PROTOCOL.agent], section 3.
const (
	agentRequestV1Identities = 1

	// 3.2 Requests from client to agent for protocol 2 key operations
	agentAddIdentity         = 17
	agentRemoveIdentity      = 18
	agentRemoveAllIdentities = 19
	agentAddIdConstrained    = 25

	// 3.3 Key-type independent requests from client to agent
	agentAddSmartcardKey            = 20
	agentRemoveSmartcardKey         = 21
	agentLock                       = 22
	agentUnlock                     = 23
	agentAddSmartcardKeyConstrained = 26

	// 3.7 Key constraint identifiers
	agentConstrainLifetime = 1
	agentConstrainConfirm  = 2
)

// maxAgentResponseBytes is the maximum agent reply size that is accepted. This
// is a sanity check, not a limit in the spec.
const maxAgentResponseBytes = 16 << 20

// Agent messages:
// These structures mirror the wire format of the corresponding ssh agent
// messages found in [PROTOCOL.agent].

// 3.4 Generic replies from agent to client
const agentFailure = 5

type failureAgentMsg struct{}

const agentSuccess = 6

type successAgentMsg struct{}

// See [PROTOCOL.agent], section 2.5.2.
const agentRequestIdentities = 11

type requestIdentitiesAgentMsg struct{}

// See [PROTOCOL.agent], section 2.5.2.
const agentIdentitiesAnswer = 12

type identitiesAnswerAgentMsg struct {
	NumKeys uint32 `sshtype:"12"`
	Keys    []byte `ssh:"rest"`
}

// See [PROTOCOL.agent], section 2.6.2.
const agentSignRequest = 13

type signRequestAgentMsg struct {
	KeyBlob []byte `sshtype:"13"`
	Data    []byte
	Flags   uint32
}

// See [PROTOCOL.agent], section 2.6.2.

// 3.6 Replies from agent to client for protocol 2 key operations
const agentSignResponse = 14

type signResponseAgentMsg struct {
	SigBlob []byte `sshtype:"14"`
}

type publicKey struct {
	Format string
	Rest   []byte `ssh:"rest"`
}

// Key represents a protocol 2 public key as defined in
// [PROTOCOL.agent], section 2.5.2.
type Key struct {
	Format  string
	Blob    []byte
	Comment string
}

func clientErr(err error) error {
	return fmt.Errorf("agent: client error: %v", err)
}

// String returns the storage form of an agent key with the format, base64
// encoded serialized key, and the comment if it is not empty.
func (k *Key) String() string {
	s := string(k.Format) + " " + base64.StdEncoding.EncodeToString(k.Blob)

	if k.Comment != "" {
		s += " " + k.Comment
	}

	return s
}

// Type returns the public key type.
func (k *Key) Type() string {
	return k.Format
}

// Marshal returns key blob to satisfy the ssh.PublicKey interface.
func (k *Key) Marshal() []byte {
	return k.Blob
}

// Verify satisfies the ssh.PublicKey interface, but is not
// implemented for agent keys.
func (k *Key) Verify(data []byte, sig *ssh.Signature) error {
	return errors.New("agent: agent key does not know how to verify")
}

type wireKey struct {
	Format string
	Rest   []byte `ssh:"rest"`
}

func parseKey(in []byte) (out *Key, rest []byte, err error) {
	var record struct {
		Blob    []byte
		Comment string
		Rest    []byte `ssh:"rest"`
	}

	if err := ssh.Unmarshal(in, &record); err != nil {
		return nil, nil, err
	}

	var wk wireKey
	if err := ssh.Unmarshal(record.Blob, &wk); err != nil {
		return nil, nil, err
	}

	return &Key{
		Format:  wk.Format,
		Blob:    record.Blob,
		Comment: record.Comment,
	}, record.Rest, nil
}

// client is a client for an ssh-agent process.
type client struct {
	// conn is typically a *net.UnixConn
	conn io.ReadWriter
	// mu is used to prevent concurrent access to the agent
	mu sync.Mutex
}

// NewClient returns an Agent that talks to an ssh-agent process over
// the given connection.
func NewClient(rw io.ReadWriter) Agent {
	return &client{conn: rw}
}

// call sends an RPC to the agent. On success, the reply is
// unmarshaled into reply and replyType is set to the first byte of
// the reply, which contains the type of the message.
func (c *client) call(req []byte) (reply interface{}, err error) {
	c.mu.Lock()
	defer c.mu.Unlock()

	msg := make([]byte, 4+len(req))
	binary.BigEndian.PutUint32(msg, uint32(len(req)))
	copy(msg[4:], req)
	if _, err = c.conn.Write(msg); err != nil {
		return nil, clientErr(err)
	}

	var respSizeBuf [4]byte
	if _, err = io.ReadFull(c.conn, respSizeBuf[:]); err != nil {
		return nil, clientErr(err)
	}
	respSize := binary.BigEndian.Uint32(respSizeBuf[:])
	if respSize > maxAgentResponseBytes {
		return nil, clientErr(err)
	}

	buf := make([]byte, respSize)
	if _, err = io.ReadFull(c.conn, buf); err != nil {
		return nil, clientErr(err)
	}
	reply, err = unmarshal(buf)
	if err != nil {
		return nil, clientErr(err)
	}
	return reply, err
}

func (c *client) simpleCall(req []byte) error {
	resp, err := c.call(req)
	if err != nil {
		return err
	}
	if _, ok := resp.(*successAgentMsg); ok {
		return nil
	}
	return errors.New("agent: failure")
}

func (c *client) RemoveAll() error {
	return c.simpleCall([]byte{agentRemoveAllIdentities})
}

func (c *client) Remove(key ssh.PublicKey) error {
	req := ssh.Marshal(&agentRemoveIdentityMsg{
		KeyBlob: key.Marshal(),
	})
	return c.simpleCall(req)
}

func (c *client) Lock(passphrase []byte) error {
	req := ssh.Marshal(&agentLockMsg{
		Passphrase: passphrase,
	})
	return c.simpleCall(req)
}

func (c *client) Unlock(passphrase []byte) error {
	req := ssh.Marshal(&agentUnlockMsg{
		Passphrase: passphrase,
	})
	return c.simpleCall(req)
}

// List returns the identities known to the agent.
func (c *client) List() ([]*Key, error) {
	// see [PROTOCOL.agent] section 2.5.2.
	req := []byte{agentRequestIdentities}

	msg, err := c.call(req)
	if err != nil {
		return nil, err
	}

	switch msg := msg.(type) {
	case *identitiesAnswerAgentMsg:
		if msg.NumKeys > maxAgentResponseBytes/8 {
			return nil, errors.New("agent: too many keys in agent reply")
		}
		keys := make([]*Key, msg.NumKeys)
		data := msg.Keys
		for i := uint32(0); i < msg.NumKeys; i++ {
			var key *Key
			var err error
			if key, data, err = parseKey(data); err != nil {
				return nil, err
			}
			keys[i] = key
		}
		return keys, nil
	case *failureAgentMsg:
		return nil, errors.New("agent: failed to list keys")
	}
	panic("unreachable")
}

// Sign has the agent sign the data using a protocol 2 key as defined
// in [PROTOCOL.agent] section 2.6.2.
func (c *client) Sign(key ssh.PublicKey, data []byte) (*ssh.Signature, error) {
	req := ssh.Marshal(signRequestAgentMsg{
		KeyBlob: key.Marshal(),
		Data:    data,
	})

	msg, err := c.call(req)
	if err != nil {
		return nil, err
	}

	switch msg := msg.(type) {
	case *signResponseAgentMsg:
		var sig ssh.Signature
		if err := ssh.Unmarshal(msg.SigBlob, &sig); err != nil {
			return nil, err
		}

		return &sig, nil
	case *failureAgentMsg:
		return nil, errors.New("agent: failed to sign challenge")
	}
	panic("unreachable")
}

// unmarshal parses an agent message in packet, returning the parsed
// form and the message type of packet.
func unmarshal(packet []byte) (interface{}, error) {
	if len(packet) < 1 {
		return nil, errors.New("agent: empty packet")
	}
	var msg interface{}
	switch packet[0] {
	case agentFailure:
		return new(failureAgentMsg), nil
	case agentSuccess:
		return new(successAgentMsg), nil
	case agentIdentitiesAnswer:
		msg = new(identitiesAnswerAgentMsg)
	case agentSignResponse:
		msg = new(signResponseAgentMsg)
	default:
		return nil, fmt.Errorf("agent: unknown type tag %d", packet[0])
	}
	if err := ssh.Unmarshal(packet, msg); err != nil {
		return nil, err
	}
	return msg, nil
}

type rsaKeyMsg struct {
	Type     string `sshtype:"17"`
	N        *big.Int
	E        *big.Int
	D        *big.Int
	Iqmp     *big.Int // IQMP = Inverse Q Mod P
	P        *big.Int
	Q        *big.Int
	Comments string
}

type dsaKeyMsg struct {
	Type     string `sshtype:"17"`
	P        *big.Int
	Q        *big.Int
	G        *big.Int
	Y        *big.Int
	X        *big.Int
	Comments string
}

type ecdsaKeyMsg struct {
	Type     string `sshtype:"17"`
	Curve    string
	KeyBytes []byte
	D        *big.Int
	Comments string
}

// Insert adds a private key to the agent.
func (c *client) insertKey(s interface{}, comment string) error {
	var req []byte
	switch k := s.(type) {
	case *rsa.PrivateKey:
		if len(k.Primes) != 2 {
			return fmt.Errorf("agent: unsupported RSA key with %d primes", len(k.Primes))
		}
		k.Precompute()
		req = ssh.Marshal(rsaKeyMsg{
			Type:     ssh.KeyAlgoRSA,
			N:        k.N,
			E:        big.NewInt(int64(k.E)),
			D:        k.D,
			Iqmp:     k.Precomputed.Qinv,
			P:        k.Primes[0],
			Q:        k.Primes[1],
			Comments: comment,
		})
	case *dsa.PrivateKey:
		req = ssh.Marshal(dsaKeyMsg{
			Type:     ssh.KeyAlgoDSA,
			P:        k.P,
			Q:        k.Q,
			G:        k.G,
			Y:        k.Y,
			X:        k.X,
			Comments: comment,
		})
	case *ecdsa.PrivateKey:
		nistID := fmt.Sprintf("nistp%d", k.Params().BitSize)
		req = ssh.Marshal(ecdsaKeyMsg{
			Type:     "ecdsa-sha2-" + nistID,
			Curve:    nistID,
			KeyBytes: elliptic.Marshal(k.Curve, k.X, k.Y),
			D:        k.D,
			Comments: comment,
		})
	default:
		return fmt.Errorf("agent: unsupported key type %T", s)
	}
	resp, err := c.call(req)
	if err != nil {
		return err
	}
	if _, ok := resp.(*successAgentMsg); ok {
		return nil
	}
	return errors.New("agent: failure")
}

type rsaCertMsg struct {
	Type      string `sshtype:"17"`
	CertBytes []byte
	D         *big.Int
	Iqmp      *big.Int // IQMP = Inverse Q Mod P
	P         *big.Int
	Q         *big.Int
	Comments  string
}

type dsaCertMsg struct {
	Type      string `sshtype:"17"`
	CertBytes []byte
	X         *big.Int
	Comments  string
}

type ecdsaCertMsg struct {
	Type      string `sshtype:"17"`
	CertBytes []byte
	D         *big.Int
	Comments  string
}

// Insert adds a private key to the agent. If a certificate is given,
// that certificate is added instead as public key.
func (c *client) Add(s interface{}, cert *ssh.Certificate, comment string) error {
	if cert == nil {
		return c.insertKey(s, comment)
	} else {
		return c.insertCert(s, cert, comment)
	}
}

func (c *client) insertCert(s interface{}, cert *ssh.Certificate, comment string) error {
	var req []byte
	switch k := s.(type) {
	case *rsa.PrivateKey:
		if len(k.Primes) != 2 {
			return fmt.Errorf("agent: unsupported RSA key with %d primes", len(k.Primes))
		}
		k.Precompute()
		req = ssh.Marshal(rsaCertMsg{
			Type:      cert.Type(),
			CertBytes: cert.Marshal(),
			D:         k.D,
			Iqmp:      k.Precomputed.Qinv,
			P:         k.Primes[0],
			Q:         k.Primes[1],
			Comments:  comment,
		})
	case *dsa.PrivateKey:
		req = ssh.Marshal(dsaCertMsg{
			Type:      cert.Type(),
			CertBytes: cert.Marshal(),
			X:         k.X,
			Comments:  comment,
		})
	case *ecdsa.PrivateKey:
		req = ssh.Marshal(ecdsaCertMsg{
			Type:      cert.Type(),
			CertBytes: cert.Marshal(),
			D:         k.D,
			Comments:  comment,
		})
	default:
		return fmt.Errorf("agent: unsupported key type %T", s)
	}

	signer, err := ssh.NewSignerFromKey(s)
	if err != nil {
		return err
	}
	if bytes.Compare(cert.Key.Marshal(), signer.PublicKey().Marshal()) != 0 {
		return errors.New("agent: signer and cert have different public key")
	}

	resp, err := c.call(req)
	if err != nil {
		return err
	}
	if _, ok := resp.(*successAgentMsg); ok {
		return nil
	}
	return errors.New("agent: failure")
}

// Signers provides a callback for client authentication.
func (c *client) Signers() ([]ssh.Signer, error) {
	keys, err := c.List()
	if err != nil {
		return nil, err
	}

	var result []ssh.Signer
	for _, k := range keys {
		result = append(result, &agentKeyringSigner{c, k})
	}
	return result, nil
}

type agentKeyringSigner struct {
	agent *client
	pub   ssh.PublicKey
}

func (s *agentKeyringSigner) PublicKey() ssh.PublicKey {
	return s.pub
}

func (s *agentKeyringSigner) Sign(rand io.Reader, data []byte) (*ssh.Signature, error) {
	// The agent has its own entropy source, so the rand argument is ignored.
	return s.agent.Sign(s.pub, data)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/client_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package agent

import (
	"bytes"
	"crypto/rand"
	"errors"
	"net"
	"os"
	"os/exec"
	"path/filepath"
	"strconv"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

// startAgent executes ssh-agent, and returns a Agent interface to it.
func startAgent(t *testing.T) (client Agent, socket string, cleanup func()) {
	if testing.Short() {
		// ssh-agent is not always available, and the key
		// types supported vary by platform.
		t.Skip("skipping test due to -short")
	}

	bin, err := exec.LookPath("ssh-agent")
	if err != nil {
		t.Skip("could not find ssh-agent")
	}

	cmd := exec.Command(bin, "-s")
	out, err := cmd.Output()
	if err != nil {
		t.Fatalf("cmd.Output: %v", err)
	}

	/* Output looks like:

		   SSH_AUTH_SOCK=/tmp/ssh-P65gpcqArqvH/agent.15541; export SSH_AUTH_SOCK;
	           SSH_AGENT_PID=15542; export SSH_AGENT_PID;
	           echo Agent pid 15542;
	*/
	fields := bytes.Split(out, []byte(";"))
	line := bytes.SplitN(fields[0], []byte("="), 2)
	line[0] = bytes.TrimLeft(line[0], "\n")
	if string(line[0]) != "SSH_AUTH_SOCK" {
		t.Fatalf("could not find key SSH_AUTH_SOCK in %q", fields[0])
	}
	socket = string(line[1])

	line = bytes.SplitN(fields[2], []byte("="), 2)
	line[0] = bytes.TrimLeft(line[0], "\n")
	if string(line[0]) != "SSH_AGENT_PID" {
		t.Fatalf("could not find key SSH_AGENT_PID in %q", fields[2])
	}
	pidStr := line[1]
	pid, err := strconv.Atoi(string(pidStr))
	if err != nil {
		t.Fatalf("Atoi(%q): %v", pidStr, err)
	}

	conn, err := net.Dial("unix", string(socket))
	if err != nil {
		t.Fatalf("net.Dial: %v", err)
	}

	ac := NewClient(conn)
	return ac, socket, func() {
		proc, _ := os.FindProcess(pid)
		if proc != nil {
			proc.Kill()
		}
		conn.Close()
		os.RemoveAll(filepath.Dir(socket))
	}
}

func testAgent(t *testing.T, key interface{}, cert *ssh.Certificate) {
	agent, _, cleanup := startAgent(t)
	defer cleanup()

	testAgentInterface(t, agent, key, cert)
}

func testAgentInterface(t *testing.T, agent Agent, key interface{}, cert *ssh.Certificate) {
	signer, err := ssh.NewSignerFromKey(key)
	if err != nil {
		t.Fatalf("NewSignerFromKey(%T): %v", key, err)
	}
	// The agent should start up empty.
	if keys, err := agent.List(); err != nil {
		t.Fatalf("RequestIdentities: %v", err)
	} else if len(keys) > 0 {
		t.Fatalf("got %d keys, want 0: %v", len(keys), keys)
	}

	// Attempt to insert the key, with certificate if specified.
	var pubKey ssh.PublicKey
	if cert != nil {
		err = agent.Add(key, cert, "comment")
		pubKey = cert
	} else {
		err = agent.Add(key, nil, "comment")
		pubKey = signer.PublicKey()
	}
	if err != nil {
		t.Fatalf("insert(%T): %v", key, err)
	}

	// Did the key get inserted successfully?
	if keys, err := agent.List(); err != nil {
		t.Fatalf("List: %v", err)
	} else if len(keys) != 1 {
		t.Fatalf("got %v, want 1 key", keys)
	} else if keys[0].Comment != "comment" {
		t.Fatalf("key comment: got %v, want %v", keys[0].Comment, "comment")
	} else if !bytes.Equal(keys[0].Blob, pubKey.Marshal()) {
		t.Fatalf("key mismatch")
	}

	// Can the agent make a valid signature?
	data := []byte("hello")
	sig, err := agent.Sign(pubKey, data)
	if err != nil {
		t.Fatalf("Sign(%s): %v", pubKey.Type(), err)
	}

	if err := pubKey.Verify(data, sig); err != nil {
		t.Fatalf("Verify(%s): %v", pubKey.Type(), err)
	}
}

func TestAgent(t *testing.T) {
	for _, keyType := range []string{"rsa", "dsa", "ecdsa"} {
		testAgent(t, testPrivateKeys[keyType], nil)
	}
}

func TestCert(t *testing.T) {
	cert := &ssh.Certificate{
		Key:         testPublicKeys["rsa"],
		ValidBefore: ssh.CertTimeInfinity,
		CertType:    ssh.UserCert,
	}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])

	testAgent(t, testPrivateKeys["rsa"], cert)
}

// netPipe is analogous to net.Pipe, but it uses a real net.Conn, and
// therefore is buffered (net.Pipe deadlocks if both sides start with
// a write.)
func netPipe() (net.Conn, net.Conn, error) {
	listener, err := net.Listen("tcp", "127.0.0.1:0")
	if err != nil {
		return nil, nil, err
	}
	defer listener.Close()
	c1, err := net.Dial("tcp", listener.Addr().String())
	if err != nil {
		return nil, nil, err
	}

	c2, err := listener.Accept()
	if err != nil {
		c1.Close()
		return nil, nil, err
	}

	return c1, c2, nil
}

func TestAuth(t *testing.T) {
	a, b, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}

	defer a.Close()
	defer b.Close()

	agent, _, cleanup := startAgent(t)
	defer cleanup()

	if err := agent.Add(testPrivateKeys["rsa"], nil, "comment"); err != nil {
		t.Errorf("Add: %v", err)
	}

	serverConf := ssh.ServerConfig{}
	serverConf.AddHostKey(testSigners["rsa"])
	serverConf.PublicKeyCallback = func(c ssh.ConnMetadata, key ssh.PublicKey) (*ssh.Permissions, error) {
		if bytes.Equal(key.Marshal(), testPublicKeys["rsa"].Marshal()) {
			return nil, nil
		}

		return nil, errors.New("pubkey rejected")
	}

	go func() {
		conn, _, _, err := ssh.NewServerConn(a, &serverConf)
		if err != nil {
			t.Fatalf("Server: %v", err)
		}
		conn.Close()
	}()

	conf := ssh.ClientConfig{}
	conf.Auth = append(conf.Auth, ssh.PublicKeysCallback(agent.Signers))
	conn, _, _, err := ssh.NewClientConn(b, "", &conf)
	if err != nil {
		t.Fatalf("NewClientConn: %v", err)
	}
	conn.Close()
}

func TestLockClient(t *testing.T) {
	agent, _, cleanup := startAgent(t)
	defer cleanup()
	testLockAgent(agent, t)
}

func testLockAgent(agent Agent, t *testing.T) {
	if err := agent.Add(testPrivateKeys["rsa"], nil, "comment 1"); err != nil {
		t.Errorf("Add: %v", err)
	}
	if err := agent.Add(testPrivateKeys["dsa"], nil, "comment dsa"); err != nil {
		t.Errorf("Add: %v", err)
	}
	if keys, err := agent.List(); err != nil {
		t.Errorf("List: %v", err)
	} else if len(keys) != 2 {
		t.Errorf("Want 2 keys, got %v", keys)
	}

	passphrase := []byte("secret")
	if err := agent.Lock(passphrase); err != nil {
		t.Errorf("Lock: %v", err)
	}

	if keys, err := agent.List(); err != nil {
		t.Errorf("List: %v", err)
	} else if len(keys) != 0 {
		t.Errorf("Want 0 keys, got %v", keys)
	}

	signer, _ := ssh.NewSignerFromKey(testPrivateKeys["rsa"])
	if _, err := agent.Sign(signer.PublicKey(), []byte("hello")); err == nil {
		t.Fatalf("Sign did not fail")
	}

	if err := agent.Remove(signer.PublicKey()); err == nil {
		t.Fatalf("Remove did not fail")
	}

	if err := agent.RemoveAll(); err == nil {
		t.Fatalf("RemoveAll did not fail")
	}

	if err := agent.Unlock(nil); err == nil {
		t.Errorf("Unlock with wrong passphrase succeeded")
	}
	if err := agent.Unlock(passphrase); err != nil {
		t.Errorf("Unlock: %v", err)
	}

	if err := agent.Remove(signer.PublicKey()); err != nil {
		t.Fatalf("Remove: %v", err)
	}

	if keys, err := agent.List(); err != nil {
		t.Errorf("List: %v", err)
	} else if len(keys) != 1 {
		t.Errorf("Want 1 keys, got %v", keys)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/forward.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package agent

import (
	"errors"
	"io"
	"net"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

// RequestAgentForwarding sets up agent forwarding for the session.
// ForwardToAgent or ForwardToRemote should be called to route
// the authentication requests.
func RequestAgentForwarding(session *ssh.Session) error {
	ok, err := session.SendRequest("auth-agent-req@openssh.com", true, nil)
	if err != nil {
		return err
	}
	if !ok {
		return errors.New("forwarding request denied")
	}
	return nil
}

// ForwardToAgent routes authentication requests to the given keyring.
func ForwardToAgent(client *ssh.Client, keyring Agent) error {
	channels := client.HandleChannelOpen(channelType)
	if channels == nil {
		return errors.New("agent: already have handler for " + channelType)
	}

	go func() {
		for ch := range channels {
			channel, reqs, err := ch.Accept()
			if err != nil {
				continue
			}
			go ssh.DiscardRequests(reqs)
			go func() {
				ServeAgent(keyring, channel)
				channel.Close()
			}()
		}
	}()
	return nil
}

const channelType = "auth-agent@openssh.com"

// ForwardToRemote routes authentication requests to the ssh-agent
// process serving on the given unix socket.
func ForwardToRemote(client *ssh.Client, addr string) error {
	channels := client.HandleChannelOpen(channelType)
	if channels == nil {
		return errors.New("agent: already have handler for " + channelType)
	}
	conn, err := net.Dial("unix", addr)
	if err != nil {
		return err
	}
	conn.Close()

	go func() {
		for ch := range channels {
			channel, reqs, err := ch.Accept()
			if err != nil {
				continue
			}
			go ssh.DiscardRequests(reqs)
			go forwardUnixSocket(channel, addr)
		}
	}()
	return nil
}

func forwardUnixSocket(channel ssh.Channel, addr string) {
	conn, err := net.Dial("unix", addr)
	if err != nil {
		return
	}

	var wg sync.WaitGroup
	wg.Add(2)
	go func() {
		io.Copy(conn, channel)
		conn.(*net.UnixConn).CloseWrite()
		wg.Done()
	}()
	go func() {
		io.Copy(channel, conn)
		channel.CloseWrite()
		wg.Done()
	}()

	wg.Wait()
	conn.Close()
	channel.Close()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/keyring.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package agent

import (
	"bytes"
	"crypto/rand"
	"crypto/subtle"
	"errors"
	"fmt"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

type privKey struct {
	signer  ssh.Signer
	comment string
}

type keyring struct {
	mu   sync.Mutex
	keys []privKey

	locked     bool
	passphrase []byte
}

var errLocked = errors.New("agent: locked")

// NewKeyring returns an Agent that holds keys in memory.  It is safe
// for concurrent use by multiple goroutines.
func NewKeyring() Agent {
	return &keyring{}
}

// RemoveAll removes all identities.
func (r *keyring) RemoveAll() error {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return errLocked
	}

	r.keys = nil
	return nil
}

// Remove removes all identities with the given public key.
func (r *keyring) Remove(key ssh.PublicKey) error {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return errLocked
	}

	want := key.Marshal()
	found := false
	for i := 0; i < len(r.keys); {
		if bytes.Equal(r.keys[i].signer.PublicKey().Marshal(), want) {
			found = true
			r.keys[i] = r.keys[len(r.keys)-1]
			r.keys = r.keys[len(r.keys)-1:]
			continue
		} else {
			i++
		}
	}

	if !found {
		return errors.New("agent: key not found")
	}
	return nil
}

// Lock locks the agent. Sign and Remove will fail, and List will empty an empty list.
func (r *keyring) Lock(passphrase []byte) error {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return errLocked
	}

	r.locked = true
	r.passphrase = passphrase
	return nil
}

// Unlock undoes the effect of Lock
func (r *keyring) Unlock(passphrase []byte) error {
	r.mu.Lock()
	defer r.mu.Unlock()
	if !r.locked {
		return errors.New("agent: not locked")
	}
	if len(passphrase) != len(r.passphrase) || 1 != subtle.ConstantTimeCompare(passphrase, r.passphrase) {
		return fmt.Errorf("agent: incorrect passphrase")
	}

	r.locked = false
	r.passphrase = nil
	return nil
}

// List returns the identities known to the agent.
func (r *keyring) List() ([]*Key, error) {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		// section 2.7: locked agents return empty.
		return nil, nil
	}

	var ids []*Key
	for _, k := range r.keys {
		pub := k.signer.PublicKey()
		ids = append(ids, &Key{
			Format:  pub.Type(),
			Blob:    pub.Marshal(),
			Comment: k.comment})
	}
	return ids, nil
}

// Insert adds a private key to the keyring. If a certificate
// is given, that certificate is added as public key.
func (r *keyring) Add(priv interface{}, cert *ssh.Certificate, comment string) error {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return errLocked
	}
	signer, err := ssh.NewSignerFromKey(priv)

	if err != nil {
		return err
	}

	if cert != nil {
		signer, err = ssh.NewCertSigner(cert, signer)
		if err != nil {
			return err
		}
	}

	r.keys = append(r.keys, privKey{signer, comment})

	return nil
}

// Sign returns a signature for the data.
func (r *keyring) Sign(key ssh.PublicKey, data []byte) (*ssh.Signature, error) {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return nil, errLocked
	}

	wanted := key.Marshal()
	for _, k := range r.keys {
		if bytes.Equal(k.signer.PublicKey().Marshal(), wanted) {
			return k.signer.Sign(rand.Reader, data)
		}
	}
	return nil, errors.New("not found")
}

// Signers returns signers for all the known keys.
func (r *keyring) Signers() ([]ssh.Signer, error) {
	r.mu.Lock()
	defer r.mu.Unlock()
	if r.locked {
		return nil, errLocked
	}

	s := make([]ssh.Signer, len(r.keys))
	for _, k := range r.keys {
		s = append(s, k.signer)
	}
	return s, nil
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/server.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package agent

import (
	"crypto/rsa"
	"encoding/binary"
	"fmt"
	"io"
	"log"
	"math/big"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

// Server wraps an Agent and uses it to implement the agent side of
// the SSH-agent, wire protocol.
type server struct {
	agent Agent
}

func (s *server) processRequestBytes(reqData []byte) []byte {
	rep, err := s.processRequest(reqData)
	if err != nil {
		if err != errLocked {
			// TODO(hanwen): provide better logging interface?
			log.Printf("agent %d: %v", reqData[0], err)
		}
		return []byte{agentFailure}
	}

	if err == nil && rep == nil {
		return []byte{agentSuccess}
	}

	return ssh.Marshal(rep)
}

func marshalKey(k *Key) []byte {
	var record struct {
		Blob    []byte
		Comment string
	}
	record.Blob = k.Marshal()
	record.Comment = k.Comment

	return ssh.Marshal(&record)
}

type agentV1IdentityMsg struct {
	Numkeys uint32 `sshtype:"2"`
}

type agentRemoveIdentityMsg struct {
	KeyBlob []byte `sshtype:"18"`
}

type agentLockMsg struct {
	Passphrase []byte `sshtype:"22"`
}

type agentUnlockMsg struct {
	Passphrase []byte `sshtype:"23"`
}

func (s *server) processRequest(data []byte) (interface{}, error) {
	switch data[0] {
	case agentRequestV1Identities:
		return &agentV1IdentityMsg{0}, nil
	case agentRemoveIdentity:
		var req agentRemoveIdentityMsg
		if err := ssh.Unmarshal(data, &req); err != nil {
			return nil, err
		}

		var wk wireKey
		if err := ssh.Unmarshal(req.KeyBlob, &wk); err != nil {
			return nil, err
		}

		return nil, s.agent.Remove(&Key{Format: wk.Format, Blob: req.KeyBlob})

	case agentRemoveAllIdentities:
		return nil, s.agent.RemoveAll()

	case agentLock:
		var req agentLockMsg
		if err := ssh.Unmarshal(data, &req); err != nil {
			return nil, err
		}

		return nil, s.agent.Lock(req.Passphrase)

	case agentUnlock:
		var req agentLockMsg
		if err := ssh.Unmarshal(data, &req); err != nil {
			return nil, err
		}
		return nil, s.agent.Unlock(req.Passphrase)

	case agentSignRequest:
		var req signRequestAgentMsg
		if err := ssh.Unmarshal(data, &req); err != nil {
			return nil, err
		}

		var wk wireKey
		if err := ssh.Unmarshal(req.KeyBlob, &wk); err != nil {
			return nil, err
		}

		k := &Key{
			Format: wk.Format,
			Blob:   req.KeyBlob,
		}

		sig, err := s.agent.Sign(k, req.Data) //  TODO(hanwen): flags.
		if err != nil {
			return nil, err
		}
		return &signResponseAgentMsg{SigBlob: ssh.Marshal(sig)}, nil
	case agentRequestIdentities:
		keys, err := s.agent.List()
		if err != nil {
			return nil, err
		}

		rep := identitiesAnswerAgentMsg{
			NumKeys: uint32(len(keys)),
		}
		for _, k := range keys {
			rep.Keys = append(rep.Keys, marshalKey(k)...)
		}
		return rep, nil
	case agentAddIdentity:
		return nil, s.insertIdentity(data)
	}

	return nil, fmt.Errorf("unknown opcode %d", data[0])
}

func (s *server) insertIdentity(req []byte) error {
	var record struct {
		Type string `sshtype:"17"`
		Rest []byte `ssh:"rest"`
	}
	if err := ssh.Unmarshal(req, &record); err != nil {
		return err
	}

	switch record.Type {
	case ssh.KeyAlgoRSA:
		var k rsaKeyMsg
		if err := ssh.Unmarshal(req, &k); err != nil {
			return err
		}

		priv := rsa.PrivateKey{
			PublicKey: rsa.PublicKey{
				E: int(k.E.Int64()),
				N: k.N,
			},
			D:      k.D,
			Primes: []*big.Int{k.P, k.Q},
		}
		priv.Precompute()

		return s.agent.Add(&priv, nil, k.Comments)
	}
	return fmt.Errorf("not implemented: %s", record.Type)
}

// ServeAgent serves the agent protocol on the given connection. It
// returns when an I/O error occurs.
func ServeAgent(agent Agent, c io.ReadWriter) error {
	s := &server{agent}

	var length [4]byte
	for {
		if _, err := io.ReadFull(c, length[:]); err != nil {
			return err
		}
		l := binary.BigEndian.Uint32(length[:])
		if l > maxAgentResponseBytes {
			// We also cap requests.
			return fmt.Errorf("agent: request too large: %d", l)
		}

		req := make([]byte, l)
		if _, err := io.ReadFull(c, req); err != nil {
			return err
		}

		repData := s.processRequestBytes(req)
		if len(repData) > maxAgentResponseBytes {
			return fmt.Errorf("agent: reply too large: %d bytes", len(repData))
		}

		binary.BigEndian.PutUint32(length[:], uint32(len(repData)))
		if _, err := c.Write(length[:]); err != nil {
			return err
		}
		if _, err := c.Write(repData); err != nil {
			return err
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/server_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package agent

import (
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

func TestServer(t *testing.T) {
	c1, c2, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}
	defer c1.Close()
	defer c2.Close()
	client := NewClient(c1)

	go ServeAgent(NewKeyring(), c2)

	testAgentInterface(t, client, testPrivateKeys["rsa"], nil)
}

func TestLockServer(t *testing.T) {
	testLockAgent(NewKeyring(), t)
}

func TestSetupForwardAgent(t *testing.T) {
	a, b, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}

	defer a.Close()
	defer b.Close()

	_, socket, cleanup := startAgent(t)
	defer cleanup()

	serverConf := ssh.ServerConfig{
		NoClientAuth: true,
	}
	serverConf.AddHostKey(testSigners["rsa"])
	incoming := make(chan *ssh.ServerConn, 1)
	go func() {
		conn, _, _, err := ssh.NewServerConn(a, &serverConf)
		if err != nil {
			t.Fatalf("Server: %v", err)
		}
		incoming <- conn
	}()

	conf := ssh.ClientConfig{}
	conn, chans, reqs, err := ssh.NewClientConn(b, "", &conf)
	if err != nil {
		t.Fatalf("NewClientConn: %v", err)
	}
	client := ssh.NewClient(conn, chans, reqs)

	if err := ForwardToRemote(client, socket); err != nil {
		t.Fatalf("SetupForwardAgent: %v", err)
	}

	server := <-incoming
	ch, reqs, err := server.OpenChannel(channelType, nil)
	if err != nil {
		t.Fatalf("OpenChannel(%q): %v", channelType, err)
	}
	go ssh.DiscardRequests(reqs)

	agentClient := NewClient(ch)
	testAgentInterface(t, agentClient, testPrivateKeys["rsa"], nil)
	conn.Close()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent/testdata_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// IMPLEMENTOR NOTE: To avoid a package loop, this file is in three places:
// ssh/, ssh/agent, and ssh/test/. It should be kept in sync across all three
// instances.

package agent

import (
	"crypto/rand"
	"fmt"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata"
)

var (
	testPrivateKeys map[string]interface{}
	testSigners     map[string]ssh.Signer
	testPublicKeys  map[string]ssh.PublicKey
)

func init() {
	var err error

	n := len(testdata.PEMBytes)
	testPrivateKeys = make(map[string]interface{}, n)
	testSigners = make(map[string]ssh.Signer, n)
	testPublicKeys = make(map[string]ssh.PublicKey, n)
	for t, k := range testdata.PEMBytes {
		testPrivateKeys[t], err = ssh.ParseRawPrivateKey(k)
		if err != nil {
			panic(fmt.Sprintf("Unable to parse test key %s: %v", t, err))
		}
		testSigners[t], err = ssh.NewSignerFromKey(testPrivateKeys[t])
		if err != nil {
			panic(fmt.Sprintf("Unable to create signer for test key %s: %v", t, err))
		}
		testPublicKeys[t] = testSigners[t].PublicKey()
	}

	// Create a cert and sign it for use in tests.
	testCert := &ssh.Certificate{
		Nonce:           []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		ValidPrincipals: []string{"gopher1", "gopher2"}, // increases test coverage
		ValidAfter:      0,                              // unix epoch
		ValidBefore:     ssh.CertTimeInfinity,           // The end of currently representable time.
		Reserved:        []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		Key:             testPublicKeys["ecdsa"],
		SignatureKey:    testPublicKeys["rsa"],
		Permissions: ssh.Permissions{
			CriticalOptions: map[string]string{},
			Extensions:      map[string]string{},
		},
	}
	testCert.SignCert(rand.Reader, testSigners["rsa"])
	testPrivateKeys["cert"] = testPrivateKeys["ecdsa"]
	testSigners["cert"], err = ssh.NewCertSigner(testCert, testSigners["ecdsa"])
	if err != nil {
		panic(fmt.Sprintf("Unable to create certificate signer: %v", err))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/benchmark_test.go

// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"errors"
	"io"
	"net"
	"testing"
)

type server struct {
	*ServerConn
	chans <-chan NewChannel
}

func newServer(c net.Conn, conf *ServerConfig) (*server, error) {
	sconn, chans, reqs, err := NewServerConn(c, conf)
	if err != nil {
		return nil, err
	}
	go DiscardRequests(reqs)
	return &server{sconn, chans}, nil
}

func (s *server) Accept() (NewChannel, error) {
	n, ok := <-s.chans
	if !ok {
		return nil, io.EOF
	}
	return n, nil
}

func sshPipe() (Conn, *server, error) {
	c1, c2, err := netPipe()
	if err != nil {
		return nil, nil, err
	}

	clientConf := ClientConfig{
		User: "user",
	}
	serverConf := ServerConfig{
		NoClientAuth: true,
	}
	serverConf.AddHostKey(testSigners["ecdsa"])
	done := make(chan *server, 1)
	go func() {
		server, err := newServer(c2, &serverConf)
		if err != nil {
			done <- nil
		}
		done <- server
	}()

	client, _, reqs, err := NewClientConn(c1, "", &clientConf)
	if err != nil {
		return nil, nil, err
	}

	server := <-done
	if server == nil {
		return nil, nil, errors.New("server handshake failed.")
	}
	go DiscardRequests(reqs)

	return client, server, nil
}

func BenchmarkEndToEnd(b *testing.B) {
	b.StopTimer()

	client, server, err := sshPipe()
	if err != nil {
		b.Fatalf("sshPipe: %v", err)
	}

	defer client.Close()
	defer server.Close()

	size := (1 << 20)
	input := make([]byte, size)
	output := make([]byte, size)
	b.SetBytes(int64(size))
	done := make(chan int, 1)

	go func() {
		newCh, err := server.Accept()
		if err != nil {
			b.Fatalf("Client: %v", err)
		}
		ch, incoming, err := newCh.Accept()
		go DiscardRequests(incoming)
		for i := 0; i < b.N; i++ {
			if _, err := io.ReadFull(ch, output); err != nil {
				b.Fatalf("ReadFull: %v", err)
			}
		}
		ch.Close()
		done <- 1
	}()

	ch, in, err := client.OpenChannel("speed", nil)
	if err != nil {
		b.Fatalf("OpenChannel: %v", err)
	}
	go DiscardRequests(in)

	b.ResetTimer()
	b.StartTimer()
	for i := 0; i < b.N; i++ {
		if _, err := ch.Write(input); err != nil {
			b.Fatalf("WriteFull: %v", err)
		}
	}
	ch.Close()
	b.StopTimer()

	<-done
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/buffer.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"io"
	"sync"
)

// buffer provides a linked list buffer for data exchange
// between producer and consumer. Theoretically the buffer is
// of unlimited capacity as it does no allocation of its own.
type buffer struct {
	// protects concurrent access to head, tail and closed
	*sync.Cond

	head *element // the buffer that will be read first
	tail *element // the buffer that will be read last

	closed bool
}

// An element represents a single link in a linked list.
type element struct {
	buf  []byte
	next *element
}

// newBuffer returns an empty buffer that is not closed.
func newBuffer() *buffer {
	e := new(element)
	b := &buffer{
		Cond: newCond(),
		head: e,
		tail: e,
	}
	return b
}

// write makes buf available for Read to receive.
// buf must not be modified after the call to write.
func (b *buffer) write(buf []byte) {
	b.Cond.L.Lock()
	e := &element{buf: buf}
	b.tail.next = e
	b.tail = e
	b.Cond.Signal()
	b.Cond.L.Unlock()
}

// eof closes the buffer. Reads from the buffer once all
// the data has been consumed will receive os.EOF.
func (b *buffer) eof() error {
	b.Cond.L.Lock()
	b.closed = true
	b.Cond.Signal()
	b.Cond.L.Unlock()
	return nil
}

// Read reads data from the internal buffer in buf.  Reads will block
// if no data is available, or until the buffer is closed.
func (b *buffer) Read(buf []byte) (n int, err error) {
	b.Cond.L.Lock()
	defer b.Cond.L.Unlock()

	for len(buf) > 0 {
		// if there is data in b.head, copy it
		if len(b.head.buf) > 0 {
			r := copy(buf, b.head.buf)
			buf, b.head.buf = buf[r:], b.head.buf[r:]
			n += r
			continue
		}
		// if there is a next buffer, make it the head
		if len(b.head.buf) == 0 && b.head != b.tail {
			b.head = b.head.next
			continue
		}

		// if at least one byte has been copied, return
		if n > 0 {
			break
		}

		// if nothing was read, and there is nothing outstanding
		// check to see if the buffer is closed.
		if b.closed {
			err = io.EOF
			break
		}
		// out of buffers, wait for producer
		b.Cond.Wait()
	}
	return
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/buffer_test.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"io"
	"testing"
)

var alphabet = []byte("abcdefghijklmnopqrstuvwxyz")

func TestBufferReadwrite(t *testing.T) {
	b := newBuffer()
	b.write(alphabet[:10])
	r, _ := b.Read(make([]byte, 10))
	if r != 10 {
		t.Fatalf("Expected written == read == 10, written: 10, read %d", r)
	}

	b = newBuffer()
	b.write(alphabet[:5])
	r, _ = b.Read(make([]byte, 10))
	if r != 5 {
		t.Fatalf("Expected written == read == 5, written: 5, read %d", r)
	}

	b = newBuffer()
	b.write(alphabet[:10])
	r, _ = b.Read(make([]byte, 5))
	if r != 5 {
		t.Fatalf("Expected written == 10, read == 5, written: 10, read %d", r)
	}

	b = newBuffer()
	b.write(alphabet[:5])
	b.write(alphabet[5:15])
	r, _ = b.Read(make([]byte, 10))
	r2, _ := b.Read(make([]byte, 10))
	if r != 10 || r2 != 5 || 15 != r+r2 {
		t.Fatal("Expected written == read == 15")
	}
}

func TestBufferClose(t *testing.T) {
	b := newBuffer()
	b.write(alphabet[:10])
	b.eof()
	_, err := b.Read(make([]byte, 5))
	if err != nil {
		t.Fatal("expected read of 5 to not return EOF")
	}
	b = newBuffer()
	b.write(alphabet[:10])
	b.eof()
	r, err := b.Read(make([]byte, 5))
	r2, err2 := b.Read(make([]byte, 10))
	if r != 5 || r2 != 5 || err != nil || err2 != nil {
		t.Fatal("expected reads of 5 and 5")
	}

	b = newBuffer()
	b.write(alphabet[:10])
	b.eof()
	r, err = b.Read(make([]byte, 5))
	r2, err2 = b.Read(make([]byte, 10))
	r3, err3 := b.Read(make([]byte, 10))
	if r != 5 || r2 != 5 || r3 != 0 || err != nil || err2 != nil || err3 != io.EOF {
		t.Fatal("expected reads of 5 and 5 and 0, with EOF")
	}

	b = newBuffer()
	b.write(make([]byte, 5))
	b.write(make([]byte, 10))
	b.eof()
	r, err = b.Read(make([]byte, 9))
	r2, err2 = b.Read(make([]byte, 3))
	r3, err3 = b.Read(make([]byte, 3))
	r4, err4 := b.Read(make([]byte, 10))
	if err != nil || err2 != nil || err3 != nil || err4 != io.EOF {
		t.Fatalf("Expected EOF on forth read only, err=%v, err2=%v, err3=%v, err4=%v", err, err2, err3, err4)
	}
	if r != 9 || r2 != 3 || r3 != 3 || r4 != 0 {
		t.Fatal("Expected written == read == 15", r, r2, r3, r4)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/certs.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"errors"
	"fmt"
	"io"
	"net"
	"sort"
	"time"
)

// These constants from [PROTOCOL.certkeys] represent the algorithm names
// for certificate types supported by this package.
const (
	CertAlgoRSAv01      = "ssh-rsa-cert-v01@openssh.com"
	CertAlgoDSAv01      = "ssh-dss-cert-v01@openssh.com"
	CertAlgoECDSA256v01 = "ecdsa-sha2-nistp256-cert-v01@openssh.com"
	CertAlgoECDSA384v01 = "ecdsa-sha2-nistp384-cert-v01@openssh.com"
	CertAlgoECDSA521v01 = "ecdsa-sha2-nistp521-cert-v01@openssh.com"
)

// Certificate types distinguish between host and user
// certificates. The values can be set in the CertType field of
// Certificate.
const (
	UserCert = 1
	HostCert = 2
)

// Signature represents a cryptographic signature.
type Signature struct {
	Format string
	Blob   []byte
}

// CertTimeInfinity can be used for OpenSSHCertV01.ValidBefore to indicate that
// a certificate does not expire.
const CertTimeInfinity = 1<<64 - 1

// An Certificate represents an OpenSSH certificate as defined in
// [PROTOCOL.certkeys]?rev=1.8.
type Certificate struct {
	Nonce           []byte
	Key             PublicKey
	Serial          uint64
	CertType        uint32
	KeyId           string
	ValidPrincipals []string
	ValidAfter      uint64
	ValidBefore     uint64
	Permissions
	Reserved     []byte
	SignatureKey PublicKey
	Signature    *Signature
}

// genericCertData holds the key-independent part of the certificate data.
// Overall, certificates contain an nonce, public key fields and
// key-independent fields.
type genericCertData struct {
	Serial          uint64
	CertType        uint32
	KeyId           string
	ValidPrincipals []byte
	ValidAfter      uint64
	ValidBefore     uint64
	CriticalOptions []byte
	Extensions      []byte
	Reserved        []byte
	SignatureKey    []byte
	Signature       []byte
}

func marshalStringList(namelist []string) []byte {
	var to []byte
	for _, name := range namelist {
		s := struct{ N string }{name}
		to = append(to, Marshal(&s)...)
	}
	return to
}

func marshalTuples(tups map[string]string) []byte {
	keys := make([]string, 0, len(tups))
	for k := range tups {
		keys = append(keys, k)
	}
	sort.Strings(keys)

	var r []byte
	for _, k := range keys {
		s := struct{ K, V string }{k, tups[k]}
		r = append(r, Marshal(&s)...)
	}
	return r
}

func parseTuples(in []byte) (map[string]string, error) {
	tups := map[string]string{}
	var lastKey string
	var haveLastKey bool

	for len(in) > 0 {
		nameBytes, rest, ok := parseString(in)
		if !ok {
			return nil, errShortRead
		}
		data, rest, ok := parseString(rest)
		if !ok {
			return nil, errShortRead
		}
		name := string(nameBytes)

		// according to [PROTOCOL.certkeys], the names must be in
		// lexical order.
		if haveLastKey && name <= lastKey {
			return nil, fmt.Errorf("ssh: certificate options are not in lexical order")
		}
		lastKey, haveLastKey = name, true

		tups[name] = string(data)
		in = rest
	}
	return tups, nil
}

func parseCert(in []byte, privAlgo string) (*Certificate, error) {
	nonce, rest, ok := parseString(in)
	if !ok {
		return nil, errShortRead
	}

	key, rest, err := parsePubKey(rest, privAlgo)
	if err != nil {
		return nil, err
	}

	var g genericCertData
	if err := Unmarshal(rest, &g); err != nil {
		return nil, err
	}

	c := &Certificate{
		Nonce:       nonce,
		Key:         key,
		Serial:      g.Serial,
		CertType:    g.CertType,
		KeyId:       g.KeyId,
		ValidAfter:  g.ValidAfter,
		ValidBefore: g.ValidBefore,
	}

	for principals := g.ValidPrincipals; len(principals) > 0; {
		principal, rest, ok := parseString(principals)
		if !ok {
			return nil, errShortRead
		}
		c.ValidPrincipals = append(c.ValidPrincipals, string(principal))
		principals = rest
	}

	c.CriticalOptions, err = parseTuples(g.CriticalOptions)
	if err != nil {
		return nil, err
	}
	c.Extensions, err = parseTuples(g.Extensions)
	if err != nil {
		return nil, err
	}
	c.Reserved = g.Reserved
	k, err := ParsePublicKey(g.SignatureKey)
	if err != nil {
		return nil, err
	}

	c.SignatureKey = k
	c.Signature, rest, ok = parseSignatureBody(g.Signature)
	if !ok || len(rest) > 0 {
		return nil, errors.New("ssh: signature parse error")
	}

	return c, nil
}

type openSSHCertSigner struct {
	pub    *Certificate
	signer Signer
}

// NewCertSigner returns a Signer that signs with the given Certificate, whose
// private key is held by signer. It returns an error if the public key in cert
// doesn't match the key used by signer.
func NewCertSigner(cert *Certificate, signer Signer) (Signer, error) {
	if bytes.Compare(cert.Key.Marshal(), signer.PublicKey().Marshal()) != 0 {
		return nil, errors.New("ssh: signer and cert have different public key")
	}

	return &openSSHCertSigner{cert, signer}, nil
}

func (s *openSSHCertSigner) Sign(rand io.Reader, data []byte) (*Signature, error) {
	return s.signer.Sign(rand, data)
}

func (s *openSSHCertSigner) PublicKey() PublicKey {
	return s.pub
}

const sourceAddressCriticalOption = "source-address"

// CertChecker does the work of verifying a certificate. Its methods
// can be plugged into ClientConfig.HostKeyCallback and
// ServerConfig.PublicKeyCallback. For the CertChecker to work,
// minimally, the IsAuthority callback should be set.
type CertChecker struct {
	// SupportedCriticalOptions lists the CriticalOptions that the
	// server application layer understands. These are only used
	// for user certificates.
	SupportedCriticalOptions []string

	// IsAuthority should return true if the key is recognized as
	// an authority. This allows for certificates to be signed by other
	// certificates.
	IsAuthority func(auth PublicKey) bool

	// Clock is used for verifying time stamps. If nil, time.Now
	// is used.
	Clock func() time.Time

	// UserKeyFallback is called when CertChecker.Authenticate encounters a
	// public key that is not a certificate. It must implement validation
	// of user keys or else, if nil, all such keys are rejected.
	UserKeyFallback func(conn ConnMetadata, key PublicKey) (*Permissions, error)

	// HostKeyFallback is called when CertChecker.CheckHostKey encounters a
	// public key that is not a certificate. It must implement host key
	// validation or else, if nil, all such keys are rejected.
	HostKeyFallback func(addr string, remote net.Addr, key PublicKey) error

	// IsRevoked is called for each certificate so that revocation checking
	// can be implemented. It should return true if the given certificate
	// is revoked and false otherwise. If nil, no certificates are
	// considered to have been revoked.
	IsRevoked func(cert *Certificate) bool
}

// CheckHostKey checks a host key certificate. This method can be
// plugged into ClientConfig.HostKeyCallback.
func (c *CertChecker) CheckHostKey(addr string, remote net.Addr, key PublicKey) error {
	cert, ok := key.(*Certificate)
	if !ok {
		if c.HostKeyFallback != nil {
			return c.HostKeyFallback(addr, remote, key)
		}
		return errors.New("ssh: non-certificate host key")
	}
	if cert.CertType != HostCert {
		return fmt.Errorf("ssh: certificate presented as a host key has type %d", cert.CertType)
	}

	return c.CheckCert(addr, cert)
}

// Authenticate checks a user certificate. Authenticate can be used as
// a value for ServerConfig.PublicKeyCallback.
func (c *CertChecker) Authenticate(conn ConnMetadata, pubKey PublicKey) (*Permissions, error) {
	cert, ok := pubKey.(*Certificate)
	if !ok {
		if c.UserKeyFallback != nil {
			return c.UserKeyFallback(conn, pubKey)
		}
		return nil, errors.New("ssh: normal key pairs not accepted")
	}

	if cert.CertType != UserCert {
		return nil, fmt.Errorf("ssh: cert has type %d", cert.CertType)
	}

	if err := c.CheckCert(conn.User(), cert); err != nil {
		return nil, err
	}

	return &cert.Permissions, nil
}

// CheckCert checks CriticalOptions, ValidPrincipals, revocation, timestamp and
// the signature of the certificate.
func (c *CertChecker) CheckCert(principal string, cert *Certificate) error {
	if c.IsRevoked != nil && c.IsRevoked(cert) {
		return fmt.Errorf("ssh: certicate serial %d revoked", cert.Serial)
	}

	for opt, _ := range cert.CriticalOptions {
		// sourceAddressCriticalOption will be enforced by
		// serverAuthenticate
		if opt == sourceAddressCriticalOption {
			continue
		}

		found := false
		for _, supp := range c.SupportedCriticalOptions {
			if supp == opt {
				found = true
				break
			}
		}
		if !found {
			return fmt.Errorf("ssh: unsupported critical option %q in certificate", opt)
		}
	}

	if len(cert.ValidPrincipals) > 0 {
		// By default, certs are valid for all users/hosts.
		found := false
		for _, p := range cert.ValidPrincipals {
			if p == principal {
				found = true
				break
			}
		}
		if !found {
			return fmt.Errorf("ssh: principal %q not in the set of valid principals for given certificate: %q", principal, cert.ValidPrincipals)
		}
	}

	if !c.IsAuthority(cert.SignatureKey) {
		return fmt.Errorf("ssh: certificate signed by unrecognized authority")
	}

	clock := c.Clock
	if clock == nil {
		clock = time.Now
	}

	unixNow := clock().Unix()
	if after := int64(cert.ValidAfter); after < 0 || unixNow < int64(cert.ValidAfter) {
		return fmt.Errorf("ssh: cert is not yet valid")
	}
	if before := int64(cert.ValidBefore); cert.ValidBefore != CertTimeInfinity && (unixNow >= before || before < 0) {
		return fmt.Errorf("ssh: cert has expired")
	}
	if err := cert.SignatureKey.Verify(cert.bytesForSigning(), cert.Signature); err != nil {
		return fmt.Errorf("ssh: certificate signature does not verify")
	}

	return nil
}

// SignCert sets c.SignatureKey to the authority's public key and stores a
// Signature, by authority, in the certificate.
func (c *Certificate) SignCert(rand io.Reader, authority Signer) error {
	c.Nonce = make([]byte, 32)
	if _, err := io.ReadFull(rand, c.Nonce); err != nil {
		return err
	}
	c.SignatureKey = authority.PublicKey()

	sig, err := authority.Sign(rand, c.bytesForSigning())
	if err != nil {
		return err
	}
	c.Signature = sig
	return nil
}

var certAlgoNames = map[string]string{
	KeyAlgoRSA:      CertAlgoRSAv01,
	KeyAlgoDSA:      CertAlgoDSAv01,
	KeyAlgoECDSA256: CertAlgoECDSA256v01,
	KeyAlgoECDSA384: CertAlgoECDSA384v01,
	KeyAlgoECDSA521: CertAlgoECDSA521v01,
}

// certToPrivAlgo returns the underlying algorithm for a certificate algorithm.
// Panics if a non-certificate algorithm is passed.
func certToPrivAlgo(algo string) string {
	for privAlgo, pubAlgo := range certAlgoNames {
		if pubAlgo == algo {
			return privAlgo
		}
	}
	panic("unknown cert algorithm")
}

func (cert *Certificate) bytesForSigning() []byte {
	c2 := *cert
	c2.Signature = nil
	out := c2.Marshal()
	// Drop trailing signature length.
	return out[:len(out)-4]
}

// Marshal serializes c into OpenSSH's wire format. It is part of the
// PublicKey interface.
func (c *Certificate) Marshal() []byte {
	generic := genericCertData{
		Serial:          c.Serial,
		CertType:        c.CertType,
		KeyId:           c.KeyId,
		ValidPrincipals: marshalStringList(c.ValidPrincipals),
		ValidAfter:      uint64(c.ValidAfter),
		ValidBefore:     uint64(c.ValidBefore),
		CriticalOptions: marshalTuples(c.CriticalOptions),
		Extensions:      marshalTuples(c.Extensions),
		Reserved:        c.Reserved,
		SignatureKey:    c.SignatureKey.Marshal(),
	}
	if c.Signature != nil {
		generic.Signature = Marshal(c.Signature)
	}
	genericBytes := Marshal(&generic)
	keyBytes := c.Key.Marshal()
	_, keyBytes, _ = parseString(keyBytes)
	prefix := Marshal(&struct {
		Name  string
		Nonce []byte
		Key   []byte `ssh:"rest"`
	}{c.Type(), c.Nonce, keyBytes})

	result := make([]byte, 0, len(prefix)+len(genericBytes))
	result = append(result, prefix...)
	result = append(result, genericBytes...)
	return result
}

// Type returns the key name. It is part of the PublicKey interface.
func (c *Certificate) Type() string {
	algo, ok := certAlgoNames[c.Key.Type()]
	if !ok {
		panic("unknown cert key type")
	}
	return algo
}

// Verify verifies a signature against the certificate's public
// key. It is part of the PublicKey interface.
func (c *Certificate) Verify(data []byte, sig *Signature) error {
	return c.Key.Verify(data, sig)
}

func parseSignatureBody(in []byte) (out *Signature, rest []byte, ok bool) {
	format, in, ok := parseString(in)
	if !ok {
		return
	}

	out = &Signature{
		Format: string(format),
	}

	if out.Blob, in, ok = parseString(in); !ok {
		return
	}

	return out, in, ok
}

func parseSignature(in []byte) (out *Signature, rest []byte, ok bool) {
	sigBytes, rest, ok := parseString(in)
	if !ok {
		return
	}

	out, trailing, ok := parseSignatureBody(sigBytes)
	if !ok || len(trailing) > 0 {
		return nil, nil, false
	}
	return
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto/rand"
	"testing"
	"time"
)

// Cert generated by ssh-keygen 6.0p1 Debian-4.
// % ssh-keygen -s ca-key -I test user-key
var exampleSSHCert = `ssh-rsa-cert-v01@openssh.com `

func TestParseCert(t *testing.T) {
	authKeyBytes := []byte(exampleSSHCert)

	key, _, _, rest, err := ParseAuthorizedKey(authKeyBytes)
	if err != nil {
		t.Fatalf("ParseAuthorizedKey: %v", err)
	}
	if len(rest) > 0 {
		t.Errorf("rest: got %q, want empty", rest)
	}

	if _, ok := key.(*Certificate); !ok {
		t.Fatalf("got %#v, want *Certificate", key)
	}

	marshaled := MarshalAuthorizedKey(key)
	// Before comparison, remove the trailing newline that
	// MarshalAuthorizedKey adds.
	marshaled = marshaled[:len(marshaled)-1]
	if !bytes.Equal(authKeyBytes, marshaled) {
		t.Errorf("marshaled certificate does not match original: got %q, want %q", marshaled, authKeyBytes)
	}
}

func TestValidateCert(t *testing.T) {
	key, _, _, _, err := ParseAuthorizedKey([]byte(exampleSSHCert))
	if err != nil {
		t.Fatalf("ParseAuthorizedKey: %v", err)
	}
	validCert, ok := key.(*Certificate)
	if !ok {
		t.Fatalf("got %v (%T), want *Certificate", key, key)
	}
	checker := CertChecker{}
	checker.IsAuthority = func(k PublicKey) bool {
		return bytes.Equal(k.Marshal(), validCert.SignatureKey.Marshal())
	}

	if err := checker.CheckCert("user", validCert); err != nil {
		t.Errorf("Unable to validate certificate: %v", err)
	}
	invalidCert := &Certificate{
		Key:          testPublicKeys["rsa"],
		SignatureKey: testPublicKeys["ecdsa"],
		ValidBefore:  CertTimeInfinity,
		Signature:    &Signature{},
	}
	if err := checker.CheckCert("user", invalidCert); err == nil {
		t.Error("Invalid cert signature passed validation")
	}
}

func TestValidateCertTime(t *testing.T) {
	cert := Certificate{
		ValidPrincipals: []string{"user"},
		Key:             testPublicKeys["rsa"],
		ValidAfter:      50,
		ValidBefore:     100,
	}

	cert.SignCert(rand.Reader, testSigners["ecdsa"])

	for ts, ok := range map[int64]bool{
		25:  false,
		50:  true,
		99:  true,
		100: false,
		125: false,
	} {
		checker := CertChecker{
			Clock: func() time.Time { return time.Unix(ts, 0) },
		}
		checker.IsAuthority = func(k PublicKey) bool {
			return bytes.Equal(k.Marshal(),
				testPublicKeys["ecdsa"].Marshal())
		}

		if v := checker.CheckCert("user", &cert); (v == nil) != ok {
			t.Errorf("Authenticate(%d): %v", ts, v)
		}
	}
}

// TODO(hanwen): tests for
//
// host keys:
// * fallbacks

func TestHostKeyCert(t *testing.T) {
	cert := &Certificate{
		ValidPrincipals: []string{"hostname", "hostname.domain"},
		Key:             testPublicKeys["rsa"],
		ValidBefore:     CertTimeInfinity,
		CertType:        HostCert,
	}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])

	checker := &CertChecker{
		IsAuthority: func(p PublicKey) bool {
			return bytes.Equal(testPublicKeys["ecdsa"].Marshal(), p.Marshal())
		},
	}

	certSigner, err := NewCertSigner(cert, testSigners["rsa"])
	if err != nil {
		t.Errorf("NewCertSigner: %v", err)
	}

	for _, name := range []string{"hostname", "otherhost"} {
		c1, c2, err := netPipe()
		if err != nil {
			t.Fatalf("netPipe: %v", err)
		}
		defer c1.Close()
		defer c2.Close()

		go func() {
			conf := ServerConfig{
				NoClientAuth: true,
			}
			conf.AddHostKey(certSigner)
			_, _, _, err := NewServerConn(c1, &conf)
			if err != nil {
				t.Fatalf("NewServerConn: %v", err)
			}
		}()

		config := &ClientConfig{
			User:            "user",
			HostKeyCallback: checker.CheckHostKey,
		}
		_, _, _, err = NewClientConn(c2, name, config)

		succeed := name == "hostname"
		if (err == nil) != succeed {
			t.Fatalf("NewClientConn(%q): %v", name, err)
		}
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"encoding/binary"
	"errors"
	"fmt"
	"io"
	"log"
	"sync"
)

const (
	minPacketLength = 9
	// channelMaxPacket contains the maximum number of bytes that will be
	// sent in a single packet. As per RFC 4253, section 6.1, 32k is also
	// the minimum.
	channelMaxPacket = 1 << 15
	// We follow OpenSSH here.
	channelWindowSize = 64 * channelMaxPacket
)

// NewChannel represents an incoming request to a channel. It must either be
// accepted for use by calling Accept, or rejected by calling Reject.
type NewChannel interface {
	// Accept accepts the channel creation request. It returns the Channel
	// and a Go channel containing SSH requests. The Go channel must be
	// serviced otherwise the Channel will hang.
	Accept() (Channel, <-chan *Request, error)

	// Reject rejects the channel creation request. After calling
	// this, no other methods on the Channel may be called.
	Reject(reason RejectionReason, message string) error

	// ChannelType returns the type of the channel, as supplied by the
	// client.
	ChannelType() string

	// ExtraData returns the arbitrary payload for this channel, as supplied
	// by the client. This data is specific to the channel type.
	ExtraData() []byte
}

// A Channel is an ordered, reliable, flow-controlled, duplex stream
// that is multiplexed over an SSH connection.
type Channel interface {
	// Read reads up to len(data) bytes from the channel.
	Read(data []byte) (int, error)

	// Write writes len(data) bytes to the channel.
	Write(data []byte) (int, error)

	// Close signals end of channel use. No data may be sent after this
	// call.
	Close() error

	// CloseWrite signals the end of sending in-band
	// data. Requests may still be sent, and the other side may
	// still send data
	CloseWrite() error

	// SendRequest sends a channel request.  If wantReply is true,
	// it will wait for a reply and return the result as a
	// boolean, otherwise the return value will be false. Channel
	// requests are out-of-band messages so they may be sent even
	// if the data stream is closed or blocked by flow control.
	SendRequest(name string, wantReply bool, payload []byte) (bool, error)

	// Stderr returns an io.ReadWriter that writes to this channel
	// with the extended data type set to stderr. Stderr may
	// safely be read and written from a different goroutine than
	// Read and Write respectively.
	Stderr() io.ReadWriter
}

// Request is a request sent outside of the normal stream of
// data. Requests can either be specific to an SSH channel, or they
// can be global.
type Request struct {
	Type      string
	WantReply bool
	Payload   []byte

	ch  *channel
	mux *mux
}

// Reply sends a response to a request. It must be called for all requests
// where WantReply is true and is a no-op otherwise. The payload argument is
// ignored for replies to channel-specific requests.
func (r *Request) Reply(ok bool, payload []byte) error {
	if !r.WantReply {
		return nil
	}

	if r.ch == nil {
		return r.mux.ackRequest(ok, payload)
	}

	return r.ch.ackRequest(ok)
}

// RejectionReason is an enumeration used when rejecting channel creation
// requests. See RFC 4254, section 5.1.
type RejectionReason uint32

const (
	Prohibited RejectionReason = iota + 1
	ConnectionFailed
	UnknownChannelType
	ResourceShortage
)

// String converts the rejection reason to human readable form.
func (r RejectionReason) String() string {
	switch r {
	case Prohibited:
		return "administratively prohibited"
	case ConnectionFailed:
		return "connect failed"
	case UnknownChannelType:
		return "unknown channel type"
	case ResourceShortage:
		return "resource shortage"
	}
	return fmt.Sprintf("unknown reason %d", int(r))
}

func min(a uint32, b int) uint32 {
	if a < uint32(b) {
		return a
	}
	return uint32(b)
}

type channelDirection uint8

const (
	channelInbound channelDirection = iota
	channelOutbound
)

// channel is an implementation of the Channel interface that works
// with the mux class.
type channel struct {
	// R/O after creation
	chanType          string
	extraData         []byte
	localId, remoteId uint32

	// maxIncomingPayload and maxRemotePayload are the maximum
	// payload sizes of normal and extended data packets for
	// receiving and sending, respectively. The wire packet will
	// be 9 or 13 bytes larger (excluding encryption overhead).
	maxIncomingPayload uint32
	maxRemotePayload   uint32

	mux *mux

	// decided is set to true if an accept or reject message has been sent
	// (for outbound channels) or received (for inbound channels).
	decided bool

	// direction contains either channelOutbound, for channels created
	// locally, or channelInbound, for channels created by the peer.
	direction channelDirection

	// Pending internal channel messages.
	msg chan interface{}

	// Since requests have no ID, there can be only one request
	// with WantReply=true outstanding.  This lock is held by a
	// goroutine that has such an outgoing request pending.
	sentRequestMu sync.Mutex

	incomingRequests chan *Request

	sentEOF bool

	// thread-safe data
	remoteWin  window
	pending    *buffer
	extPending *buffer

	// windowMu protects myWindow, the flow-control window.
	windowMu sync.Mutex
	myWindow uint32

	// writeMu serializes calls to mux.conn.writePacket() and
	// protects sentClose and packetPool. This mutex must be
	// different from windowMu, as writePacket can block if there
	// is a key exchange pending.
	writeMu   sync.Mutex
	sentClose bool

	// packetPool has a buffer for each extended channel ID to
	// save allocations during writes.
	packetPool map[uint32][]byte
}

// writePacket sends a packet. If the packet is a channel close, it updates
// sentClose. This method takes the lock c.writeMu.
func (c *channel) writePacket(packet []byte) error {
	c.writeMu.Lock()
	if c.sentClose {
		c.writeMu.Unlock()
		return io.EOF
	}
	c.sentClose = (packet[0] == msgChannelClose)
	err := c.mux.conn.writePacket(packet)
	c.writeMu.Unlock()
	return err
}

func (c *channel) sendMessage(msg interface{}) error {
	if debugMux {
		log.Printf("send %d: %#v", c.mux.chanList.offset, msg)
	}

	p := Marshal(msg)
	binary.BigEndian.PutUint32(p[1:], c.remoteId)
	return c.writePacket(p)
}

// WriteExtended writes data to a specific extended stream. These streams are
// used, for example, for stderr.
func (c *channel) WriteExtended(data []byte, extendedCode uint32) (n int, err error) {
	if c.sentEOF {
		return 0, io.EOF
	}
	// 1 byte message type, 4 bytes remoteId, 4 bytes data length
	opCode := byte(msgChannelData)
	headerLength := uint32(9)
	if extendedCode > 0 {
		headerLength += 4
		opCode = msgChannelExtendedData
	}

	c.writeMu.Lock()
	packet := c.packetPool[extendedCode]
	// We don't remove the buffer from packetPool, so
	// WriteExtended calls from different goroutines will be
	// flagged as errors by the race detector.
	c.writeMu.Unlock()

	for len(data) > 0 {
		space := min(c.maxRemotePayload, len(data))
		if space, err = c.remoteWin.reserve(space); err != nil {
			return n, err
		}
		if want := headerLength + space; uint32(cap(packet)) < want {
			packet = make([]byte, want)
		} else {
			packet = packet[:want]
		}

		todo := data[:space]

		packet[0] = opCode
		binary.BigEndian.PutUint32(packet[1:], c.remoteId)
		if extendedCode > 0 {
			binary.BigEndian.PutUint32(packet[5:], uint32(extendedCode))
		}
		binary.BigEndian.PutUint32(packet[headerLength-4:], uint32(len(todo)))
		copy(packet[headerLength:], todo)
		if err = c.writePacket(packet); err != nil {
			return n, err
		}

		n += len(todo)
		data = data[len(todo):]
	}

	c.writeMu.Lock()
	c.packetPool[extendedCode] = packet
	c.writeMu.Unlock()

	return n, err
}

func (c *channel) handleData(packet []byte) error {
	headerLen := 9
	isExtendedData := packet[0] == msgChannelExtendedData
	if isExtendedData {
		headerLen = 13
	}
	if len(packet) < headerLen {
		// malformed data packet
		return parseError(packet[0])
	}

	var extended uint32
	if isExtendedData {
		extended = binary.BigEndian.Uint32(packet[5:])
	}

	length := binary.BigEndian.Uint32(packet[headerLen-4 : headerLen])
	if length == 0 {
		return nil
	}
	if length > c.maxIncomingPayload {
		// TODO(hanwen): should send Disconnect?
		return errors.New("ssh: incoming packet exceeds maximum payload size")
	}

	data := packet[headerLen:]
	if length != uint32(len(data)) {
		return errors.New("ssh: wrong packet length")
	}

	c.windowMu.Lock()
	if c.myWindow < length {
		c.windowMu.Unlock()
		// TODO(hanwen): should send Disconnect with reason?
		return errors.New("ssh: remote side wrote too much")
	}
	c.myWindow -= length
	c.windowMu.Unlock()

	if extended == 1 {
		c.extPending.write(data)
	} else if extended > 0 {
		// discard other extended data.
	} else {
		c.pending.write(data)
	}
	return nil
}

func (c *channel) adjustWindow(n uint32) error {
	c.windowMu.Lock()
	// Since myWindow is managed on our side, and can never exceed
	// the initial window setting, we don't worry about overflow.
	c.myWindow += uint32(n)
	c.windowMu.Unlock()
	return c.sendMessage(windowAdjustMsg{
		AdditionalBytes: uint32(n),
	})
}

func (c *channel) ReadExtended(data []byte, extended uint32) (n int, err error) {
	switch extended {
	case 1:
		n, err = c.extPending.Read(data)
	case 0:
		n, err = c.pending.Read(data)
	default:
		return 0, fmt.Errorf("ssh: extended code %d unimplemented", extended)
	}

	if n > 0 {
		err = c.adjustWindow(uint32(n))
		// sendWindowAdjust can return io.EOF if the remote
		// peer has closed the connection, however we want to
		// defer forwarding io.EOF to the caller of Read until
		// the buffer has been drained.
		if n > 0 && err == io.EOF {
			err = nil
		}
	}

	return n, err
}

func (c *channel) close() {
	c.pending.eof()
	c.extPending.eof()
	close(c.msg)
	close(c.incomingRequests)
	c.writeMu.Lock()
	// This is not necesary for a normal channel teardown, but if
	// there was another error, it is.
	c.sentClose = true
	c.writeMu.Unlock()
	// Unblock writers.
	c.remoteWin.close()
}

// responseMessageReceived is called when a success or failure message is
// received on a channel to check that such a message is reasonable for the
// given channel.
func (c *channel) responseMessageReceived() error {
	if c.direction == channelInbound {
		return errors.New("ssh: channel response message received on inbound channel")
	}
	if c.decided {
		return errors.New("ssh: duplicate response received for channel")
	}
	c.decided = true
	return nil
}

func (c *channel) handlePacket(packet []byte) error {
	switch packet[0] {
	case msgChannelData, msgChannelExtendedData:
		return c.handleData(packet)
	case msgChannelClose:
		c.sendMessage(channelCloseMsg{PeersId: c.remoteId})
		c.mux.chanList.remove(c.localId)
		c.close()
		return nil
	case msgChannelEOF:
		// RFC 4254 is mute on how EOF affects dataExt messages but
		// it is logical to signal EOF at the same time.
		c.extPending.eof()
		c.pending.eof()
		return nil
	}

	decoded, err := decode(packet)
	if err != nil {
		return err
	}

	switch msg := decoded.(type) {
	case *channelOpenFailureMsg:
		if err := c.responseMessageReceived(); err != nil {
			return err
		}
		c.mux.chanList.remove(msg.PeersId)
		c.msg <- msg
	case *channelOpenConfirmMsg:
		if err := c.responseMessageReceived(); err != nil {
			return err
		}
		if msg.MaxPacketSize < minPacketLength || msg.MaxPacketSize > 1<<31 {
			return fmt.Errorf("ssh: invalid MaxPacketSize %d from peer", msg.MaxPacketSize)
		}
		c.remoteId = msg.MyId
		c.maxRemotePayload = msg.MaxPacketSize
		c.remoteWin.add(msg.MyWindow)
		c.msg <- msg
	case *windowAdjustMsg:
		if !c.remoteWin.add(msg.AdditionalBytes) {
			return fmt.Errorf("ssh: invalid window update for %d bytes", msg.AdditionalBytes)
		}
	case *channelRequestMsg:
		req := Request{
			Type:      msg.Request,
			WantReply: msg.WantReply,
			Payload:   msg.RequestSpecificData,
			ch:        c,
		}

		c.incomingRequests <- &req
	default:
		c.msg <- msg
	}
	return nil
}

func (m *mux) newChannel(chanType string, direction channelDirection, extraData []byte) *channel {
	ch := &channel{
		remoteWin:        window{Cond: newCond()},
		myWindow:         channelWindowSize,
		pending:          newBuffer(),
		extPending:       newBuffer(),
		direction:        direction,
		incomingRequests: make(chan *Request, 16),
		msg:              make(chan interface{}, 16),
		chanType:         chanType,
		extraData:        extraData,
		mux:              m,
		packetPool:       make(map[uint32][]byte),
	}
	ch.localId = m.chanList.add(ch)
	return ch
}

var errUndecided = errors.New("ssh: must Accept or Reject channel")
var errDecidedAlready = errors.New("ssh: can call Accept or Reject only once")

type extChannel struct {
	code uint32
	ch   *channel
}

func (e *extChannel) Write(data []byte) (n int, err error) {
	return e.ch.WriteExtended(data, e.code)
}

func (e *extChannel) Read(data []byte) (n int, err error) {
	return e.ch.ReadExtended(data, e.code)
}

func (c *channel) Accept() (Channel, <-chan *Request, error) {
	if c.decided {
		return nil, nil, errDecidedAlready
	}
	c.maxIncomingPayload = channelMaxPacket
	confirm := channelOpenConfirmMsg{
		PeersId:       c.remoteId,
		MyId:          c.localId,
		MyWindow:      c.myWindow,
		MaxPacketSize: c.maxIncomingPayload,
	}
	c.decided = true
	if err := c.sendMessage(confirm); err != nil {
		return nil, nil, err
	}

	return c, c.incomingRequests, nil
}

func (ch *channel) Reject(reason RejectionReason, message string) error {
	if ch.decided {
		return errDecidedAlready
	}
	reject := channelOpenFailureMsg{
		PeersId:  ch.remoteId,
		Reason:   reason,
		Message:  message,
		Language: "en",
	}
	ch.decided = true
	return ch.sendMessage(reject)
}

func (ch *channel) Read(data []byte) (int, error) {
	if !ch.decided {
		return 0, errUndecided
	}
	return ch.ReadExtended(data, 0)
}

func (ch *channel) Write(data []byte) (int, error) {
	if !ch.decided {
		return 0, errUndecided
	}
	return ch.WriteExtended(data, 0)
}

func (ch *channel) CloseWrite() error {
	if !ch.decided {
		return errUndecided
	}
	ch.sentEOF = true
	return ch.sendMessage(channelEOFMsg{
		PeersId: ch.remoteId})
}

func (ch *channel) Close() error {
	if !ch.decided {
		return errUndecided
	}

	return ch.sendMessage(channelCloseMsg{
		PeersId: ch.remoteId})
}

// Extended returns an io.ReadWriter that sends and receives data on the given,
// SSH extended stream. Such streams are used, for example, for stderr.
func (ch *channel) Extended(code uint32) io.ReadWriter {
	if !ch.decided {
		return nil
	}
	return &extChannel{code, ch}
}

func (ch *channel) Stderr() io.ReadWriter {
	return ch.Extended(1)
}

func (ch *channel) SendRequest(name string, wantReply bool, payload []byte) (bool, error) {
	if !ch.decided {
		return false, errUndecided
	}

	if wantReply {
		ch.sentRequestMu.Lock()
		defer ch.sentRequestMu.Unlock()
	}

	msg := channelRequestMsg{
		PeersId:             ch.remoteId,
		Request:             name,
		WantReply:           wantReply,
		RequestSpecificData: payload,
	}

	if err := ch.sendMessage(msg); err != nil {
		return false, err
	}

	if wantReply {
		m, ok := (<-ch.msg)
		if !ok {
			return false, io.EOF
		}
		switch m.(type) {
		case *channelRequestFailureMsg:
			return false, nil
		case *channelRequestSuccessMsg:
			return true, nil
		default:
			return false, fmt.Errorf("ssh: unexpected response to channel request: %#v", m)
		}
	}

	return false, nil
}

// ackRequest either sends an ack or nack to the channel request.
func (ch *channel) ackRequest(ok bool) error {
	if !ch.decided {
		return errUndecided
	}

	var msg interface{}
	if !ok {
		msg = channelRequestFailureMsg{
			PeersId: ch.remoteId,
		}
	} else {
		msg = channelRequestSuccessMsg{
			PeersId: ch.remoteId,
		}
	}
	return ch.sendMessage(msg)
}

func (ch *channel) ChannelType() string {
	return ch.chanType
}

func (ch *channel) ExtraData() []byte {
	return ch.extraData
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"crypto/aes"
	"crypto/cipher"
	"crypto/rc4"
	"crypto/subtle"
	"encoding/binary"
	"errors"
	"fmt"
	"hash"
	"io"
)

const (
	packetSizeMultiple = 16 // TODO(huin) this should be determined by the cipher.

	// RFC 4253 section 6.1 defines a minimum packet size of 32768 that implementations
	// MUST be able to process (plus a few more kilobytes for padding and mac). The RFC
	// indicates implementations SHOULD be able to handle larger packet sizes, but then
	// waffles on about reasonable limits.
	//
	// OpenSSH caps their maxPacket at 256kB so we choose to do
	// the same. maxPacket is also used to ensure that uint32
	// length fields do not overflow, so it should remain well
	// below 4G.
	maxPacket = 256 * 1024
)

// noneCipher implements cipher.Stream and provides no encryption. It is used
// by the transport before the first key-exchange.
type noneCipher struct{}

func (c noneCipher) XORKeyStream(dst, src []byte) {
	copy(dst, src)
}

func newAESCTR(key, iv []byte) (cipher.Stream, error) {
	c, err := aes.NewCipher(key)
	if err != nil {
		return nil, err
	}
	return cipher.NewCTR(c, iv), nil
}

func newRC4(key, iv []byte) (cipher.Stream, error) {
	return rc4.NewCipher(key)
}

type streamCipherMode struct {
	keySize    int
	ivSize     int
	skip       int
	createFunc func(key, iv []byte) (cipher.Stream, error)
}

func (c *streamCipherMode) createStream(key, iv []byte) (cipher.Stream, error) {
	if len(key) < c.keySize {
		panic("ssh: key length too small for cipher")
	}
	if len(iv) < c.ivSize {
		panic("ssh: iv too small for cipher")
	}

	stream, err := c.createFunc(key[:c.keySize], iv[:c.ivSize])
	if err != nil {
		return nil, err
	}

	var streamDump []byte
	if c.skip > 0 {
		streamDump = make([]byte, 512)
	}

	for remainingToDump := c.skip; remainingToDump > 0; {
		dumpThisTime := remainingToDump
		if dumpThisTime > len(streamDump) {
			dumpThisTime = len(streamDump)
		}
		stream.XORKeyStream(streamDump[:dumpThisTime], streamDump[:dumpThisTime])
		remainingToDump -= dumpThisTime
	}

	return stream, nil
}

// cipherModes documents properties of supported ciphers. Ciphers not included
// are not supported and will not be negotiated, even if explicitly requested in
// ClientConfig.Crypto.Ciphers.
var cipherModes = map[string]*streamCipherMode{
	// Ciphers from RFC4344, which introduced many CTR-based ciphers. Algorithms
	// are defined in the order specified in the RFC.
	"aes128-ctr": {16, aes.BlockSize, 0, newAESCTR},
	"aes192-ctr": {24, aes.BlockSize, 0, newAESCTR},
	"aes256-ctr": {32, aes.BlockSize, 0, newAESCTR},

	// Ciphers from RFC4345, which introduces security-improved arcfour ciphers.
	// They are defined in the order specified in the RFC.
	"arcfour128": {16, 0, 1536, newRC4},
	"arcfour256": {32, 0, 1536, newRC4},

	// Cipher defined in RFC 4253, which describes SSH Transport Layer Protocol.
	// Note that this cipher is not safe, as stated in RFC 4253: "Arcfour (and
	// RC4) has problems with weak keys, and should be used with caution."
	// RFC4345 introduces improved versions of Arcfour.
	"arcfour": {16, 0, 0, newRC4},

	// AES-GCM is not a stream cipher, so it is constructed with a
	// special case. If we add any more non-stream ciphers, we
	// should invest a cleaner way to do this.
	gcmCipherID: {16, 12, 0, nil},
}

// prefixLen is the length of the packet prefix that contains the packet length
// and number of padding bytes.
const prefixLen = 5

// streamPacketCipher is a packetCipher using a stream cipher.
type streamPacketCipher struct {
	mac    hash.Hash
	cipher cipher.Stream

	// The following members are to avoid per-packet allocations.
	prefix      [prefixLen]byte
	seqNumBytes [4]byte
	padding     [2 * packetSizeMultiple]byte
	packetData  []byte
	macResult   []byte
}

// readPacket reads and decrypt a single packet from the reader argument.
func (s *streamPacketCipher) readPacket(seqNum uint32, r io.Reader) ([]byte, error) {
	if _, err := io.ReadFull(r, s.prefix[:]); err != nil {
		return nil, err
	}

	s.cipher.XORKeyStream(s.prefix[:], s.prefix[:])
	length := binary.BigEndian.Uint32(s.prefix[0:4])
	paddingLength := uint32(s.prefix[4])

	var macSize uint32
	if s.mac != nil {
		s.mac.Reset()
		binary.BigEndian.PutUint32(s.seqNumBytes[:], seqNum)
		s.mac.Write(s.seqNumBytes[:])
		s.mac.Write(s.prefix[:])
		macSize = uint32(s.mac.Size())
	}

	if length <= paddingLength+1 {
		return nil, errors.New("ssh: invalid packet length, packet too small")
	}

	if length > maxPacket {
		return nil, errors.New("ssh: invalid packet length, packet too large")
	}

	// the maxPacket check above ensures that length-1+macSize
	// does not overflow.
	if uint32(cap(s.packetData)) < length-1+macSize {
		s.packetData = make([]byte, length-1+macSize)
	} else {
		s.packetData = s.packetData[:length-1+macSize]
	}

	if _, err := io.ReadFull(r, s.packetData); err != nil {
		return nil, err
	}
	mac := s.packetData[length-1:]
	data := s.packetData[:length-1]
	s.cipher.XORKeyStream(data, data)

	if s.mac != nil {
		s.mac.Write(data)
		s.macResult = s.mac.Sum(s.macResult[:0])
		if subtle.ConstantTimeCompare(s.macResult, mac) != 1 {
			return nil, errors.New("ssh: MAC failure")
		}
	}

	return s.packetData[:length-paddingLength-1], nil
}

// writePacket encrypts and sends a packet of data to the writer argument
func (s *streamPacketCipher) writePacket(seqNum uint32, w io.Writer, rand io.Reader, packet []byte) error {
	if len(packet) > maxPacket {
		return errors.New("ssh: packet too large")
	}

	paddingLength := packetSizeMultiple - (prefixLen+len(packet))%packetSizeMultiple
	if paddingLength < 4 {
		paddingLength += packetSizeMultiple
	}

	length := len(packet) + 1 + paddingLength
	binary.BigEndian.PutUint32(s.prefix[:], uint32(length))
	s.prefix[4] = byte(paddingLength)
	padding := s.padding[:paddingLength]
	if _, err := io.ReadFull(rand, padding); err != nil {
		return err
	}

	if s.mac != nil {
		s.mac.Reset()
		binary.BigEndian.PutUint32(s.seqNumBytes[:], seqNum)
		s.mac.Write(s.seqNumBytes[:])
		s.mac.Write(s.prefix[:])
		s.mac.Write(packet)
		s.mac.Write(padding)
	}

	s.cipher.XORKeyStream(s.prefix[:], s.prefix[:])
	s.cipher.XORKeyStream(packet, packet)
	s.cipher.XORKeyStream(padding, padding)

	if _, err := w.Write(s.prefix[:]); err != nil {
		return err
	}
	if _, err := w.Write(packet); err != nil {
		return err
	}
	if _, err := w.Write(padding); err != nil {
		return err
	}

	if s.mac != nil {
		s.macResult = s.mac.Sum(s.macResult[:0])
		if _, err := w.Write(s.macResult); err != nil {
			return err
		}
	}

	return nil
}

type gcmCipher struct {
	aead   cipher.AEAD
	prefix [4]byte
	iv     []byte
	buf    []byte
}

func newGCMCipher(iv, key, macKey []byte) (packetCipher, error) {
	c, err := aes.NewCipher(key)
	if err != nil {
		return nil, err
	}

	aead, err := cipher.NewGCM(c)
	if err != nil {
		return nil, err
	}

	return &gcmCipher{
		aead: aead,
		iv:   iv,
	}, nil
}

const gcmTagSize = 16

func (c *gcmCipher) writePacket(seqNum uint32, w io.Writer, rand io.Reader, packet []byte) error {
	// Pad out to multiple of 16 bytes. This is different from the
	// stream cipher because that encrypts the length too.
	padding := byte(packetSizeMultiple - (1+len(packet))%packetSizeMultiple)
	if padding < 4 {
		padding += packetSizeMultiple
	}

	length := uint32(len(packet) + int(padding) + 1)
	binary.BigEndian.PutUint32(c.prefix[:], length)
	if _, err := w.Write(c.prefix[:]); err != nil {
		return err
	}

	if cap(c.buf) < int(length) {
		c.buf = make([]byte, length)
	} else {
		c.buf = c.buf[:length]
	}

	c.buf[0] = padding
	copy(c.buf[1:], packet)
	if _, err := io.ReadFull(rand, c.buf[1+len(packet):]); err != nil {
		return err
	}
	c.buf = c.aead.Seal(c.buf[:0], c.iv, c.buf, c.prefix[:])
	if _, err := w.Write(c.buf); err != nil {
		return err
	}
	c.incIV()

	return nil
}

func (c *gcmCipher) incIV() {
	for i := 4 + 7; i >= 4; i-- {
		c.iv[i]++
		if c.iv[i] != 0 {
			break
		}
	}
}

func (c *gcmCipher) readPacket(seqNum uint32, r io.Reader) ([]byte, error) {
	if _, err := io.ReadFull(r, c.prefix[:]); err != nil {
		return nil, err
	}
	length := binary.BigEndian.Uint32(c.prefix[:])
	if length > maxPacket {
		return nil, errors.New("ssh: max packet length exceeded.")
	}

	if cap(c.buf) < int(length+gcmTagSize) {
		c.buf = make([]byte, length+gcmTagSize)
	} else {
		c.buf = c.buf[:length+gcmTagSize]
	}

	if _, err := io.ReadFull(r, c.buf); err != nil {
		return nil, err
	}

	plain, err := c.aead.Open(c.buf[:0], c.iv, c.buf, c.prefix[:])
	if err != nil {
		return nil, err
	}
	c.incIV()

	padding := plain[0]
	if padding < 4 || padding >= 20 {
		return nil, fmt.Errorf("ssh: illegal padding %d", padding)
	}

	if int(padding+1) >= len(plain) {
		return nil, fmt.Errorf("ssh: padding %d too large", padding)
	}
	plain = plain[1 : length-uint32(padding)]
	return plain, nil
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto"
	"crypto/rand"
	"testing"
)

func TestDefaultCiphersExist(t *testing.T) {
	for _, cipherAlgo := range supportedCiphers {
		if _, ok := cipherModes[cipherAlgo]; !ok {
			t.Errorf("default cipher %q is unknown", cipherAlgo)
		}
	}
}

func TestPacketCiphers(t *testing.T) {
	for cipher := range cipherModes {
		kr := &kexResult{Hash: crypto.SHA1}
		algs := directionAlgorithms{
			Cipher:      cipher,
			MAC:         "hmac-sha1",
			Compression: "none",
		}
		client, err := newPacketCipher(clientKeys, algs, kr)
		if err != nil {
			t.Errorf("newPacketCipher(client, %q): %v", cipher, err)
			continue
		}
		server, err := newPacketCipher(clientKeys, algs, kr)
		if err != nil {
			t.Errorf("newPacketCipher(client, %q): %v", cipher, err)
			continue
		}

		want := "bla bla"
		input := []byte(want)
		buf := &bytes.Buffer{}
		if err := client.writePacket(0, buf, rand.Reader, input); err != nil {
			t.Errorf("writePacket(%q): %v", cipher, err)
			continue
		}

		packet, err := server.readPacket(0, buf)
		if err != nil {
			t.Errorf("readPacket(%q): %v", cipher, err)
			continue
		}

		if string(packet) != want {
			t.Errorf("roundtrip(%q): got %q, want %q", cipher, packet, want)
		}
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"errors"
	"fmt"
	"net"
	"sync"
)

// Client implements a traditional SSH client that supports shells,
// subprocesses, port forwarding and tunneled dialing.
type Client struct {
	Conn

	forwards        forwardList // forwarded tcpip connections from the remote side
	mu              sync.Mutex
	channelHandlers map[string]chan NewChannel
}

// HandleChannelOpen returns a channel on which NewChannel requests
// for the given type are sent. If the type already is being handled,
// nil is returned. The channel is closed when the connection is closed.
func (c *Client) HandleChannelOpen(channelType string) <-chan NewChannel {
	c.mu.Lock()
	defer c.mu.Unlock()
	if c.channelHandlers == nil {
		// The SSH channel has been closed.
		c := make(chan NewChannel)
		close(c)
		return c
	}

	ch := c.channelHandlers[channelType]
	if ch != nil {
		return nil
	}

	ch = make(chan NewChannel, 16)
	c.channelHandlers[channelType] = ch
	return ch
}

// NewClient creates a Client on top of the given connection.
func NewClient(c Conn, chans <-chan NewChannel, reqs <-chan *Request) *Client {
	conn := &Client{
		Conn:            c,
		channelHandlers: make(map[string]chan NewChannel, 1),
	}

	go conn.handleGlobalRequests(reqs)
	go conn.handleChannelOpens(chans)
	go func() {
		conn.Wait()
		conn.forwards.closeAll()
	}()
	go conn.forwards.handleChannels(conn.HandleChannelOpen("forwarded-tcpip"))
	return conn
}

// NewClientConn establishes an authenticated SSH connection using c
// as the underlying transport.  The Request and NewChannel channels
// must be serviced or the connection will hang.
func NewClientConn(c net.Conn, addr string, config *ClientConfig) (Conn, <-chan NewChannel, <-chan *Request, error) {
	fullConf := *config
	fullConf.SetDefaults()
	conn := &connection{
		sshConn: sshConn{conn: c},
	}

	if err := conn.clientHandshake(addr, &fullConf); err != nil {
		c.Close()
		return nil, nil, nil, fmt.Errorf("ssh: handshake failed: %v", err)
	}
	conn.mux = newMux(conn.transport)
	return conn, conn.mux.incomingChannels, conn.mux.incomingRequests, nil
}

// clientHandshake performs the client side key exchange. See RFC 4253 Section
// 7.
func (c *connection) clientHandshake(dialAddress string, config *ClientConfig) error {
	c.clientVersion = []byte(packageVersion)
	if config.ClientVersion != "" {
		c.clientVersion = []byte(config.ClientVersion)
	}

	var err error
	c.serverVersion, err = exchangeVersions(c.sshConn.conn, c.clientVersion)
	if err != nil {
		return err
	}

	c.transport = newClientTransport(
		newTransport(c.sshConn.conn, config.Rand, true /* is client */),
		c.clientVersion, c.serverVersion, config, dialAddress, c.sshConn.RemoteAddr())
	if err := c.transport.requestKeyChange(); err != nil {
		return err
	}

	if packet, err := c.transport.readPacket(); err != nil {
		return err
	} else if packet[0] != msgNewKeys {
		return unexpectedMessageError(msgNewKeys, packet[0])
	}
	return c.clientAuthenticate(config)
}

// verifyHostKeySignature verifies the host key obtained in the key
// exchange.
func verifyHostKeySignature(hostKey PublicKey, result *kexResult) error {
	sig, rest, ok := parseSignatureBody(result.Signature)
	if len(rest) > 0 || !ok {
		return errors.New("ssh: signature parse error")
	}

	return hostKey.Verify(result.H, sig)
}

// NewSession opens a new Session for this client. (A session is a remote
// execution of a program.)
func (c *Client) NewSession() (*Session, error) {
	ch, in, err := c.OpenChannel("session", nil)
	if err != nil {
		return nil, err
	}
	return newSession(ch, in)
}

func (c *Client) handleGlobalRequests(incoming <-chan *Request) {
	for r := range incoming {
		// This handles keepalive messages and matches
		// the behaviour of OpenSSH.
		r.Reply(false, nil)
	}
}

// handleChannelOpens channel open messages from the remote side.
func (c *Client) handleChannelOpens(in <-chan NewChannel) {
	for ch := range in {
		c.mu.Lock()
		handler := c.channelHandlers[ch.ChannelType()]
		c.mu.Unlock()

		if handler != nil {
			handler <- ch
		} else {
			ch.Reject(UnknownChannelType, fmt.Sprintf("unknown channel type: %v", ch.ChannelType()))
		}
	}

	c.mu.Lock()
	for _, ch := range c.channelHandlers {
		close(ch)
	}
	c.channelHandlers = nil
	c.mu.Unlock()
}

// Dial starts a client connection to the given SSH server. It is a
// convenience function that connects to the given network address,
// initiates the SSH handshake, and then sets up a Client.  For access
// to incoming channels and requests, use net.Dial with NewClientConn
// instead.
func Dial(network, addr string, config *ClientConfig) (*Client, error) {
	conn, err := net.Dial(network, addr)
	if err != nil {
		return nil, err
	}
	c, chans, reqs, err := NewClientConn(conn, addr, config)
	if err != nil {
		return nil, err
	}
	return NewClient(c, chans, reqs), nil
}

// A ClientConfig structure is used to configure a Client. It must not be
// modified after having been passed to an SSH function.
type ClientConfig struct {
	// Config contains configuration that is shared between clients and
	// servers.
	Config

	// User contains the username to authenticate as.
	User string

	// Auth contains possible authentication methods to use with the
	// server. Only the first instance of a particular RFC 4252 method will
	// be used during authentication.
	Auth []AuthMethod

	// HostKeyCallback, if not nil, is called during the cryptographic
	// handshake to validate the server's host key. A nil HostKeyCallback
	// implies that all host keys are accepted.
	HostKeyCallback func(hostname string, remote net.Addr, key PublicKey) error

	// ClientVersion contains the version identification string that will
	// be used for the connection. If empty, a reasonable default is used.
	ClientVersion string
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"errors"
	"fmt"
	"io"
)

// clientAuthenticate authenticates with the remote server. See RFC 4252.
func (c *connection) clientAuthenticate(config *ClientConfig) error {
	// initiate user auth session
	if err := c.transport.writePacket(Marshal(&serviceRequestMsg{serviceUserAuth})); err != nil {
		return err
	}
	packet, err := c.transport.readPacket()
	if err != nil {
		return err
	}
	var serviceAccept serviceAcceptMsg
	if err := Unmarshal(packet, &serviceAccept); err != nil {
		return err
	}

	// during the authentication phase the client first attempts the "none" method
	// then any untried methods suggested by the server.
	tried := make(map[string]bool)
	var lastMethods []string
	for auth := AuthMethod(new(noneAuth)); auth != nil; {
		ok, methods, err := auth.auth(c.transport.getSessionID(), config.User, c.transport, config.Rand)
		if err != nil {
			return err
		}
		if ok {
			// success
			return nil
		}
		tried[auth.method()] = true
		if methods == nil {
			methods = lastMethods
		}
		lastMethods = methods

		auth = nil

	findNext:
		for _, a := range config.Auth {
			candidateMethod := a.method()
			if tried[candidateMethod] {
				continue
			}
			for _, meth := range methods {
				if meth == candidateMethod {
					auth = a
					break findNext
				}
			}
		}
	}
	return fmt.Errorf("ssh: unable to authenticate, attempted methods %v, no supported methods remain", keys(tried))
}

func keys(m map[string]bool) []string {
	s := make([]string, 0, len(m))

	for key := range m {
		s = append(s, key)
	}
	return s
}

// An AuthMethod represents an instance of an RFC 4252 authentication method.
type AuthMethod interface {
	// auth authenticates user over transport t.
	// Returns true if authentication is successful.
	// If authentication is not successful, a []string of alternative
	// method names is returned. If the slice is nil, it will be ignored
	// and the previous set of possible methods will be reused.
	auth(session []byte, user string, p packetConn, rand io.Reader) (bool, []string, error)

	// method returns the RFC 4252 method name.
	method() string
}

// "none" authentication, RFC 4252 section 5.2.
type noneAuth int

func (n *noneAuth) auth(session []byte, user string, c packetConn, rand io.Reader) (bool, []string, error) {
	if err := c.writePacket(Marshal(&userAuthRequestMsg{
		User:    user,
		Service: serviceSSH,
		Method:  "none",
	})); err != nil {
		return false, nil, err
	}

	return handleAuthResponse(c)
}

func (n *noneAuth) method() string {
	return "none"
}

// passwordCallback is an AuthMethod that fetches the password through
// a function call, e.g. by prompting the user.
type passwordCallback func() (password string, err error)

func (cb passwordCallback) auth(session []byte, user string, c packetConn, rand io.Reader) (bool, []string, error) {
	type passwordAuthMsg struct {
		User     string `sshtype:"50"`
		Service  string
		Method   string
		Reply    bool
		Password string
	}

	pw, err := cb()
	// REVIEW NOTE: is there a need to support skipping a password attempt?
	// The program may only find out that the user doesn't have a password
	// when prompting.
	if err != nil {
		return false, nil, err
	}

	if err := c.writePacket(Marshal(&passwordAuthMsg{
		User:     user,
		Service:  serviceSSH,
		Method:   cb.method(),
		Reply:    false,
		Password: pw,
	})); err != nil {
		return false, nil, err
	}

	return handleAuthResponse(c)
}

func (cb passwordCallback) method() string {
	return "password"
}

// Password returns an AuthMethod using the given password.
func Password(secret string) AuthMethod {
	return passwordCallback(func() (string, error) { return secret, nil })
}

// PasswordCallback returns an AuthMethod that uses a callback for
// fetching a password.
func PasswordCallback(prompt func() (secret string, err error)) AuthMethod {
	return passwordCallback(prompt)
}

type publickeyAuthMsg struct {
	User    string `sshtype:"50"`
	Service string
	Method  string
	// HasSig indicates to the receiver packet that the auth request is signed and
	// should be used for authentication of the request.
	HasSig   bool
	Algoname string
	PubKey   []byte
	// Sig is tagged with "rest" so Marshal will exclude it during
	// validateKey
	Sig []byte `ssh:"rest"`
}

// publicKeyCallback is an AuthMethod that uses a set of key
// pairs for authentication.
type publicKeyCallback func() ([]Signer, error)

func (cb publicKeyCallback) method() string {
	return "publickey"
}

func (cb publicKeyCallback) auth(session []byte, user string, c packetConn, rand io.Reader) (bool, []string, error) {
	// Authentication is performed in two stages. The first stage sends an
	// enquiry to test if each key is acceptable to the remote. The second
	// stage attempts to authenticate with the valid keys obtained in the
	// first stage.

	signers, err := cb()
	if err != nil {
		return false, nil, err
	}
	var validKeys []Signer
	for _, signer := range signers {
		if ok, err := validateKey(signer.PublicKey(), user, c); ok {
			validKeys = append(validKeys, signer)
		} else {
			if err != nil {
				return false, nil, err
			}
		}
	}

	// methods that may continue if this auth is not successful.
	var methods []string
	for _, signer := range validKeys {
		pub := signer.PublicKey()

		pubKey := pub.Marshal()
		sign, err := signer.Sign(rand, buildDataSignedForAuth(session, userAuthRequestMsg{
			User:    user,
			Service: serviceSSH,
			Method:  cb.method(),
		}, []byte(pub.Type()), pubKey))
		if err != nil {
			return false, nil, err
		}

		// manually wrap the serialized signature in a string
		s := Marshal(sign)
		sig := make([]byte, stringLength(len(s)))
		marshalString(sig, s)
		msg := publickeyAuthMsg{
			User:     user,
			Service:  serviceSSH,
			Method:   cb.method(),
			HasSig:   true,
			Algoname: pub.Type(),
			PubKey:   pubKey,
			Sig:      sig,
		}
		p := Marshal(&msg)
		if err := c.writePacket(p); err != nil {
			return false, nil, err
		}
		var success bool
		success, methods, err = handleAuthResponse(c)
		if err != nil {
			return false, nil, err
		}
		if success {
			return success, methods, err
		}
	}
	return false, methods, nil
}

// validateKey validates the key provided is acceptable to the server.
func validateKey(key PublicKey, user string, c packetConn) (bool, error) {
	pubKey := key.Marshal()
	msg := publickeyAuthMsg{
		User:     user,
		Service:  serviceSSH,
		Method:   "publickey",
		HasSig:   false,
		Algoname: key.Type(),
		PubKey:   pubKey,
	}
	if err := c.writePacket(Marshal(&msg)); err != nil {
		return false, err
	}

	return confirmKeyAck(key, c)
}

func confirmKeyAck(key PublicKey, c packetConn) (bool, error) {
	pubKey := key.Marshal()
	algoname := key.Type()

	for {
		packet, err := c.readPacket()
		if err != nil {
			return false, err
		}
		switch packet[0] {
		case msgUserAuthBanner:
			// TODO(gpaul): add callback to present the banner to the user
		case msgUserAuthPubKeyOk:
			var msg userAuthPubKeyOkMsg
			if err := Unmarshal(packet, &msg); err != nil {
				return false, err
			}
			if msg.Algo != algoname || !bytes.Equal(msg.PubKey, pubKey) {
				return false, nil
			}
			return true, nil
		case msgUserAuthFailure:
			return false, nil
		default:
			return false, unexpectedMessageError(msgUserAuthSuccess, packet[0])
		}
	}
}

// PublicKeys returns an AuthMethod that uses the given key
// pairs.
func PublicKeys(signers ...Signer) AuthMethod {
	return publicKeyCallback(func() ([]Signer, error) { return signers, nil })
}

// PublicKeysCallback returns an AuthMethod that runs the given
// function to obtain a list of key pairs.
func PublicKeysCallback(getSigners func() (signers []Signer, err error)) AuthMethod {
	return publicKeyCallback(getSigners)
}

// handleAuthResponse returns whether the preceding authentication request succeeded
// along with a list of remaining authentication methods to try next and
// an error if an unexpected response was received.
func handleAuthResponse(c packetConn) (bool, []string, error) {
	for {
		packet, err := c.readPacket()
		if err != nil {
			return false, nil, err
		}

		switch packet[0] {
		case msgUserAuthBanner:
			// TODO: add callback to present the banner to the user
		case msgUserAuthFailure:
			var msg userAuthFailureMsg
			if err := Unmarshal(packet, &msg); err != nil {
				return false, nil, err
			}
			return false, msg.Methods, nil
		case msgUserAuthSuccess:
			return true, nil, nil
		case msgDisconnect:
			return false, nil, io.EOF
		default:
			return false, nil, unexpectedMessageError(msgUserAuthSuccess, packet[0])
		}
	}
}

// KeyboardInteractiveChallenge should print questions, optionally
// disabling echoing (e.g. for passwords), and return all the answers.
// Challenge may be called multiple times in a single session. After
// successful authentication, the server may send a challenge with no
// questions, for which the user and instruction messages should be
// printed.  RFC 4256 section 3.3 details how the UI should behave for
// both CLI and GUI environments.
type KeyboardInteractiveChallenge func(user, instruction string, questions []string, echos []bool) (answers []string, err error)

// KeyboardInteractive returns a AuthMethod using a prompt/response
// sequence controlled by the server.
func KeyboardInteractive(challenge KeyboardInteractiveChallenge) AuthMethod {
	return challenge
}

func (cb KeyboardInteractiveChallenge) method() string {
	return "keyboard-interactive"
}

func (cb KeyboardInteractiveChallenge) auth(session []byte, user string, c packetConn, rand io.Reader) (bool, []string, error) {
	type initiateMsg struct {
		User       string `sshtype:"50"`
		Service    string
		Method     string
		Language   string
		Submethods string
	}

	if err := c.writePacket(Marshal(&initiateMsg{
		User:    user,
		Service: serviceSSH,
		Method:  "keyboard-interactive",
	})); err != nil {
		return false, nil, err
	}

	for {
		packet, err := c.readPacket()
		if err != nil {
			return false, nil, err
		}

		// like handleAuthResponse, but with less options.
		switch packet[0] {
		case msgUserAuthBanner:
			// TODO: Print banners during userauth.
			continue
		case msgUserAuthInfoRequest:
			// OK
		case msgUserAuthFailure:
			var msg userAuthFailureMsg
			if err := Unmarshal(packet, &msg); err != nil {
				return false, nil, err
			}
			return false, msg.Methods, nil
		case msgUserAuthSuccess:
			return true, nil, nil
		default:
			return false, nil, unexpectedMessageError(msgUserAuthInfoRequest, packet[0])
		}

		var msg userAuthInfoRequestMsg
		if err := Unmarshal(packet, &msg); err != nil {
			return false, nil, err
		}

		// Manually unpack the prompt/echo pairs.
		rest := msg.Prompts
		var prompts []string
		var echos []bool
		for i := 0; i < int(msg.NumPrompts); i++ {
			prompt, r, ok := parseString(rest)
			if !ok || len(r) == 0 {
				return false, nil, errors.New("ssh: prompt format error")
			}
			prompts = append(prompts, string(prompt))
			echos = append(echos, r[0] != 0)
			rest = r[1:]
		}

		if len(rest) != 0 {
			return false, nil, errors.New("ssh: extra data following keyboard-interactive pairs")
		}

		answers, err := cb(msg.User, msg.Instruction, prompts, echos)
		if err != nil {
			return false, nil, err
		}

		if len(answers) != len(prompts) {
			return false, nil, errors.New("ssh: not enough answers from keyboard-interactive callback")
		}
		responseLength := 1 + 4
		for _, a := range answers {
			responseLength += stringLength(len(a))
		}
		serialized := make([]byte, responseLength)
		p := serialized
		p[0] = msgUserAuthInfoResponse
		p = p[1:]
		p = marshalUint32(p, uint32(len(answers)))
		for _, a := range answers {
			p = marshalString(p, []byte(a))
		}

		if err := c.writePacket(serialized); err != nil {
			return false, nil, err
		}
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto/rand"
	"errors"
	"fmt"
	"strings"
	"testing"
)

type keyboardInteractive map[string]string

func (cr keyboardInteractive) Challenge(user string, instruction string, questions []string, echos []bool) ([]string, error) {
	var answers []string
	for _, q := range questions {
		answers = append(answers, cr[q])
	}
	return answers, nil
}

// reused internally by tests
var clientPassword = "tiger"

// tryAuth runs a handshake with a given config against an SSH server
// with config serverConfig
func tryAuth(t *testing.T, config *ClientConfig) error {
	c1, c2, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}
	defer c1.Close()
	defer c2.Close()

	certChecker := CertChecker{
		IsAuthority: func(k PublicKey) bool {
			return bytes.Equal(k.Marshal(), testPublicKeys["ecdsa"].Marshal())
		},
		UserKeyFallback: func(conn ConnMetadata, key PublicKey) (*Permissions, error) {
			if conn.User() == "testuser" && bytes.Equal(key.Marshal(), testPublicKeys["rsa"].Marshal()) {
				return nil, nil
			}

			return nil, fmt.Errorf("pubkey for %q not acceptable", conn.User())
		},
		IsRevoked: func(c *Certificate) bool {
			return c.Serial == 666
		},
	}

	serverConfig := &ServerConfig{
		PasswordCallback: func(conn ConnMetadata, pass []byte) (*Permissions, error) {
			if conn.User() == "testuser" && string(pass) == clientPassword {
				return nil, nil
			}
			return nil, errors.New("password auth failed")
		},
		PublicKeyCallback: certChecker.Authenticate,
		KeyboardInteractiveCallback: func(conn ConnMetadata, challenge KeyboardInteractiveChallenge) (*Permissions, error) {
			ans, err := challenge("user",
				"instruction",
				[]string{"question1", "question2"},
				[]bool{true, true})
			if err != nil {
				return nil, err
			}
			ok := conn.User() == "testuser" && ans[0] == "answer1" && ans[1] == "answer2"
			if ok {
				challenge("user", "motd", nil, nil)
				return nil, nil
			}
			return nil, errors.New("keyboard-interactive failed")
		},
		AuthLogCallback: func(conn ConnMetadata, method string, err error) {
			t.Logf("user %q, method %q: %v", conn.User(), method, err)
		},
	}
	serverConfig.AddHostKey(testSigners["rsa"])

	go newServer(c1, serverConfig)
	_, _, _, err = NewClientConn(c2, "", config)
	return err
}

func TestClientAuthPublicKey(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(testSigners["rsa"]),
		},
	}
	if err := tryAuth(t, config); err != nil {
		t.Fatalf("unable to dial remote side: %s", err)
	}
}

func TestAuthMethodPassword(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			Password(clientPassword),
		},
	}

	if err := tryAuth(t, config); err != nil {
		t.Fatalf("unable to dial remote side: %s", err)
	}
}

func TestAuthMethodFallback(t *testing.T) {
	var passwordCalled bool
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(testSigners["rsa"]),
			PasswordCallback(
				func() (string, error) {
					passwordCalled = true
					return "WRONG", nil
				}),
		},
	}

	if err := tryAuth(t, config); err != nil {
		t.Fatalf("unable to dial remote side: %s", err)
	}

	if passwordCalled {
		t.Errorf("password auth tried before public-key auth.")
	}
}

func TestAuthMethodWrongPassword(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			Password("wrong"),
			PublicKeys(testSigners["rsa"]),
		},
	}

	if err := tryAuth(t, config); err != nil {
		t.Fatalf("unable to dial remote side: %s", err)
	}
}

func TestAuthMethodKeyboardInteractive(t *testing.T) {
	answers := keyboardInteractive(map[string]string{
		"question1": "answer1",
		"question2": "answer2",
	})
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			KeyboardInteractive(answers.Challenge),
		},
	}

	if err := tryAuth(t, config); err != nil {
		t.Fatalf("unable to dial remote side: %s", err)
	}
}

func TestAuthMethodWrongKeyboardInteractive(t *testing.T) {
	answers := keyboardInteractive(map[string]string{
		"question1": "answer1",
		"question2": "WRONG",
	})
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			KeyboardInteractive(answers.Challenge),
		},
	}

	if err := tryAuth(t, config); err == nil {
		t.Fatalf("wrong answers should not have authenticated with KeyboardInteractive")
	}
}

// the mock server will only authenticate ssh-rsa keys
func TestAuthMethodInvalidPublicKey(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(testSigners["dsa"]),
		},
	}

	if err := tryAuth(t, config); err == nil {
		t.Fatalf("dsa private key should not have authenticated with rsa public key")
	}
}

// the client should authenticate with the second key
func TestAuthMethodRSAandDSA(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(testSigners["dsa"], testSigners["rsa"]),
		},
	}
	if err := tryAuth(t, config); err != nil {
		t.Fatalf("client could not authenticate with rsa key: %v", err)
	}
}

func TestClientHMAC(t *testing.T) {
	for _, mac := range supportedMACs {
		config := &ClientConfig{
			User: "testuser",
			Auth: []AuthMethod{
				PublicKeys(testSigners["rsa"]),
			},
			Config: Config{
				MACs: []string{mac},
			},
		}
		if err := tryAuth(t, config); err != nil {
			t.Fatalf("client could not authenticate with mac algo %s: %v", mac, err)
		}
	}
}

// issue 4285.
func TestClientUnsupportedCipher(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(),
		},
		Config: Config{
			Ciphers: []string{"aes128-cbc"}, // not currently supported
		},
	}
	if err := tryAuth(t, config); err == nil {
		t.Errorf("expected no ciphers in common")
	}
}

func TestClientUnsupportedKex(t *testing.T) {
	config := &ClientConfig{
		User: "testuser",
		Auth: []AuthMethod{
			PublicKeys(),
		},
		Config: Config{
			KeyExchanges: []string{"diffie-hellman-group-exchange-sha256"}, // not currently supported
		},
	}
	if err := tryAuth(t, config); err == nil || !strings.Contains(err.Error(), "no common algorithms") {
		t.Errorf("got %v, expected 'no common algorithms'", err)
	}
}

func TestClientLoginCert(t *testing.T) {
	cert := &Certificate{
		Key:         testPublicKeys["rsa"],
		ValidBefore: CertTimeInfinity,
		CertType:    UserCert,
	}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	certSigner, err := NewCertSigner(cert, testSigners["rsa"])
	if err != nil {
		t.Fatalf("NewCertSigner: %v", err)
	}

	clientConfig := &ClientConfig{
		User: "user",
	}
	clientConfig.Auth = append(clientConfig.Auth, PublicKeys(certSigner))

	t.Log("should succeed")
	if err := tryAuth(t, clientConfig); err != nil {
		t.Errorf("cert login failed: %v", err)
	}

	t.Log("corrupted signature")
	cert.Signature.Blob[0]++
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login passed with corrupted sig")
	}

	t.Log("revoked")
	cert.Serial = 666
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("revoked cert login succeeded")
	}
	cert.Serial = 1

	t.Log("sign with wrong key")
	cert.SignCert(rand.Reader, testSigners["dsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login passed with non-authoritive key")
	}

	t.Log("host cert")
	cert.CertType = HostCert
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login passed with wrong type")
	}
	cert.CertType = UserCert

	t.Log("principal specified")
	cert.ValidPrincipals = []string{"user"}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err != nil {
		t.Errorf("cert login failed: %v", err)
	}

	t.Log("wrong principal specified")
	cert.ValidPrincipals = []string{"fred"}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login passed with wrong principal")
	}
	cert.ValidPrincipals = nil

	t.Log("added critical option")
	cert.CriticalOptions = map[string]string{"root-access": "yes"}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login passed with unrecognized critical option")
	}

	t.Log("allowed source address")
	cert.CriticalOptions = map[string]string{"source-address": "127.0.0.42/24"}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err != nil {
		t.Errorf("cert login with source-address failed: %v", err)
	}

	t.Log("disallowed source address")
	cert.CriticalOptions = map[string]string{"source-address": "127.0.0.42"}
	cert.SignCert(rand.Reader, testSigners["ecdsa"])
	if err := tryAuth(t, clientConfig); err == nil {
		t.Errorf("cert login with source-address succeeded")
	}
}

func testPermissionsPassing(withPermissions bool, t *testing.T) {
	serverConfig := &ServerConfig{
		PublicKeyCallback: func(conn ConnMetadata, key PublicKey) (*Permissions, error) {
			if conn.User() == "nopermissions" {
				return nil, nil
			} else {
				return &Permissions{}, nil
			}
		},
	}
	serverConfig.AddHostKey(testSigners["rsa"])

	clientConfig := &ClientConfig{
		Auth: []AuthMethod{
			PublicKeys(testSigners["rsa"]),
		},
	}
	if withPermissions {
		clientConfig.User = "permissions"
	} else {
		clientConfig.User = "nopermissions"
	}

	c1, c2, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}
	defer c1.Close()
	defer c2.Close()

	go NewClientConn(c2, "", clientConfig)
	serverConn, err := newServer(c1, serverConfig)
	if err != nil {
		t.Fatal(err)
	}
	if p := serverConn.Permissions; (p != nil) != withPermissions {
		t.Fatalf("withPermissions is %t, but Permissions object is %#v", withPermissions, p)
	}
}

func TestPermissionsPassing(t *testing.T) {
	testPermissionsPassing(true, t)
}

func TestNoPermissionsPassing(t *testing.T) {
	testPermissionsPassing(false, t)
}
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// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"net"
	"testing"
)

func testClientVersion(t *testing.T, config *ClientConfig, expected string) {
	clientConn, serverConn := net.Pipe()
	defer clientConn.Close()
	receivedVersion := make(chan string, 1)
	go func() {
		version, err := readVersion(serverConn)
		if err != nil {
			receivedVersion <- ""
		} else {
			receivedVersion <- string(version)
		}
		serverConn.Close()
	}()
	NewClientConn(clientConn, "", config)
	actual := <-receivedVersion
	if actual != expected {
		t.Fatalf("got %s; want %s", actual, expected)
	}
}

func TestCustomClientVersion(t *testing.T) {
	version := "Test-Client-Version-0.0"
	testClientVersion(t, &ClientConfig{ClientVersion: version}, version)
}

func TestDefaultClientVersion(t *testing.T) {
	testClientVersion(t, &ClientConfig{}, packageVersion)
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"crypto"
	"crypto/rand"
	"fmt"
	"io"
	"sync"

	_ "crypto/sha1"
	_ "crypto/sha256"
	_ "crypto/sha512"
)

// These are string constants in the SSH protocol.
const (
	compressionNone = "none"
	serviceUserAuth = "ssh-userauth"
	serviceSSH      = "ssh-connection"
)

// supportedCiphers specifies the supported ciphers in preference order.
var supportedCiphers = []string{
	"aes128-ctr", "aes192-ctr", "aes256-ctr",
	"aes128-gcm@openssh.com",
	"arcfour256", "arcfour128",
}

// supportedKexAlgos specifies the supported key-exchange algorithms in
// preference order.
var supportedKexAlgos = []string{
	// P384 and P521 are not constant-time yet, but since we don't
	// reuse ephemeral keys, using them for ECDH should be OK.
	kexAlgoECDH256, kexAlgoECDH384, kexAlgoECDH521,
	kexAlgoDH14SHA1, kexAlgoDH1SHA1,
}

// supportedKexAlgos specifies the supported host-key algorithms (i.e. methods
// of authenticating servers) in preference order.
var supportedHostKeyAlgos = []string{
	CertAlgoRSAv01, CertAlgoDSAv01, CertAlgoECDSA256v01,
	CertAlgoECDSA384v01, CertAlgoECDSA521v01,

	KeyAlgoECDSA256, KeyAlgoECDSA384, KeyAlgoECDSA521,
	KeyAlgoRSA, KeyAlgoDSA,
}

// supportedMACs specifies a default set of MAC algorithms in preference order.
// This is based on RFC 4253, section 6.4, but with hmac-md5 variants removed
// because they have reached the end of their useful life.
var supportedMACs = []string{
	"hmac-sha1", "hmac-sha1-96",
}

var supportedCompressions = []string{compressionNone}

// hashFuncs keeps the mapping of supported algorithms to their respective
// hashes needed for signature verification.
var hashFuncs = map[string]crypto.Hash{
	KeyAlgoRSA:          crypto.SHA1,
	KeyAlgoDSA:          crypto.SHA1,
	KeyAlgoECDSA256:     crypto.SHA256,
	KeyAlgoECDSA384:     crypto.SHA384,
	KeyAlgoECDSA521:     crypto.SHA512,
	CertAlgoRSAv01:      crypto.SHA1,
	CertAlgoDSAv01:      crypto.SHA1,
	CertAlgoECDSA256v01: crypto.SHA256,
	CertAlgoECDSA384v01: crypto.SHA384,
	CertAlgoECDSA521v01: crypto.SHA512,
}

// unexpectedMessageError results when the SSH message that we received didn't
// match what we wanted.
func unexpectedMessageError(expected, got uint8) error {
	return fmt.Errorf("ssh: unexpected message type %d (expected %d)", got, expected)
}

// parseError results from a malformed SSH message.
func parseError(tag uint8) error {
	return fmt.Errorf("ssh: parse error in message type %d", tag)
}

func findCommonAlgorithm(clientAlgos []string, serverAlgos []string) (commonAlgo string, ok bool) {
	for _, clientAlgo := range clientAlgos {
		for _, serverAlgo := range serverAlgos {
			if clientAlgo == serverAlgo {
				return clientAlgo, true
			}
		}
	}
	return
}

func findCommonCipher(clientCiphers []string, serverCiphers []string) (commonCipher string, ok bool) {
	for _, clientCipher := range clientCiphers {
		for _, serverCipher := range serverCiphers {
			// reject the cipher if we have no cipherModes definition
			if clientCipher == serverCipher && cipherModes[clientCipher] != nil {
				return clientCipher, true
			}
		}
	}
	return
}

type directionAlgorithms struct {
	Cipher      string
	MAC         string
	Compression string
}

type algorithms struct {
	kex     string
	hostKey string
	w       directionAlgorithms
	r       directionAlgorithms
}

func findAgreedAlgorithms(clientKexInit, serverKexInit *kexInitMsg) (algs *algorithms) {
	var ok bool
	result := &algorithms{}
	result.kex, ok = findCommonAlgorithm(clientKexInit.KexAlgos, serverKexInit.KexAlgos)
	if !ok {
		return
	}

	result.hostKey, ok = findCommonAlgorithm(clientKexInit.ServerHostKeyAlgos, serverKexInit.ServerHostKeyAlgos)
	if !ok {
		return
	}

	result.w.Cipher, ok = findCommonCipher(clientKexInit.CiphersClientServer, serverKexInit.CiphersClientServer)
	if !ok {
		return
	}

	result.r.Cipher, ok = findCommonCipher(clientKexInit.CiphersServerClient, serverKexInit.CiphersServerClient)
	if !ok {
		return
	}

	result.w.MAC, ok = findCommonAlgorithm(clientKexInit.MACsClientServer, serverKexInit.MACsClientServer)
	if !ok {
		return
	}

	result.r.MAC, ok = findCommonAlgorithm(clientKexInit.MACsServerClient, serverKexInit.MACsServerClient)
	if !ok {
		return
	}

	result.w.Compression, ok = findCommonAlgorithm(clientKexInit.CompressionClientServer, serverKexInit.CompressionClientServer)
	if !ok {
		return
	}

	result.r.Compression, ok = findCommonAlgorithm(clientKexInit.CompressionServerClient, serverKexInit.CompressionServerClient)
	if !ok {
		return
	}

	return result
}

// If rekeythreshold is too small, we can't make any progress sending
// stuff.
const minRekeyThreshold uint64 = 256

// Config contains configuration data common to both ServerConfig and
// ClientConfig.
type Config struct {
	// Rand provides the source of entropy for cryptographic
	// primitives. If Rand is nil, the cryptographic random reader
	// in package crypto/rand will be used.
	Rand io.Reader

	// The maximum number of bytes sent or received after which a
	// new key is negotiated. It must be at least 256. If
	// unspecified, 1 gigabyte is used.
	RekeyThreshold uint64

	// The allowed key exchanges algorithms. If unspecified then a
	// default set of algorithms is used.
	KeyExchanges []string

	// The allowed cipher algorithms. If unspecified then a sensible
	// default is used.
	Ciphers []string

	// The allowed MAC algorithms. If unspecified then a sensible default
	// is used.
	MACs []string
}

// SetDefaults sets sensible values for unset fields in config. This is
// exported for testing: Configs passed to SSH functions are copied and have
// default values set automatically.
func (c *Config) SetDefaults() {
	if c.Rand == nil {
		c.Rand = rand.Reader
	}
	if c.Ciphers == nil {
		c.Ciphers = supportedCiphers
	}

	if c.KeyExchanges == nil {
		c.KeyExchanges = supportedKexAlgos
	}

	if c.MACs == nil {
		c.MACs = supportedMACs
	}

	if c.RekeyThreshold == 0 {
		// RFC 4253, section 9 suggests rekeying after 1G.
		c.RekeyThreshold = 1 << 30
	}
	if c.RekeyThreshold < minRekeyThreshold {
		c.RekeyThreshold = minRekeyThreshold
	}
}

// buildDataSignedForAuth returns the data that is signed in order to prove
// possession of a private key. See RFC 4252, section 7.
func buildDataSignedForAuth(sessionId []byte, req userAuthRequestMsg, algo, pubKey []byte) []byte {
	data := struct {
		Session []byte
		Type    byte
		User    string
		Service string
		Method  string
		Sign    bool
		Algo    []byte
		PubKey  []byte
	}{
		sessionId,
		msgUserAuthRequest,
		req.User,
		req.Service,
		req.Method,
		true,
		algo,
		pubKey,
	}
	return Marshal(data)
}

func appendU16(buf []byte, n uint16) []byte {
	return append(buf, byte(n>>8), byte(n))
}

func appendU32(buf []byte, n uint32) []byte {
	return append(buf, byte(n>>24), byte(n>>16), byte(n>>8), byte(n))
}

func appendU64(buf []byte, n uint64) []byte {
	return append(buf,
		byte(n>>56), byte(n>>48), byte(n>>40), byte(n>>32),
		byte(n>>24), byte(n>>16), byte(n>>8), byte(n))
}

func appendInt(buf []byte, n int) []byte {
	return appendU32(buf, uint32(n))
}

func appendString(buf []byte, s string) []byte {
	buf = appendU32(buf, uint32(len(s)))
	buf = append(buf, s...)
	return buf
}

func appendBool(buf []byte, b bool) []byte {
	if b {
		return append(buf, 1)
	}
	return append(buf, 0)
}

// newCond is a helper to hide the fact that there is no usable zero
// value for sync.Cond.
func newCond() *sync.Cond { return sync.NewCond(new(sync.Mutex)) }

// window represents the buffer available to clients
// wishing to write to a channel.
type window struct {
	*sync.Cond
	win          uint32 // RFC 4254 5.2 says the window size can grow to 2^32-1
	writeWaiters int
	closed       bool
}

// add adds win to the amount of window available
// for consumers.
func (w *window) add(win uint32) bool {
	// a zero sized window adjust is a noop.
	if win == 0 {
		return true
	}
	w.L.Lock()
	if w.win+win < win {
		w.L.Unlock()
		return false
	}
	w.win += win
	// It is unusual that multiple goroutines would be attempting to reserve
	// window space, but not guaranteed. Use broadcast to notify all waiters
	// that additional window is available.
	w.Broadcast()
	w.L.Unlock()
	return true
}

// close sets the window to closed, so all reservations fail
// immediately.
func (w *window) close() {
	w.L.Lock()
	w.closed = true
	w.Broadcast()
	w.L.Unlock()
}

// reserve reserves win from the available window capacity.
// If no capacity remains, reserve will block. reserve may
// return less than requested.
func (w *window) reserve(win uint32) (uint32, error) {
	var err error
	w.L.Lock()
	w.writeWaiters++
	w.Broadcast()
	for w.win == 0 && !w.closed {
		w.Wait()
	}
	w.writeWaiters--
	if w.win < win {
		win = w.win
	}
	w.win -= win
	if w.closed {
		err = io.EOF
	}
	w.L.Unlock()
	return win, err
}

// waitWriterBlocked waits until some goroutine is blocked for further
// writes. It is used in tests only.
func (w *window) waitWriterBlocked() {
	w.Cond.L.Lock()
	for w.writeWaiters == 0 {
		w.Cond.Wait()
	}
	w.Cond.L.Unlock()
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"fmt"
	"net"
)

// OpenChannelError is returned if the other side rejects an
// OpenChannel request.
type OpenChannelError struct {
	Reason  RejectionReason
	Message string
}

func (e *OpenChannelError) Error() string {
	return fmt.Sprintf("ssh: rejected: %s (%s)", e.Reason, e.Message)
}

// ConnMetadata holds metadata for the connection.
type ConnMetadata interface {
	// User returns the user ID for this connection.
	// It is empty if no authentication is used.
	User() string

	// SessionID returns the sesson hash, also denoted by H.
	SessionID() []byte

	// ClientVersion returns the client's version string as hashed
	// into the session ID.
	ClientVersion() []byte

	// ServerVersion returns the client's version string as hashed
	// into the session ID.
	ServerVersion() []byte

	// RemoteAddr returns the remote address for this connection.
	RemoteAddr() net.Addr

	// LocalAddr returns the local address for this connection.
	LocalAddr() net.Addr
}

// Conn represents an SSH connection for both server and client roles.
// Conn is the basis for implementing an application layer, such
// as ClientConn, which implements the traditional shell access for
// clients.
type Conn interface {
	ConnMetadata

	// SendRequest sends a global request, and returns the
	// reply. If wantReply is true, it returns the response status
	// and payload. See also RFC4254, section 4.
	SendRequest(name string, wantReply bool, payload []byte) (bool, []byte, error)

	// OpenChannel tries to open an channel. If the request is
	// rejected, it returns *OpenChannelError. On success it returns
	// the SSH Channel and a Go channel for incoming, out-of-band
	// requests. The Go channel must be serviced, or the
	// connection will hang.
	OpenChannel(name string, data []byte) (Channel, <-chan *Request, error)

	// Close closes the underlying network connection
	Close() error

	// Wait blocks until the connection has shut down, and returns the
	// error causing the shutdown.
	Wait() error

	// TODO(hanwen): consider exposing:
	//   RequestKeyChange
	//   Disconnect
}

// DiscardRequests consumes and rejects all requests from the
// passed-in channel.
func DiscardRequests(in <-chan *Request) {
	for req := range in {
		if req.WantReply {
			req.Reply(false, nil)
		}
	}
}

// A connection represents an incoming connection.
type connection struct {
	transport *handshakeTransport
	sshConn

	// The connection protocol.
	*mux
}

func (c *connection) Close() error {
	return c.sshConn.conn.Close()
}

// sshconn provides net.Conn metadata, but disallows direct reads and
// writes.
type sshConn struct {
	conn net.Conn

	user          string
	sessionID     []byte
	clientVersion []byte
	serverVersion []byte
}

func dup(src []byte) []byte {
	dst := make([]byte, len(src))
	copy(dst, src)
	return dst
}

func (c *sshConn) User() string {
	return c.user
}

func (c *sshConn) RemoteAddr() net.Addr {
	return c.conn.RemoteAddr()
}

func (c *sshConn) Close() error {
	return c.conn.Close()
}

func (c *sshConn) LocalAddr() net.Addr {
	return c.conn.LocalAddr()
}

func (c *sshConn) SessionID() []byte {
	return dup(c.sessionID)
}

func (c *sshConn) ClientVersion() []byte {
	return dup(c.clientVersion)
}

func (c *sshConn) ServerVersion() []byte {
	return dup(c.serverVersion)
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

/*
Package ssh implements an SSH client and server.

SSH is a transport security protocol, an authentication protocol and a
family of application protocols. The most typical application level
protocol is a remote shell and this is specifically implemented.  However,
the multiplexed nature of SSH is exposed to users that wish to support
others.

References:
  [PROTOCOL.certkeys]: http://www.openbsd.org/cgi-bin/cvsweb/src/usr.bin/ssh/PROTOCOL.certkeys
  [SSH-PARAMETERS]:    http://www.iana.org/assignments/ssh-parameters/ssh-parameters.xml#ssh-parameters-1
*/
package ssh
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"fmt"
	"io/ioutil"
	"log"
	"net"
	"net/http"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal"
)

func ExampleNewServerConn() {
	// An SSH server is represented by a ServerConfig, which holds
	// certificate details and handles authentication of ServerConns.
	config := &ServerConfig{
		PasswordCallback: func(c ConnMetadata, pass []byte) (*Permissions, error) {
			// Should use constant-time compare (or better, salt+hash) in
			// a production setting.
			if c.User() == "testuser" && string(pass) == "tiger" {
				return nil, nil
			}
			return nil, fmt.Errorf("password rejected for %q", c.User())
		},
	}

	privateBytes, err := ioutil.ReadFile("id_rsa")
	if err != nil {
		panic("Failed to load private key")
	}

	private, err := ParsePrivateKey(privateBytes)
	if err != nil {
		panic("Failed to parse private key")
	}

	config.AddHostKey(private)

	// Once a ServerConfig has been configured, connections can be
	// accepted.
	listener, err := net.Listen("tcp", "0.0.0.0:2022")
	if err != nil {
		panic("failed to listen for connection")
	}
	nConn, err := listener.Accept()
	if err != nil {
		panic("failed to accept incoming connection")
	}

	// Before use, a handshake must be performed on the incoming
	// net.Conn.
	_, chans, reqs, err := NewServerConn(nConn, config)
	if err != nil {
		panic("failed to handshake")
	}
	// The incoming Request channel must be serviced.
	go DiscardRequests(reqs)

	// Service the incoming Channel channel.
	for newChannel := range chans {
		// Channels have a type, depending on the application level
		// protocol intended. In the case of a shell, the type is
		// "session" and ServerShell may be used to present a simple
		// terminal interface.
		if newChannel.ChannelType() != "session" {
			newChannel.Reject(UnknownChannelType, "unknown channel type")
			continue
		}
		channel, requests, err := newChannel.Accept()
		if err != nil {
			panic("could not accept channel.")
		}

		// Sessions have out-of-band requests such as "shell",
		// "pty-req" and "env".  Here we handle only the
		// "shell" request.
		go func(in <-chan *Request) {
			for req := range in {
				ok := false
				switch req.Type {
				case "shell":
					ok = true
					if len(req.Payload) > 0 {
						// We don't accept any
						// commands, only the
						// default shell.
						ok = false
					}
				}
				req.Reply(ok, nil)
			}
		}(requests)

		term := terminal.NewTerminal(channel, "> ")

		go func() {
			defer channel.Close()
			for {
				line, err := term.ReadLine()
				if err != nil {
					break
				}
				fmt.Println(line)
			}
		}()
	}
}

func ExampleDial() {
	// An SSH client is represented with a ClientConn. Currently only
	// the "password" authentication method is supported.
	//
	// To authenticate with the remote server you must pass at least one
	// implementation of AuthMethod via the Auth field in ClientConfig.
	config := &ClientConfig{
		User: "username",
		Auth: []AuthMethod{
			Password("yourpassword"),
		},
	}
	client, err := Dial("tcp", "yourserver.com:22", config)
	if err != nil {
		panic("Failed to dial: " + err.Error())
	}

	// Each ClientConn can support multiple interactive sessions,
	// represented by a Session.
	session, err := client.NewSession()
	if err != nil {
		panic("Failed to create session: " + err.Error())
	}
	defer session.Close()

	// Once a Session is created, you can execute a single command on
	// the remote side using the Run method.
	var b bytes.Buffer
	session.Stdout = &b
	if err := session.Run("/usr/bin/whoami"); err != nil {
		panic("Failed to run: " + err.Error())
	}
	fmt.Println(b.String())
}

func ExampleClient_Listen() {
	config := &ClientConfig{
		User: "username",
		Auth: []AuthMethod{
			Password("password"),
		},
	}
	// Dial your ssh server.
	conn, err := Dial("tcp", "localhost:22", config)
	if err != nil {
		log.Fatalf("unable to connect: %s", err)
	}
	defer conn.Close()

	// Request the remote side to open port 8080 on all interfaces.
	l, err := conn.Listen("tcp", "0.0.0.0:8080")
	if err != nil {
		log.Fatalf("unable to register tcp forward: %v", err)
	}
	defer l.Close()

	// Serve HTTP with your SSH server acting as a reverse proxy.
	http.Serve(l, http.HandlerFunc(func(resp http.ResponseWriter, req *http.Request) {
		fmt.Fprintf(resp, "Hello world!\n")
	}))
}

func ExampleSession_RequestPty() {
	// Create client config
	config := &ClientConfig{
		User: "username",
		Auth: []AuthMethod{
			Password("password"),
		},
	}
	// Connect to ssh server
	conn, err := Dial("tcp", "localhost:22", config)
	if err != nil {
		log.Fatalf("unable to connect: %s", err)
	}
	defer conn.Close()
	// Create a session
	session, err := conn.NewSession()
	if err != nil {
		log.Fatalf("unable to create session: %s", err)
	}
	defer session.Close()
	// Set up terminal modes
	modes := TerminalModes{
		ECHO:          0,     // disable echoing
		TTY_OP_ISPEED: 14400, // input speed = 14.4kbaud
		TTY_OP_OSPEED: 14400, // output speed = 14.4kbaud
	}
	// Request pseudo terminal
	if err := session.RequestPty("xterm", 80, 40, modes); err != nil {
		log.Fatalf("request for pseudo terminal failed: %s", err)
	}
	// Start remote shell
	if err := session.Shell(); err != nil {
		log.Fatalf("failed to start shell: %s", err)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/handshake.go

// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"crypto/rand"
	"errors"
	"fmt"
	"io"
	"log"
	"net"
	"sync"
)

// debugHandshake, if set, prints messages sent and received.  Key
// exchange messages are printed as if DH were used, so the debug
// messages are wrong when using ECDH.
const debugHandshake = false

// keyingTransport is a packet based transport that supports key
// changes. It need not be thread-safe. It should pass through
// msgNewKeys in both directions.
type keyingTransport interface {
	packetConn

	// prepareKeyChange sets up a key change. The key change for a
	// direction will be effected if a msgNewKeys message is sent
	// or received.
	prepareKeyChange(*algorithms, *kexResult) error

	// getSessionID returns the session ID. prepareKeyChange must
	// have been called once.
	getSessionID() []byte
}

// rekeyingTransport is the interface of handshakeTransport that we
// (internally) expose to ClientConn and ServerConn.
type rekeyingTransport interface {
	packetConn

	// requestKeyChange asks the remote side to change keys. All
	// writes are blocked until the key change succeeds, which is
	// signaled by reading a msgNewKeys.
	requestKeyChange() error

	// getSessionID returns the session ID. This is only valid
	// after the first key change has completed.
	getSessionID() []byte
}

// handshakeTransport implements rekeying on top of a keyingTransport
// and offers a thread-safe writePacket() interface.
type handshakeTransport struct {
	conn   keyingTransport
	config *Config

	serverVersion []byte
	clientVersion []byte

	hostKeys []Signer // If hostKeys are given, we are the server.

	// On read error, incoming is closed, and readError is set.
	incoming  chan []byte
	readError error

	// data for host key checking
	hostKeyCallback func(hostname string, remote net.Addr, key PublicKey) error
	dialAddress     string
	remoteAddr      net.Addr

	readSinceKex uint64

	// Protects the writing side of the connection
	mu              sync.Mutex
	cond            *sync.Cond
	sentInitPacket  []byte
	sentInitMsg     *kexInitMsg
	writtenSinceKex uint64
	writeError      error
}

func newHandshakeTransport(conn keyingTransport, config *Config, clientVersion, serverVersion []byte) *handshakeTransport {
	t := &handshakeTransport{
		conn:          conn,
		serverVersion: serverVersion,
		clientVersion: clientVersion,
		incoming:      make(chan []byte, 16),
		config:        config,
	}
	t.cond = sync.NewCond(&t.mu)
	return t
}

func newClientTransport(conn keyingTransport, clientVersion, serverVersion []byte, config *ClientConfig, dialAddr string, addr net.Addr) *handshakeTransport {
	t := newHandshakeTransport(conn, &config.Config, clientVersion, serverVersion)
	t.dialAddress = dialAddr
	t.remoteAddr = addr
	t.hostKeyCallback = config.HostKeyCallback
	go t.readLoop()
	return t
}

func newServerTransport(conn keyingTransport, clientVersion, serverVersion []byte, config *ServerConfig) *handshakeTransport {
	t := newHandshakeTransport(conn, &config.Config, clientVersion, serverVersion)
	t.hostKeys = config.hostKeys
	go t.readLoop()
	return t
}

func (t *handshakeTransport) getSessionID() []byte {
	return t.conn.getSessionID()
}

func (t *handshakeTransport) id() string {
	if len(t.hostKeys) > 0 {
		return "server"
	}
	return "client"
}

func (t *handshakeTransport) readPacket() ([]byte, error) {
	p, ok := <-t.incoming
	if !ok {
		return nil, t.readError
	}
	return p, nil
}

func (t *handshakeTransport) readLoop() {
	for {
		p, err := t.readOnePacket()
		if err != nil {
			t.readError = err
			close(t.incoming)
			break
		}
		if p[0] == msgIgnore || p[0] == msgDebug {
			continue
		}
		t.incoming <- p
	}
}

func (t *handshakeTransport) readOnePacket() ([]byte, error) {
	if t.readSinceKex > t.config.RekeyThreshold {
		if err := t.requestKeyChange(); err != nil {
			return nil, err
		}
	}

	p, err := t.conn.readPacket()
	if err != nil {
		return nil, err
	}

	t.readSinceKex += uint64(len(p))
	if debugHandshake {
		msg, err := decode(p)
		log.Printf("%s got %T %v (%v)", t.id(), msg, msg, err)
	}
	if p[0] != msgKexInit {
		return p, nil
	}
	err = t.enterKeyExchange(p)

	t.mu.Lock()
	if err != nil {
		// drop connection
		t.conn.Close()
		t.writeError = err
	}

	if debugHandshake {
		log.Printf("%s exited key exchange, err %v", t.id(), err)
	}

	// Unblock writers.
	t.sentInitMsg = nil
	t.sentInitPacket = nil
	t.cond.Broadcast()
	t.writtenSinceKex = 0
	t.mu.Unlock()

	if err != nil {
		return nil, err
	}

	t.readSinceKex = 0
	return []byte{msgNewKeys}, nil
}

// sendKexInit sends a key change message, and returns the message
// that was sent. After initiating the key change, all writes will be
// blocked until the change is done, and a failed key change will
// close the underlying transport. This function is safe for
// concurrent use by multiple goroutines.
func (t *handshakeTransport) sendKexInit() (*kexInitMsg, []byte, error) {
	t.mu.Lock()
	defer t.mu.Unlock()
	return t.sendKexInitLocked()
}

func (t *handshakeTransport) requestKeyChange() error {
	_, _, err := t.sendKexInit()
	return err
}

// sendKexInitLocked sends a key change message. t.mu must be locked
// while this happens.
func (t *handshakeTransport) sendKexInitLocked() (*kexInitMsg, []byte, error) {
	// kexInits may be sent either in response to the other side,
	// or because our side wants to initiate a key change, so we
	// may have already sent a kexInit. In that case, don't send a
	// second kexInit.
	if t.sentInitMsg != nil {
		return t.sentInitMsg, t.sentInitPacket, nil
	}
	msg := &kexInitMsg{
		KexAlgos:                t.config.KeyExchanges,
		CiphersClientServer:     t.config.Ciphers,
		CiphersServerClient:     t.config.Ciphers,
		MACsClientServer:        t.config.MACs,
		MACsServerClient:        t.config.MACs,
		CompressionClientServer: supportedCompressions,
		CompressionServerClient: supportedCompressions,
	}
	io.ReadFull(rand.Reader, msg.Cookie[:])

	if len(t.hostKeys) > 0 {
		for _, k := range t.hostKeys {
			msg.ServerHostKeyAlgos = append(
				msg.ServerHostKeyAlgos, k.PublicKey().Type())
		}
	} else {
		msg.ServerHostKeyAlgos = supportedHostKeyAlgos
	}
	packet := Marshal(msg)

	// writePacket destroys the contents, so save a copy.
	packetCopy := make([]byte, len(packet))
	copy(packetCopy, packet)

	if err := t.conn.writePacket(packetCopy); err != nil {
		return nil, nil, err
	}

	t.sentInitMsg = msg
	t.sentInitPacket = packet
	return msg, packet, nil
}

func (t *handshakeTransport) writePacket(p []byte) error {
	t.mu.Lock()
	if t.writtenSinceKex > t.config.RekeyThreshold {
		t.sendKexInitLocked()
	}
	for t.sentInitMsg != nil {
		t.cond.Wait()
	}
	if t.writeError != nil {
		return t.writeError
	}
	t.writtenSinceKex += uint64(len(p))

	var err error
	switch p[0] {
	case msgKexInit:
		err = errors.New("ssh: only handshakeTransport can send kexInit")
	case msgNewKeys:
		err = errors.New("ssh: only handshakeTransport can send newKeys")
	default:
		err = t.conn.writePacket(p)
	}
	t.mu.Unlock()
	return err
}

func (t *handshakeTransport) Close() error {
	return t.conn.Close()
}

// enterKeyExchange runs the key exchange.
func (t *handshakeTransport) enterKeyExchange(otherInitPacket []byte) error {
	if debugHandshake {
		log.Printf("%s entered key exchange", t.id())
	}
	myInit, myInitPacket, err := t.sendKexInit()
	if err != nil {
		return err
	}

	otherInit := &kexInitMsg{}
	if err := Unmarshal(otherInitPacket, otherInit); err != nil {
		return err
	}

	magics := handshakeMagics{
		clientVersion: t.clientVersion,
		serverVersion: t.serverVersion,
		clientKexInit: otherInitPacket,
		serverKexInit: myInitPacket,
	}

	clientInit := otherInit
	serverInit := myInit
	if len(t.hostKeys) == 0 {
		clientInit = myInit
		serverInit = otherInit

		magics.clientKexInit = myInitPacket
		magics.serverKexInit = otherInitPacket
	}

	algs := findAgreedAlgorithms(clientInit, serverInit)
	if algs == nil {
		return errors.New("ssh: no common algorithms")
	}

	// We don't send FirstKexFollows, but we handle receiving it.
	if otherInit.FirstKexFollows && algs.kex != otherInit.KexAlgos[0] {
		// other side sent a kex message for the wrong algorithm,
		// which we have to ignore.
		if _, err := t.conn.readPacket(); err != nil {
			return err
		}
	}

	kex, ok := kexAlgoMap[algs.kex]
	if !ok {
		return fmt.Errorf("ssh: unexpected key exchange algorithm %v", algs.kex)
	}

	var result *kexResult
	if len(t.hostKeys) > 0 {
		result, err = t.server(kex, algs, &magics)
	} else {
		result, err = t.client(kex, algs, &magics)
	}

	if err != nil {
		return err
	}

	t.conn.prepareKeyChange(algs, result)
	if err = t.conn.writePacket([]byte{msgNewKeys}); err != nil {
		return err
	}
	if packet, err := t.conn.readPacket(); err != nil {
		return err
	} else if packet[0] != msgNewKeys {
		return unexpectedMessageError(msgNewKeys, packet[0])
	}
	return nil
}

func (t *handshakeTransport) server(kex kexAlgorithm, algs *algorithms, magics *handshakeMagics) (*kexResult, error) {
	var hostKey Signer
	for _, k := range t.hostKeys {
		if algs.hostKey == k.PublicKey().Type() {
			hostKey = k
		}
	}

	r, err := kex.Server(t.conn, t.config.Rand, magics, hostKey)
	return r, err
}

func (t *handshakeTransport) client(kex kexAlgorithm, algs *algorithms, magics *handshakeMagics) (*kexResult, error) {
	result, err := kex.Client(t.conn, t.config.Rand, magics)
	if err != nil {
		return nil, err
	}

	hostKey, err := ParsePublicKey(result.HostKey)
	if err != nil {
		return nil, err
	}

	if err := verifyHostKeySignature(hostKey, result); err != nil {
		return nil, err
	}

	if t.hostKeyCallback != nil {
		err = t.hostKeyCallback(t.dialAddress, t.remoteAddr, hostKey)
		if err != nil {
			return nil, err
		}
	}

	return result, nil
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto/rand"
	"fmt"
	"net"
	"testing"
)

type testChecker struct {
	calls []string
}

func (t *testChecker) Check(dialAddr string, addr net.Addr, key PublicKey) error {
	if dialAddr == "bad" {
		return fmt.Errorf("dialAddr is bad")
	}

	if tcpAddr, ok := addr.(*net.TCPAddr); !ok || tcpAddr == nil {
		return fmt.Errorf("testChecker: got %T want *net.TCPAddr", addr)
	}

	t.calls = append(t.calls, fmt.Sprintf("%s %v %s %x", dialAddr, addr, key.Type(), key.Marshal()))

	return nil
}

// netPipe is analogous to net.Pipe, but it uses a real net.Conn, and
// therefore is buffered (net.Pipe deadlocks if both sides start with
// a write.)
func netPipe() (net.Conn, net.Conn, error) {
	listener, err := net.Listen("tcp", "127.0.0.1:0")
	if err != nil {
		return nil, nil, err
	}
	defer listener.Close()
	c1, err := net.Dial("tcp", listener.Addr().String())
	if err != nil {
		return nil, nil, err
	}

	c2, err := listener.Accept()
	if err != nil {
		c1.Close()
		return nil, nil, err
	}

	return c1, c2, nil
}

func handshakePair(clientConf *ClientConfig, addr string) (client *handshakeTransport, server *handshakeTransport, err error) {
	a, b, err := netPipe()
	if err != nil {
		return nil, nil, err
	}

	trC := newTransport(a, rand.Reader, true)
	trS := newTransport(b, rand.Reader, false)
	clientConf.SetDefaults()

	v := []byte("version")
	client = newClientTransport(trC, v, v, clientConf, addr, a.RemoteAddr())

	serverConf := &ServerConfig{}
	serverConf.AddHostKey(testSigners["ecdsa"])
	serverConf.SetDefaults()
	server = newServerTransport(trS, v, v, serverConf)

	return client, server, nil
}

func TestHandshakeBasic(t *testing.T) {
	checker := &testChecker{}
	trC, trS, err := handshakePair(&ClientConfig{HostKeyCallback: checker.Check}, "addr")
	if err != nil {
		t.Fatalf("handshakePair: %v", err)
	}

	defer trC.Close()
	defer trS.Close()

	go func() {
		// Client writes a bunch of stuff, and does a key
		// change in the middle. This should not confuse the
		// handshake in progress
		for i := 0; i < 10; i++ {
			p := []byte{msgRequestSuccess, byte(i)}
			if err := trC.writePacket(p); err != nil {
				t.Fatalf("sendPacket: %v", err)
			}
			if i == 5 {
				// halfway through, we request a key change.
				_, _, err := trC.sendKexInit()
				if err != nil {
					t.Fatalf("sendKexInit: %v", err)
				}
			}
		}
		trC.Close()
	}()

	// Server checks that client messages come in cleanly
	i := 0
	for {
		p, err := trS.readPacket()
		if err != nil {
			break
		}
		if p[0] == msgNewKeys {
			continue
		}
		want := []byte{msgRequestSuccess, byte(i)}
		if bytes.Compare(p, want) != 0 {
			t.Errorf("message %d: got %q, want %q", i, p, want)
		}
		i++
	}
	if i != 10 {
		t.Errorf("received %d messages, want 10.", i)
	}

	// If all went well, we registered exactly 1 key change.
	if len(checker.calls) != 1 {
		t.Fatalf("got %d host key checks, want 1", len(checker.calls))
	}

	pub := testSigners["ecdsa"].PublicKey()
	want := fmt.Sprintf("%s %v %s %x", "addr", trC.remoteAddr, pub.Type(), pub.Marshal())
	if want != checker.calls[0] {
		t.Errorf("got %q want %q for host key check", checker.calls[0], want)
	}
}

func TestHandshakeError(t *testing.T) {
	checker := &testChecker{}
	trC, trS, err := handshakePair(&ClientConfig{HostKeyCallback: checker.Check}, "bad")
	if err != nil {
		t.Fatalf("handshakePair: %v", err)
	}
	defer trC.Close()
	defer trS.Close()

	// send a packet
	packet := []byte{msgRequestSuccess, 42}
	if err := trC.writePacket(packet); err != nil {
		t.Errorf("writePacket: %v", err)
	}

	// Now request a key change.
	_, _, err = trC.sendKexInit()
	if err != nil {
		t.Errorf("sendKexInit: %v", err)
	}

	// the key change will fail, and afterwards we can't write.
	if err := trC.writePacket([]byte{msgRequestSuccess, 43}); err == nil {
		t.Errorf("writePacket after botched rekey succeeded.")
	}

	readback, err := trS.readPacket()
	if err != nil {
		t.Fatalf("server closed too soon: %v", err)
	}
	if bytes.Compare(readback, packet) != 0 {
		t.Errorf("got %q want %q", readback, packet)
	}
	readback, err = trS.readPacket()
	if err == nil {
		t.Errorf("got a message %q after failed key change", readback)
	}
}

func TestHandshakeTwice(t *testing.T) {
	checker := &testChecker{}
	trC, trS, err := handshakePair(&ClientConfig{HostKeyCallback: checker.Check}, "addr")
	if err != nil {
		t.Fatalf("handshakePair: %v", err)
	}

	defer trC.Close()
	defer trS.Close()

	// send a packet
	packet := make([]byte, 5)
	packet[0] = msgRequestSuccess
	if err := trC.writePacket(packet); err != nil {
		t.Errorf("writePacket: %v", err)
	}

	// Now request a key change.
	_, _, err = trC.sendKexInit()
	if err != nil {
		t.Errorf("sendKexInit: %v", err)
	}

	// Send another packet. Use a fresh one, since writePacket destroys.
	packet = make([]byte, 5)
	packet[0] = msgRequestSuccess
	if err := trC.writePacket(packet); err != nil {
		t.Errorf("writePacket: %v", err)
	}

	// 2nd key change.
	_, _, err = trC.sendKexInit()
	if err != nil {
		t.Errorf("sendKexInit: %v", err)
	}

	packet = make([]byte, 5)
	packet[0] = msgRequestSuccess
	if err := trC.writePacket(packet); err != nil {
		t.Errorf("writePacket: %v", err)
	}

	packet = make([]byte, 5)
	packet[0] = msgRequestSuccess
	for i := 0; i < 5; i++ {
		msg, err := trS.readPacket()
		if err != nil {
			t.Fatalf("server closed too soon: %v", err)
		}
		if msg[0] == msgNewKeys {
			continue
		}

		if bytes.Compare(msg, packet) != 0 {
			t.Errorf("packet %d: got %q want %q", i, msg, packet)
		}
	}
	if len(checker.calls) != 2 {
		t.Errorf("got %d key changes, want 2", len(checker.calls))
	}
}

func TestHandshakeAutoRekeyWrite(t *testing.T) {
	checker := &testChecker{}
	clientConf := &ClientConfig{HostKeyCallback: checker.Check}
	clientConf.RekeyThreshold = 500
	trC, trS, err := handshakePair(clientConf, "addr")
	if err != nil {
		t.Fatalf("handshakePair: %v", err)
	}
	defer trC.Close()
	defer trS.Close()

	for i := 0; i < 5; i++ {
		packet := make([]byte, 251)
		packet[0] = msgRequestSuccess
		if err := trC.writePacket(packet); err != nil {
			t.Errorf("writePacket: %v", err)
		}
	}

	j := 0
	for ; j < 5; j++ {
		_, err := trS.readPacket()
		if err != nil {
			break
		}
	}

	if j != 5 {
		t.Errorf("got %d, want 5 messages", j)
	}

	if len(checker.calls) != 2 {
		t.Errorf("got %d key changes, wanted 2", len(checker.calls))
	}
}

type syncChecker struct {
	called chan int
}

func (t *syncChecker) Check(dialAddr string, addr net.Addr, key PublicKey) error {
	t.called <- 1
	return nil
}

func TestHandshakeAutoRekeyRead(t *testing.T) {
	sync := &syncChecker{make(chan int, 2)}
	clientConf := &ClientConfig{
		HostKeyCallback: sync.Check,
	}
	clientConf.RekeyThreshold = 500

	trC, trS, err := handshakePair(clientConf, "addr")
	if err != nil {
		t.Fatalf("handshakePair: %v", err)
	}
	defer trC.Close()
	defer trS.Close()

	packet := make([]byte, 501)
	packet[0] = msgRequestSuccess
	if err := trS.writePacket(packet); err != nil {
		t.Fatalf("writePacket: %v", err)
	}
	// While we read out the packet, a key change will be
	// initiated.
	if _, err := trC.readPacket(); err != nil {
		t.Fatalf("readPacket(client): %v", err)
	}

	<-sync.called
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/kex.go

// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"crypto"
	"crypto/ecdsa"
	"crypto/elliptic"
	"crypto/rand"
	"errors"
	"io"
	"math/big"
)

const (
	kexAlgoDH1SHA1  = "diffie-hellman-group1-sha1"
	kexAlgoDH14SHA1 = "diffie-hellman-group14-sha1"
	kexAlgoECDH256  = "ecdh-sha2-nistp256"
	kexAlgoECDH384  = "ecdh-sha2-nistp384"
	kexAlgoECDH521  = "ecdh-sha2-nistp521"
)

// kexResult captures the outcome of a key exchange.
type kexResult struct {
	// Session hash. See also RFC 4253, section 8.
	H []byte

	// Shared secret. See also RFC 4253, section 8.
	K []byte

	// Host key as hashed into H.
	HostKey []byte

	// Signature of H.
	Signature []byte

	// A cryptographic hash function that matches the security
	// level of the key exchange algorithm. It is used for
	// calculating H, and for deriving keys from H and K.
	Hash crypto.Hash

	// The session ID, which is the first H computed. This is used
	// to signal data inside transport.
	SessionID []byte
}

// handshakeMagics contains data that is always included in the
// session hash.
type handshakeMagics struct {
	clientVersion, serverVersion []byte
	clientKexInit, serverKexInit []byte
}

func (m *handshakeMagics) write(w io.Writer) {
	writeString(w, m.clientVersion)
	writeString(w, m.serverVersion)
	writeString(w, m.clientKexInit)
	writeString(w, m.serverKexInit)
}

// kexAlgorithm abstracts different key exchange algorithms.
type kexAlgorithm interface {
	// Server runs server-side key agreement, signing the result
	// with a hostkey.
	Server(p packetConn, rand io.Reader, magics *handshakeMagics, s Signer) (*kexResult, error)

	// Client runs the client-side key agreement. Caller is
	// responsible for verifying the host key signature.
	Client(p packetConn, rand io.Reader, magics *handshakeMagics) (*kexResult, error)
}

// dhGroup is a multiplicative group suitable for implementing Diffie-Hellman key agreement.
type dhGroup struct {
	g, p *big.Int
}

func (group *dhGroup) diffieHellman(theirPublic, myPrivate *big.Int) (*big.Int, error) {
	if theirPublic.Sign() <= 0 || theirPublic.Cmp(group.p) >= 0 {
		return nil, errors.New("ssh: DH parameter out of bounds")
	}
	return new(big.Int).Exp(theirPublic, myPrivate, group.p), nil
}

func (group *dhGroup) Client(c packetConn, randSource io.Reader, magics *handshakeMagics) (*kexResult, error) {
	hashFunc := crypto.SHA1

	x, err := rand.Int(randSource, group.p)
	if err != nil {
		return nil, err
	}
	X := new(big.Int).Exp(group.g, x, group.p)
	kexDHInit := kexDHInitMsg{
		X: X,
	}
	if err := c.writePacket(Marshal(&kexDHInit)); err != nil {
		return nil, err
	}

	packet, err := c.readPacket()
	if err != nil {
		return nil, err
	}

	var kexDHReply kexDHReplyMsg
	if err = Unmarshal(packet, &kexDHReply); err != nil {
		return nil, err
	}

	kInt, err := group.diffieHellman(kexDHReply.Y, x)
	if err != nil {
		return nil, err
	}

	h := hashFunc.New()
	magics.write(h)
	writeString(h, kexDHReply.HostKey)
	writeInt(h, X)
	writeInt(h, kexDHReply.Y)
	K := make([]byte, intLength(kInt))
	marshalInt(K, kInt)
	h.Write(K)

	return &kexResult{
		H:         h.Sum(nil),
		K:         K,
		HostKey:   kexDHReply.HostKey,
		Signature: kexDHReply.Signature,
		Hash:      crypto.SHA1,
	}, nil
}

func (group *dhGroup) Server(c packetConn, randSource io.Reader, magics *handshakeMagics, priv Signer) (result *kexResult, err error) {
	hashFunc := crypto.SHA1
	packet, err := c.readPacket()
	if err != nil {
		return
	}
	var kexDHInit kexDHInitMsg
	if err = Unmarshal(packet, &kexDHInit); err != nil {
		return
	}

	y, err := rand.Int(randSource, group.p)
	if err != nil {
		return
	}

	Y := new(big.Int).Exp(group.g, y, group.p)
	kInt, err := group.diffieHellman(kexDHInit.X, y)
	if err != nil {
		return nil, err
	}

	hostKeyBytes := priv.PublicKey().Marshal()

	h := hashFunc.New()
	magics.write(h)
	writeString(h, hostKeyBytes)
	writeInt(h, kexDHInit.X)
	writeInt(h, Y)

	K := make([]byte, intLength(kInt))
	marshalInt(K, kInt)
	h.Write(K)

	H := h.Sum(nil)

	// H is already a hash, but the hostkey signing will apply its
	// own key-specific hash algorithm.
	sig, err := signAndMarshal(priv, randSource, H)
	if err != nil {
		return nil, err
	}

	kexDHReply := kexDHReplyMsg{
		HostKey:   hostKeyBytes,
		Y:         Y,
		Signature: sig,
	}
	packet = Marshal(&kexDHReply)

	err = c.writePacket(packet)
	return &kexResult{
		H:         H,
		K:         K,
		HostKey:   hostKeyBytes,
		Signature: sig,
		Hash:      crypto.SHA1,
	}, nil
}

// ecdh performs Elliptic Curve Diffie-Hellman key exchange as
// described in RFC 5656, section 4.
type ecdh struct {
	curve elliptic.Curve
}

func (kex *ecdh) Client(c packetConn, rand io.Reader, magics *handshakeMagics) (*kexResult, error) {
	ephKey, err := ecdsa.GenerateKey(kex.curve, rand)
	if err != nil {
		return nil, err
	}

	kexInit := kexECDHInitMsg{
		ClientPubKey: elliptic.Marshal(kex.curve, ephKey.PublicKey.X, ephKey.PublicKey.Y),
	}

	serialized := Marshal(&kexInit)
	if err := c.writePacket(serialized); err != nil {
		return nil, err
	}

	packet, err := c.readPacket()
	if err != nil {
		return nil, err
	}

	var reply kexECDHReplyMsg
	if err = Unmarshal(packet, &reply); err != nil {
		return nil, err
	}

	x, y, err := unmarshalECKey(kex.curve, reply.EphemeralPubKey)
	if err != nil {
		return nil, err
	}

	// generate shared secret
	secret, _ := kex.curve.ScalarMult(x, y, ephKey.D.Bytes())

	h := ecHash(kex.curve).New()
	magics.write(h)
	writeString(h, reply.HostKey)
	writeString(h, kexInit.ClientPubKey)
	writeString(h, reply.EphemeralPubKey)
	K := make([]byte, intLength(secret))
	marshalInt(K, secret)
	h.Write(K)

	return &kexResult{
		H:         h.Sum(nil),
		K:         K,
		HostKey:   reply.HostKey,
		Signature: reply.Signature,
		Hash:      ecHash(kex.curve),
	}, nil
}

// unmarshalECKey parses and checks an EC key.
func unmarshalECKey(curve elliptic.Curve, pubkey []byte) (x, y *big.Int, err error) {
	x, y = elliptic.Unmarshal(curve, pubkey)
	if x == nil {
		return nil, nil, errors.New("ssh: elliptic.Unmarshal failure")
	}
	if !validateECPublicKey(curve, x, y) {
		return nil, nil, errors.New("ssh: public key not on curve")
	}
	return x, y, nil
}

// validateECPublicKey checks that the point is a valid public key for
// the given curve. See [SEC1], 3.2.2
func validateECPublicKey(curve elliptic.Curve, x, y *big.Int) bool {
	if x.Sign() == 0 && y.Sign() == 0 {
		return false
	}

	if x.Cmp(curve.Params().P) >= 0 {
		return false
	}

	if y.Cmp(curve.Params().P) >= 0 {
		return false
	}

	if !curve.IsOnCurve(x, y) {
		return false
	}

	// We don't check if N * PubKey == 0, since
	//
	// - the NIST curves have cofactor = 1, so this is implicit.
	// (We don't foresee an implementation that supports non NIST
	// curves)
	//
	// - for ephemeral keys, we don't need to worry about small
	// subgroup attacks.
	return true
}

func (kex *ecdh) Server(c packetConn, rand io.Reader, magics *handshakeMagics, priv Signer) (result *kexResult, err error) {
	packet, err := c.readPacket()
	if err != nil {
		return nil, err
	}

	var kexECDHInit kexECDHInitMsg
	if err = Unmarshal(packet, &kexECDHInit); err != nil {
		return nil, err
	}

	clientX, clientY, err := unmarshalECKey(kex.curve, kexECDHInit.ClientPubKey)
	if err != nil {
		return nil, err
	}

	// We could cache this key across multiple users/multiple
	// connection attempts, but the benefit is small. OpenSSH
	// generates a new key for each incoming connection.
	ephKey, err := ecdsa.GenerateKey(kex.curve, rand)
	if err != nil {
		return nil, err
	}

	hostKeyBytes := priv.PublicKey().Marshal()

	serializedEphKey := elliptic.Marshal(kex.curve, ephKey.PublicKey.X, ephKey.PublicKey.Y)

	// generate shared secret
	secret, _ := kex.curve.ScalarMult(clientX, clientY, ephKey.D.Bytes())

	h := ecHash(kex.curve).New()
	magics.write(h)
	writeString(h, hostKeyBytes)
	writeString(h, kexECDHInit.ClientPubKey)
	writeString(h, serializedEphKey)

	K := make([]byte, intLength(secret))
	marshalInt(K, secret)
	h.Write(K)

	H := h.Sum(nil)

	// H is already a hash, but the hostkey signing will apply its
	// own key-specific hash algorithm.
	sig, err := signAndMarshal(priv, rand, H)
	if err != nil {
		return nil, err
	}

	reply := kexECDHReplyMsg{
		EphemeralPubKey: serializedEphKey,
		HostKey:         hostKeyBytes,
		Signature:       sig,
	}

	serialized := Marshal(&reply)
	if err := c.writePacket(serialized); err != nil {
		return nil, err
	}

	return &kexResult{
		H:         H,
		K:         K,
		HostKey:   reply.HostKey,
		Signature: sig,
		Hash:      ecHash(kex.curve),
	}, nil
}

var kexAlgoMap = map[string]kexAlgorithm{}

func init() {
	// This is the group called diffie-hellman-group1-sha1 in RFC
	// 4253 and Oakley Group 2 in RFC 2409.
	p, _ := new(big.Int).SetString("FFFFFFFFFFFFFFFFC90FDAA22168C234C4C6628B80DC1CD129024E088A67CC74020BBEA63B139B22514A08798E3404DDEF9519B3CD3A431B302B0A6DF25F14374FE1356D6D51C245E485B576625E7EC6F44C42E9A637ED6B0BFF5CB6F406B7EDEE386BFB5A899FA5AE9F24117C4B1FE649286651ECE65381FFFFFFFFFFFFFFFF", 16)
	kexAlgoMap[kexAlgoDH1SHA1] = &dhGroup{
		g: new(big.Int).SetInt64(2),
		p: p,
	}

	// This is the group called diffie-hellman-group14-sha1 in RFC
	// 4253 and Oakley Group 14 in RFC 3526.
	p, _ = new(big.Int).SetString

	kexAlgoMap[kexAlgoDH14SHA1] = &dhGroup{
		g: new(big.Int).SetInt64(2),
		p: p,
	}

	kexAlgoMap[kexAlgoECDH521] = &ecdh{elliptic.P521()}
	kexAlgoMap[kexAlgoECDH384] = &ecdh{elliptic.P384()}
	kexAlgoMap[kexAlgoECDH256] = &ecdh{elliptic.P256()}
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

// Key exchange tests.

import (
	"crypto/rand"
	"reflect"
	"testing"
)

func TestKexes(t *testing.T) {
	type kexResultErr struct {
		result *kexResult
		err    error
	}

	for name, kex := range kexAlgoMap {
		a, b := memPipe()

		s := make(chan kexResultErr, 1)
		c := make(chan kexResultErr, 1)
		var magics handshakeMagics
		go func() {
			r, e := kex.Client(a, rand.Reader, &magics)
			c <- kexResultErr{r, e}
		}()
		go func() {
			r, e := kex.Server(b, rand.Reader, &magics, testSigners["ecdsa"])
			s <- kexResultErr{r, e}
		}()

		clientRes := <-c
		serverRes := <-s
		if clientRes.err != nil {
			t.Errorf("client: %v", clientRes.err)
		}
		if serverRes.err != nil {
			t.Errorf("server: %v", serverRes.err)
		}
		if !reflect.DeepEqual(clientRes.result, serverRes.result) {
			t.Errorf("kex %q: mismatch %#v, %#v", name, clientRes.result, serverRes.result)
		}
	}
}
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// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto"
	"crypto/dsa"
	"crypto/ecdsa"
	"crypto/elliptic"
	"crypto/rsa"
	"crypto/x509"
	"encoding/asn1"
	"encoding/base64"
	"encoding/pem"
	"errors"
	"fmt"
	"io"
	"math/big"
)

// These constants represent the algorithm names for key types supported by this
// package.
const (
	KeyAlgoRSA      = "ssh-rsa"
	KeyAlgoDSA      = "ssh-dss"
	KeyAlgoECDSA256 = "ecdsa-sha2-nistp256"
	KeyAlgoECDSA384 = "ecdsa-sha2-nistp384"
	KeyAlgoECDSA521 = "ecdsa-sha2-nistp521"
)

// parsePubKey parses a public key of the given algorithm.
// Use ParsePublicKey for keys with prepended algorithm.
func parsePubKey(in []byte, algo string) (pubKey PublicKey, rest []byte, err error) {
	switch algo {
	case KeyAlgoRSA:
		return parseRSA(in)
	case KeyAlgoDSA:
		return parseDSA(in)
	case KeyAlgoECDSA256, KeyAlgoECDSA384, KeyAlgoECDSA521:
		return parseECDSA(in)
	case CertAlgoRSAv01, CertAlgoDSAv01, CertAlgoECDSA256v01, CertAlgoECDSA384v01, CertAlgoECDSA521v01:
		cert, err := parseCert(in, certToPrivAlgo(algo))
		if err != nil {
			return nil, nil, err
		}
		return cert, nil, nil
	}
	return nil, nil, fmt.Errorf("ssh: unknown key algorithm: %v", err)
}

// parseAuthorizedKey parses a public key in OpenSSH authorized_keys format
// (see sshd(8) manual page) once the options and key type fields have been
// removed.
func parseAuthorizedKey(in []byte) (out PublicKey, comment string, err error) {
	in = bytes.TrimSpace(in)

	i := bytes.IndexAny(in, " \t")
	if i == -1 {
		i = len(in)
	}
	base64Key := in[:i]

	key := make([]byte, base64.StdEncoding.DecodedLen(len(base64Key)))
	n, err := base64.StdEncoding.Decode(key, base64Key)
	if err != nil {
		return nil, "", err
	}
	key = key[:n]
	out, err = ParsePublicKey(key)
	if err != nil {
		return nil, "", err
	}
	comment = string(bytes.TrimSpace(in[i:]))
	return out, comment, nil
}

// ParseAuthorizedKeys parses a public key from an authorized_keys
// file used in OpenSSH according to the sshd(8) manual page.
func ParseAuthorizedKey(in []byte) (out PublicKey, comment string, options []string, rest []byte, err error) {
	for len(in) > 0 {
		end := bytes.IndexByte(in, '\n')
		if end != -1 {
			rest = in[end+1:]
			in = in[:end]
		} else {
			rest = nil
		}

		end = bytes.IndexByte(in, '\r')
		if end != -1 {
			in = in[:end]
		}

		in = bytes.TrimSpace(in)
		if len(in) == 0 || in[0] == '#' {
			in = rest
			continue
		}

		i := bytes.IndexAny(in, " \t")
		if i == -1 {
			in = rest
			continue
		}

		if out, comment, err = parseAuthorizedKey(in[i:]); err == nil {
			return out, comment, options, rest, nil
		}

		// No key type recognised. Maybe there's an options field at
		// the beginning.
		var b byte
		inQuote := false
		var candidateOptions []string
		optionStart := 0
		for i, b = range in {
			isEnd := !inQuote && (b == ' ' || b == '\t')
			if (b == ',' && !inQuote) || isEnd {
				if i-optionStart > 0 {
					candidateOptions = append(candidateOptions, string(in[optionStart:i]))
				}
				optionStart = i + 1
			}
			if isEnd {
				break
			}
			if b == '"' && (i == 0 || (i > 0 && in[i-1] != '\\')) {
				inQuote = !inQuote
			}
		}
		for i < len(in) && (in[i] == ' ' || in[i] == '\t') {
			i++
		}
		if i == len(in) {
			// Invalid line: unmatched quote
			in = rest
			continue
		}

		in = in[i:]
		i = bytes.IndexAny(in, " \t")
		if i == -1 {
			in = rest
			continue
		}

		if out, comment, err = parseAuthorizedKey(in[i:]); err == nil {
			options = candidateOptions
			return out, comment, options, rest, nil
		}

		in = rest
		continue
	}

	return nil, "", nil, nil, errors.New("ssh: no key found")
}

// ParsePublicKey parses an SSH public key formatted for use in
// the SSH wire protocol according to RFC 4253, section 6.6.
func ParsePublicKey(in []byte) (out PublicKey, err error) {
	algo, in, ok := parseString(in)
	if !ok {
		return nil, errShortRead
	}
	var rest []byte
	out, rest, err = parsePubKey(in, string(algo))
	if len(rest) > 0 {
		return nil, errors.New("ssh: trailing junk in public key")
	}

	return out, err
}

// MarshalAuthorizedKey serializes key for inclusion in an OpenSSH
// authorized_keys file. The return value ends with newline.
func MarshalAuthorizedKey(key PublicKey) []byte {
	b := &bytes.Buffer{}
	b.WriteString(key.Type())
	b.WriteByte(' ')
	e := base64.NewEncoder(base64.StdEncoding, b)
	e.Write(key.Marshal())
	e.Close()
	b.WriteByte('\n')
	return b.Bytes()
}

// PublicKey is an abstraction of different types of public keys.
type PublicKey interface {
	// Type returns the key's type, e.g. "ssh-rsa".
	Type() string

	// Marshal returns the serialized key data in SSH wire format,
	// with the name prefix.
	Marshal() []byte

	// Verify that sig is a signature on the given data using this
	// key. This function will hash the data appropriately first.
	Verify(data []byte, sig *Signature) error
}

// A Signer can create signatures that verify against a public key.
type Signer interface {
	// PublicKey returns an associated PublicKey instance.
	PublicKey() PublicKey

	// Sign returns raw signature for the given data. This method
	// will apply the hash specified for the keytype to the data.
	Sign(rand io.Reader, data []byte) (*Signature, error)
}

type rsaPublicKey rsa.PublicKey

func (r *rsaPublicKey) Type() string {
	return "ssh-rsa"
}

// parseRSA parses an RSA key according to RFC 4253, section 6.6.
func parseRSA(in []byte) (out PublicKey, rest []byte, err error) {
	var w struct {
		E    *big.Int
		N    *big.Int
		Rest []byte `ssh:"rest"`
	}
	if err := Unmarshal(in, &w); err != nil {
		return nil, nil, err
	}

	if w.E.BitLen() > 24 {
		return nil, nil, errors.New("ssh: exponent too large")
	}
	e := w.E.Int64()
	if e < 3 || e&1 == 0 {
		return nil, nil, errors.New("ssh: incorrect exponent")
	}

	var key rsa.PublicKey
	key.E = int(e)
	key.N = w.N
	return (*rsaPublicKey)(&key), w.Rest, nil
}

func (r *rsaPublicKey) Marshal() []byte {
	e := new(big.Int).SetInt64(int64(r.E))
	wirekey := struct {
		Name string
		E    *big.Int
		N    *big.Int
	}{
		KeyAlgoRSA,
		e,
		r.N,
	}
	return Marshal(&wirekey)
}

func (r *rsaPublicKey) Verify(data []byte, sig *Signature) error {
	if sig.Format != r.Type() {
		return fmt.Errorf("ssh: signature type %s for key type %s", sig.Format, r.Type())
	}
	h := crypto.SHA1.New()
	h.Write(data)
	digest := h.Sum(nil)
	return rsa.VerifyPKCS1v15((*rsa.PublicKey)(r), crypto.SHA1, digest, sig.Blob)
}

type rsaPrivateKey struct {
	*rsa.PrivateKey
}

func (r *rsaPrivateKey) PublicKey() PublicKey {
	return (*rsaPublicKey)(&r.PrivateKey.PublicKey)
}

func (r *rsaPrivateKey) Sign(rand io.Reader, data []byte) (*Signature, error) {
	h := crypto.SHA1.New()
	h.Write(data)
	digest := h.Sum(nil)
	blob, err := rsa.SignPKCS1v15(rand, r.PrivateKey, crypto.SHA1, digest)
	if err != nil {
		return nil, err
	}
	return &Signature{
		Format: r.PublicKey().Type(),
		Blob:   blob,
	}, nil
}

type dsaPublicKey dsa.PublicKey

func (r *dsaPublicKey) Type() string {
	return "ssh-dss"
}

// parseDSA parses an DSA key according to RFC 4253, section 6.6.
func parseDSA(in []byte) (out PublicKey, rest []byte, err error) {
	var w struct {
		P, Q, G, Y *big.Int
		Rest       []byte `ssh:"rest"`
	}
	if err := Unmarshal(in, &w); err != nil {
		return nil, nil, err
	}

	key := &dsaPublicKey{
		Parameters: dsa.Parameters{
			P: w.P,
			Q: w.Q,
			G: w.G,
		},
		Y: w.Y,
	}
	return key, w.Rest, nil
}

func (k *dsaPublicKey) Marshal() []byte {
	w := struct {
		Name       string
		P, Q, G, Y *big.Int
	}{
		k.Type(),
		k.P,
		k.Q,
		k.G,
		k.Y,
	}

	return Marshal(&w)
}

func (k *dsaPublicKey) Verify(data []byte, sig *Signature) error {
	if sig.Format != k.Type() {
		return fmt.Errorf("ssh: signature type %s for key type %s", sig.Format, k.Type())
	}
	h := crypto.SHA1.New()
	h.Write(data)
	digest := h.Sum(nil)

	// Per RFC 4253, section 6.6,
	// The value for 'dss_signature_blob' is encoded as a string containing
	// r, followed by s (which are 160-bit integers, without lengths or
	// padding, unsigned, and in network byte order).
	// For DSS purposes, sig.Blob should be exactly 40 bytes in length.
	if len(sig.Blob) != 40 {
		return errors.New("ssh: DSA signature parse error")
	}
	r := new(big.Int).SetBytes(sig.Blob[:20])
	s := new(big.Int).SetBytes(sig.Blob[20:])
	if dsa.Verify((*dsa.PublicKey)(k), digest, r, s) {
		return nil
	}
	return errors.New("ssh: signature did not verify")
}

type dsaPrivateKey struct {
	*dsa.PrivateKey
}

func (k *dsaPrivateKey) PublicKey() PublicKey {
	return (*dsaPublicKey)(&k.PrivateKey.PublicKey)
}

func (k *dsaPrivateKey) Sign(rand io.Reader, data []byte) (*Signature, error) {
	h := crypto.SHA1.New()
	h.Write(data)
	digest := h.Sum(nil)
	r, s, err := dsa.Sign(rand, k.PrivateKey, digest)
	if err != nil {
		return nil, err
	}

	sig := make([]byte, 40)
	rb := r.Bytes()
	sb := s.Bytes()

	copy(sig[20-len(rb):20], rb)
	copy(sig[40-len(sb):], sb)

	return &Signature{
		Format: k.PublicKey().Type(),
		Blob:   sig,
	}, nil
}

type ecdsaPublicKey ecdsa.PublicKey

func (key *ecdsaPublicKey) Type() string {
	return "ecdsa-sha2-" + key.nistID()
}

func (key *ecdsaPublicKey) nistID() string {
	switch key.Params().BitSize {
	case 256:
		return "nistp256"
	case 384:
		return "nistp384"
	case 521:
		return "nistp521"
	}
	panic("ssh: unsupported ecdsa key size")
}

func supportedEllipticCurve(curve elliptic.Curve) bool {
	return curve == elliptic.P256() || curve == elliptic.P384() || curve == elliptic.P521()
}

// ecHash returns the hash to match the given elliptic curve, see RFC
// 5656, section 6.2.1
func ecHash(curve elliptic.Curve) crypto.Hash {
	bitSize := curve.Params().BitSize
	switch {
	case bitSize <= 256:
		return crypto.SHA256
	case bitSize <= 384:
		return crypto.SHA384
	}
	return crypto.SHA512
}

// parseECDSA parses an ECDSA key according to RFC 5656, section 3.1.
func parseECDSA(in []byte) (out PublicKey, rest []byte, err error) {
	identifier, in, ok := parseString(in)
	if !ok {
		return nil, nil, errShortRead
	}

	key := new(ecdsa.PublicKey)

	switch string(identifier) {
	case "nistp256":
		key.Curve = elliptic.P256()
	case "nistp384":
		key.Curve = elliptic.P384()
	case "nistp521":
		key.Curve = elliptic.P521()
	default:
		return nil, nil, errors.New("ssh: unsupported curve")
	}

	var keyBytes []byte
	if keyBytes, in, ok = parseString(in); !ok {
		return nil, nil, errShortRead
	}

	key.X, key.Y = elliptic.Unmarshal(key.Curve, keyBytes)
	if key.X == nil || key.Y == nil {
		return nil, nil, errors.New("ssh: invalid curve point")
	}
	return (*ecdsaPublicKey)(key), in, nil
}

func (key *ecdsaPublicKey) Marshal() []byte {
	// See RFC 5656, section 3.1.
	keyBytes := elliptic.Marshal(key.Curve, key.X, key.Y)
	w := struct {
		Name string
		ID   string
		Key  []byte
	}{
		key.Type(),
		key.nistID(),
		keyBytes,
	}

	return Marshal(&w)
}

func (key *ecdsaPublicKey) Verify(data []byte, sig *Signature) error {
	if sig.Format != key.Type() {
		return fmt.Errorf("ssh: signature type %s for key type %s", sig.Format, key.Type())
	}

	h := ecHash(key.Curve).New()
	h.Write(data)
	digest := h.Sum(nil)

	// Per RFC 5656, section 3.1.2,
	// The ecdsa_signature_blob value has the following specific encoding:
	//    mpint    r
	//    mpint    s
	var ecSig struct {
		R *big.Int
		S *big.Int
	}

	if err := Unmarshal(sig.Blob, &ecSig); err != nil {
		return err
	}

	if ecdsa.Verify((*ecdsa.PublicKey)(key), digest, ecSig.R, ecSig.S) {
		return nil
	}
	return errors.New("ssh: signature did not verify")
}

type ecdsaPrivateKey struct {
	*ecdsa.PrivateKey
}

func (k *ecdsaPrivateKey) PublicKey() PublicKey {
	return (*ecdsaPublicKey)(&k.PrivateKey.PublicKey)
}

func (k *ecdsaPrivateKey) Sign(rand io.Reader, data []byte) (*Signature, error) {
	h := ecHash(k.PrivateKey.PublicKey.Curve).New()
	h.Write(data)
	digest := h.Sum(nil)
	r, s, err := ecdsa.Sign(rand, k.PrivateKey, digest)
	if err != nil {
		return nil, err
	}

	sig := make([]byte, intLength(r)+intLength(s))
	rest := marshalInt(sig, r)
	marshalInt(rest, s)
	return &Signature{
		Format: k.PublicKey().Type(),
		Blob:   sig,
	}, nil
}

// NewSignerFromKey takes a pointer to rsa, dsa or ecdsa PrivateKey
// returns a corresponding Signer instance. EC keys should use P256,
// P384 or P521.
func NewSignerFromKey(k interface{}) (Signer, error) {
	var sshKey Signer
	switch t := k.(type) {
	case *rsa.PrivateKey:
		sshKey = &rsaPrivateKey{t}
	case *dsa.PrivateKey:
		sshKey = &dsaPrivateKey{t}
	case *ecdsa.PrivateKey:
		if !supportedEllipticCurve(t.Curve) {
			return nil, errors.New("ssh: only P256, P384 and P521 EC keys are supported.")
		}

		sshKey = &ecdsaPrivateKey{t}
	default:
		return nil, fmt.Errorf("ssh: unsupported key type %T", k)
	}
	return sshKey, nil
}

// NewPublicKey takes a pointer to rsa, dsa or ecdsa PublicKey
// and returns a corresponding ssh PublicKey instance. EC keys should use P256, P384 or P521.
func NewPublicKey(k interface{}) (PublicKey, error) {
	var sshKey PublicKey
	switch t := k.(type) {
	case *rsa.PublicKey:
		sshKey = (*rsaPublicKey)(t)
	case *ecdsa.PublicKey:
		if !supportedEllipticCurve(t.Curve) {
			return nil, errors.New("ssh: only P256, P384 and P521 EC keys are supported.")
		}
		sshKey = (*ecdsaPublicKey)(t)
	case *dsa.PublicKey:
		sshKey = (*dsaPublicKey)(t)
	default:
		return nil, fmt.Errorf("ssh: unsupported key type %T", k)
	}
	return sshKey, nil
}

// ParsePrivateKey returns a Signer from a PEM encoded private key. It supports
// the same keys as ParseRawPrivateKey.
func ParsePrivateKey(pemBytes []byte) (Signer, error) {
	key, err := ParseRawPrivateKey(pemBytes)
	if err != nil {
		return nil, err
	}

	return NewSignerFromKey(key)
}

// ParseRawPrivateKey returns a private key from a PEM encoded private key. It
// supports RSA (PKCS#1), DSA (OpenSSL), and ECDSA private keys.
func ParseRawPrivateKey(pemBytes []byte) (interface{}, error) {
	block, _ := pem.Decode(pemBytes)
	if block == nil {
		return nil, errors.New("ssh: no key found")
	}

	switch block.Type {
	case "RSA PRIVATE KEY":
		return x509.ParsePKCS1PrivateKey(block.Bytes)
	case "EC PRIVATE KEY":
		return x509.ParseECPrivateKey(block.Bytes)
	case "DSA PRIVATE KEY":
		return ParseDSAPrivateKey(block.Bytes)
	default:
		return nil, fmt.Errorf("ssh: unsupported key type %q", block.Type)
	}
}

// ParseDSAPrivateKey returns a DSA private key from its ASN.1 DER encoding, as
// specified by the OpenSSL DSA man page.
func ParseDSAPrivateKey(der []byte) (*dsa.PrivateKey, error) {
	var k struct {
		Version int
		P       *big.Int
		Q       *big.Int
		G       *big.Int
		Priv    *big.Int
		Pub     *big.Int
	}
	rest, err := asn1.Unmarshal(der, &k)
	if err != nil {
		return nil, errors.New("ssh: failed to parse DSA key: " + err.Error())
	}
	if len(rest) > 0 {
		return nil, errors.New("ssh: garbage after DSA key")
	}

	return &dsa.PrivateKey{
		PublicKey: dsa.PublicKey{
			Parameters: dsa.Parameters{
				P: k.P,
				Q: k.Q,
				G: k.G,
			},
			Y: k.Priv,
		},
		X: k.Pub,
	}, nil
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/keys_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto/dsa"
	"crypto/ecdsa"
	"crypto/elliptic"
	"crypto/rand"
	"crypto/rsa"
	"encoding/base64"
	"fmt"
	"reflect"
	"strings"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata"
)

func rawKey(pub PublicKey) interface{} {
	switch k := pub.(type) {
	case *rsaPublicKey:
		return (*rsa.PublicKey)(k)
	case *dsaPublicKey:
		return (*dsa.PublicKey)(k)
	case *ecdsaPublicKey:
		return (*ecdsa.PublicKey)(k)
	case *Certificate:
		return k
	}
	panic("unknown key type")
}

func TestKeyMarshalParse(t *testing.T) {
	for _, priv := range testSigners {
		pub := priv.PublicKey()
		roundtrip, err := ParsePublicKey(pub.Marshal())
		if err != nil {
			t.Errorf("ParsePublicKey(%T): %v", pub, err)
		}

		k1 := rawKey(pub)
		k2 := rawKey(roundtrip)

		if !reflect.DeepEqual(k1, k2) {
			t.Errorf("got %#v in roundtrip, want %#v", k2, k1)
		}
	}
}

func TestUnsupportedCurves(t *testing.T) {
	raw, err := ecdsa.GenerateKey(elliptic.P224(), rand.Reader)
	if err != nil {
		t.Fatalf("GenerateKey: %v", err)
	}

	if _, err = NewSignerFromKey(raw); err == nil || !strings.Contains(err.Error(), "only P256") {
		t.Fatalf("NewPrivateKey should not succeed with P224, got: %v", err)
	}

	if _, err = NewPublicKey(&raw.PublicKey); err == nil || !strings.Contains(err.Error(), "only P256") {
		t.Fatalf("NewPublicKey should not succeed with P224, got: %v", err)
	}
}

func TestNewPublicKey(t *testing.T) {
	for _, k := range testSigners {
		raw := rawKey(k.PublicKey())
		// Skip certificates, as NewPublicKey does not support them.
		if _, ok := raw.(*Certificate); ok {
			continue
		}
		pub, err := NewPublicKey(raw)
		if err != nil {
			t.Errorf("NewPublicKey(%#v): %v", raw, err)
		}
		if !reflect.DeepEqual(k.PublicKey(), pub) {
			t.Errorf("NewPublicKey(%#v) = %#v, want %#v", raw, pub, k.PublicKey())
		}
	}
}

func TestKeySignVerify(t *testing.T) {
	for _, priv := range testSigners {
		pub := priv.PublicKey()

		data := []byte("sign me")
		sig, err := priv.Sign(rand.Reader, data)
		if err != nil {
			t.Fatalf("Sign(%T): %v", priv, err)
		}

		if err := pub.Verify(data, sig); err != nil {
			t.Errorf("publicKey.Verify(%T): %v", priv, err)
		}
		sig.Blob[5]++
		if err := pub.Verify(data, sig); err == nil {
			t.Errorf("publicKey.Verify on broken sig did not fail")
		}
	}
}

func TestParseRSAPrivateKey(t *testing.T) {
	key := testPrivateKeys["rsa"]

	rsa, ok := key.(*rsa.PrivateKey)
	if !ok {
		t.Fatalf("got %T, want *rsa.PrivateKey", rsa)
	}

	if err := rsa.Validate(); err != nil {
		t.Errorf("Validate: %v", err)
	}
}

func TestParseECPrivateKey(t *testing.T) {
	key := testPrivateKeys["ecdsa"]

	ecKey, ok := key.(*ecdsa.PrivateKey)
	if !ok {
		t.Fatalf("got %T, want *ecdsa.PrivateKey", ecKey)
	}

	if !validateECPublicKey(ecKey.Curve, ecKey.X, ecKey.Y) {
		t.Fatalf("public key does not validate.")
	}
}

func TestParseDSA(t *testing.T) {
	// We actually exercise the ParsePrivateKey codepath here, as opposed to
	// using the ParseRawPrivateKey+NewSignerFromKey path that testdata_test.go
	// uses.
	s, err := ParsePrivateKey(testdata.PEMBytes["dsa"])
	if err != nil {
		t.Fatalf("ParsePrivateKey returned error: %s", err)
	}

	data := []byte("sign me")
	sig, err := s.Sign(rand.Reader, data)
	if err != nil {
		t.Fatalf("dsa.Sign: %v", err)
	}

	if err := s.PublicKey().Verify(data, sig); err != nil {
		t.Errorf("Verify failed: %v", err)
	}
}

// Tests for authorized_keys parsing.

// getTestKey returns a public key, and its base64 encoding.
func getTestKey() (PublicKey, string) {
	k := testPublicKeys["rsa"]

	b := &bytes.Buffer{}
	e := base64.NewEncoder(base64.StdEncoding, b)
	e.Write(k.Marshal())
	e.Close()

	return k, b.String()
}

func TestMarshalParsePublicKey(t *testing.T) {
	pub, pubSerialized := getTestKey()
	line := fmt.Sprintf("%s %s user@host", pub.Type(), pubSerialized)

	authKeys := MarshalAuthorizedKey(pub)
	actualFields := strings.Fields(string(authKeys))
	if len(actualFields) == 0 {
		t.Fatalf("failed authKeys: %v", authKeys)
	}

	// drop the comment
	expectedFields := strings.Fields(line)[0:2]

	if !reflect.DeepEqual(actualFields, expectedFields) {
		t.Errorf("got %v, expected %v", actualFields, expectedFields)
	}

	actPub, _, _, _, err := ParseAuthorizedKey([]byte(line))
	if err != nil {
		t.Fatalf("cannot parse %v: %v", line, err)
	}
	if !reflect.DeepEqual(actPub, pub) {
		t.Errorf("got %v, expected %v", actPub, pub)
	}
}

type authResult struct {
	pubKey   PublicKey
	options  []string
	comments string
	rest     string
	ok       bool
}

func testAuthorizedKeys(t *testing.T, authKeys []byte, expected []authResult) {
	rest := authKeys
	var values []authResult
	for len(rest) > 0 {
		var r authResult
		var err error
		r.pubKey, r.comments, r.options, rest, err = ParseAuthorizedKey(rest)
		r.ok = (err == nil)
		t.Log(err)
		r.rest = string(rest)
		values = append(values, r)
	}

	if !reflect.DeepEqual(values, expected) {
		t.Errorf("got %#v, expected %#v", values, expected)
	}
}

func TestAuthorizedKeyBasic(t *testing.T) {
	pub, pubSerialized := getTestKey()
	line := "ssh-rsa " + pubSerialized + " user@host"
	testAuthorizedKeys(t, []byte(line),
		[]authResult{
			{pub, nil, "user@host", "", true},
		})
}

func TestAuth(t *testing.T) {
	pub, pubSerialized := getTestKey()
	authWithOptions := []string{
		`# comments to ignore before any keys...`,
		``,
		`env="HOME=/home/root",no-port-forwarding ssh-rsa ` + pubSerialized + ` user@host`,
		`# comments to ignore, along with a blank line`,
		``,
		`env="HOME=/home/root2" ssh-rsa ` + pubSerialized + ` user2@host2`,
		``,
		`# more comments, plus a invalid entry`,
		`ssh-rsa data-that-will-not-parse user@host3`,
	}
	for _, eol := range []string{"\n", "\r\n"} {
		authOptions := strings.Join(authWithOptions, eol)
		rest2 := strings.Join(authWithOptions[3:], eol)
		rest3 := strings.Join(authWithOptions[6:], eol)
		testAuthorizedKeys(t, []byte(authOptions), []authResult{
			{pub, []string{`env="HOME=/home/root"`, "no-port-forwarding"}, "user@host", rest2, true},
			{pub, []string{`env="HOME=/home/root2"`}, "user2@host2", rest3, true},
			{nil, nil, "", "", false},
		})
	}
}

func TestAuthWithQuotedSpaceInEnv(t *testing.T) {
	pub, pubSerialized := getTestKey()
	authWithQuotedSpaceInEnv := []byte(`env="HOME=/home/root dir",no-port-forwarding ssh-rsa ` + pubSerialized + ` user@host`)
	testAuthorizedKeys(t, []byte(authWithQuotedSpaceInEnv), []authResult{
		{pub, []string{`env="HOME=/home/root dir"`, "no-port-forwarding"}, "user@host", "", true},
	})
}

func TestAuthWithQuotedCommaInEnv(t *testing.T) {
	pub, pubSerialized := getTestKey()
	authWithQuotedCommaInEnv := []byte(`env="HOME=/home/root,dir",no-port-forwarding ssh-rsa ` + pubSerialized + `   user@host`)
	testAuthorizedKeys(t, []byte(authWithQuotedCommaInEnv), []authResult{
		{pub, []string{`env="HOME=/home/root,dir"`, "no-port-forwarding"}, "user@host", "", true},
	})
}

func TestAuthWithQuotedQuoteInEnv(t *testing.T) {
	pub, pubSerialized := getTestKey()
	authWithQuotedQuoteInEnv := []byte(`env="HOME=/home/\"root dir",no-port-forwarding` + "\t" + `ssh-rsa` + "\t" + pubSerialized + `   user@host`)
	authWithDoubleQuotedQuote := []byte(`no-port-forwarding,env="HOME=/home/ \"root dir\"" ssh-rsa ` + pubSerialized + "\t" + `user@host`)
	testAuthorizedKeys(t, []byte(authWithQuotedQuoteInEnv), []authResult{
		{pub, []string{`env="HOME=/home/\"root dir"`, "no-port-forwarding"}, "user@host", "", true},
	})

	testAuthorizedKeys(t, []byte(authWithDoubleQuotedQuote), []authResult{
		{pub, []string{"no-port-forwarding", `env="HOME=/home/ \"root dir\""`}, "user@host", "", true},
	})
}

func TestAuthWithInvalidSpace(t *testing.T) {
	_, pubSerialized := getTestKey()
	authWithInvalidSpace := []byte(`env="HOME=/home/root dir", no-port-forwarding ssh-rsa ` + pubSerialized + ` user@host
#more to follow but still no valid keys`)
	testAuthorizedKeys(t, []byte(authWithInvalidSpace), []authResult{
		{nil, nil, "", "", false},
	})
}

func TestAuthWithMissingQuote(t *testing.T) {
	pub, pubSerialized := getTestKey()
	authWithMissingQuote := []byte(`env="HOME=/home/root,no-port-forwarding ssh-rsa ` + pubSerialized + ` user@host
env="HOME=/home/root",shared-control ssh-rsa ` + pubSerialized + ` user@host`)

	testAuthorizedKeys(t, []byte(authWithMissingQuote), []authResult{
		{pub, []string{`env="HOME=/home/root"`, `shared-control`}, "user@host", "", true},
	})
}

func TestInvalidEntry(t *testing.T) {
	authInvalid := []byte(`ssh-rsa`)
	_, _, _, _, err := ParseAuthorizedKey(authInvalid)
	if err == nil {
		t.Errorf("got valid entry for %q", authInvalid)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/mac.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

// Message authentication support

import (
	"crypto/hmac"
	"crypto/sha1"
	"hash"
)

type macMode struct {
	keySize int
	new     func(key []byte) hash.Hash
}

// truncatingMAC wraps around a hash.Hash and truncates the output digest to
// a given size.
type truncatingMAC struct {
	length int
	hmac   hash.Hash
}

func (t truncatingMAC) Write(data []byte) (int, error) {
	return t.hmac.Write(data)
}

func (t truncatingMAC) Sum(in []byte) []byte {
	out := t.hmac.Sum(in)
	return out[:len(in)+t.length]
}

func (t truncatingMAC) Reset() {
	t.hmac.Reset()
}

func (t truncatingMAC) Size() int {
	return t.length
}

func (t truncatingMAC) BlockSize() int { return t.hmac.BlockSize() }

var macModes = map[string]*macMode{
	"hmac-sha1": {20, func(key []byte) hash.Hash {
		return hmac.New(sha1.New, key)
	}},
	"hmac-sha1-96": {20, func(key []byte) hash.Hash {
		return truncatingMAC{12, hmac.New(sha1.New, key)}
	}},
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"io"
	"sync"
	"testing"
)

// An in-memory packetConn. It is safe to call Close and writePacket
// from different goroutines.
type memTransport struct {
	eof     bool
	pending [][]byte
	write   *memTransport
	sync.Mutex
	*sync.Cond
}

func (t *memTransport) readPacket() ([]byte, error) {
	t.Lock()
	defer t.Unlock()
	for {
		if len(t.pending) > 0 {
			r := t.pending[0]
			t.pending = t.pending[1:]
			return r, nil
		}
		if t.eof {
			return nil, io.EOF
		}
		t.Cond.Wait()
	}
}

func (t *memTransport) closeSelf() error {
	t.Lock()
	defer t.Unlock()
	if t.eof {
		return io.EOF
	}
	t.eof = true
	t.Cond.Broadcast()
	return nil
}

func (t *memTransport) Close() error {
	err := t.write.closeSelf()
	t.closeSelf()
	return err
}

func (t *memTransport) writePacket(p []byte) error {
	t.write.Lock()
	defer t.write.Unlock()
	if t.write.eof {
		return io.EOF
	}
	c := make([]byte, len(p))
	copy(c, p)
	t.write.pending = append(t.write.pending, c)
	t.write.Cond.Signal()
	return nil
}

func memPipe() (a, b packetConn) {
	t1 := memTransport{}
	t2 := memTransport{}
	t1.write = &t2
	t2.write = &t1
	t1.Cond = sync.NewCond(&t1.Mutex)
	t2.Cond = sync.NewCond(&t2.Mutex)
	return &t1, &t2
}

func TestmemPipe(t *testing.T) {
	a, b := memPipe()
	if err := a.writePacket([]byte{42}); err != nil {
		t.Fatalf("writePacket: %v", err)
	}
	if err := a.Close(); err != nil {
		t.Fatal("Close: ", err)
	}
	p, err := b.readPacket()
	if err != nil {
		t.Fatal("readPacket: ", err)
	}
	if len(p) != 1 || p[0] != 42 {
		t.Fatalf("got %v, want {42}", p)
	}
	p, err = b.readPacket()
	if err != io.EOF {
		t.Fatalf("got %v, %v, want EOF", p, err)
	}
}

func TestDoubleClose(t *testing.T) {
	a, _ := memPipe()
	err := a.Close()
	if err != nil {
		t.Errorf("Close: %v", err)
	}
	err = a.Close()
	if err != io.EOF {
		t.Errorf("expect EOF on double close.")
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"encoding/binary"
	"errors"
	"fmt"
	"io"
	"math/big"
	"reflect"
	"strconv"
)

// These are SSH message type numbers. They are scattered around several
// documents but many were taken from [SSH-PARAMETERS].
const (
	msgIgnore        = 2
	msgUnimplemented = 3
	msgDebug         = 4
	msgNewKeys       = 21

	// Standard authentication messages
	msgUserAuthSuccess = 52
	msgUserAuthBanner  = 53
)

// SSH messages:
//
// These structures mirror the wire format of the corresponding SSH messages.
// They are marshaled using reflection with the marshal and unmarshal functions
// in this file. The only wrinkle is that a final member of type []byte with a
// ssh tag of "rest" receives the remainder of a packet when unmarshaling.

// See RFC 4253, section 11.1.
const msgDisconnect = 1

// disconnectMsg is the message that signals a disconnect. It is also
// the error type returned from mux.Wait()
type disconnectMsg struct {
	Reason   uint32 `sshtype:"1"`
	Message  string
	Language string
}

func (d *disconnectMsg) Error() string {
	return fmt.Sprintf("ssh: disconnect reason %d: %s", d.Reason, d.Message)
}

// See RFC 4253, section 7.1.
const msgKexInit = 20

type kexInitMsg struct {
	Cookie                  [16]byte `sshtype:"20"`
	KexAlgos                []string
	ServerHostKeyAlgos      []string
	CiphersClientServer     []string
	CiphersServerClient     []string
	MACsClientServer        []string
	MACsServerClient        []string
	CompressionClientServer []string
	CompressionServerClient []string
	LanguagesClientServer   []string
	LanguagesServerClient   []string
	FirstKexFollows         bool
	Reserved                uint32
}

// See RFC 4253, section 8.

// Diffie-Helman
const msgKexDHInit = 30

type kexDHInitMsg struct {
	X *big.Int `sshtype:"30"`
}

const msgKexECDHInit = 30

type kexECDHInitMsg struct {
	ClientPubKey []byte `sshtype:"30"`
}

const msgKexECDHReply = 31

type kexECDHReplyMsg struct {
	HostKey         []byte `sshtype:"31"`
	EphemeralPubKey []byte
	Signature       []byte
}

const msgKexDHReply = 31

type kexDHReplyMsg struct {
	HostKey   []byte `sshtype:"31"`
	Y         *big.Int
	Signature []byte
}

// See RFC 4253, section 10.
const msgServiceRequest = 5

type serviceRequestMsg struct {
	Service string `sshtype:"5"`
}

// See RFC 4253, section 10.
const msgServiceAccept = 6

type serviceAcceptMsg struct {
	Service string `sshtype:"6"`
}

// See RFC 4252, section 5.
const msgUserAuthRequest = 50

type userAuthRequestMsg struct {
	User    string `sshtype:"50"`
	Service string
	Method  string
	Payload []byte `ssh:"rest"`
}

// See RFC 4252, section 5.1
const msgUserAuthFailure = 51

type userAuthFailureMsg struct {
	Methods        []string `sshtype:"51"`
	PartialSuccess bool
}

// See RFC 4256, section 3.2
const msgUserAuthInfoRequest = 60
const msgUserAuthInfoResponse = 61

type userAuthInfoRequestMsg struct {
	User               string `sshtype:"60"`
	Instruction        string
	DeprecatedLanguage string
	NumPrompts         uint32
	Prompts            []byte `ssh:"rest"`
}

// See RFC 4254, section 5.1.
const msgChannelOpen = 90

type channelOpenMsg struct {
	ChanType         string `sshtype:"90"`
	PeersId          uint32
	PeersWindow      uint32
	MaxPacketSize    uint32
	TypeSpecificData []byte `ssh:"rest"`
}

const msgChannelExtendedData = 95
const msgChannelData = 94

// See RFC 4254, section 5.1.
const msgChannelOpenConfirm = 91

type channelOpenConfirmMsg struct {
	PeersId          uint32 `sshtype:"91"`
	MyId             uint32
	MyWindow         uint32
	MaxPacketSize    uint32
	TypeSpecificData []byte `ssh:"rest"`
}

// See RFC 4254, section 5.1.
const msgChannelOpenFailure = 92

type channelOpenFailureMsg struct {
	PeersId  uint32 `sshtype:"92"`
	Reason   RejectionReason
	Message  string
	Language string
}

const msgChannelRequest = 98

type channelRequestMsg struct {
	PeersId             uint32 `sshtype:"98"`
	Request             string
	WantReply           bool
	RequestSpecificData []byte `ssh:"rest"`
}

// See RFC 4254, section 5.4.
const msgChannelSuccess = 99

type channelRequestSuccessMsg struct {
	PeersId uint32 `sshtype:"99"`
}

// See RFC 4254, section 5.4.
const msgChannelFailure = 100

type channelRequestFailureMsg struct {
	PeersId uint32 `sshtype:"100"`
}

// See RFC 4254, section 5.3
const msgChannelClose = 97

type channelCloseMsg struct {
	PeersId uint32 `sshtype:"97"`
}

// See RFC 4254, section 5.3
const msgChannelEOF = 96

type channelEOFMsg struct {
	PeersId uint32 `sshtype:"96"`
}

// See RFC 4254, section 4
const msgGlobalRequest = 80

type globalRequestMsg struct {
	Type      string `sshtype:"80"`
	WantReply bool
	Data      []byte `ssh:"rest"`
}

// See RFC 4254, section 4
const msgRequestSuccess = 81

type globalRequestSuccessMsg struct {
	Data []byte `ssh:"rest" sshtype:"81"`
}

// See RFC 4254, section 4
const msgRequestFailure = 82

type globalRequestFailureMsg struct {
	Data []byte `ssh:"rest" sshtype:"82"`
}

// See RFC 4254, section 5.2
const msgChannelWindowAdjust = 93

type windowAdjustMsg struct {
	PeersId         uint32 `sshtype:"93"`
	AdditionalBytes uint32
}

// See RFC 4252, section 7
const msgUserAuthPubKeyOk = 60

type userAuthPubKeyOkMsg struct {
	Algo   string `sshtype:"60"`
	PubKey []byte
}

// typeTag returns the type byte for the given type. The type should
// be struct.
func typeTag(structType reflect.Type) byte {
	var tag byte
	var tagStr string
	tagStr = structType.Field(0).Tag.Get("sshtype")
	i, err := strconv.Atoi(tagStr)
	if err == nil {
		tag = byte(i)
	}
	return tag
}

func fieldError(t reflect.Type, field int, problem string) error {
	if problem != "" {
		problem = ": " + problem
	}
	return fmt.Errorf("ssh: unmarshal error for field %s of type %s%s", t.Field(field).Name, t.Name(), problem)
}

var errShortRead = errors.New("ssh: short read")

// Unmarshal parses data in SSH wire format into a structure. The out
// argument should be a pointer to struct. If the first member of the
// struct has the "sshtype" tag set to a number in decimal, the packet
// must start that number.  In case of error, Unmarshal returns a
// ParseError or UnexpectedMessageError.
func Unmarshal(data []byte, out interface{}) error {
	v := reflect.ValueOf(out).Elem()
	structType := v.Type()
	expectedType := typeTag(structType)
	if len(data) == 0 {
		return parseError(expectedType)
	}
	if expectedType > 0 {
		if data[0] != expectedType {
			return unexpectedMessageError(expectedType, data[0])
		}
		data = data[1:]
	}

	var ok bool
	for i := 0; i < v.NumField(); i++ {
		field := v.Field(i)
		t := field.Type()
		switch t.Kind() {
		case reflect.Bool:
			if len(data) < 1 {
				return errShortRead
			}
			field.SetBool(data[0] != 0)
			data = data[1:]
		case reflect.Array:
			if t.Elem().Kind() != reflect.Uint8 {
				return fieldError(structType, i, "array of unsupported type")
			}
			if len(data) < t.Len() {
				return errShortRead
			}
			for j, n := 0, t.Len(); j < n; j++ {
				field.Index(j).Set(reflect.ValueOf(data[j]))
			}
			data = data[t.Len():]
		case reflect.Uint64:
			var u64 uint64
			if u64, data, ok = parseUint64(data); !ok {
				return errShortRead
			}
			field.SetUint(u64)
		case reflect.Uint32:
			var u32 uint32
			if u32, data, ok = parseUint32(data); !ok {
				return errShortRead
			}
			field.SetUint(uint64(u32))
		case reflect.Uint8:
			if len(data) < 1 {
				return errShortRead
			}
			field.SetUint(uint64(data[0]))
			data = data[1:]
		case reflect.String:
			var s []byte
			if s, data, ok = parseString(data); !ok {
				return fieldError(structType, i, "")
			}
			field.SetString(string(s))
		case reflect.Slice:
			switch t.Elem().Kind() {
			case reflect.Uint8:
				if structType.Field(i).Tag.Get("ssh") == "rest" {
					field.Set(reflect.ValueOf(data))
					data = nil
				} else {
					var s []byte
					if s, data, ok = parseString(data); !ok {
						return errShortRead
					}
					field.Set(reflect.ValueOf(s))
				}
			case reflect.String:
				var nl []string
				if nl, data, ok = parseNameList(data); !ok {
					return errShortRead
				}
				field.Set(reflect.ValueOf(nl))
			default:
				return fieldError(structType, i, "slice of unsupported type")
			}
		case reflect.Ptr:
			if t == bigIntType {
				var n *big.Int
				if n, data, ok = parseInt(data); !ok {
					return errShortRead
				}
				field.Set(reflect.ValueOf(n))
			} else {
				return fieldError(structType, i, "pointer to unsupported type")
			}
		default:
			return fieldError(structType, i, "unsupported type")
		}
	}

	if len(data) != 0 {
		return parseError(expectedType)
	}

	return nil
}

// Marshal serializes the message in msg to SSH wire format.  The msg
// argument should be a struct or pointer to struct. If the first
// member has the "sshtype" tag set to a number in decimal, that
// number is prepended to the result. If the last of member has the
// "ssh" tag set to "rest", its contents are appended to the output.
func Marshal(msg interface{}) []byte {
	out := make([]byte, 0, 64)
	return marshalStruct(out, msg)
}

func marshalStruct(out []byte, msg interface{}) []byte {
	v := reflect.Indirect(reflect.ValueOf(msg))
	msgType := typeTag(v.Type())
	if msgType > 0 {
		out = append(out, msgType)
	}

	for i, n := 0, v.NumField(); i < n; i++ {
		field := v.Field(i)
		switch t := field.Type(); t.Kind() {
		case reflect.Bool:
			var v uint8
			if field.Bool() {
				v = 1
			}
			out = append(out, v)
		case reflect.Array:
			if t.Elem().Kind() != reflect.Uint8 {
				panic(fmt.Sprintf("array of non-uint8 in field %d: %T", i, field.Interface()))
			}
			for j, l := 0, t.Len(); j < l; j++ {
				out = append(out, uint8(field.Index(j).Uint()))
			}
		case reflect.Uint32:
			out = appendU32(out, uint32(field.Uint()))
		case reflect.Uint64:
			out = appendU64(out, uint64(field.Uint()))
		case reflect.Uint8:
			out = append(out, uint8(field.Uint()))
		case reflect.String:
			s := field.String()
			out = appendInt(out, len(s))
			out = append(out, s...)
		case reflect.Slice:
			switch t.Elem().Kind() {
			case reflect.Uint8:
				if v.Type().Field(i).Tag.Get("ssh") != "rest" {
					out = appendInt(out, field.Len())
				}
				out = append(out, field.Bytes()...)
			case reflect.String:
				offset := len(out)
				out = appendU32(out, 0)
				if n := field.Len(); n > 0 {
					for j := 0; j < n; j++ {
						f := field.Index(j)
						if j != 0 {
							out = append(out, ',')
						}
						out = append(out, f.String()...)
					}
					// overwrite length value
					binary.BigEndian.PutUint32(out[offset:], uint32(len(out)-offset-4))
				}
			default:
				panic(fmt.Sprintf("slice of unknown type in field %d: %T", i, field.Interface()))
			}
		case reflect.Ptr:
			if t == bigIntType {
				var n *big.Int
				nValue := reflect.ValueOf(&n)
				nValue.Elem().Set(field)
				needed := intLength(n)
				oldLength := len(out)

				if cap(out)-len(out) < needed {
					newOut := make([]byte, len(out), 2*(len(out)+needed))
					copy(newOut, out)
					out = newOut
				}
				out = out[:oldLength+needed]
				marshalInt(out[oldLength:], n)
			} else {
				panic(fmt.Sprintf("pointer to unknown type in field %d: %T", i, field.Interface()))
			}
		}
	}

	return out
}

var bigOne = big.NewInt(1)

func parseString(in []byte) (out, rest []byte, ok bool) {
	if len(in) < 4 {
		return
	}
	length := binary.BigEndian.Uint32(in)
	if uint32(len(in)) < 4+length {
		return
	}
	out = in[4 : 4+length]
	rest = in[4+length:]
	ok = true
	return
}

var (
	comma         = []byte{','}
	emptyNameList = []string{}
)

func parseNameList(in []byte) (out []string, rest []byte, ok bool) {
	contents, rest, ok := parseString(in)
	if !ok {
		return
	}
	if len(contents) == 0 {
		out = emptyNameList
		return
	}
	parts := bytes.Split(contents, comma)
	out = make([]string, len(parts))
	for i, part := range parts {
		out[i] = string(part)
	}
	return
}

func parseInt(in []byte) (out *big.Int, rest []byte, ok bool) {
	contents, rest, ok := parseString(in)
	if !ok {
		return
	}
	out = new(big.Int)

	if len(contents) > 0 && contents[0]&0x80 == 0x80 {
		// This is a negative number
		notBytes := make([]byte, len(contents))
		for i := range notBytes {
			notBytes[i] = ^contents[i]
		}
		out.SetBytes(notBytes)
		out.Add(out, bigOne)
		out.Neg(out)
	} else {
		// Positive number
		out.SetBytes(contents)
	}
	ok = true
	return
}

func parseUint32(in []byte) (uint32, []byte, bool) {
	if len(in) < 4 {
		return 0, nil, false
	}
	return binary.BigEndian.Uint32(in), in[4:], true
}

func parseUint64(in []byte) (uint64, []byte, bool) {
	if len(in) < 8 {
		return 0, nil, false
	}
	return binary.BigEndian.Uint64(in), in[8:], true
}

func intLength(n *big.Int) int {
	length := 4 /* length bytes */
	if n.Sign() < 0 {
		nMinus1 := new(big.Int).Neg(n)
		nMinus1.Sub(nMinus1, bigOne)
		bitLen := nMinus1.BitLen()
		if bitLen%8 == 0 {
			// The number will need 0xff padding
			length++
		}
		length += (bitLen + 7) / 8
	} else if n.Sign() == 0 {
		// A zero is the zero length string
	} else {
		bitLen := n.BitLen()
		if bitLen%8 == 0 {
			// The number will need 0x00 padding
			length++
		}
		length += (bitLen + 7) / 8
	}

	return length
}

func marshalUint32(to []byte, n uint32) []byte {
	binary.BigEndian.PutUint32(to, n)
	return to[4:]
}

func marshalUint64(to []byte, n uint64) []byte {
	binary.BigEndian.PutUint64(to, n)
	return to[8:]
}

func marshalInt(to []byte, n *big.Int) []byte {
	lengthBytes := to
	to = to[4:]
	length := 0

	if n.Sign() < 0 {
		// A negative number has to be converted to two's-complement
		// form. So we'll subtract 1 and invert. If the
		// most-significant-bit isn't set then we'll need to pad the
		// beginning with 0xff in order to keep the number negative.
		nMinus1 := new(big.Int).Neg(n)
		nMinus1.Sub(nMinus1, bigOne)
		bytes := nMinus1.Bytes()
		for i := range bytes {
			bytes[i] ^= 0xff
		}
		if len(bytes) == 0 || bytes[0]&0x80 == 0 {
			to[0] = 0xff
			to = to[1:]
			length++
		}
		nBytes := copy(to, bytes)
		to = to[nBytes:]
		length += nBytes
	} else if n.Sign() == 0 {
		// A zero is the zero length string
	} else {
		bytes := n.Bytes()
		if len(bytes) > 0 && bytes[0]&0x80 != 0 {
			// We'll have to pad this with a 0x00 in order to
			// stop it looking like a negative number.
			to[0] = 0
			to = to[1:]
			length++
		}
		nBytes := copy(to, bytes)
		to = to[nBytes:]
		length += nBytes
	}

	lengthBytes[0] = byte(length >> 24)
	lengthBytes[1] = byte(length >> 16)
	lengthBytes[2] = byte(length >> 8)
	lengthBytes[3] = byte(length)
	return to
}

func writeInt(w io.Writer, n *big.Int) {
	length := intLength(n)
	buf := make([]byte, length)
	marshalInt(buf, n)
	w.Write(buf)
}

func writeString(w io.Writer, s []byte) {
	var lengthBytes [4]byte
	lengthBytes[0] = byte(len(s) >> 24)
	lengthBytes[1] = byte(len(s) >> 16)
	lengthBytes[2] = byte(len(s) >> 8)
	lengthBytes[3] = byte(len(s))
	w.Write(lengthBytes[:])
	w.Write(s)
}

func stringLength(n int) int {
	return 4 + n
}

func marshalString(to []byte, s []byte) []byte {
	to[0] = byte(len(s) >> 24)
	to[1] = byte(len(s) >> 16)
	to[2] = byte(len(s) >> 8)
	to[3] = byte(len(s))
	to = to[4:]
	copy(to, s)
	return to[len(s):]
}

var bigIntType = reflect.TypeOf((*big.Int)(nil))

// Decode a packet into its corresponding message.
func decode(packet []byte) (interface{}, error) {
	var msg interface{}
	switch packet[0] {
	case msgDisconnect:
		msg = new(disconnectMsg)
	case msgServiceRequest:
		msg = new(serviceRequestMsg)
	case msgServiceAccept:
		msg = new(serviceAcceptMsg)
	case msgKexInit:
		msg = new(kexInitMsg)
	case msgKexDHInit:
		msg = new(kexDHInitMsg)
	case msgKexDHReply:
		msg = new(kexDHReplyMsg)
	case msgUserAuthRequest:
		msg = new(userAuthRequestMsg)
	case msgUserAuthFailure:
		msg = new(userAuthFailureMsg)
	case msgUserAuthPubKeyOk:
		msg = new(userAuthPubKeyOkMsg)
	case msgGlobalRequest:
		msg = new(globalRequestMsg)
	case msgRequestSuccess:
		msg = new(globalRequestSuccessMsg)
	case msgRequestFailure:
		msg = new(globalRequestFailureMsg)
	case msgChannelOpen:
		msg = new(channelOpenMsg)
	case msgChannelOpenConfirm:
		msg = new(channelOpenConfirmMsg)
	case msgChannelOpenFailure:
		msg = new(channelOpenFailureMsg)
	case msgChannelWindowAdjust:
		msg = new(windowAdjustMsg)
	case msgChannelEOF:
		msg = new(channelEOFMsg)
	case msgChannelClose:
		msg = new(channelCloseMsg)
	case msgChannelRequest:
		msg = new(channelRequestMsg)
	case msgChannelSuccess:
		msg = new(channelRequestSuccessMsg)
	case msgChannelFailure:
		msg = new(channelRequestFailureMsg)
	default:
		return nil, unexpectedMessageError(0, packet[0])
	}
	if err := Unmarshal(packet, msg); err != nil {
		return nil, err
	}
	return msg, nil
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"math/big"
	"math/rand"
	"reflect"
	"testing"
	"testing/quick"
)

var intLengthTests = []struct {
	val, length int
}{
	{0, 4 + 0},
	{1, 4 + 1},
	{127, 4 + 1},
	{128, 4 + 2},
	{-1, 4 + 1},
}

func TestIntLength(t *testing.T) {
	for _, test := range intLengthTests {
		v := new(big.Int).SetInt64(int64(test.val))
		length := intLength(v)
		if length != test.length {
			t.Errorf("For %d, got length %d but expected %d", test.val, length, test.length)
		}
	}
}

type msgAllTypes struct {
	Bool    bool `sshtype:"21"`
	Array   [16]byte
	Uint64  uint64
	Uint32  uint32
	Uint8   uint8
	String  string
	Strings []string
	Bytes   []byte
	Int     *big.Int
	Rest    []byte `ssh:"rest"`
}

func (t *msgAllTypes) Generate(rand *rand.Rand, size int) reflect.Value {
	m := &msgAllTypes{}
	m.Bool = rand.Intn(2) == 1
	randomBytes(m.Array[:], rand)
	m.Uint64 = uint64(rand.Int63n(1<<63 - 1))
	m.Uint32 = uint32(rand.Intn((1 << 31) - 1))
	m.Uint8 = uint8(rand.Intn(1 << 8))
	m.String = string(m.Array[:])
	m.Strings = randomNameList(rand)
	m.Bytes = m.Array[:]
	m.Int = randomInt(rand)
	m.Rest = m.Array[:]
	return reflect.ValueOf(m)
}

func TestMarshalUnmarshal(t *testing.T) {
	rand := rand.New(rand.NewSource(0))
	iface := &msgAllTypes{}
	ty := reflect.ValueOf(iface).Type()

	n := 100
	if testing.Short() {
		n = 5
	}
	for j := 0; j < n; j++ {
		v, ok := quick.Value(ty, rand)
		if !ok {
			t.Errorf("failed to create value")
			break
		}

		m1 := v.Elem().Interface()
		m2 := iface

		marshaled := Marshal(m1)
		if err := Unmarshal(marshaled, m2); err != nil {
			t.Errorf("Unmarshal %#v: %s", m1, err)
			break
		}

		if !reflect.DeepEqual(v.Interface(), m2) {
			t.Errorf("got: %#v\nwant:%#v\n%x", m2, m1, marshaled)
			break
		}
	}
}

func TestUnmarshalEmptyPacket(t *testing.T) {
	var b []byte
	var m channelRequestSuccessMsg
	if err := Unmarshal(b, &m); err == nil {
		t.Fatalf("unmarshal of empty slice succeeded")
	}
}

func TestUnmarshalUnexpectedPacket(t *testing.T) {
	type S struct {
		I uint32 `sshtype:"43"`
		S string
		B bool
	}

	s := S{11, "hello", true}
	packet := Marshal(s)
	packet[0] = 42
	roundtrip := S{}
	err := Unmarshal(packet, &roundtrip)
	if err == nil {
		t.Fatal("expected error, not nil")
	}
}

func TestMarshalPtr(t *testing.T) {
	s := struct {
		S string
	}{"hello"}

	m1 := Marshal(s)
	m2 := Marshal(&s)
	if !bytes.Equal(m1, m2) {
		t.Errorf("got %q, want %q for marshaled pointer", m2, m1)
	}
}

func TestBareMarshalUnmarshal(t *testing.T) {
	type S struct {
		I uint32
		S string
		B bool
	}

	s := S{42, "hello", true}
	packet := Marshal(s)
	roundtrip := S{}
	Unmarshal(packet, &roundtrip)

	if !reflect.DeepEqual(s, roundtrip) {
		t.Errorf("got %#v, want %#v", roundtrip, s)
	}
}

func TestBareMarshal(t *testing.T) {
	type S2 struct {
		I uint32
	}
	s := S2{42}
	packet := Marshal(s)
	i, rest, ok := parseUint32(packet)
	if len(rest) > 0 || !ok {
		t.Errorf("parseInt(%q): parse error", packet)
	}
	if i != s.I {
		t.Errorf("got %d, want %d", i, s.I)
	}
}

func randomBytes(out []byte, rand *rand.Rand) {
	for i := 0; i < len(out); i++ {
		out[i] = byte(rand.Int31())
	}
}

func randomNameList(rand *rand.Rand) []string {
	ret := make([]string, rand.Int31()&15)
	for i := range ret {
		s := make([]byte, 1+(rand.Int31()&15))
		for j := range s {
			s[j] = 'a' + uint8(rand.Int31()&15)
		}
		ret[i] = string(s)
	}
	return ret
}

func randomInt(rand *rand.Rand) *big.Int {
	return new(big.Int).SetInt64(int64(int32(rand.Uint32())))
}

func (*kexInitMsg) Generate(rand *rand.Rand, size int) reflect.Value {
	ki := &kexInitMsg{}
	randomBytes(ki.Cookie[:], rand)
	ki.KexAlgos = randomNameList(rand)
	ki.ServerHostKeyAlgos = randomNameList(rand)
	ki.CiphersClientServer = randomNameList(rand)
	ki.CiphersServerClient = randomNameList(rand)
	ki.MACsClientServer = randomNameList(rand)
	ki.MACsServerClient = randomNameList(rand)
	ki.CompressionClientServer = randomNameList(rand)
	ki.CompressionServerClient = randomNameList(rand)
	ki.LanguagesClientServer = randomNameList(rand)
	ki.LanguagesServerClient = randomNameList(rand)
	if rand.Int31()&1 == 1 {
		ki.FirstKexFollows = true
	}
	return reflect.ValueOf(ki)
}

func (*kexDHInitMsg) Generate(rand *rand.Rand, size int) reflect.Value {
	dhi := &kexDHInitMsg{}
	dhi.X = randomInt(rand)
	return reflect.ValueOf(dhi)
}

var (
	_kexInitMsg   = new(kexInitMsg).Generate(rand.New(rand.NewSource(0)), 10).Elem().Interface()
	_kexDHInitMsg = new(kexDHInitMsg).Generate(rand.New(rand.NewSource(0)), 10).Elem().Interface()

	_kexInit   = Marshal(_kexInitMsg)
	_kexDHInit = Marshal(_kexDHInitMsg)
)

func BenchmarkMarshalKexInitMsg(b *testing.B) {
	for i := 0; i < b.N; i++ {
		Marshal(_kexInitMsg)
	}
}

func BenchmarkUnmarshalKexInitMsg(b *testing.B) {
	m := new(kexInitMsg)
	for i := 0; i < b.N; i++ {
		Unmarshal(_kexInit, m)
	}
}

func BenchmarkMarshalKexDHInitMsg(b *testing.B) {
	for i := 0; i < b.N; i++ {
		Marshal(_kexDHInitMsg)
	}
}

func BenchmarkUnmarshalKexDHInitMsg(b *testing.B) {
	m := new(kexDHInitMsg)
	for i := 0; i < b.N; i++ {
		Unmarshal(_kexDHInit, m)
	}
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"encoding/binary"
	"fmt"
	"io"
	"log"
	"sync"
	"sync/atomic"
)

// debugMux, if set, causes messages in the connection protocol to be
// logged.
const debugMux = false

// chanList is a thread safe channel list.
type chanList struct {
	// protects concurrent access to chans
	sync.Mutex

	// chans are indexed by the local id of the channel, which the
	// other side should send in the PeersId field.
	chans []*channel

	// This is a debugging aid: it offsets all IDs by this
	// amount. This helps distinguish otherwise identical
	// server/client muxes
	offset uint32
}

// Assigns a channel ID to the given channel.
func (c *chanList) add(ch *channel) uint32 {
	c.Lock()
	defer c.Unlock()
	for i := range c.chans {
		if c.chans[i] == nil {
			c.chans[i] = ch
			return uint32(i) + c.offset
		}
	}
	c.chans = append(c.chans, ch)
	return uint32(len(c.chans)-1) + c.offset
}

// getChan returns the channel for the given ID.
func (c *chanList) getChan(id uint32) *channel {
	id -= c.offset

	c.Lock()
	defer c.Unlock()
	if id < uint32(len(c.chans)) {
		return c.chans[id]
	}
	return nil
}

func (c *chanList) remove(id uint32) {
	id -= c.offset
	c.Lock()
	if id < uint32(len(c.chans)) {
		c.chans[id] = nil
	}
	c.Unlock()
}

// dropAll forgets all channels it knows, returning them in a slice.
func (c *chanList) dropAll() []*channel {
	c.Lock()
	defer c.Unlock()
	var r []*channel

	for _, ch := range c.chans {
		if ch == nil {
			continue
		}
		r = append(r, ch)
	}
	c.chans = nil
	return r
}

// mux represents the state for the SSH connection protocol, which
// multiplexes many channels onto a single packet transport.
type mux struct {
	conn     packetConn
	chanList chanList

	incomingChannels chan NewChannel

	globalSentMu     sync.Mutex
	globalResponses  chan interface{}
	incomingRequests chan *Request

	errCond *sync.Cond
	err     error
}

// When debugging, each new chanList instantiation has a different
// offset.
var globalOff uint32

func (m *mux) Wait() error {
	m.errCond.L.Lock()
	defer m.errCond.L.Unlock()
	for m.err == nil {
		m.errCond.Wait()
	}
	return m.err
}

// newMux returns a mux that runs over the given connection.
func newMux(p packetConn) *mux {
	m := &mux{
		conn:             p,
		incomingChannels: make(chan NewChannel, 16),
		globalResponses:  make(chan interface{}, 1),
		incomingRequests: make(chan *Request, 16),
		errCond:          newCond(),
	}
	if debugMux {
		m.chanList.offset = atomic.AddUint32(&globalOff, 1)
	}

	go m.loop()
	return m
}

func (m *mux) sendMessage(msg interface{}) error {
	p := Marshal(msg)
	return m.conn.writePacket(p)
}

func (m *mux) SendRequest(name string, wantReply bool, payload []byte) (bool, []byte, error) {
	if wantReply {
		m.globalSentMu.Lock()
		defer m.globalSentMu.Unlock()
	}

	if err := m.sendMessage(globalRequestMsg{
		Type:      name,
		WantReply: wantReply,
		Data:      payload,
	}); err != nil {
		return false, nil, err
	}

	if !wantReply {
		return false, nil, nil
	}

	msg, ok := <-m.globalResponses
	if !ok {
		return false, nil, io.EOF
	}
	switch msg := msg.(type) {
	case *globalRequestFailureMsg:
		return false, msg.Data, nil
	case *globalRequestSuccessMsg:
		return true, msg.Data, nil
	default:
		return false, nil, fmt.Errorf("ssh: unexpected response to request: %#v", msg)
	}
}

// ackRequest must be called after processing a global request that
// has WantReply set.
func (m *mux) ackRequest(ok bool, data []byte) error {
	if ok {
		return m.sendMessage(globalRequestSuccessMsg{Data: data})
	}
	return m.sendMessage(globalRequestFailureMsg{Data: data})
}

// TODO(hanwen): Disconnect is a transport layer message. We should
// probably send and receive Disconnect somewhere in the transport
// code.

// Disconnect sends a disconnect message.
func (m *mux) Disconnect(reason uint32, message string) error {
	return m.sendMessage(disconnectMsg{
		Reason:  reason,
		Message: message,
	})
}

func (m *mux) Close() error {
	return m.conn.Close()
}

// loop runs the connection machine. It will process packets until an
// error is encountered. To synchronize on loop exit, use mux.Wait.
func (m *mux) loop() {
	var err error
	for err == nil {
		err = m.onePacket()
	}

	for _, ch := range m.chanList.dropAll() {
		ch.close()
	}

	close(m.incomingChannels)
	close(m.incomingRequests)
	close(m.globalResponses)

	m.conn.Close()

	m.errCond.L.Lock()
	m.err = err
	m.errCond.Broadcast()
	m.errCond.L.Unlock()

	if debugMux {
		log.Println("loop exit", err)
	}
}

// onePacket reads and processes one packet.
func (m *mux) onePacket() error {
	packet, err := m.conn.readPacket()
	if err != nil {
		return err
	}

	if debugMux {
		if packet[0] == msgChannelData || packet[0] == msgChannelExtendedData {
			log.Printf("decoding(%d): data packet - %d bytes", m.chanList.offset, len(packet))
		} else {
			p, _ := decode(packet)
			log.Printf("decoding(%d): %d %#v - %d bytes", m.chanList.offset, packet[0], p, len(packet))
		}
	}

	switch packet[0] {
	case msgNewKeys:
		// Ignore notification of key change.
		return nil
	case msgDisconnect:
		return m.handleDisconnect(packet)
	case msgChannelOpen:
		return m.handleChannelOpen(packet)
	case msgGlobalRequest, msgRequestSuccess, msgRequestFailure:
		return m.handleGlobalPacket(packet)
	}

	// assume a channel packet.
	if len(packet) < 5 {
		return parseError(packet[0])
	}
	id := binary.BigEndian.Uint32(packet[1:])
	ch := m.chanList.getChan(id)
	if ch == nil {
		return fmt.Errorf("ssh: invalid channel %d", id)
	}

	return ch.handlePacket(packet)
}

func (m *mux) handleDisconnect(packet []byte) error {
	var d disconnectMsg
	if err := Unmarshal(packet, &d); err != nil {
		return err
	}

	if debugMux {
		log.Printf("caught disconnect: %v", d)
	}
	return &d
}

func (m *mux) handleGlobalPacket(packet []byte) error {
	msg, err := decode(packet)
	if err != nil {
		return err
	}

	switch msg := msg.(type) {
	case *globalRequestMsg:
		m.incomingRequests <- &Request{
			Type:      msg.Type,
			WantReply: msg.WantReply,
			Payload:   msg.Data,
			mux:       m,
		}
	case *globalRequestSuccessMsg, *globalRequestFailureMsg:
		m.globalResponses <- msg
	default:
		panic(fmt.Sprintf("not a global message %#v", msg))
	}

	return nil
}

// handleChannelOpen schedules a channel to be Accept()ed.
func (m *mux) handleChannelOpen(packet []byte) error {
	var msg channelOpenMsg
	if err := Unmarshal(packet, &msg); err != nil {
		return err
	}

	if msg.MaxPacketSize < minPacketLength || msg.MaxPacketSize > 1<<31 {
		failMsg := channelOpenFailureMsg{
			PeersId:  msg.PeersId,
			Reason:   ConnectionFailed,
			Message:  "invalid request",
			Language: "en_US.UTF-8",
		}
		return m.sendMessage(failMsg)
	}

	c := m.newChannel(msg.ChanType, channelInbound, msg.TypeSpecificData)
	c.remoteId = msg.PeersId
	c.maxRemotePayload = msg.MaxPacketSize
	c.remoteWin.add(msg.PeersWindow)
	m.incomingChannels <- c
	return nil
}

func (m *mux) OpenChannel(chanType string, extra []byte) (Channel, <-chan *Request, error) {
	ch, err := m.openChannel(chanType, extra)
	if err != nil {
		return nil, nil, err
	}

	return ch, ch.incomingRequests, nil
}

func (m *mux) openChannel(chanType string, extra []byte) (*channel, error) {
	ch := m.newChannel(chanType, channelOutbound, extra)

	ch.maxIncomingPayload = channelMaxPacket

	open := channelOpenMsg{
		ChanType:         chanType,
		PeersWindow:      ch.myWindow,
		MaxPacketSize:    ch.maxIncomingPayload,
		TypeSpecificData: extra,
		PeersId:          ch.localId,
	}
	if err := m.sendMessage(open); err != nil {
		return nil, err
	}

	switch msg := (<-ch.msg).(type) {
	case *channelOpenConfirmMsg:
		return ch, nil
	case *channelOpenFailureMsg:
		return nil, &OpenChannelError{msg.Reason, msg.Message}
	default:
		return nil, fmt.Errorf("ssh: unexpected packet in response to channel open: %T", msg)
	}
}
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// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"io"
	"io/ioutil"
	"sync"
	"testing"
)

func muxPair() (*mux, *mux) {
	a, b := memPipe()

	s := newMux(a)
	c := newMux(b)

	return s, c
}

// Returns both ends of a channel, and the mux for the the 2nd
// channel.
func channelPair(t *testing.T) (*channel, *channel, *mux) {
	c, s := muxPair()

	res := make(chan *channel, 1)
	go func() {
		newCh, ok := <-s.incomingChannels
		if !ok {
			t.Fatalf("No incoming channel")
		}
		if newCh.ChannelType() != "chan" {
			t.Fatalf("got type %q want chan", newCh.ChannelType())
		}
		ch, _, err := newCh.Accept()
		if err != nil {
			t.Fatalf("Accept %v", err)
		}
		res <- ch.(*channel)
	}()

	ch, err := c.openChannel("chan", nil)
	if err != nil {
		t.Fatalf("OpenChannel: %v", err)
	}

	return <-res, ch, c
}

// Test that stderr and stdout can be addressed from different
// goroutines. This is intended for use with the race detector.
func TestMuxChannelExtendedThreadSafety(t *testing.T) {
	writer, reader, mux := channelPair(t)
	defer writer.Close()
	defer reader.Close()
	defer mux.Close()

	var wr, rd sync.WaitGroup
	magic := "hello world"

	wr.Add(2)
	go func() {
		io.WriteString(writer, magic)
		wr.Done()
	}()
	go func() {
		io.WriteString(writer.Stderr(), magic)
		wr.Done()
	}()

	rd.Add(2)
	go func() {
		c, err := ioutil.ReadAll(reader)
		if string(c) != magic {
			t.Fatalf("stdout read got %q, want %q (error %s)", c, magic, err)
		}
		rd.Done()
	}()
	go func() {
		c, err := ioutil.ReadAll(reader.Stderr())
		if string(c) != magic {
			t.Fatalf("stderr read got %q, want %q (error %s)", c, magic, err)
		}
		rd.Done()
	}()

	wr.Wait()
	writer.CloseWrite()
	rd.Wait()
}

func TestMuxReadWrite(t *testing.T) {
	s, c, mux := channelPair(t)
	defer s.Close()
	defer c.Close()
	defer mux.Close()

	magic := "hello world"
	magicExt := "hello stderr"
	go func() {
		_, err := s.Write([]byte(magic))
		if err != nil {
			t.Fatalf("Write: %v", err)
		}
		_, err = s.Extended(1).Write([]byte(magicExt))
		if err != nil {
			t.Fatalf("Write: %v", err)
		}
		err = s.Close()
		if err != nil {
			t.Fatalf("Close: %v", err)
		}
	}()

	var buf [1024]byte
	n, err := c.Read(buf[:])
	if err != nil {
		t.Fatalf("server Read: %v", err)
	}
	got := string(buf[:n])
	if got != magic {
		t.Fatalf("server: got %q want %q", got, magic)
	}

	n, err = c.Extended(1).Read(buf[:])
	if err != nil {
		t.Fatalf("server Read: %v", err)
	}

	got = string(buf[:n])
	if got != magicExt {
		t.Fatalf("server: got %q want %q", got, magic)
	}
}

func TestMuxChannelOverflow(t *testing.T) {
	reader, writer, mux := channelPair(t)
	defer reader.Close()
	defer writer.Close()
	defer mux.Close()

	wDone := make(chan int, 1)
	go func() {
		if _, err := writer.Write(make([]byte, channelWindowSize)); err != nil {
			t.Errorf("could not fill window: %v", err)
		}
		writer.Write(make([]byte, 1))
		wDone <- 1
	}()
	writer.remoteWin.waitWriterBlocked()

	// Send 1 byte.
	packet := make([]byte, 1+4+4+1)
	packet[0] = msgChannelData
	marshalUint32(packet[1:], writer.remoteId)
	marshalUint32(packet[5:], uint32(1))
	packet[9] = 42

	if err := writer.mux.conn.writePacket(packet); err != nil {
		t.Errorf("could not send packet")
	}
	if _, err := reader.SendRequest("hello", true, nil); err == nil {
		t.Errorf("SendRequest succeeded.")
	}
	<-wDone
}

func TestMuxChannelCloseWriteUnblock(t *testing.T) {
	reader, writer, mux := channelPair(t)
	defer reader.Close()
	defer writer.Close()
	defer mux.Close()

	wDone := make(chan int, 1)
	go func() {
		if _, err := writer.Write(make([]byte, channelWindowSize)); err != nil {
			t.Errorf("could not fill window: %v", err)
		}
		if _, err := writer.Write(make([]byte, 1)); err != io.EOF {
			t.Errorf("got %v, want EOF for unblock write", err)
		}
		wDone <- 1
	}()

	writer.remoteWin.waitWriterBlocked()
	reader.Close()
	<-wDone
}

func TestMuxConnectionCloseWriteUnblock(t *testing.T) {
	reader, writer, mux := channelPair(t)
	defer reader.Close()
	defer writer.Close()
	defer mux.Close()

	wDone := make(chan int, 1)
	go func() {
		if _, err := writer.Write(make([]byte, channelWindowSize)); err != nil {
			t.Errorf("could not fill window: %v", err)
		}
		if _, err := writer.Write(make([]byte, 1)); err != io.EOF {
			t.Errorf("got %v, want EOF for unblock write", err)
		}
		wDone <- 1
	}()

	writer.remoteWin.waitWriterBlocked()
	mux.Close()
	<-wDone
}

func TestMuxReject(t *testing.T) {
	client, server := muxPair()
	defer server.Close()
	defer client.Close()

	go func() {
		ch, ok := <-server.incomingChannels
		if !ok {
			t.Fatalf("Accept")
		}
		if ch.ChannelType() != "ch" || string(ch.ExtraData()) != "extra" {
			t.Fatalf("unexpected channel: %q, %q", ch.ChannelType(), ch.ExtraData())
		}
		ch.Reject(RejectionReason(42), "message")
	}()

	ch, err := client.openChannel("ch", []byte("extra"))
	if ch != nil {
		t.Fatal("openChannel not rejected")
	}

	ocf, ok := err.(*OpenChannelError)
	if !ok {
		t.Errorf("got %#v want *OpenChannelError", err)
	} else if ocf.Reason != 42 || ocf.Message != "message" {
		t.Errorf("got %#v, want {Reason: 42, Message: %q}", ocf, "message")
	}

	want := "ssh: rejected: unknown reason 42 (message)"
	if err.Error() != want {
		t.Errorf("got %q, want %q", err.Error(), want)
	}
}

func TestMuxChannelRequest(t *testing.T) {
	client, server, mux := channelPair(t)
	defer server.Close()
	defer client.Close()
	defer mux.Close()

	var received int
	var wg sync.WaitGroup
	wg.Add(1)
	go func() {
		for r := range server.incomingRequests {
			received++
			r.Reply(r.Type == "yes", nil)
		}
		wg.Done()
	}()
	_, err := client.SendRequest("yes", false, nil)
	if err != nil {
		t.Fatalf("SendRequest: %v", err)
	}
	ok, err := client.SendRequest("yes", true, nil)
	if err != nil {
		t.Fatalf("SendRequest: %v", err)
	}

	if !ok {
		t.Errorf("SendRequest(yes): %v", ok)

	}

	ok, err = client.SendRequest("no", true, nil)
	if err != nil {
		t.Fatalf("SendRequest: %v", err)
	}
	if ok {
		t.Errorf("SendRequest(no): %v", ok)

	}

	client.Close()
	wg.Wait()

	if received != 3 {
		t.Errorf("got %d requests, want %d", received, 3)
	}
}

func TestMuxGlobalRequest(t *testing.T) {
	clientMux, serverMux := muxPair()
	defer serverMux.Close()
	defer clientMux.Close()

	var seen bool
	go func() {
		for r := range serverMux.incomingRequests {
			seen = seen || r.Type == "peek"
			if r.WantReply {
				err := r.Reply(r.Type == "yes",
					append([]byte(r.Type), r.Payload...))
				if err != nil {
					t.Errorf("AckRequest: %v", err)
				}
			}
		}
	}()

	_, _, err := clientMux.SendRequest("peek", false, nil)
	if err != nil {
		t.Errorf("SendRequest: %v", err)
	}

	ok, data, err := clientMux.SendRequest("yes", true, []byte("a"))
	if !ok || string(data) != "yesa" || err != nil {
		t.Errorf("SendRequest(\"yes\", true, \"a\"): %v %v %v",
			ok, data, err)
	}
	if ok, data, err := clientMux.SendRequest("yes", true, []byte("a")); !ok || string(data) != "yesa" || err != nil {
		t.Errorf("SendRequest(\"yes\", true, \"a\"): %v %v %v",
			ok, data, err)
	}

	if ok, data, err := clientMux.SendRequest("no", true, []byte("a")); ok || string(data) != "noa" || err != nil {
		t.Errorf("SendRequest(\"no\", true, \"a\"): %v %v %v",
			ok, data, err)
	}

	clientMux.Disconnect(0, "")
	if !seen {
		t.Errorf("never saw 'peek' request")
	}
}

func TestMuxGlobalRequestUnblock(t *testing.T) {
	clientMux, serverMux := muxPair()
	defer serverMux.Close()
	defer clientMux.Close()

	result := make(chan error, 1)
	go func() {
		_, _, err := clientMux.SendRequest("hello", true, nil)
		result <- err
	}()

	<-serverMux.incomingRequests
	serverMux.conn.Close()
	err := <-result

	if err != io.EOF {
		t.Errorf("want EOF, got %v", io.EOF)
	}
}

func TestMuxChannelRequestUnblock(t *testing.T) {
	a, b, connB := channelPair(t)
	defer a.Close()
	defer b.Close()
	defer connB.Close()

	result := make(chan error, 1)
	go func() {
		_, err := a.SendRequest("hello", true, nil)
		result <- err
	}()

	<-b.incomingRequests
	connB.conn.Close()
	err := <-result

	if err != io.EOF {
		t.Errorf("want EOF, got %v", err)
	}
}

func TestMuxDisconnect(t *testing.T) {
	a, b := muxPair()
	defer a.Close()
	defer b.Close()

	go func() {
		for r := range b.incomingRequests {
			r.Reply(true, nil)
		}
	}()

	a.Disconnect(42, "whatever")
	ok, _, err := a.SendRequest("hello", true, nil)
	if ok || err == nil {
		t.Errorf("got reply after disconnecting")
	}
	err = b.Wait()
	if d, ok := err.(*disconnectMsg); !ok || d.Reason != 42 {
		t.Errorf("got %#v, want disconnectMsg{Reason:42}", err)
	}
}

func TestMuxCloseChannel(t *testing.T) {
	r, w, mux := channelPair(t)
	defer mux.Close()
	defer r.Close()
	defer w.Close()

	result := make(chan error, 1)
	go func() {
		var b [1024]byte
		_, err := r.Read(b[:])
		result <- err
	}()
	if err := w.Close(); err != nil {
		t.Errorf("w.Close: %v", err)
	}

	if _, err := w.Write([]byte("hello")); err != io.EOF {
		t.Errorf("got err %v, want io.EOF after Close", err)
	}

	if err := <-result; err != io.EOF {
		t.Errorf("got %v (%T), want io.EOF", err, err)
	}
}

func TestMuxCloseWriteChannel(t *testing.T) {
	r, w, mux := channelPair(t)
	defer mux.Close()

	result := make(chan error, 1)
	go func() {
		var b [1024]byte
		_, err := r.Read(b[:])
		result <- err
	}()
	if err := w.CloseWrite(); err != nil {
		t.Errorf("w.CloseWrite: %v", err)
	}

	if _, err := w.Write([]byte("hello")); err != io.EOF {
		t.Errorf("got err %v, want io.EOF after CloseWrite", err)
	}

	if err := <-result; err != io.EOF {
		t.Errorf("got %v (%T), want io.EOF", err, err)
	}
}

func TestMuxInvalidRecord(t *testing.T) {
	a, b := muxPair()
	defer a.Close()
	defer b.Close()

	packet := make([]byte, 1+4+4+1)
	packet[0] = msgChannelData
	marshalUint32(packet[1:], 29348723 /* invalid channel id */)
	marshalUint32(packet[5:], 1)
	packet[9] = 42

	a.conn.writePacket(packet)
	go a.SendRequest("hello", false, nil)
	// 'a' wrote an invalid packet, so 'b' has exited.
	req, ok := <-b.incomingRequests
	if ok {
		t.Errorf("got request %#v after receiving invalid packet", req)
	}
}

func TestZeroWindowAdjust(t *testing.T) {
	a, b, mux := channelPair(t)
	defer a.Close()
	defer b.Close()
	defer mux.Close()

	go func() {
		io.WriteString(a, "hello")
		// bogus adjust.
		a.sendMessage(windowAdjustMsg{})
		io.WriteString(a, "world")
		a.Close()
	}()

	want := "helloworld"
	c, _ := ioutil.ReadAll(b)
	if string(c) != want {
		t.Errorf("got %q want %q", c, want)
	}
}

func TestMuxMaxPacketSize(t *testing.T) {
	a, b, mux := channelPair(t)
	defer a.Close()
	defer b.Close()
	defer mux.Close()

	large := make([]byte, a.maxRemotePayload+1)
	packet := make([]byte, 1+4+4+1+len(large))
	packet[0] = msgChannelData
	marshalUint32(packet[1:], a.remoteId)
	marshalUint32(packet[5:], uint32(len(large)))
	packet[9] = 42

	if err := a.mux.conn.writePacket(packet); err != nil {
		t.Errorf("could not send packet")
	}

	go a.SendRequest("hello", false, nil)

	_, ok := <-b.incomingRequests
	if ok {
		t.Errorf("connection still alive after receiving large packet.")
	}
}

// Don't ship code with debug=true.
func TestDebug(t *testing.T) {
	if debugMux {
		t.Error("mux debug switched on")
	}
	if debugHandshake {
		t.Error("handshake debug switched on")
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"errors"
	"fmt"
	"io"
	"net"
)

// The Permissions type holds fine-grained permissions that are
// specific to a user or a specific authentication method for a
// user. Permissions, except for "source-address", must be enforced in
// the server application layer, after successful authentication. The
// Permissions are passed on in ServerConn so a server implementation
// can honor them.
type Permissions struct {
	// Critical options restrict default permissions. Common
	// restrictions are "source-address" and "force-command". If
	// the server cannot enforce the restriction, or does not
	// recognize it, the user should not authenticate.
	CriticalOptions map[string]string

	// Extensions are extra functionality that the server may
	// offer on authenticated connections. Common extensions are
	// "permit-agent-forwarding", "permit-X11-forwarding". Lack of
	// support for an extension does not preclude authenticating a
	// user.
	Extensions map[string]string
}

// ServerConfig holds server specific configuration data.
type ServerConfig struct {
	// Config contains configuration shared between client and server.
	Config

	hostKeys []Signer

	// NoClientAuth is true if clients are allowed to connect without
	// authenticating.
	NoClientAuth bool

	// PasswordCallback, if non-nil, is called when a user
	// attempts to authenticate using a password.
	PasswordCallback func(conn ConnMetadata, password []byte) (*Permissions, error)

	// PublicKeyCallback, if non-nil, is called when a client attempts public
	// key authentication. It must return true if the given public key is
	// valid for the given user. For example, see CertChecker.Authenticate.
	PublicKeyCallback func(conn ConnMetadata, key PublicKey) (*Permissions, error)

	// KeyboardInteractiveCallback, if non-nil, is called when
	// keyboard-interactive authentication is selected (RFC
	// 4256). The client object's Challenge function should be
	// used to query the user. The callback may offer multiple
	// Challenge rounds. To avoid information leaks, the client
	// should be presented a challenge even if the user is
	// unknown.
	KeyboardInteractiveCallback func(conn ConnMetadata, client KeyboardInteractiveChallenge) (*Permissions, error)

	// AuthLogCallback, if non-nil, is called to log all authentication
	// attempts.
	AuthLogCallback func(conn ConnMetadata, method string, err error)
}

// AddHostKey adds a private key as a host key. If an existing host
// key exists with the same algorithm, it is overwritten. Each server
// config must have at least one host key.
func (s *ServerConfig) AddHostKey(key Signer) {
	for i, k := range s.hostKeys {
		if k.PublicKey().Type() == key.PublicKey().Type() {
			s.hostKeys[i] = key
			return
		}
	}

	s.hostKeys = append(s.hostKeys, key)
}

// cachedPubKey contains the results of querying whether a public key is
// acceptable for a user.
type cachedPubKey struct {
	user       string
	pubKeyData []byte
	result     error
	perms      *Permissions
}

const maxCachedPubKeys = 16

// pubKeyCache caches tests for public keys.  Since SSH clients
// will query whether a public key is acceptable before attempting to
// authenticate with it, we end up with duplicate queries for public
// key validity.  The cache only applies to a single ServerConn.
type pubKeyCache struct {
	keys []cachedPubKey
}

// get returns the result for a given user/algo/key tuple.
func (c *pubKeyCache) get(user string, pubKeyData []byte) (cachedPubKey, bool) {
	for _, k := range c.keys {
		if k.user == user && bytes.Equal(k.pubKeyData, pubKeyData) {
			return k, true
		}
	}
	return cachedPubKey{}, false
}

// add adds the given tuple to the cache.
func (c *pubKeyCache) add(candidate cachedPubKey) {
	if len(c.keys) < maxCachedPubKeys {
		c.keys = append(c.keys, candidate)
	}
}

// ServerConn is an authenticated SSH connection, as seen from the
// server
type ServerConn struct {
	Conn

	// If the succeeding authentication callback returned a
	// non-nil Permissions pointer, it is stored here.
	Permissions *Permissions
}

// NewServerConn starts a new SSH server with c as the underlying
// transport.  It starts with a handshake and, if the handshake is
// unsuccessful, it closes the connection and returns an error.  The
// Request and NewChannel channels must be serviced, or the connection
// will hang.
func NewServerConn(c net.Conn, config *ServerConfig) (*ServerConn, <-chan NewChannel, <-chan *Request, error) {
	fullConf := *config
	fullConf.SetDefaults()
	s := &connection{
		sshConn: sshConn{conn: c},
	}
	perms, err := s.serverHandshake(&fullConf)
	if err != nil {
		c.Close()
		return nil, nil, nil, err
	}
	return &ServerConn{s, perms}, s.mux.incomingChannels, s.mux.incomingRequests, nil
}

// signAndMarshal signs the data with the appropriate algorithm,
// and serializes the result in SSH wire format.
func signAndMarshal(k Signer, rand io.Reader, data []byte) ([]byte, error) {
	sig, err := k.Sign(rand, data)
	if err != nil {
		return nil, err
	}

	return Marshal(sig), nil
}

// handshake performs key exchange and user authentication.
func (s *connection) serverHandshake(config *ServerConfig) (*Permissions, error) {
	if len(config.hostKeys) == 0 {
		return nil, errors.New("ssh: server has no host keys")
	}

	var err error
	s.serverVersion = []byte(packageVersion)
	s.clientVersion, err = exchangeVersions(s.sshConn.conn, s.serverVersion)
	if err != nil {
		return nil, err
	}

	tr := newTransport(s.sshConn.conn, config.Rand, false /* not client */)
	s.transport = newServerTransport(tr, s.clientVersion, s.serverVersion, config)

	if err := s.transport.requestKeyChange(); err != nil {
		return nil, err
	}

	if packet, err := s.transport.readPacket(); err != nil {
		return nil, err
	} else if packet[0] != msgNewKeys {
		return nil, unexpectedMessageError(msgNewKeys, packet[0])
	}

	var packet []byte
	if packet, err = s.transport.readPacket(); err != nil {
		return nil, err
	}

	var serviceRequest serviceRequestMsg
	if err = Unmarshal(packet, &serviceRequest); err != nil {
		return nil, err
	}
	if serviceRequest.Service != serviceUserAuth {
		return nil, errors.New("ssh: requested service '" + serviceRequest.Service + "' before authenticating")
	}
	serviceAccept := serviceAcceptMsg{
		Service: serviceUserAuth,
	}
	if err := s.transport.writePacket(Marshal(&serviceAccept)); err != nil {
		return nil, err
	}

	perms, err := s.serverAuthenticate(config)
	if err != nil {
		return nil, err
	}
	s.mux = newMux(s.transport)
	return perms, err
}

func isAcceptableAlgo(algo string) bool {
	switch algo {
	case KeyAlgoRSA, KeyAlgoDSA, KeyAlgoECDSA256, KeyAlgoECDSA384, KeyAlgoECDSA521,
		CertAlgoRSAv01, CertAlgoDSAv01, CertAlgoECDSA256v01, CertAlgoECDSA384v01, CertAlgoECDSA521v01:
		return true
	}
	return false
}

func checkSourceAddress(addr net.Addr, sourceAddr string) error {
	if addr == nil {
		return errors.New("ssh: no address known for client, but source-address match required")
	}

	tcpAddr, ok := addr.(*net.TCPAddr)
	if !ok {
		return fmt.Errorf("ssh: remote address %v is not an TCP address when checking source-address match", addr)
	}

	if allowedIP := net.ParseIP(sourceAddr); allowedIP != nil {
		if bytes.Equal(allowedIP, tcpAddr.IP) {
			return nil
		}
	} else {
		_, ipNet, err := net.ParseCIDR(sourceAddr)
		if err != nil {
			return fmt.Errorf("ssh: error parsing source-address restriction %q: %v", sourceAddr, err)
		}

		if ipNet.Contains(tcpAddr.IP) {
			return nil
		}
	}

	return fmt.Errorf("ssh: remote address %v is not allowed because of source-address restriction", addr)
}

func (s *connection) serverAuthenticate(config *ServerConfig) (*Permissions, error) {
	var err error
	var cache pubKeyCache
	var perms *Permissions

userAuthLoop:
	for {
		var userAuthReq userAuthRequestMsg
		if packet, err := s.transport.readPacket(); err != nil {
			return nil, err
		} else if err = Unmarshal(packet, &userAuthReq); err != nil {
			return nil, err
		}

		if userAuthReq.Service != serviceSSH {
			return nil, errors.New("ssh: client attempted to negotiate for unknown service: " + userAuthReq.Service)
		}

		s.user = userAuthReq.User
		perms = nil
		authErr := errors.New("no auth passed yet")

		switch userAuthReq.Method {
		case "none":
			if config.NoClientAuth {
				s.user = ""
				authErr = nil
			}
		case "password":
			if config.PasswordCallback == nil {
				authErr = errors.New("ssh: password auth not configured")
				break
			}
			payload := userAuthReq.Payload
			if len(payload) < 1 || payload[0] != 0 {
				return nil, parseError(msgUserAuthRequest)
			}
			payload = payload[1:]
			password, payload, ok := parseString(payload)
			if !ok || len(payload) > 0 {
				return nil, parseError(msgUserAuthRequest)
			}

			perms, authErr = config.PasswordCallback(s, password)
		case "keyboard-interactive":
			if config.KeyboardInteractiveCallback == nil {
				authErr = errors.New("ssh: keyboard-interactive auth not configubred")
				break
			}

			prompter := &sshClientKeyboardInteractive{s}
			perms, authErr = config.KeyboardInteractiveCallback(s, prompter.Challenge)
		case "publickey":
			if config.PublicKeyCallback == nil {
				authErr = errors.New("ssh: publickey auth not configured")
				break
			}
			payload := userAuthReq.Payload
			if len(payload) < 1 {
				return nil, parseError(msgUserAuthRequest)
			}
			isQuery := payload[0] == 0
			payload = payload[1:]
			algoBytes, payload, ok := parseString(payload)
			if !ok {
				return nil, parseError(msgUserAuthRequest)
			}
			algo := string(algoBytes)
			if !isAcceptableAlgo(algo) {
				authErr = fmt.Errorf("ssh: algorithm %q not accepted", algo)
				break
			}

			pubKeyData, payload, ok := parseString(payload)
			if !ok {
				return nil, parseError(msgUserAuthRequest)
			}

			pubKey, err := ParsePublicKey(pubKeyData)
			if err != nil {
				return nil, err
			}

			candidate, ok := cache.get(s.user, pubKeyData)
			if !ok {
				candidate.user = s.user
				candidate.pubKeyData = pubKeyData
				candidate.perms, candidate.result = config.PublicKeyCallback(s, pubKey)
				if candidate.result == nil && candidate.perms != nil && candidate.perms.CriticalOptions != nil && candidate.perms.CriticalOptions[sourceAddressCriticalOption] != "" {
					candidate.result = checkSourceAddress(
						s.RemoteAddr(),
						candidate.perms.CriticalOptions[sourceAddressCriticalOption])
				}
				cache.add(candidate)
			}

			if isQuery {
				// The client can query if the given public key
				// would be okay.
				if len(payload) > 0 {
					return nil, parseError(msgUserAuthRequest)
				}

				if candidate.result == nil {
					okMsg := userAuthPubKeyOkMsg{
						Algo:   algo,
						PubKey: pubKeyData,
					}
					if err = s.transport.writePacket(Marshal(&okMsg)); err != nil {
						return nil, err
					}
					continue userAuthLoop
				}
				authErr = candidate.result
			} else {
				sig, payload, ok := parseSignature(payload)
				if !ok || len(payload) > 0 {
					return nil, parseError(msgUserAuthRequest)
				}
				// Ensure the public key algo and signature algo
				// are supported.  Compare the private key
				// algorithm name that corresponds to algo with
				// sig.Format.  This is usually the same, but
				// for certs, the names differ.
				if !isAcceptableAlgo(sig.Format) {
					break
				}
				signedData := buildDataSignedForAuth(s.transport.getSessionID(), userAuthReq, algoBytes, pubKeyData)

				if err := pubKey.Verify(signedData, sig); err != nil {
					return nil, err
				}

				authErr = candidate.result
				perms = candidate.perms
			}
		default:
			authErr = fmt.Errorf("ssh: unknown method %q", userAuthReq.Method)
		}

		if config.AuthLogCallback != nil {
			config.AuthLogCallback(s, userAuthReq.Method, authErr)
		}

		if authErr == nil {
			break userAuthLoop
		}

		var failureMsg userAuthFailureMsg
		if config.PasswordCallback != nil {
			failureMsg.Methods = append(failureMsg.Methods, "password")
		}
		if config.PublicKeyCallback != nil {
			failureMsg.Methods = append(failureMsg.Methods, "publickey")
		}
		if config.KeyboardInteractiveCallback != nil {
			failureMsg.Methods = append(failureMsg.Methods, "keyboard-interactive")
		}

		if len(failureMsg.Methods) == 0 {
			return nil, errors.New("ssh: no authentication methods configured but NoClientAuth is also false")
		}

		if err = s.transport.writePacket(Marshal(&failureMsg)); err != nil {
			return nil, err
		}
	}

	if err = s.transport.writePacket([]byte{msgUserAuthSuccess}); err != nil {
		return nil, err
	}
	return perms, nil
}

// sshClientKeyboardInteractive implements a ClientKeyboardInteractive by
// asking the client on the other side of a ServerConn.
type sshClientKeyboardInteractive struct {
	*connection
}

func (c *sshClientKeyboardInteractive) Challenge(user, instruction string, questions []string, echos []bool) (answers []string, err error) {
	if len(questions) != len(echos) {
		return nil, errors.New("ssh: echos and questions must have equal length")
	}

	var prompts []byte
	for i := range questions {
		prompts = appendString(prompts, questions[i])
		prompts = appendBool(prompts, echos[i])
	}

	if err := c.transport.writePacket(Marshal(&userAuthInfoRequestMsg{
		Instruction: instruction,
		NumPrompts:  uint32(len(questions)),
		Prompts:     prompts,
	})); err != nil {
		return nil, err
	}

	packet, err := c.transport.readPacket()
	if err != nil {
		return nil, err
	}
	if packet[0] != msgUserAuthInfoResponse {
		return nil, unexpectedMessageError(msgUserAuthInfoResponse, packet[0])
	}
	packet = packet[1:]

	n, packet, ok := parseUint32(packet)
	if !ok || int(n) != len(questions) {
		return nil, parseError(msgUserAuthInfoResponse)
	}

	for i := uint32(0); i < n; i++ {
		ans, rest, ok := parseString(packet)
		if !ok {
			return nil, parseError(msgUserAuthInfoResponse)
		}

		answers = append(answers, string(ans))
		packet = rest
	}
	if len(packet) != 0 {
		return nil, errors.New("ssh: junk at end of message")
	}

	return answers, nil
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

// Session implements an interactive session described in
// "RFC 4254, section 6".

import (
	"bytes"
	"errors"
	"fmt"
	"io"
	"io/ioutil"
	"sync"
)

type Signal string

// POSIX signals as listed in RFC 4254 Section 6.10.
const (
	SIGABRT Signal = "ABRT"
	SIGALRM Signal = "ALRM"
	SIGFPE  Signal = "FPE"
	SIGHUP  Signal = "HUP"
	SIGILL  Signal = "ILL"
	SIGINT  Signal = "INT"
	SIGKILL Signal = "KILL"
	SIGPIPE Signal = "PIPE"
	SIGQUIT Signal = "QUIT"
	SIGSEGV Signal = "SEGV"
	SIGTERM Signal = "TERM"
	SIGUSR1 Signal = "USR1"
	SIGUSR2 Signal = "USR2"
)

var signals = map[Signal]int{
	SIGABRT: 6,
	SIGALRM: 14,
	SIGFPE:  8,
	SIGHUP:  1,
	SIGILL:  4,
	SIGINT:  2,
	SIGKILL: 9,
	SIGPIPE: 13,
	SIGQUIT: 3,
	SIGSEGV: 11,
	SIGTERM: 15,
}

type TerminalModes map[uint8]uint32

// POSIX terminal mode flags as listed in RFC 4254 Section 8.
const (
	tty_OP_END    = 0
	VINTR         = 1
	VQUIT         = 2
	VERASE        = 3
	VKILL         = 4
	VEOF          = 5
	VEOL          = 6
	VEOL2         = 7
	VSTART        = 8
	VSTOP         = 9
	VSUSP         = 10
	VDSUSP        = 11
	VREPRINT      = 12
	VWERASE       = 13
	VLNEXT        = 14
	VFLUSH        = 15
	VSWTCH        = 16
	VSTATUS       = 17
	VDISCARD      = 18
	IGNPAR        = 30
	PARMRK        = 31
	INPCK         = 32
	ISTRIP        = 33
	INLCR         = 34
	IGNCR         = 35
	ICRNL         = 36
	IUCLC         = 37
	IXON          = 38
	IXANY         = 39
	IXOFF         = 40
	IMAXBEL       = 41
	ISIG          = 50
	ICANON        = 51
	XCASE         = 52
	ECHO          = 53
	ECHOE         = 54
	ECHOK         = 55
	ECHONL        = 56
	NOFLSH        = 57
	TOSTOP        = 58
	IEXTEN        = 59
	ECHOCTL       = 60
	ECHOKE        = 61
	PENDIN        = 62
	OPOST         = 70
	OLCUC         = 71
	ONLCR         = 72
	OCRNL         = 73
	ONOCR         = 74
	ONLRET        = 75
	CS7           = 90
	CS8           = 91
	PARENB        = 92
	PARODD        = 93
	TTY_OP_ISPEED = 128
	TTY_OP_OSPEED = 129
)

// A Session represents a connection to a remote command or shell.
type Session struct {
	// Stdin specifies the remote process's standard input.
	// If Stdin is nil, the remote process reads from an empty
	// bytes.Buffer.
	Stdin io.Reader

	// Stdout and Stderr specify the remote process's standard
	// output and error.
	//
	// If either is nil, Run connects the corresponding file
	// descriptor to an instance of ioutil.Discard. There is a
	// fixed amount of buffering that is shared for the two streams.
	// If either blocks it may eventually cause the remote
	// command to block.
	Stdout io.Writer
	Stderr io.Writer

	ch        Channel // the channel backing this session
	started   bool    // true once Start, Run or Shell is invoked.
	copyFuncs []func() error
	errors    chan error // one send per copyFunc

	// true if pipe method is active
	stdinpipe, stdoutpipe, stderrpipe bool

	// stdinPipeWriter is non-nil if StdinPipe has not been called
	// and Stdin was specified by the user; it is the write end of
	// a pipe connecting Session.Stdin to the stdin channel.
	stdinPipeWriter io.WriteCloser

	exitStatus chan error
}

// SendRequest sends an out-of-band channel request on the SSH channel
// underlying the session.
func (s *Session) SendRequest(name string, wantReply bool, payload []byte) (bool, error) {
	return s.ch.SendRequest(name, wantReply, payload)
}

func (s *Session) Close() error {
	return s.ch.Close()
}

// RFC 4254 Section 6.4.
type setenvRequest struct {
	Name  string
	Value string
}

// Setenv sets an environment variable that will be applied to any
// command executed by Shell or Run.
func (s *Session) Setenv(name, value string) error {
	msg := setenvRequest{
		Name:  name,
		Value: value,
	}
	ok, err := s.ch.SendRequest("env", true, Marshal(&msg))
	if err == nil && !ok {
		err = errors.New("ssh: setenv failed")
	}
	return err
}

// RFC 4254 Section 6.2.
type ptyRequestMsg struct {
	Term     string
	Columns  uint32
	Rows     uint32
	Width    uint32
	Height   uint32
	Modelist string
}

// RequestPty requests the association of a pty with the session on the remote host.
func (s *Session) RequestPty(term string, h, w int, termmodes TerminalModes) error {
	var tm []byte
	for k, v := range termmodes {
		kv := struct {
			Key byte
			Val uint32
		}{k, v}

		tm = append(tm, Marshal(&kv)...)
	}
	tm = append(tm, tty_OP_END)
	req := ptyRequestMsg{
		Term:     term,
		Columns:  uint32(w),
		Rows:     uint32(h),
		Width:    uint32(w * 8),
		Height:   uint32(h * 8),
		Modelist: string(tm),
	}
	ok, err := s.ch.SendRequest("pty-req", true, Marshal(&req))
	if err == nil && !ok {
		err = errors.New("ssh: pty-req failed")
	}
	return err
}

// RFC 4254 Section 6.5.
type subsystemRequestMsg struct {
	Subsystem string
}

// RequestSubsystem requests the association of a subsystem with the session on the remote host.
// A subsystem is a predefined command that runs in the background when the ssh session is initiated
func (s *Session) RequestSubsystem(subsystem string) error {
	msg := subsystemRequestMsg{
		Subsystem: subsystem,
	}
	ok, err := s.ch.SendRequest("subsystem", true, Marshal(&msg))
	if err == nil && !ok {
		err = errors.New("ssh: subsystem request failed")
	}
	return err
}

// RFC 4254 Section 6.9.
type signalMsg struct {
	Signal string
}

// Signal sends the given signal to the remote process.
// sig is one of the SIG* constants.
func (s *Session) Signal(sig Signal) error {
	msg := signalMsg{
		Signal: string(sig),
	}

	_, err := s.ch.SendRequest("signal", false, Marshal(&msg))
	return err
}

// RFC 4254 Section 6.5.
type execMsg struct {
	Command string
}

// Start runs cmd on the remote host. Typically, the remote
// server passes cmd to the shell for interpretation.
// A Session only accepts one call to Run, Start or Shell.
func (s *Session) Start(cmd string) error {
	if s.started {
		return errors.New("ssh: session already started")
	}
	req := execMsg{
		Command: cmd,
	}

	ok, err := s.ch.SendRequest("exec", true, Marshal(&req))
	if err == nil && !ok {
		err = fmt.Errorf("ssh: command %v failed", cmd)
	}
	if err != nil {
		return err
	}
	return s.start()
}

// Run runs cmd on the remote host. Typically, the remote
// server passes cmd to the shell for interpretation.
// A Session only accepts one call to Run, Start, Shell, Output,
// or CombinedOutput.
//
// The returned error is nil if the command runs, has no problems
// copying stdin, stdout, and stderr, and exits with a zero exit
// status.
//
// If the command fails to run or doesn't complete successfully, the
// error is of type *ExitError. Other error types may be
// returned for I/O problems.
func (s *Session) Run(cmd string) error {
	err := s.Start(cmd)
	if err != nil {
		return err
	}
	return s.Wait()
}

// Output runs cmd on the remote host and returns its standard output.
func (s *Session) Output(cmd string) ([]byte, error) {
	if s.Stdout != nil {
		return nil, errors.New("ssh: Stdout already set")
	}
	var b bytes.Buffer
	s.Stdout = &b
	err := s.Run(cmd)
	return b.Bytes(), err
}

type singleWriter struct {
	b  bytes.Buffer
	mu sync.Mutex
}

func (w *singleWriter) Write(p []byte) (int, error) {
	w.mu.Lock()
	defer w.mu.Unlock()
	return w.b.Write(p)
}

// CombinedOutput runs cmd on the remote host and returns its combined
// standard output and standard error.
func (s *Session) CombinedOutput(cmd string) ([]byte, error) {
	if s.Stdout != nil {
		return nil, errors.New("ssh: Stdout already set")
	}
	if s.Stderr != nil {
		return nil, errors.New("ssh: Stderr already set")
	}
	var b singleWriter
	s.Stdout = &b
	s.Stderr = &b
	err := s.Run(cmd)
	return b.b.Bytes(), err
}

// Shell starts a login shell on the remote host. A Session only
// accepts one call to Run, Start, Shell, Output, or CombinedOutput.
func (s *Session) Shell() error {
	if s.started {
		return errors.New("ssh: session already started")
	}

	ok, err := s.ch.SendRequest("shell", true, nil)
	if err == nil && !ok {
		return fmt.Errorf("ssh: cound not start shell")
	}
	if err != nil {
		return err
	}
	return s.start()
}

func (s *Session) start() error {
	s.started = true

	type F func(*Session)
	for _, setupFd := range []F{(*Session).stdin, (*Session).stdout, (*Session).stderr} {
		setupFd(s)
	}

	s.errors = make(chan error, len(s.copyFuncs))
	for _, fn := range s.copyFuncs {
		go func(fn func() error) {
			s.errors <- fn()
		}(fn)
	}
	return nil
}

// Wait waits for the remote command to exit.
//
// The returned error is nil if the command runs, has no problems
// copying stdin, stdout, and stderr, and exits with a zero exit
// status.
//
// If the command fails to run or doesn't complete successfully, the
// error is of type *ExitError. Other error types may be
// returned for I/O problems.
func (s *Session) Wait() error {
	if !s.started {
		return errors.New("ssh: session not started")
	}
	waitErr := <-s.exitStatus

	if s.stdinPipeWriter != nil {
		s.stdinPipeWriter.Close()
	}
	var copyError error
	for _ = range s.copyFuncs {
		if err := <-s.errors; err != nil && copyError == nil {
			copyError = err
		}
	}
	if waitErr != nil {
		return waitErr
	}
	return copyError
}

func (s *Session) wait(reqs <-chan *Request) error {
	wm := Waitmsg{status: -1}
	// Wait for msg channel to be closed before returning.
	for msg := range reqs {
		switch msg.Type {
		case "exit-status":
			d := msg.Payload
			wm.status = int(d[0])<<24 | int(d[1])<<16 | int(d[2])<<8 | int(d[3])
		case "exit-signal":
			var sigval struct {
				Signal     string
				CoreDumped bool
				Error      string
				Lang       string
			}
			if err := Unmarshal(msg.Payload, &sigval); err != nil {
				return err
			}

			// Must sanitize strings?
			wm.signal = sigval.Signal
			wm.msg = sigval.Error
			wm.lang = sigval.Lang
		default:
			// This handles keepalives and matches
			// OpenSSH's behaviour.
			if msg.WantReply {
				msg.Reply(false, nil)
			}
		}
	}
	if wm.status == 0 {
		return nil
	}
	if wm.status == -1 {
		// exit-status was never sent from server
		if wm.signal == "" {
			return errors.New("wait: remote command exited without exit status or exit signal")
		}
		wm.status = 128
		if _, ok := signals[Signal(wm.signal)]; ok {
			wm.status += signals[Signal(wm.signal)]
		}
	}
	return &ExitError{wm}
}

func (s *Session) stdin() {
	if s.stdinpipe {
		return
	}
	var stdin io.Reader
	if s.Stdin == nil {
		stdin = new(bytes.Buffer)
	} else {
		r, w := io.Pipe()
		go func() {
			_, err := io.Copy(w, s.Stdin)
			w.CloseWithError(err)
		}()
		stdin, s.stdinPipeWriter = r, w
	}
	s.copyFuncs = append(s.copyFuncs, func() error {
		_, err := io.Copy(s.ch, stdin)
		if err1 := s.ch.CloseWrite(); err == nil && err1 != io.EOF {
			err = err1
		}
		return err
	})
}

func (s *Session) stdout() {
	if s.stdoutpipe {
		return
	}
	if s.Stdout == nil {
		s.Stdout = ioutil.Discard
	}
	s.copyFuncs = append(s.copyFuncs, func() error {
		_, err := io.Copy(s.Stdout, s.ch)
		return err
	})
}

func (s *Session) stderr() {
	if s.stderrpipe {
		return
	}
	if s.Stderr == nil {
		s.Stderr = ioutil.Discard
	}
	s.copyFuncs = append(s.copyFuncs, func() error {
		_, err := io.Copy(s.Stderr, s.ch.Stderr())
		return err
	})
}

// sessionStdin reroutes Close to CloseWrite.
type sessionStdin struct {
	io.Writer
	ch Channel
}

func (s *sessionStdin) Close() error {
	return s.ch.CloseWrite()
}

// StdinPipe returns a pipe that will be connected to the
// remote command's standard input when the command starts.
func (s *Session) StdinPipe() (io.WriteCloser, error) {
	if s.Stdin != nil {
		return nil, errors.New("ssh: Stdin already set")
	}
	if s.started {
		return nil, errors.New("ssh: StdinPipe after process started")
	}
	s.stdinpipe = true
	return &sessionStdin{s.ch, s.ch}, nil
}

// StdoutPipe returns a pipe that will be connected to the
// remote command's standard output when the command starts.
// There is a fixed amount of buffering that is shared between
// stdout and stderr streams. If the StdoutPipe reader is
// not serviced fast enough it may eventually cause the
// remote command to block.
func (s *Session) StdoutPipe() (io.Reader, error) {
	if s.Stdout != nil {
		return nil, errors.New("ssh: Stdout already set")
	}
	if s.started {
		return nil, errors.New("ssh: StdoutPipe after process started")
	}
	s.stdoutpipe = true
	return s.ch, nil
}

// StderrPipe returns a pipe that will be connected to the
// remote command's standard error when the command starts.
// There is a fixed amount of buffering that is shared between
// stdout and stderr streams. If the StderrPipe reader is
// not serviced fast enough it may eventually cause the
// remote command to block.
func (s *Session) StderrPipe() (io.Reader, error) {
	if s.Stderr != nil {
		return nil, errors.New("ssh: Stderr already set")
	}
	if s.started {
		return nil, errors.New("ssh: StderrPipe after process started")
	}
	s.stderrpipe = true
	return s.ch.Stderr(), nil
}

// newSession returns a new interactive session on the remote host.
func newSession(ch Channel, reqs <-chan *Request) (*Session, error) {
	s := &Session{
		ch: ch,
	}
	s.exitStatus = make(chan error, 1)
	go func() {
		s.exitStatus <- s.wait(reqs)
	}()

	return s, nil
}

// An ExitError reports unsuccessful completion of a remote command.
type ExitError struct {
	Waitmsg
}

func (e *ExitError) Error() string {
	return e.Waitmsg.String()
}

// Waitmsg stores the information about an exited remote command
// as reported by Wait.
type Waitmsg struct {
	status int
	signal string
	msg    string
	lang   string
}

// ExitStatus returns the exit status of the remote command.
func (w Waitmsg) ExitStatus() int {
	return w.status
}

// Signal returns the exit signal of the remote command if
// it was terminated violently.
func (w Waitmsg) Signal() string {
	return w.signal
}

// Msg returns the exit message given by the remote command
func (w Waitmsg) Msg() string {
	return w.msg
}

// Lang returns the language tag. See RFC 3066
func (w Waitmsg) Lang() string {
	return w.lang
}

func (w Waitmsg) String() string {
	return fmt.Sprintf("Process exited with: %v. Reason was: %v (%v)", w.status, w.msg, w.signal)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/session_test.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

// Session tests.

import (
	"bytes"
	crypto_rand "crypto/rand"
	"io"
	"io/ioutil"
	"math/rand"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal"
)

type serverType func(Channel, <-chan *Request, *testing.T)

// dial constructs a new test server and returns a *ClientConn.
func dial(handler serverType, t *testing.T) *Client {
	c1, c2, err := netPipe()
	if err != nil {
		t.Fatalf("netPipe: %v", err)
	}

	go func() {
		defer c1.Close()
		conf := ServerConfig{
			NoClientAuth: true,
		}
		conf.AddHostKey(testSigners["rsa"])

		_, chans, reqs, err := NewServerConn(c1, &conf)
		if err != nil {
			t.Fatalf("Unable to handshake: %v", err)
		}
		go DiscardRequests(reqs)

		for newCh := range chans {
			if newCh.ChannelType() != "session" {
				newCh.Reject(UnknownChannelType, "unknown channel type")
				continue
			}

			ch, inReqs, err := newCh.Accept()
			if err != nil {
				t.Errorf("Accept: %v", err)
				continue
			}
			go func() {
				handler(ch, inReqs, t)
			}()
		}
	}()

	config := &ClientConfig{
		User: "testuser",
	}

	conn, chans, reqs, err := NewClientConn(c2, "", config)
	if err != nil {
		t.Fatalf("unable to dial remote side: %v", err)
	}

	return NewClient(conn, chans, reqs)
}

// Test a simple string is returned to session.Stdout.
func TestSessionShell(t *testing.T) {
	conn := dial(shellHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	stdout := new(bytes.Buffer)
	session.Stdout = stdout
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %s", err)
	}
	if err := session.Wait(); err != nil {
		t.Fatalf("Remote command did not exit cleanly: %v", err)
	}
	actual := stdout.String()
	if actual != "golang" {
		t.Fatalf("Remote shell did not return expected string: expected=golang, actual=%s", actual)
	}
}

// TODO(dfc) add support for Std{in,err}Pipe when the Server supports it.

// Test a simple string is returned via StdoutPipe.
func TestSessionStdoutPipe(t *testing.T) {
	conn := dial(shellHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	stdout, err := session.StdoutPipe()
	if err != nil {
		t.Fatalf("Unable to request StdoutPipe(): %v", err)
	}
	var buf bytes.Buffer
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	done := make(chan bool, 1)
	go func() {
		if _, err := io.Copy(&buf, stdout); err != nil {
			t.Errorf("Copy of stdout failed: %v", err)
		}
		done <- true
	}()
	if err := session.Wait(); err != nil {
		t.Fatalf("Remote command did not exit cleanly: %v", err)
	}
	<-done
	actual := buf.String()
	if actual != "golang" {
		t.Fatalf("Remote shell did not return expected string: expected=golang, actual=%s", actual)
	}
}

// Test that a simple string is returned via the Output helper,
// and that stderr is discarded.
func TestSessionOutput(t *testing.T) {
	conn := dial(fixedOutputHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()

	buf, err := session.Output("") // cmd is ignored by fixedOutputHandler
	if err != nil {
		t.Error("Remote command did not exit cleanly:", err)
	}
	w := "this-is-stdout."
	g := string(buf)
	if g != w {
		t.Error("Remote command did not return expected string:")
		t.Logf("want %q", w)
		t.Logf("got  %q", g)
	}
}

// Test that both stdout and stderr are returned
// via the CombinedOutput helper.
func TestSessionCombinedOutput(t *testing.T) {
	conn := dial(fixedOutputHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()

	buf, err := session.CombinedOutput("") // cmd is ignored by fixedOutputHandler
	if err != nil {
		t.Error("Remote command did not exit cleanly:", err)
	}
	const stdout = "this-is-stdout."
	const stderr = "this-is-stderr."
	g := string(buf)
	if g != stdout+stderr && g != stderr+stdout {
		t.Error("Remote command did not return expected string:")
		t.Logf("want %q, or %q", stdout+stderr, stderr+stdout)
		t.Logf("got  %q", g)
	}
}

// Test non-0 exit status is returned correctly.
func TestExitStatusNonZero(t *testing.T) {
	conn := dial(exitStatusNonZeroHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err == nil {
		t.Fatalf("expected command to fail but it didn't")
	}
	e, ok := err.(*ExitError)
	if !ok {
		t.Fatalf("expected *ExitError but got %T", err)
	}
	if e.ExitStatus() != 15 {
		t.Fatalf("expected command to exit with 15 but got %v", e.ExitStatus())
	}
}

// Test 0 exit status is returned correctly.
func TestExitStatusZero(t *testing.T) {
	conn := dial(exitStatusZeroHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()

	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err != nil {
		t.Fatalf("expected nil but got %v", err)
	}
}

// Test exit signal and status are both returned correctly.
func TestExitSignalAndStatus(t *testing.T) {
	conn := dial(exitSignalAndStatusHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err == nil {
		t.Fatalf("expected command to fail but it didn't")
	}
	e, ok := err.(*ExitError)
	if !ok {
		t.Fatalf("expected *ExitError but got %T", err)
	}
	if e.Signal() != "TERM" || e.ExitStatus() != 15 {
		t.Fatalf("expected command to exit with signal TERM and status 15 but got signal %s and status %v", e.Signal(), e.ExitStatus())
	}
}

// Test exit signal and status are both returned correctly.
func TestKnownExitSignalOnly(t *testing.T) {
	conn := dial(exitSignalHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err == nil {
		t.Fatalf("expected command to fail but it didn't")
	}
	e, ok := err.(*ExitError)
	if !ok {
		t.Fatalf("expected *ExitError but got %T", err)
	}
	if e.Signal() != "TERM" || e.ExitStatus() != 143 {
		t.Fatalf("expected command to exit with signal TERM and status 143 but got signal %s and status %v", e.Signal(), e.ExitStatus())
	}
}

// Test exit signal and status are both returned correctly.
func TestUnknownExitSignal(t *testing.T) {
	conn := dial(exitSignalUnknownHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err == nil {
		t.Fatalf("expected command to fail but it didn't")
	}
	e, ok := err.(*ExitError)
	if !ok {
		t.Fatalf("expected *ExitError but got %T", err)
	}
	if e.Signal() != "SYS" || e.ExitStatus() != 128 {
		t.Fatalf("expected command to exit with signal SYS and status 128 but got signal %s and status %v", e.Signal(), e.ExitStatus())
	}
}

// Test WaitMsg is not returned if the channel closes abruptly.
func TestExitWithoutStatusOrSignal(t *testing.T) {
	conn := dial(exitWithoutSignalOrStatus, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("Unable to request new session: %v", err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err == nil {
		t.Fatalf("expected command to fail but it didn't")
	}
	_, ok := err.(*ExitError)
	if ok {
		// you can't actually test for errors.errorString
		// because it's not exported.
		t.Fatalf("expected *errorString but got %T", err)
	}
}

// windowTestBytes is the number of bytes that we'll send to the SSH server.
const windowTestBytes = 16000 * 200

// TestServerWindow writes random data to the server. The server is expected to echo
// the same data back, which is compared against the original.
func TestServerWindow(t *testing.T) {
	origBuf := bytes.NewBuffer(make([]byte, 0, windowTestBytes))
	io.CopyN(origBuf, crypto_rand.Reader, windowTestBytes)
	origBytes := origBuf.Bytes()

	conn := dial(echoHandler, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatal(err)
	}
	defer session.Close()
	result := make(chan []byte)

	go func() {
		defer close(result)
		echoedBuf := bytes.NewBuffer(make([]byte, 0, windowTestBytes))
		serverStdout, err := session.StdoutPipe()
		if err != nil {
			t.Errorf("StdoutPipe failed: %v", err)
			return
		}
		n, err := copyNRandomly("stdout", echoedBuf, serverStdout, windowTestBytes)
		if err != nil && err != io.EOF {
			t.Errorf("Read only %d bytes from server, expected %d: %v", n, windowTestBytes, err)
		}
		result <- echoedBuf.Bytes()
	}()

	serverStdin, err := session.StdinPipe()
	if err != nil {
		t.Fatalf("StdinPipe failed: %v", err)
	}
	written, err := copyNRandomly("stdin", serverStdin, origBuf, windowTestBytes)
	if err != nil {
		t.Fatalf("failed to copy origBuf to serverStdin: %v", err)
	}
	if written != windowTestBytes {
		t.Fatalf("Wrote only %d of %d bytes to server", written, windowTestBytes)
	}

	echoedBytes := <-result

	if !bytes.Equal(origBytes, echoedBytes) {
		t.Fatalf("Echoed buffer differed from original, orig %d, echoed %d", len(origBytes), len(echoedBytes))
	}
}

// Verify the client can handle a keepalive packet from the server.
func TestClientHandlesKeepalives(t *testing.T) {
	conn := dial(channelKeepaliveSender, t)
	defer conn.Close()
	session, err := conn.NewSession()
	if err != nil {
		t.Fatal(err)
	}
	defer session.Close()
	if err := session.Shell(); err != nil {
		t.Fatalf("Unable to execute command: %v", err)
	}
	err = session.Wait()
	if err != nil {
		t.Fatalf("expected nil but got: %v", err)
	}
}

type exitStatusMsg struct {
	Status uint32
}

type exitSignalMsg struct {
	Signal     string
	CoreDumped bool
	Errmsg     string
	Lang       string
}

func handleTerminalRequests(in <-chan *Request) {
	for req := range in {
		ok := false
		switch req.Type {
		case "shell":
			ok = true
			if len(req.Payload) > 0 {
				// We don't accept any commands, only the default shell.
				ok = false
			}
		case "env":
			ok = true
		}
		req.Reply(ok, nil)
	}
}

func newServerShell(ch Channel, in <-chan *Request, prompt string) *terminal.Terminal {
	term := terminal.NewTerminal(ch, prompt)
	go handleTerminalRequests(in)
	return term
}

func exitStatusZeroHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	// this string is returned to stdout
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	sendStatus(0, ch, t)
}

func exitStatusNonZeroHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	sendStatus(15, ch, t)
}

func exitSignalAndStatusHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	sendStatus(15, ch, t)
	sendSignal("TERM", ch, t)
}

func exitSignalHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	sendSignal("TERM", ch, t)
}

func exitSignalUnknownHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	sendSignal("SYS", ch, t)
}

func exitWithoutSignalOrStatus(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
}

func shellHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	// this string is returned to stdout
	shell := newServerShell(ch, in, "golang")
	readLine(shell, t)
	sendStatus(0, ch, t)
}

// Ignores the command, writes fixed strings to stderr and stdout.
// Strings are "this-is-stdout." and "this-is-stderr.".
func fixedOutputHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	_, err := ch.Read(nil)

	req, ok := <-in
	if !ok {
		t.Fatalf("error: expected channel request, got: %#v", err)
		return
	}

	// ignore request, always send some text
	req.Reply(true, nil)

	_, err = io.WriteString(ch, "this-is-stdout.")
	if err != nil {
		t.Fatalf("error writing on server: %v", err)
	}
	_, err = io.WriteString(ch.Stderr(), "this-is-stderr.")
	if err != nil {
		t.Fatalf("error writing on server: %v", err)
	}
	sendStatus(0, ch, t)
}

func readLine(shell *terminal.Terminal, t *testing.T) {
	if _, err := shell.ReadLine(); err != nil && err != io.EOF {
		t.Errorf("unable to read line: %v", err)
	}
}

func sendStatus(status uint32, ch Channel, t *testing.T) {
	msg := exitStatusMsg{
		Status: status,
	}
	if _, err := ch.SendRequest("exit-status", false, Marshal(&msg)); err != nil {
		t.Errorf("unable to send status: %v", err)
	}
}

func sendSignal(signal string, ch Channel, t *testing.T) {
	sig := exitSignalMsg{
		Signal:     signal,
		CoreDumped: false,
		Errmsg:     "Process terminated",
		Lang:       "en-GB-oed",
	}
	if _, err := ch.SendRequest("exit-signal", false, Marshal(&sig)); err != nil {
		t.Errorf("unable to send signal: %v", err)
	}
}

func discardHandler(ch Channel, t *testing.T) {
	defer ch.Close()
	io.Copy(ioutil.Discard, ch)
}

func echoHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	if n, err := copyNRandomly("echohandler", ch, ch, windowTestBytes); err != nil {
		t.Errorf("short write, wrote %d, expected %d: %v ", n, windowTestBytes, err)
	}
}

// copyNRandomly copies n bytes from src to dst. It uses a variable, and random,
// buffer size to exercise more code paths.
func copyNRandomly(title string, dst io.Writer, src io.Reader, n int) (int, error) {
	var (
		buf       = make([]byte, 32*1024)
		written   int
		remaining = n
	)
	for remaining > 0 {
		l := rand.Intn(1 << 15)
		if remaining < l {
			l = remaining
		}
		nr, er := src.Read(buf[:l])
		nw, ew := dst.Write(buf[:nr])
		remaining -= nw
		written += nw
		if ew != nil {
			return written, ew
		}
		if nr != nw {
			return written, io.ErrShortWrite
		}
		if er != nil && er != io.EOF {
			return written, er
		}
	}
	return written, nil
}

func channelKeepaliveSender(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	shell := newServerShell(ch, in, "> ")
	readLine(shell, t)
	if _, err := ch.SendRequest("keepalive@openssh.com", true, nil); err != nil {
		t.Errorf("unable to send channel keepalive request: %v", err)
	}
	sendStatus(0, ch, t)
}

func TestClientWriteEOF(t *testing.T) {
	conn := dial(simpleEchoHandler, t)
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatal(err)
	}
	defer session.Close()
	stdin, err := session.StdinPipe()
	if err != nil {
		t.Fatalf("StdinPipe failed: %v", err)
	}
	stdout, err := session.StdoutPipe()
	if err != nil {
		t.Fatalf("StdoutPipe failed: %v", err)
	}

	data := []byte(`0000`)
	_, err = stdin.Write(data)
	if err != nil {
		t.Fatalf("Write failed: %v", err)
	}
	stdin.Close()

	res, err := ioutil.ReadAll(stdout)
	if err != nil {
		t.Fatalf("Read failed: %v", err)
	}

	if !bytes.Equal(data, res) {
		t.Fatalf("Read differed from write, wrote: %v, read: %v", data, res)
	}
}

func simpleEchoHandler(ch Channel, in <-chan *Request, t *testing.T) {
	defer ch.Close()
	data, err := ioutil.ReadAll(ch)
	if err != nil {
		t.Errorf("handler read error: %v", err)
	}
	_, err = ch.Write(data)
	if err != nil {
		t.Errorf("handler write error: %v", err)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/tcpip.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"errors"
	"fmt"
	"io"
	"math/rand"
	"net"
	"strconv"
	"strings"
	"sync"
	"time"
)

// Listen requests the remote peer open a listening socket on
// addr. Incoming connections will be available by calling Accept on
// the returned net.Listener. The listener must be serviced, or the
// SSH connection may hang.
func (c *Client) Listen(n, addr string) (net.Listener, error) {
	laddr, err := net.ResolveTCPAddr(n, addr)
	if err != nil {
		return nil, err
	}
	return c.ListenTCP(laddr)
}

// Automatic port allocation is broken with OpenSSH before 6.0. See
// also https://bugzilla.mindrot.org/show_bug.cgi?id=2017.  In
// particular, OpenSSH 5.9 sends a channelOpenMsg with port number 0,
// rather than the actual port number. This means you can never open
// two different listeners with auto allocated ports. We work around
// this by trying explicit ports until we succeed.

const openSSHPrefix = "OpenSSH_"

var portRandomizer = rand.New(rand.NewSource(time.Now().UnixNano()))

// isBrokenOpenSSHVersion returns true if the given version string
// specifies a version of OpenSSH that is known to have a bug in port
// forwarding.
func isBrokenOpenSSHVersion(versionStr string) bool {
	i := strings.Index(versionStr, openSSHPrefix)
	if i < 0 {
		return false
	}
	i += len(openSSHPrefix)
	j := i
	for ; j < len(versionStr); j++ {
		if versionStr[j] < '0' || versionStr[j] > '9' {
			break
		}
	}
	version, _ := strconv.Atoi(versionStr[i:j])
	return version < 6
}

// autoPortListenWorkaround simulates automatic port allocation by
// trying random ports repeatedly.
func (c *Client) autoPortListenWorkaround(laddr *net.TCPAddr) (net.Listener, error) {
	var sshListener net.Listener
	var err error
	const tries = 10
	for i := 0; i < tries; i++ {
		addr := *laddr
		addr.Port = 1024 + portRandomizer.Intn(60000)
		sshListener, err = c.ListenTCP(&addr)
		if err == nil {
			laddr.Port = addr.Port
			return sshListener, err
		}
	}
	return nil, fmt.Errorf("ssh: listen on random port failed after %d tries: %v", tries, err)
}

// RFC 4254 7.1
type channelForwardMsg struct {
	addr  string
	rport uint32
}

// ListenTCP requests the remote peer open a listening socket
// on laddr. Incoming connections will be available by calling
// Accept on the returned net.Listener.
func (c *Client) ListenTCP(laddr *net.TCPAddr) (net.Listener, error) {
	if laddr.Port == 0 && isBrokenOpenSSHVersion(string(c.ServerVersion())) {
		return c.autoPortListenWorkaround(laddr)
	}

	m := channelForwardMsg{
		laddr.IP.String(),
		uint32(laddr.Port),
	}
	// send message
	ok, resp, err := c.SendRequest("tcpip-forward", true, Marshal(&m))
	if err != nil {
		return nil, err
	}
	if !ok {
		return nil, errors.New("ssh: tcpip-forward request denied by peer")
	}

	// If the original port was 0, then the remote side will
	// supply a real port number in the response.
	if laddr.Port == 0 {
		var p struct {
			Port uint32
		}
		if err := Unmarshal(resp, &p); err != nil {
			return nil, err
		}
		laddr.Port = int(p.Port)
	}

	// Register this forward, using the port number we obtained.
	ch := c.forwards.add(*laddr)

	return &tcpListener{laddr, c, ch}, nil
}

// forwardList stores a mapping between remote
// forward requests and the tcpListeners.
type forwardList struct {
	sync.Mutex
	entries []forwardEntry
}

// forwardEntry represents an established mapping of a laddr on a
// remote ssh server to a channel connected to a tcpListener.
type forwardEntry struct {
	laddr net.TCPAddr
	c     chan forward
}

// forward represents an incoming forwarded tcpip connection. The
// arguments to add/remove/lookup should be address as specified in
// the original forward-request.
type forward struct {
	newCh NewChannel   // the ssh client channel underlying this forward
	raddr *net.TCPAddr // the raddr of the incoming connection
}

func (l *forwardList) add(addr net.TCPAddr) chan forward {
	l.Lock()
	defer l.Unlock()
	f := forwardEntry{
		addr,
		make(chan forward, 1),
	}
	l.entries = append(l.entries, f)
	return f.c
}

// See RFC 4254, section 7.2
type forwardedTCPPayload struct {
	Addr       string
	Port       uint32
	OriginAddr string
	OriginPort uint32
}

// parseTCPAddr parses the originating address from the remote into a *net.TCPAddr.
func parseTCPAddr(addr string, port uint32) (*net.TCPAddr, error) {
	if port == 0 || port > 65535 {
		return nil, fmt.Errorf("ssh: port number out of range: %d", port)
	}
	ip := net.ParseIP(string(addr))
	if ip == nil {
		return nil, fmt.Errorf("ssh: cannot parse IP address %q", addr)
	}
	return &net.TCPAddr{IP: ip, Port: int(port)}, nil
}

func (l *forwardList) handleChannels(in <-chan NewChannel) {
	for ch := range in {
		var payload forwardedTCPPayload
		if err := Unmarshal(ch.ExtraData(), &payload); err != nil {
			ch.Reject(ConnectionFailed, "could not parse forwarded-tcpip payload: "+err.Error())
			continue
		}

		// RFC 4254 section 7.2 specifies that incoming
		// addresses should list the address, in string
		// format. It is implied that this should be an IP
		// address, as it would be impossible to connect to it
		// otherwise.
		laddr, err := parseTCPAddr(payload.Addr, payload.Port)
		if err != nil {
			ch.Reject(ConnectionFailed, err.Error())
			continue
		}
		raddr, err := parseTCPAddr(payload.OriginAddr, payload.OriginPort)
		if err != nil {
			ch.Reject(ConnectionFailed, err.Error())
			continue
		}

		if ok := l.forward(*laddr, *raddr, ch); !ok {
			// Section 7.2, implementations MUST reject spurious incoming
			// connections.
			ch.Reject(Prohibited, "no forward for address")
			continue
		}
	}
}

// remove removes the forward entry, and the channel feeding its
// listener.
func (l *forwardList) remove(addr net.TCPAddr) {
	l.Lock()
	defer l.Unlock()
	for i, f := range l.entries {
		if addr.IP.Equal(f.laddr.IP) && addr.Port == f.laddr.Port {
			l.entries = append(l.entries[:i], l.entries[i+1:]...)
			close(f.c)
			return
		}
	}
}

// closeAll closes and clears all forwards.
func (l *forwardList) closeAll() {
	l.Lock()
	defer l.Unlock()
	for _, f := range l.entries {
		close(f.c)
	}
	l.entries = nil
}

func (l *forwardList) forward(laddr, raddr net.TCPAddr, ch NewChannel) bool {
	l.Lock()
	defer l.Unlock()
	for _, f := range l.entries {
		if laddr.IP.Equal(f.laddr.IP) && laddr.Port == f.laddr.Port {
			f.c <- forward{ch, &raddr}
			return true
		}
	}
	return false
}

type tcpListener struct {
	laddr *net.TCPAddr

	conn *Client
	in   <-chan forward
}

// Accept waits for and returns the next connection to the listener.
func (l *tcpListener) Accept() (net.Conn, error) {
	s, ok := <-l.in
	if !ok {
		return nil, io.EOF
	}
	ch, incoming, err := s.newCh.Accept()
	if err != nil {
		return nil, err
	}
	go DiscardRequests(incoming)

	return &tcpChanConn{
		Channel: ch,
		laddr:   l.laddr,
		raddr:   s.raddr,
	}, nil
}

// Close closes the listener.
func (l *tcpListener) Close() error {
	m := channelForwardMsg{
		l.laddr.IP.String(),
		uint32(l.laddr.Port),
	}

	// this also closes the listener.
	l.conn.forwards.remove(*l.laddr)
	ok, _, err := l.conn.SendRequest("cancel-tcpip-forward", true, Marshal(&m))
	if err == nil && !ok {
		err = errors.New("ssh: cancel-tcpip-forward failed")
	}
	return err
}

// Addr returns the listener's network address.
func (l *tcpListener) Addr() net.Addr {
	return l.laddr
}

// Dial initiates a connection to the addr from the remote host.
// The resulting connection has a zero LocalAddr() and RemoteAddr().
func (c *Client) Dial(n, addr string) (net.Conn, error) {
	// Parse the address into host and numeric port.
	host, portString, err := net.SplitHostPort(addr)
	if err != nil {
		return nil, err
	}
	port, err := strconv.ParseUint(portString, 10, 16)
	if err != nil {
		return nil, err
	}
	// Use a zero address for local and remote address.
	zeroAddr := &net.TCPAddr{
		IP:   net.IPv4zero,
		Port: 0,
	}
	ch, err := c.dial(net.IPv4zero.String(), 0, host, int(port))
	if err != nil {
		return nil, err
	}
	return &tcpChanConn{
		Channel: ch,
		laddr:   zeroAddr,
		raddr:   zeroAddr,
	}, nil
}

// DialTCP connects to the remote address raddr on the network net,
// which must be "tcp", "tcp4", or "tcp6".  If laddr is not nil, it is used
// as the local address for the connection.
func (c *Client) DialTCP(n string, laddr, raddr *net.TCPAddr) (net.Conn, error) {
	if laddr == nil {
		laddr = &net.TCPAddr{
			IP:   net.IPv4zero,
			Port: 0,
		}
	}
	ch, err := c.dial(laddr.IP.String(), laddr.Port, raddr.IP.String(), raddr.Port)
	if err != nil {
		return nil, err
	}
	return &tcpChanConn{
		Channel: ch,
		laddr:   laddr,
		raddr:   raddr,
	}, nil
}

// RFC 4254 7.2
type channelOpenDirectMsg struct {
	raddr string
	rport uint32
	laddr string
	lport uint32
}

func (c *Client) dial(laddr string, lport int, raddr string, rport int) (Channel, error) {
	msg := channelOpenDirectMsg{
		raddr: raddr,
		rport: uint32(rport),
		laddr: laddr,
		lport: uint32(lport),
	}
	ch, in, err := c.OpenChannel("direct-tcpip", Marshal(&msg))
	go DiscardRequests(in)
	return ch, err
}

type tcpChan struct {
	Channel // the backing channel
}

// tcpChanConn fulfills the net.Conn interface without
// the tcpChan having to hold laddr or raddr directly.
type tcpChanConn struct {
	Channel
	laddr, raddr net.Addr
}

// LocalAddr returns the local network address.
func (t *tcpChanConn) LocalAddr() net.Addr {
	return t.laddr
}

// RemoteAddr returns the remote network address.
func (t *tcpChanConn) RemoteAddr() net.Addr {
	return t.raddr
}

// SetDeadline sets the read and write deadlines associated
// with the connection.
func (t *tcpChanConn) SetDeadline(deadline time.Time) error {
	if err := t.SetReadDeadline(deadline); err != nil {
		return err
	}
	return t.SetWriteDeadline(deadline)
}

// SetReadDeadline sets the read deadline.
// A zero value for t means Read will not time out.
// After the deadline, the error from Read will implement net.Error
// with Timeout() == true.
func (t *tcpChanConn) SetReadDeadline(deadline time.Time) error {
	return errors.New("ssh: tcpChan: deadline not supported")
}

// SetWriteDeadline exists to satisfy the net.Conn interface
// but is not implemented by this type.  It always returns an error.
func (t *tcpChanConn) SetWriteDeadline(deadline time.Time) error {
	return errors.New("ssh: tcpChan: deadline not supported")
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/tcpip_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"testing"
)

func TestAutoPortListenBroken(t *testing.T) {
	broken := "SSH-2.0-OpenSSH_5.9hh11"
	works := "SSH-2.0-OpenSSH_6.1"
	if !isBrokenOpenSSHVersion(broken) {
		t.Errorf("version %q not marked as broken", broken)
	}
	if isBrokenOpenSSHVersion(works) {
		t.Errorf("version %q marked as broken", works)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/terminal.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package terminal

import (
	"io"
	"sync"
	"unicode/utf8"
)

// EscapeCodes contains escape sequences that can be written to the terminal in
// order to achieve different styles of text.
type EscapeCodes struct {
	// Foreground colors
	Black, Red, Green, Yellow, Blue, Magenta, Cyan, White []byte

	// Reset all attributes
	Reset []byte
}

var vt100EscapeCodes = EscapeCodes{
	Black:   []byte{keyEscape, '[', '3', '0', 'm'},
	Red:     []byte{keyEscape, '[', '3', '1', 'm'},
	Green:   []byte{keyEscape, '[', '3', '2', 'm'},
	Yellow:  []byte{keyEscape, '[', '3', '3', 'm'},
	Blue:    []byte{keyEscape, '[', '3', '4', 'm'},
	Magenta: []byte{keyEscape, '[', '3', '5', 'm'},
	Cyan:    []byte{keyEscape, '[', '3', '6', 'm'},
	White:   []byte{keyEscape, '[', '3', '7', 'm'},

	Reset: []byte{keyEscape, '[', '0', 'm'},
}

// Terminal contains the state for running a VT100 terminal that is capable of
// reading lines of input.
type Terminal struct {
	// AutoCompleteCallback, if non-null, is called for each keypress with
	// the full input line and the current position of the cursor (in
	// bytes, as an index into |line|). If it returns ok=false, the key
	// press is processed normally. Otherwise it returns a replacement line
	// and the new cursor position.
	AutoCompleteCallback func(line string, pos int, key rune) (newLine string, newPos int, ok bool)

	// Escape contains a pointer to the escape codes for this terminal.
	// It's always a valid pointer, although the escape codes themselves
	// may be empty if the terminal doesn't support them.
	Escape *EscapeCodes

	// lock protects the terminal and the state in this object from
	// concurrent processing of a key press and a Write() call.
	lock sync.Mutex

	c      io.ReadWriter
	prompt []rune

	// line is the current line being entered.
	line []rune
	// pos is the logical position of the cursor in line
	pos int
	// echo is true if local echo is enabled
	echo bool

	// cursorX contains the current X value of the cursor where the left
	// edge is 0. cursorY contains the row number where the first row of
	// the current line is 0.
	cursorX, cursorY int
	// maxLine is the greatest value of cursorY so far.
	maxLine int

	termWidth, termHeight int

	// outBuf contains the terminal data to be sent.
	outBuf []byte
	// remainder contains the remainder of any partial key sequences after
	// a read. It aliases into inBuf.
	remainder []byte
	inBuf     [256]byte

	// history contains previously entered commands so that they can be
	// accessed with the up and down keys.
	history stRingBuffer
	// historyIndex stores the currently accessed history entry, where zero
	// means the immediately previous entry.
	historyIndex int
	// When navigating up and down the history it's possible to return to
	// the incomplete, initial line. That value is stored in
	// historyPending.
	historyPending string
}

// NewTerminal runs a VT100 terminal on the given ReadWriter. If the ReadWriter is
// a local terminal, that terminal must first have been put into raw mode.
// prompt is a string that is written at the start of each input line (i.e.
// "> ").
func NewTerminal(c io.ReadWriter, prompt string) *Terminal {
	return &Terminal{
		Escape:       &vt100EscapeCodes,
		c:            c,
		prompt:       []rune(prompt),
		termWidth:    80,
		termHeight:   24,
		echo:         true,
		historyIndex: -1,
	}
}

const (
	keyCtrlD     = 4
	keyCtrlU     = 21
	keyEnter     = '\r'
	keyEscape    = 27
	keyBackspace = 127
	keyUnknown   = 0xd800 /* UTF-16 surrogate area */ + iota
	keyUp
	keyDown
	keyLeft
	keyRight
	keyAltLeft
	keyAltRight
	keyHome
	keyEnd
	keyDeleteWord
	keyDeleteLine
	keyClearScreen
)

// bytesToKey tries to parse a key sequence from b. If successful, it returns
// the key and the remainder of the input. Otherwise it returns utf8.RuneError.
func bytesToKey(b []byte) (rune, []byte) {
	if len(b) == 0 {
		return utf8.RuneError, nil
	}

	switch b[0] {
	case 1: // ^A
		return keyHome, b[1:]
	case 5: // ^E
		return keyEnd, b[1:]
	case 8: // ^H
		return keyBackspace, b[1:]
	case 11: // ^K
		return keyDeleteLine, b[1:]
	case 12: // ^L
		return keyClearScreen, b[1:]
	case 23: // ^W
		return keyDeleteWord, b[1:]
	}

	if b[0] != keyEscape {
		if !utf8.FullRune(b) {
			return utf8.RuneError, b
		}
		r, l := utf8.DecodeRune(b)
		return r, b[l:]
	}

	if len(b) >= 3 && b[0] == keyEscape && b[1] == '[' {
		switch b[2] {
		case 'A':
			return keyUp, b[3:]
		case 'B':
			return keyDown, b[3:]
		case 'C':
			return keyRight, b[3:]
		case 'D':
			return keyLeft, b[3:]
		}
	}

	if len(b) >= 3 && b[0] == keyEscape && b[1] == 'O' {
		switch b[2] {
		case 'H':
			return keyHome, b[3:]
		case 'F':
			return keyEnd, b[3:]
		}
	}

	if len(b) >= 6 && b[0] == keyEscape && b[1] == '[' && b[2] == '1' && b[3] == ';' && b[4] == '3' {
		switch b[5] {
		case 'C':
			return keyAltRight, b[6:]
		case 'D':
			return keyAltLeft, b[6:]
		}
	}

	// If we get here then we have a key that we don't recognise, or a
	// partial sequence. It's not clear how one should find the end of a
	// sequence without knowing them all, but it seems that [a-zA-Z] only
	// appears at the end of a sequence.
	for i, c := range b[0:] {
		if c >= 'a' && c <= 'z' || c >= 'A' && c <= 'Z' {
			return keyUnknown, b[i+1:]
		}
	}

	return utf8.RuneError, b
}

// queue appends data to the end of t.outBuf
func (t *Terminal) queue(data []rune) {
	t.outBuf = append(t.outBuf, []byte(string(data))...)
}

var eraseUnderCursor = []rune{' ', keyEscape, '[', 'D'}
var space = []rune{' '}

func isPrintable(key rune) bool {
	isInSurrogateArea := key >= 0xd800 && key <= 0xdbff
	return key >= 32 && !isInSurrogateArea
}

// moveCursorToPos appends data to t.outBuf which will move the cursor to the
// given, logical position in the text.
func (t *Terminal) moveCursorToPos(pos int) {
	if !t.echo {
		return
	}

	x := visualLength(t.prompt) + pos
	y := x / t.termWidth
	x = x % t.termWidth

	up := 0
	if y < t.cursorY {
		up = t.cursorY - y
	}

	down := 0
	if y > t.cursorY {
		down = y - t.cursorY
	}

	left := 0
	if x < t.cursorX {
		left = t.cursorX - x
	}

	right := 0
	if x > t.cursorX {
		right = x - t.cursorX
	}

	t.cursorX = x
	t.cursorY = y
	t.move(up, down, left, right)
}

func (t *Terminal) move(up, down, left, right int) {
	movement := make([]rune, 3*(up+down+left+right))
	m := movement
	for i := 0; i < up; i++ {
		m[0] = keyEscape
		m[1] = '['
		m[2] = 'A'
		m = m[3:]
	}
	for i := 0; i < down; i++ {
		m[0] = keyEscape
		m[1] = '['
		m[2] = 'B'
		m = m[3:]
	}
	for i := 0; i < left; i++ {
		m[0] = keyEscape
		m[1] = '['
		m[2] = 'D'
		m = m[3:]
	}
	for i := 0; i < right; i++ {
		m[0] = keyEscape
		m[1] = '['
		m[2] = 'C'
		m = m[3:]
	}

	t.queue(movement)
}

func (t *Terminal) clearLineToRight() {
	op := []rune{keyEscape, '[', 'K'}
	t.queue(op)
}

const maxLineLength = 4096

func (t *Terminal) setLine(newLine []rune, newPos int) {
	if t.echo {
		t.moveCursorToPos(0)
		t.writeLine(newLine)
		for i := len(newLine); i < len(t.line); i++ {
			t.writeLine(space)
		}
		t.moveCursorToPos(newPos)
	}
	t.line = newLine
	t.pos = newPos
}

func (t *Terminal) advanceCursor(places int) {
	t.cursorX += places
	t.cursorY += t.cursorX / t.termWidth
	if t.cursorY > t.maxLine {
		t.maxLine = t.cursorY
	}
	t.cursorX = t.cursorX % t.termWidth

	if places > 0 && t.cursorX == 0 {
		// Normally terminals will advance the current position
		// when writing a character. But that doesn't happen
		// for the last character in a line. However, when
		// writing a character (except a new line) that causes
		// a line wrap, the position will be advanced two
		// places.
		//
		// So, if we are stopping at the end of a line, we
		// need to write a newline so that our cursor can be
		// advanced to the next line.
		t.outBuf = append(t.outBuf, '\n')
	}
}

func (t *Terminal) eraseNPreviousChars(n int) {
	if n == 0 {
		return
	}

	if t.pos < n {
		n = t.pos
	}
	t.pos -= n
	t.moveCursorToPos(t.pos)

	copy(t.line[t.pos:], t.line[n+t.pos:])
	t.line = t.line[:len(t.line)-n]
	if t.echo {
		t.writeLine(t.line[t.pos:])
		for i := 0; i < n; i++ {
			t.queue(space)
		}
		t.advanceCursor(n)
		t.moveCursorToPos(t.pos)
	}
}

// countToLeftWord returns then number of characters from the cursor to the
// start of the previous word.
func (t *Terminal) countToLeftWord() int {
	if t.pos == 0 {
		return 0
	}

	pos := t.pos - 1
	for pos > 0 {
		if t.line[pos] != ' ' {
			break
		}
		pos--
	}
	for pos > 0 {
		if t.line[pos] == ' ' {
			pos++
			break
		}
		pos--
	}

	return t.pos - pos
}

// countToRightWord returns then number of characters from the cursor to the
// start of the next word.
func (t *Terminal) countToRightWord() int {
	pos := t.pos
	for pos < len(t.line) {
		if t.line[pos] == ' ' {
			break
		}
		pos++
	}
	for pos < len(t.line) {
		if t.line[pos] != ' ' {
			break
		}
		pos++
	}
	return pos - t.pos
}

// visualLength returns the number of visible glyphs in s.
func visualLength(runes []rune) int {
	inEscapeSeq := false
	length := 0

	for _, r := range runes {
		switch {
		case inEscapeSeq:
			if (r >= 'a' && r <= 'z') || (r >= 'A' && r <= 'Z') {
				inEscapeSeq = false
			}
		case r == '\x1b':
			inEscapeSeq = true
		default:
			length++
		}
	}

	return length
}

// handleKey processes the given key and, optionally, returns a line of text
// that the user has entered.
func (t *Terminal) handleKey(key rune) (line string, ok bool) {
	switch key {
	case keyBackspace:
		if t.pos == 0 {
			return
		}
		t.eraseNPreviousChars(1)
	case keyAltLeft:
		// move left by a word.
		t.pos -= t.countToLeftWord()
		t.moveCursorToPos(t.pos)
	case keyAltRight:
		// move right by a word.
		t.pos += t.countToRightWord()
		t.moveCursorToPos(t.pos)
	case keyLeft:
		if t.pos == 0 {
			return
		}
		t.pos--
		t.moveCursorToPos(t.pos)
	case keyRight:
		if t.pos == len(t.line) {
			return
		}
		t.pos++
		t.moveCursorToPos(t.pos)
	case keyHome:
		if t.pos == 0 {
			return
		}
		t.pos = 0
		t.moveCursorToPos(t.pos)
	case keyEnd:
		if t.pos == len(t.line) {
			return
		}
		t.pos = len(t.line)
		t.moveCursorToPos(t.pos)
	case keyUp:
		entry, ok := t.history.NthPreviousEntry(t.historyIndex + 1)
		if !ok {
			return "", false
		}
		if t.historyIndex == -1 {
			t.historyPending = string(t.line)
		}
		t.historyIndex++
		runes := []rune(entry)
		t.setLine(runes, len(runes))
	case keyDown:
		switch t.historyIndex {
		case -1:
			return
		case 0:
			runes := []rune(t.historyPending)
			t.setLine(runes, len(runes))
			t.historyIndex--
		default:
			entry, ok := t.history.NthPreviousEntry(t.historyIndex - 1)
			if ok {
				t.historyIndex--
				runes := []rune(entry)
				t.setLine(runes, len(runes))
			}
		}
	case keyEnter:
		t.moveCursorToPos(len(t.line))
		t.queue([]rune("\r\n"))
		line = string(t.line)
		ok = true
		t.line = t.line[:0]
		t.pos = 0
		t.cursorX = 0
		t.cursorY = 0
		t.maxLine = 0
	case keyDeleteWord:
		// Delete zero or more spaces and then one or more characters.
		t.eraseNPreviousChars(t.countToLeftWord())
	case keyDeleteLine:
		// Delete everything from the current cursor position to the
		// end of line.
		for i := t.pos; i < len(t.line); i++ {
			t.queue(space)
			t.advanceCursor(1)
		}
		t.line = t.line[:t.pos]
		t.moveCursorToPos(t.pos)
	case keyCtrlD:
		// Erase the character under the current position.
		// The EOF case when the line is empty is handled in
		// readLine().
		if t.pos < len(t.line) {
			t.pos++
			t.eraseNPreviousChars(1)
		}
	case keyCtrlU:
		t.eraseNPreviousChars(t.pos)
	case keyClearScreen:
		// Erases the screen and moves the cursor to the home position.
		t.queue([]rune("\x1b[2J\x1b[H"))
		t.queue(t.prompt)
		t.cursorX, t.cursorY = 0, 0
		t.advanceCursor(visualLength(t.prompt))
		t.setLine(t.line, t.pos)
	default:
		if t.AutoCompleteCallback != nil {
			prefix := string(t.line[:t.pos])
			suffix := string(t.line[t.pos:])

			t.lock.Unlock()
			newLine, newPos, completeOk := t.AutoCompleteCallback(prefix+suffix, len(prefix), key)
			t.lock.Lock()

			if completeOk {
				t.setLine([]rune(newLine), utf8.RuneCount([]byte(newLine)[:newPos]))
				return
			}
		}
		if !isPrintable(key) {
			return
		}
		if len(t.line) == maxLineLength {
			return
		}
		if len(t.line) == cap(t.line) {
			newLine := make([]rune, len(t.line), 2*(1+len(t.line)))
			copy(newLine, t.line)
			t.line = newLine
		}
		t.line = t.line[:len(t.line)+1]
		copy(t.line[t.pos+1:], t.line[t.pos:])
		t.line[t.pos] = key
		if t.echo {
			t.writeLine(t.line[t.pos:])
		}
		t.pos++
		t.moveCursorToPos(t.pos)
	}
	return
}

func (t *Terminal) writeLine(line []rune) {
	for len(line) != 0 {
		remainingOnLine := t.termWidth - t.cursorX
		todo := len(line)
		if todo > remainingOnLine {
			todo = remainingOnLine
		}
		t.queue(line[:todo])
		t.advanceCursor(visualLength(line[:todo]))
		line = line[todo:]
	}
}

func (t *Terminal) Write(buf []byte) (n int, err error) {
	t.lock.Lock()
	defer t.lock.Unlock()

	if t.cursorX == 0 && t.cursorY == 0 {
		// This is the easy case: there's nothing on the screen that we
		// have to move out of the way.
		return t.c.Write(buf)
	}

	// We have a prompt and possibly user input on the screen. We
	// have to clear it first.
	t.move(0 /* up */, 0 /* down */, t.cursorX /* left */, 0 /* right */)
	t.cursorX = 0
	t.clearLineToRight()

	for t.cursorY > 0 {
		t.move(1 /* up */, 0, 0, 0)
		t.cursorY--
		t.clearLineToRight()
	}

	if _, err = t.c.Write(t.outBuf); err != nil {
		return
	}
	t.outBuf = t.outBuf[:0]

	if n, err = t.c.Write(buf); err != nil {
		return
	}

	t.writeLine(t.prompt)
	if t.echo {
		t.writeLine(t.line)
	}

	t.moveCursorToPos(t.pos)

	if _, err = t.c.Write(t.outBuf); err != nil {
		return
	}
	t.outBuf = t.outBuf[:0]
	return
}

// ReadPassword temporarily changes the prompt and reads a password, without
// echo, from the terminal.
func (t *Terminal) ReadPassword(prompt string) (line string, err error) {
	t.lock.Lock()
	defer t.lock.Unlock()

	oldPrompt := t.prompt
	t.prompt = []rune(prompt)
	t.echo = false

	line, err = t.readLine()

	t.prompt = oldPrompt
	t.echo = true

	return
}

// ReadLine returns a line of input from the terminal.
func (t *Terminal) ReadLine() (line string, err error) {
	t.lock.Lock()
	defer t.lock.Unlock()

	return t.readLine()
}

func (t *Terminal) readLine() (line string, err error) {
	// t.lock must be held at this point

	if t.cursorX == 0 && t.cursorY == 0 {
		t.writeLine(t.prompt)
		t.c.Write(t.outBuf)
		t.outBuf = t.outBuf[:0]
	}

	for {
		rest := t.remainder
		lineOk := false
		for !lineOk {
			var key rune
			key, rest = bytesToKey(rest)
			if key == utf8.RuneError {
				break
			}
			if key == keyCtrlD {
				if len(t.line) == 0 {
					return "", io.EOF
				}
			}
			line, lineOk = t.handleKey(key)
		}
		if len(rest) > 0 {
			n := copy(t.inBuf[:], rest)
			t.remainder = t.inBuf[:n]
		} else {
			t.remainder = nil
		}
		t.c.Write(t.outBuf)
		t.outBuf = t.outBuf[:0]
		if lineOk {
			if t.echo {
				t.historyIndex = -1
				t.history.Add(line)
			}
			return
		}

		// t.remainder is a slice at the beginning of t.inBuf
		// containing a partial key sequence
		readBuf := t.inBuf[len(t.remainder):]
		var n int

		t.lock.Unlock()
		n, err = t.c.Read(readBuf)
		t.lock.Lock()

		if err != nil {
			return
		}

		t.remainder = t.inBuf[:n+len(t.remainder)]
	}

	panic("unreachable") // for Go 1.0.
}

// SetPrompt sets the prompt to be used when reading subsequent lines.
func (t *Terminal) SetPrompt(prompt string) {
	t.lock.Lock()
	defer t.lock.Unlock()

	t.prompt = []rune(prompt)
}

func (t *Terminal) clearAndRepaintLinePlusNPrevious(numPrevLines int) {
	// Move cursor to column zero at the start of the line.
	t.move(t.cursorY, 0, t.cursorX, 0)
	t.cursorX, t.cursorY = 0, 0
	t.clearLineToRight()
	for t.cursorY < numPrevLines {
		// Move down a line
		t.move(0, 1, 0, 0)
		t.cursorY++
		t.clearLineToRight()
	}
	// Move back to beginning.
	t.move(t.cursorY, 0, 0, 0)
	t.cursorX, t.cursorY = 0, 0

	t.queue(t.prompt)
	t.advanceCursor(visualLength(t.prompt))
	t.writeLine(t.line)
	t.moveCursorToPos(t.pos)
}

func (t *Terminal) SetSize(width, height int) error {
	t.lock.Lock()
	defer t.lock.Unlock()

	if width == 0 {
		width = 1
	}

	oldWidth := t.termWidth
	t.termWidth, t.termHeight = width, height

	switch {
	case width == oldWidth:
		// If the width didn't change then nothing else needs to be
		// done.
		return nil
	case width < oldWidth:
		// Some terminals (e.g. xterm) will truncate lines that were
		// too long when shinking. Others, (e.g. gnome-terminal) will
		// attempt to wrap them. For the former, repainting t.maxLine
		// works great, but that behaviour goes badly wrong in the case
		// of the latter because they have doubled every full line.

		// We assume that we are working on a terminal that wraps lines
		// and adjust the cursor position based on every previous line
		// wrapping and turning into two. This causes the prompt on
		// xterms to move upwards, which isn't great, but it avoids a
		// huge mess with gnome-terminal.
		if t.cursorX >= t.termWidth {
			t.cursorX = t.termWidth - 1
		}
		t.cursorY *= 2
		t.clearAndRepaintLinePlusNPrevious(t.maxLine * 2)
	case width > oldWidth:
		// If the terminal expands then our position calculations will
		// be wrong in the future because we think the cursor is
		// |t.pos| chars into the string, but there will be a gap at
		// the end of any wrapped line.
		//
		// But the position will actually be correct until we move, so
		// we can move back to the beginning and repaint everything.
		t.clearAndRepaintLinePlusNPrevious(t.maxLine)
	}

	_, err := t.c.Write(t.outBuf)
	t.outBuf = t.outBuf[:0]
	return err
}

// stRingBuffer is a ring buffer of strings.
type stRingBuffer struct {
	// entries contains max elements.
	entries []string
	max     int
	// head contains the index of the element most recently added to the ring.
	head int
	// size contains the number of elements in the ring.
	size int
}

func (s *stRingBuffer) Add(a string) {
	if s.entries == nil {
		const defaultNumEntries = 100
		s.entries = make([]string, defaultNumEntries)
		s.max = defaultNumEntries
	}

	s.head = (s.head + 1) % s.max
	s.entries[s.head] = a
	if s.size < s.max {
		s.size++
	}
}

// NthPreviousEntry returns the value passed to the nth previous call to Add.
// If n is zero then the immediately prior value is returned, if one, then the
// next most recent, and so on. If such an element doesn't exist then ok is
// false.
func (s *stRingBuffer) NthPreviousEntry(n int) (value string, ok bool) {
	if n >= s.size {
		return "", false
	}
	index := s.head - n
	if index < 0 {
		index += s.max
	}
	return s.entries[index], true
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/terminal_test.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package terminal

import (
	"io"
	"testing"
)

type MockTerminal struct {
	toSend       []byte
	bytesPerRead int
	received     []byte
}

func (c *MockTerminal) Read(data []byte) (n int, err error) {
	n = len(data)
	if n == 0 {
		return
	}
	if n > len(c.toSend) {
		n = len(c.toSend)
	}
	if n == 0 {
		return 0, io.EOF
	}
	if c.bytesPerRead > 0 && n > c.bytesPerRead {
		n = c.bytesPerRead
	}
	copy(data, c.toSend[:n])
	c.toSend = c.toSend[n:]
	return
}

func (c *MockTerminal) Write(data []byte) (n int, err error) {
	c.received = append(c.received, data...)
	return len(data), nil
}

func TestClose(t *testing.T) {
	c := &MockTerminal{}
	ss := NewTerminal(c, "> ")
	line, err := ss.ReadLine()
	if line != "" {
		t.Errorf("Expected empty line but got: %s", line)
	}
	if err != io.EOF {
		t.Errorf("Error should have been EOF but got: %s", err)
	}
}

var keyPressTests = []struct {
	in             string
	line           string
	err            error
	throwAwayLines int
}{
	{
		err: io.EOF,
	},
	{
		in:   "\r",
		line: "",
	},
	{
		in:   "foo\r",
		line: "foo",
	},
	{
		in:   "a\x1b[Cb\r", // right
		line: "ab",
	},
	{
		in:   "a\x1b[Db\r", // left
		line: "ba",
	},
	{
		in:   "a\177b\r", // backspace
		line: "b",
	},
	{
		in: "\x1b[A\r", // up
	},
	{
		in: "\x1b[B\r", // down
	},
	{
		in:   "line\x1b[A\x1b[B\r", // up then down
		line: "line",
	},
	{
		in:             "line1\rline2\x1b[A\r", // recall previous line.
		line:           "line1",
		throwAwayLines: 1,
	},
	{
		// recall two previous lines and append.
		in:             "line1\rline2\rline3\x1b[A\x1b[Axxx\r",
		line:           "line1xxx",
		throwAwayLines: 2,
	},
	{
		// Ctrl-A to move to beginning of line followed by ^K to kill
		// line.
		in:   "a b \001\013\r",
		line: "",
	},
	{
		// Ctrl-A to move to beginning of line, Ctrl-E to move to end,
		// finally ^K to kill nothing.
		in:   "a b \001\005\013\r",
		line: "a b ",
	},
	{
		in:   "\027\r",
		line: "",
	},
	{
		in:   "a\027\r",
		line: "",
	},
	{
		in:   "a \027\r",
		line: "",
	},
	{
		in:   "a b\027\r",
		line: "a ",
	},
	{
		in:   "a b \027\r",
		line: "a ",
	},
	{
		in:   "one two thr\x1b[D\027\r",
		line: "one two r",
	},
	{
		in:   "\013\r",
		line: "",
	},
	{
		in:   "a\013\r",
		line: "a",
	},
	{
		in:   "ab\x1b[D\013\r",
		line: "a",
	},
	{
		in:   "Ξεσκεπάζω\r",
		line: "Ξεσκεπάζω",
	},
	{
		in:             "£\r\x1b[A\177\r", // non-ASCII char, enter, up, backspace.
		line:           "",
		throwAwayLines: 1,
	},
	{
		in:             "£\r££\x1b[A\x1b[B\177\r", // non-ASCII char, enter, 2x non-ASCII, up, down, backspace, enter.
		line:           "£",
		throwAwayLines: 1,
	},
	{
		// Ctrl-D at the end of the line should be ignored.
		in:   "a\004\r",
		line: "a",
	},
	{
		// a, b, left, Ctrl-D should erase the b.
		in:   "ab\x1b[D\004\r",
		line: "a",
	},
	{
		// a, b, c, d, left, left, ^U should erase to the beginning of
		// the line.
		in:   "abcd\x1b[D\x1b[D\025\r",
		line: "cd",
	},
}

func TestKeyPresses(t *testing.T) {
	for i, test := range keyPressTests {
		for j := 1; j < len(test.in); j++ {
			c := &MockTerminal{
				toSend:       []byte(test.in),
				bytesPerRead: j,
			}
			ss := NewTerminal(c, "> ")
			for k := 0; k < test.throwAwayLines; k++ {
				_, err := ss.ReadLine()
				if err != nil {
					t.Errorf("Throwaway line %d from test %d resulted in error: %s", k, i, err)
				}
			}
			line, err := ss.ReadLine()
			if line != test.line {
				t.Errorf("Line resulting from test %d (%d bytes per read) was '%s', expected '%s'", i, j, line, test.line)
				break
			}
			if err != test.err {
				t.Errorf("Error resulting from test %d (%d bytes per read) was '%v', expected '%v'", i, j, err, test.err)
				break
			}
		}
	}
}

func TestPasswordNotSaved(t *testing.T) {
	c := &MockTerminal{
		toSend:       []byte("password\r\x1b[A\r"),
		bytesPerRead: 1,
	}
	ss := NewTerminal(c, "> ")
	pw, _ := ss.ReadPassword("> ")
	if pw != "password" {
		t.Fatalf("failed to read password, got %s", pw)
	}
	line, _ := ss.ReadLine()
	if len(line) > 0 {
		t.Fatalf("password was saved in history")
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/util.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd linux,!appengine netbsd openbsd

// Package terminal provides support functions for dealing with terminals, as
// commonly found on UNIX systems.
//
// Putting a terminal into raw mode is the most common requirement:
//
// 	oldState, err := terminal.MakeRaw(0)
// 	if err != nil {
// 	        panic(err)
// 	}
// 	defer terminal.Restore(0, oldState)
package terminal

import (
	"io"
	"syscall"
	"unsafe"
)

// State contains the state of a terminal.
type State struct {
	termios syscall.Termios
}

// IsTerminal returns true if the given file descriptor is a terminal.
func IsTerminal(fd int) bool {
	var termios syscall.Termios
	_, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlReadTermios, uintptr(unsafe.Pointer(&termios)), 0, 0, 0)
	return err == 0
}

// MakeRaw put the terminal connected to the given file descriptor into raw
// mode and returns the previous state of the terminal so that it can be
// restored.
func MakeRaw(fd int) (*State, error) {
	var oldState State
	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlReadTermios, uintptr(unsafe.Pointer(&oldState.termios)), 0, 0, 0); err != 0 {
		return nil, err
	}

	newState := oldState.termios
	newState.Iflag &^= syscall.ISTRIP | syscall.INLCR | syscall.ICRNL | syscall.IGNCR | syscall.IXON | syscall.IXOFF
	newState.Lflag &^= syscall.ECHO | syscall.ICANON | syscall.ISIG
	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlWriteTermios, uintptr(unsafe.Pointer(&newState)), 0, 0, 0); err != 0 {
		return nil, err
	}

	return &oldState, nil
}

// GetState returns the current state of a terminal which may be useful to
// restore the terminal after a signal.
func GetState(fd int) (*State, error) {
	var oldState State
	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlReadTermios, uintptr(unsafe.Pointer(&oldState.termios)), 0, 0, 0); err != 0 {
		return nil, err
	}

	return &oldState, nil
}

// Restore restores the terminal connected to the given file descriptor to a
// previous state.
func Restore(fd int, state *State) error {
	_, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlWriteTermios, uintptr(unsafe.Pointer(&state.termios)), 0, 0, 0)
	return err
}

// GetSize returns the dimensions of the given terminal.
func GetSize(fd int) (width, height int, err error) {
	var dimensions [4]uint16

	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), uintptr(syscall.TIOCGWINSZ), uintptr(unsafe.Pointer(&dimensions)), 0, 0, 0); err != 0 {
		return -1, -1, err
	}
	return int(dimensions[1]), int(dimensions[0]), nil
}

// ReadPassword reads a line of input from a terminal without local echo.  This
// is commonly used for inputting passwords and other sensitive data. The slice
// returned does not include the \n.
func ReadPassword(fd int) ([]byte, error) {
	var oldState syscall.Termios
	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlReadTermios, uintptr(unsafe.Pointer(&oldState)), 0, 0, 0); err != 0 {
		return nil, err
	}

	newState := oldState
	newState.Lflag &^= syscall.ECHO
	newState.Lflag |= syscall.ICANON | syscall.ISIG
	newState.Iflag |= syscall.ICRNL
	if _, _, err := syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlWriteTermios, uintptr(unsafe.Pointer(&newState)), 0, 0, 0); err != 0 {
		return nil, err
	}

	defer func() {
		syscall.Syscall6(syscall.SYS_IOCTL, uintptr(fd), ioctlWriteTermios, uintptr(unsafe.Pointer(&oldState)), 0, 0, 0)
	}()

	var buf [16]byte
	var ret []byte
	for {
		n, err := syscall.Read(fd, buf[:])
		if err != nil {
			return nil, err
		}
		if n == 0 {
			if len(ret) == 0 {
				return nil, io.EOF
			}
			break
		}
		if buf[n-1] == '\n' {
			n--
		}
		ret = append(ret, buf[:n]...)
		if n < len(buf) {
			break
		}
	}

	return ret, nil
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/util_bsd.go

// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd netbsd openbsd

package terminal

import "syscall"

const ioctlReadTermios = syscall.TIOCGETA
const ioctlWriteTermios = syscall.TIOCSETA







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/util_linux.go

// Copyright 2013 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package terminal

// These constants are declared here, rather than importing
// them from the syscall package as some syscall packages, even
// on linux, for example gccgo, do not declare them.
const ioctlReadTermios = 0x5401  // syscall.TCGETS
const ioctlWriteTermios = 0x5402 // syscall.TCSETS







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/terminal/util_windows.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build windows

// Package terminal provides support functions for dealing with terminals, as
// commonly found on UNIX systems.
//
// Putting a terminal into raw mode is the most common requirement:
//
// 	oldState, err := terminal.MakeRaw(0)
// 	if err != nil {
// 	        panic(err)
// 	}
// 	defer terminal.Restore(0, oldState)
package terminal

import (
	"io"
	"syscall"
	"unsafe"
)

const (
	enableLineInput       = 2
	enableEchoInput       = 4
	enableProcessedInput  = 1
	enableWindowInput     = 8
	enableMouseInput      = 16
	enableInsertMode      = 32
	enableQuickEditMode   = 64
	enableExtendedFlags   = 128
	enableAutoPosition    = 256
	enableProcessedOutput = 1
	enableWrapAtEolOutput = 2
)

var kernel32 = syscall.NewLazyDLL("kernel32.dll")

var (
	procGetConsoleMode             = kernel32.NewProc("GetConsoleMode")
	procSetConsoleMode             = kernel32.NewProc("SetConsoleMode")
	procGetConsoleScreenBufferInfo = kernel32.NewProc("GetConsoleScreenBufferInfo")
)

type (
	short int16
	word  uint16

	coord struct {
		x short
		y short
	}
	smallRect struct {
		left   short
		top    short
		right  short
		bottom short
	}
	consoleScreenBufferInfo struct {
		size              coord
		cursorPosition    coord
		attributes        word
		window            smallRect
		maximumWindowSize coord
	}
)

type State struct {
	mode uint32
}

// IsTerminal returns true if the given file descriptor is a terminal.
func IsTerminal(fd int) bool {
	var st uint32
	r, _, e := syscall.Syscall(procGetConsoleMode.Addr(), 2, uintptr(fd), uintptr(unsafe.Pointer(&st)), 0)
	return r != 0 && e == 0
}

// MakeRaw put the terminal connected to the given file descriptor into raw
// mode and returns the previous state of the terminal so that it can be
// restored.
func MakeRaw(fd int) (*State, error) {
	var st uint32
	_, _, e := syscall.Syscall(procGetConsoleMode.Addr(), 2, uintptr(fd), uintptr(unsafe.Pointer(&st)), 0)
	if e != 0 {
		return nil, error(e)
	}
	st &^= (enableEchoInput | enableProcessedInput | enableLineInput | enableProcessedOutput)
	_, _, e = syscall.Syscall(procSetConsoleMode.Addr(), 2, uintptr(fd), uintptr(st), 0)
	if e != 0 {
		return nil, error(e)
	}
	return &State{st}, nil
}

// GetState returns the current state of a terminal which may be useful to
// restore the terminal after a signal.
func GetState(fd int) (*State, error) {
	var st uint32
	_, _, e := syscall.Syscall(procGetConsoleMode.Addr(), 2, uintptr(fd), uintptr(unsafe.Pointer(&st)), 0)
	if e != 0 {
		return nil, error(e)
	}
	return &State{st}, nil
}

// Restore restores the terminal connected to the given file descriptor to a
// previous state.
func Restore(fd int, state *State) error {
	_, _, err := syscall.Syscall(procSetConsoleMode.Addr(), 2, uintptr(fd), uintptr(state.mode), 0)
	return err
}

// GetSize returns the dimensions of the given terminal.
func GetSize(fd int) (width, height int, err error) {
	var info consoleScreenBufferInfo
	_, _, e := syscall.Syscall(procGetConsoleScreenBufferInfo.Addr(), 2, uintptr(fd), uintptr(unsafe.Pointer(&info)), 0)
	if e != 0 {
		return 0, 0, error(e)
	}
	return int(info.size.x), int(info.size.y), nil
}

// ReadPassword reads a line of input from a terminal without local echo.  This
// is commonly used for inputting passwords and other sensitive data. The slice
// returned does not include the \n.
func ReadPassword(fd int) ([]byte, error) {
	var st uint32
	_, _, e := syscall.Syscall(procGetConsoleMode.Addr(), 2, uintptr(fd), uintptr(unsafe.Pointer(&st)), 0)
	if e != 0 {
		return nil, error(e)
	}
	old := st

	st &^= (enableEchoInput)
	st |= (enableProcessedInput | enableLineInput | enableProcessedOutput)
	_, _, e = syscall.Syscall(procSetConsoleMode.Addr(), 2, uintptr(fd), uintptr(st), 0)
	if e != 0 {
		return nil, error(e)
	}

	defer func() {
		syscall.Syscall(procSetConsoleMode.Addr(), 2, uintptr(fd), uintptr(old), 0)
	}()

	var buf [16]byte
	var ret []byte
	for {
		n, err := syscall.Read(syscall.Handle(fd), buf[:])
		if err != nil {
			return nil, err
		}
		if n == 0 {
			if len(ret) == 0 {
				return nil, io.EOF
			}
			break
		}
		if buf[n-1] == '\n' {
			n--
		}
		ret = append(ret, buf[:n]...)
		if n < len(buf) {
			break
		}
	}

	return ret, nil
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/agent_unix_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd linux netbsd openbsd

package test

import (
	"bytes"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent"
)

func TestAgentForward(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	keyring := agent.NewKeyring()
	keyring.Add(testPrivateKeys["dsa"], nil, "")
	pub := testPublicKeys["dsa"]

	sess, err := conn.NewSession()
	if err != nil {
		t.Fatalf("NewSession: %v", err)
	}
	if err := agent.RequestAgentForwarding(sess); err != nil {
		t.Fatalf("RequestAgentForwarding: %v", err)
	}

	if err := agent.ForwardToAgent(conn, keyring); err != nil {
		t.Fatalf("SetupForwardKeyring: %v", err)
	}
	out, err := sess.CombinedOutput("ssh-add -L")
	if err != nil {
		t.Fatalf("running ssh-add: %v, out %s", err, out)
	}
	key, _, _, _, err := ssh.ParseAuthorizedKey(out)
	if err != nil {
		t.Fatalf("ParseAuthorizedKey(%q): %v", out, err)
	}

	if !bytes.Equal(key.Marshal(), pub.Marshal()) {
		t.Fatalf("got key %s, want %s", ssh.MarshalAuthorizedKey(key), ssh.MarshalAuthorizedKey(pub))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/cert_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd linux netbsd openbsd

package test

import (
	"crypto/rand"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
)

func TestCertLogin(t *testing.T) {
	s := newServer(t)
	defer s.Shutdown()

	// Use a key different from the default.
	clientKey := testSigners["dsa"]
	caAuthKey := testSigners["ecdsa"]
	cert := &ssh.Certificate{
		Key:             clientKey.PublicKey(),
		ValidPrincipals: []string{username()},
		CertType:        ssh.UserCert,
		ValidBefore:     ssh.CertTimeInfinity,
	}
	if err := cert.SignCert(rand.Reader, caAuthKey); err != nil {
		t.Fatalf("SetSignature: %v", err)
	}

	certSigner, err := ssh.NewCertSigner(cert, clientKey)
	if err != nil {
		t.Fatalf("NewCertSigner: %v", err)
	}

	conf := &ssh.ClientConfig{
		User: username(),
	}
	conf.Auth = append(conf.Auth, ssh.PublicKeys(certSigner))
	client, err := s.TryDial(conf)
	if err != nil {
		t.Fatalf("TryDial: %v", err)
	}
	client.Close()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/doc.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// This package contains integration tests for the
// code.google.com/p/go.crypto/ssh package.
package test







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/forward_unix_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd linux netbsd openbsd

package test

import (
	"bytes"
	"io"
	"io/ioutil"
	"math/rand"
	"net"
	"testing"
	"time"
)

func TestPortForward(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	sshListener, err := conn.Listen("tcp", "localhost:0")
	if err != nil {
		t.Fatal(err)
	}

	go func() {
		sshConn, err := sshListener.Accept()
		if err != nil {
			t.Fatalf("listen.Accept failed: %v", err)
		}

		_, err = io.Copy(sshConn, sshConn)
		if err != nil && err != io.EOF {
			t.Fatalf("ssh client copy: %v", err)
		}
		sshConn.Close()
	}()

	forwardedAddr := sshListener.Addr().String()
	tcpConn, err := net.Dial("tcp", forwardedAddr)
	if err != nil {
		t.Fatalf("TCP dial failed: %v", err)
	}

	readChan := make(chan []byte)
	go func() {
		data, _ := ioutil.ReadAll(tcpConn)
		readChan <- data
	}()

	// Invent some data.
	data := make([]byte, 100*1000)
	for i := range data {
		data[i] = byte(i % 255)
	}

	var sent []byte
	for len(sent) < 1000*1000 {
		// Send random sized chunks
		m := rand.Intn(len(data))
		n, err := tcpConn.Write(data[:m])
		if err != nil {
			break
		}
		sent = append(sent, data[:n]...)
	}
	if err := tcpConn.(*net.TCPConn).CloseWrite(); err != nil {
		t.Errorf("tcpConn.CloseWrite: %v", err)
	}

	read := <-readChan

	if len(sent) != len(read) {
		t.Fatalf("got %d bytes, want %d", len(read), len(sent))
	}
	if bytes.Compare(sent, read) != 0 {
		t.Fatalf("read back data does not match")
	}

	if err := sshListener.Close(); err != nil {
		t.Fatalf("sshListener.Close: %v", err)
	}

	// Check that the forward disappeared.
	tcpConn, err = net.Dial("tcp", forwardedAddr)
	if err == nil {
		tcpConn.Close()
		t.Errorf("still listening to %s after closing", forwardedAddr)
	}
}

func TestAcceptClose(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())

	sshListener, err := conn.Listen("tcp", "localhost:0")
	if err != nil {
		t.Fatal(err)
	}

	quit := make(chan error, 1)
	go func() {
		for {
			c, err := sshListener.Accept()
			if err != nil {
				quit <- err
				break
			}
			c.Close()
		}
	}()
	sshListener.Close()

	select {
	case <-time.After(1 * time.Second):
		t.Errorf("timeout: listener did not close.")
	case err := <-quit:
		t.Logf("quit as expected (error %v)", err)
	}
}

// Check that listeners exit if the underlying client transport dies.
func TestPortForwardConnectionClose(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())

	sshListener, err := conn.Listen("tcp", "localhost:0")
	if err != nil {
		t.Fatal(err)
	}

	quit := make(chan error, 1)
	go func() {
		for {
			c, err := sshListener.Accept()
			if err != nil {
				quit <- err
				break
			}
			c.Close()
		}
	}()

	// It would be even nicer if we closed the server side, but it
	// is more involved as the fd for that side is dup()ed.
	server.clientConn.Close()

	select {
	case <-time.After(1 * time.Second):
		t.Errorf("timeout: listener did not close.")
	case err := <-quit:
		t.Logf("quit as expected (error %v)", err)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/session_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build !windows

package test

// Session functional tests.

import (
	"bytes"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"errors"
	"io"
	"strings"
	"testing"
)

func TestRunCommandSuccess(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()
	err = session.Run("true")
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
}

func TestHostKeyCheck(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()

	conf := clientConfig()
	hostDB := hostKeyDB()
	conf.HostKeyCallback = hostDB.Check

	// change the keys.
	hostDB.keys[ssh.KeyAlgoRSA][25]++
	hostDB.keys[ssh.KeyAlgoDSA][25]++
	hostDB.keys[ssh.KeyAlgoECDSA256][25]++

	conn, err := server.TryDial(conf)
	if err == nil {
		conn.Close()
		t.Fatalf("dial should have failed.")
	} else if !strings.Contains(err.Error(), "host key mismatch") {
		t.Fatalf("'host key mismatch' not found in %v", err)
	}
}

func TestRunCommandStdin(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()

	r, w := io.Pipe()
	defer r.Close()
	defer w.Close()
	session.Stdin = r

	err = session.Run("true")
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
}

func TestRunCommandStdinError(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()

	r, w := io.Pipe()
	defer r.Close()
	session.Stdin = r
	pipeErr := errors.New("closing write end of pipe")
	w.CloseWithError(pipeErr)

	err = session.Run("true")
	if err != pipeErr {
		t.Fatalf("expected %v, found %v", pipeErr, err)
	}
}

func TestRunCommandFailed(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()
	err = session.Run(`bash -c "kill -9 $$"`)
	if err == nil {
		t.Fatalf("session succeeded: %v", err)
	}
}

func TestRunCommandWeClosed(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	err = session.Shell()
	if err != nil {
		t.Fatalf("shell failed: %v", err)
	}
	err = session.Close()
	if err != nil {
		t.Fatalf("shell failed: %v", err)
	}
}

func TestFuncLargeRead(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("unable to create new session: %s", err)
	}

	stdout, err := session.StdoutPipe()
	if err != nil {
		t.Fatalf("unable to acquire stdout pipe: %s", err)
	}

	err = session.Start("dd if=/dev/urandom bs=2048 count=1024")
	if err != nil {
		t.Fatalf("unable to execute remote command: %s", err)
	}

	buf := new(bytes.Buffer)
	n, err := io.Copy(buf, stdout)
	if err != nil {
		t.Fatalf("error reading from remote stdout: %s", err)
	}

	if n != 2048*1024 {
		t.Fatalf("Expected %d bytes but read only %d from remote command", 2048, n)
	}
}

func TestKeyChange(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conf := clientConfig()
	hostDB := hostKeyDB()
	conf.HostKeyCallback = hostDB.Check
	conf.RekeyThreshold = 1024
	conn := server.Dial(conf)
	defer conn.Close()

	for i := 0; i < 4; i++ {
		session, err := conn.NewSession()
		if err != nil {
			t.Fatalf("unable to create new session: %s", err)
		}

		stdout, err := session.StdoutPipe()
		if err != nil {
			t.Fatalf("unable to acquire stdout pipe: %s", err)
		}

		err = session.Start("dd if=/dev/urandom bs=1024 count=1")
		if err != nil {
			t.Fatalf("unable to execute remote command: %s", err)
		}
		buf := new(bytes.Buffer)
		n, err := io.Copy(buf, stdout)
		if err != nil {
			t.Fatalf("error reading from remote stdout: %s", err)
		}

		want := int64(1024)
		if n != want {
			t.Fatalf("Expected %d bytes but read only %d from remote command", want, n)
		}
	}

	if changes := hostDB.checkCount; changes < 4 {
		t.Errorf("got %d key changes, want 4", changes)
	}
}

func TestInvalidTerminalMode(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()

	if err = session.RequestPty("vt100", 80, 40, ssh.TerminalModes{255: 1984}); err == nil {
		t.Fatalf("req-pty failed: successful request with invalid mode")
	}
}

func TestValidTerminalMode(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	conn := server.Dial(clientConfig())
	defer conn.Close()

	session, err := conn.NewSession()
	if err != nil {
		t.Fatalf("session failed: %v", err)
	}
	defer session.Close()

	stdout, err := session.StdoutPipe()
	if err != nil {
		t.Fatalf("unable to acquire stdout pipe: %s", err)
	}

	stdin, err := session.StdinPipe()
	if err != nil {
		t.Fatalf("unable to acquire stdin pipe: %s", err)
	}

	tm := ssh.TerminalModes{ssh.ECHO: 0}
	if err = session.RequestPty("xterm", 80, 40, tm); err != nil {
		t.Fatalf("req-pty failed: %s", err)
	}

	err = session.Shell()
	if err != nil {
		t.Fatalf("session failed: %s", err)
	}

	stdin.Write([]byte("stty -a && exit\n"))

	var buf bytes.Buffer
	if _, err := io.Copy(&buf, stdout); err != nil {
		t.Fatalf("reading failed: %s", err)
	}

	if sttyOutput := buf.String(); !strings.Contains(sttyOutput, "-echo ") {
		t.Fatalf("terminal mode failure: expected -echo in stty output, got %s", sttyOutput)
	}
}

func TestCiphers(t *testing.T) {
	var config ssh.Config
	config.SetDefaults()
	cipherOrder := config.Ciphers

	for _, ciph := range cipherOrder {
		server := newServer(t)
		defer server.Shutdown()
		conf := clientConfig()
		conf.Ciphers = []string{ciph}
		// Don't fail if sshd doesnt have the cipher.
		conf.Ciphers = append(conf.Ciphers, cipherOrder...)
		conn, err := server.TryDial(conf)
		if err == nil {
			conn.Close()
		} else {
			t.Fatalf("failed for cipher %q", ciph)
		}
	}
}

func TestMACs(t *testing.T) {
	var config ssh.Config
	config.SetDefaults()
	macOrder := config.MACs

	for _, mac := range macOrder {
		server := newServer(t)
		defer server.Shutdown()
		conf := clientConfig()
		conf.MACs = []string{mac}
		// Don't fail if sshd doesnt have the MAC.
		conf.MACs = append(conf.MACs, macOrder...)
		if conn, err := server.TryDial(conf); err == nil {
			conn.Close()
		} else {
			t.Fatalf("failed for MAC %q", mac)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/tcpip_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build !windows

package test

// direct-tcpip functional tests

import (
	"io"
	"net"
	"testing"
)

func TestDial(t *testing.T) {
	server := newServer(t)
	defer server.Shutdown()
	sshConn := server.Dial(clientConfig())
	defer sshConn.Close()

	l, err := net.Listen("tcp", "127.0.0.1:0")
	if err != nil {
		t.Fatalf("Listen: %v", err)
	}
	defer l.Close()

	go func() {
		for {
			c, err := l.Accept()
			if err != nil {
				break
			}

			io.WriteString(c, c.RemoteAddr().String())
			c.Close()
		}
	}()

	conn, err := sshConn.Dial("tcp", l.Addr().String())
	if err != nil {
		t.Fatalf("Dial: %v", err)
	}
	defer conn.Close()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/testdata_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// IMPLEMENTOR NOTE: To avoid a package loop, this file is in three places:
// ssh/, ssh/agent, and ssh/test/. It should be kept in sync across all three
// instances.

package test

import (
	"crypto/rand"
	"fmt"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata"
)

var (
	testPrivateKeys map[string]interface{}
	testSigners     map[string]ssh.Signer
	testPublicKeys  map[string]ssh.PublicKey
)

func init() {
	var err error

	n := len(testdata.PEMBytes)
	testPrivateKeys = make(map[string]interface{}, n)
	testSigners = make(map[string]ssh.Signer, n)
	testPublicKeys = make(map[string]ssh.PublicKey, n)
	for t, k := range testdata.PEMBytes {
		testPrivateKeys[t], err = ssh.ParseRawPrivateKey(k)
		if err != nil {
			panic(fmt.Sprintf("Unable to parse test key %s: %v", t, err))
		}
		testSigners[t], err = ssh.NewSignerFromKey(testPrivateKeys[t])
		if err != nil {
			panic(fmt.Sprintf("Unable to create signer for test key %s: %v", t, err))
		}
		testPublicKeys[t] = testSigners[t].PublicKey()
	}

	// Create a cert and sign it for use in tests.
	testCert := &ssh.Certificate{
		Nonce:           []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		ValidPrincipals: []string{"gopher1", "gopher2"}, // increases test coverage
		ValidAfter:      0,                              // unix epoch
		ValidBefore:     ssh.CertTimeInfinity,           // The end of currently representable time.
		Reserved:        []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		Key:             testPublicKeys["ecdsa"],
		SignatureKey:    testPublicKeys["rsa"],
		Permissions: ssh.Permissions{
			CriticalOptions: map[string]string{},
			Extensions:      map[string]string{},
		},
	}
	testCert.SignCert(rand.Reader, testSigners["rsa"])
	testPrivateKeys["cert"] = testPrivateKeys["ecdsa"]
	testSigners["cert"], err = ssh.NewCertSigner(testCert, testSigners["ecdsa"])
	if err != nil {
		panic(fmt.Sprintf("Unable to create certificate signer: %v", err))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/test/test_unix_test.go

// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// +build darwin dragonfly freebsd linux netbsd openbsd plan9

package test

// functional test harness for unix.

import (
	"bytes"
	"fmt"
	"io/ioutil"
	"log"
	"net"
	"os"
	"os/exec"
	"os/user"
	"path/filepath"
	"testing"
	"text/template"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata"
)

const sshd_config = `
Protocol 2
HostKey {{.Dir}}/id_rsa
HostKey {{.Dir}}/id_dsa
HostKey {{.Dir}}/id_ecdsa
Pidfile {{.Dir}}/sshd.pid
#UsePrivilegeSeparation no
KeyRegenerationInterval 3600
ServerKeyBits 768
SyslogFacility AUTH
LogLevel DEBUG2
LoginGraceTime 120
PermitRootLogin no
StrictModes no
RSAAuthentication yes
PubkeyAuthentication yes
AuthorizedKeysFile	{{.Dir}}/id_user.pub
TrustedUserCAKeys {{.Dir}}/id_ecdsa.pub
IgnoreRhosts yes
RhostsRSAAuthentication no
HostbasedAuthentication no
`

var configTmpl = template.Must(template.New("").Parse(sshd_config))

type server struct {
	t          *testing.T
	cleanup    func() // executed during Shutdown
	configfile string
	cmd        *exec.Cmd
	output     bytes.Buffer // holds stderr from sshd process

	// Client half of the network connection.
	clientConn net.Conn
}

func username() string {
	var username string
	if user, err := user.Current(); err == nil {
		username = user.Username
	} else {
		// user.Current() currently requires cgo. If an error is
		// returned attempt to get the username from the environment.
		log.Printf("user.Current: %v; falling back on $USER", err)
		username = os.Getenv("USER")
	}
	if username == "" {
		panic("Unable to get username")
	}
	return username
}

type storedHostKey struct {
	// keys map from an algorithm string to binary key data.
	keys map[string][]byte

	// checkCount counts the Check calls. Used for testing
	// rekeying.
	checkCount int
}

func (k *storedHostKey) Add(key ssh.PublicKey) {
	if k.keys == nil {
		k.keys = map[string][]byte{}
	}
	k.keys[key.Type()] = key.Marshal()
}

func (k *storedHostKey) Check(addr string, remote net.Addr, key ssh.PublicKey) error {
	k.checkCount++
	algo := key.Type()

	if k.keys == nil || bytes.Compare(key.Marshal(), k.keys[algo]) != 0 {
		return fmt.Errorf("host key mismatch. Got %q, want %q", key, k.keys[algo])
	}
	return nil
}

func hostKeyDB() *storedHostKey {
	keyChecker := &storedHostKey{}
	keyChecker.Add(testPublicKeys["ecdsa"])
	keyChecker.Add(testPublicKeys["rsa"])
	keyChecker.Add(testPublicKeys["dsa"])
	return keyChecker
}

func clientConfig() *ssh.ClientConfig {
	config := &ssh.ClientConfig{
		User: username(),
		Auth: []ssh.AuthMethod{
			ssh.PublicKeys(testSigners["user"]),
		},
		HostKeyCallback: hostKeyDB().Check,
	}
	return config
}

// unixConnection creates two halves of a connected net.UnixConn.  It
// is used for connecting the Go SSH client with sshd without opening
// ports.
func unixConnection() (*net.UnixConn, *net.UnixConn, error) {
	dir, err := ioutil.TempDir("", "unixConnection")
	if err != nil {
		return nil, nil, err
	}
	defer os.Remove(dir)

	addr := filepath.Join(dir, "ssh")
	listener, err := net.Listen("unix", addr)
	if err != nil {
		return nil, nil, err
	}
	defer listener.Close()
	c1, err := net.Dial("unix", addr)
	if err != nil {
		return nil, nil, err
	}

	c2, err := listener.Accept()
	if err != nil {
		c1.Close()
		return nil, nil, err
	}

	return c1.(*net.UnixConn), c2.(*net.UnixConn), nil
}

func (s *server) TryDial(config *ssh.ClientConfig) (*ssh.Client, error) {
	sshd, err := exec.LookPath("sshd")
	if err != nil {
		s.t.Skipf("skipping test: %v", err)
	}

	c1, c2, err := unixConnection()
	if err != nil {
		s.t.Fatalf("unixConnection: %v", err)
	}

	s.cmd = exec.Command(sshd, "-f", s.configfile, "-i", "-e")
	f, err := c2.File()
	if err != nil {
		s.t.Fatalf("UnixConn.File: %v", err)
	}
	defer f.Close()
	s.cmd.Stdin = f
	s.cmd.Stdout = f
	s.cmd.Stderr = &s.output
	if err := s.cmd.Start(); err != nil {
		s.t.Fail()
		s.Shutdown()
		s.t.Fatalf("s.cmd.Start: %v", err)
	}
	s.clientConn = c1
	conn, chans, reqs, err := ssh.NewClientConn(c1, "", config)
	if err != nil {
		return nil, err
	}
	return ssh.NewClient(conn, chans, reqs), nil
}

func (s *server) Dial(config *ssh.ClientConfig) *ssh.Client {
	conn, err := s.TryDial(config)
	if err != nil {
		s.t.Fail()
		s.Shutdown()
		s.t.Fatalf("ssh.Client: %v", err)
	}
	return conn
}

func (s *server) Shutdown() {
	if s.cmd != nil && s.cmd.Process != nil {
		// Don't check for errors; if it fails it's most
		// likely "os: process already finished", and we don't
		// care about that. Use os.Interrupt, so child
		// processes are killed too.
		s.cmd.Process.Signal(os.Interrupt)
		s.cmd.Wait()
	}
	if s.t.Failed() {
		// log any output from sshd process
		s.t.Logf("sshd: %s", s.output.String())
	}
	s.cleanup()
}

func writeFile(path string, contents []byte) {
	f, err := os.OpenFile(path, os.O_WRONLY|os.O_TRUNC|os.O_CREATE, 0600)
	if err != nil {
		panic(err)
	}
	defer f.Close()
	if _, err := f.Write(contents); err != nil {
		panic(err)
	}
}

// newServer returns a new mock ssh server.
func newServer(t *testing.T) *server {
	if testing.Short() {
		t.Skip("skipping test due to -short")
	}
	dir, err := ioutil.TempDir("", "sshtest")
	if err != nil {
		t.Fatal(err)
	}
	f, err := os.Create(filepath.Join(dir, "sshd_config"))
	if err != nil {
		t.Fatal(err)
	}
	err = configTmpl.Execute(f, map[string]string{
		"Dir": dir,
	})
	if err != nil {
		t.Fatal(err)
	}
	f.Close()

	for k, v := range testdata.PEMBytes {
		filename := "id_" + k
		writeFile(filepath.Join(dir, filename), v)
		writeFile(filepath.Join(dir, filename+".pub"), ssh.MarshalAuthorizedKey(testPublicKeys[k]))
	}

	return &server{
		t:          t,
		configfile: f.Name(),
		cleanup: func() {
			if err := os.RemoveAll(dir); err != nil {
				t.Error(err)
			}
		},
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata/doc.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// This package contains test data shared between the various subpackages of
// the code.google.com/p/go.crypto/ssh package. Under no circumstance should
// this data be used for production code.
package testdata







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata/keys.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package testdata

var PEMBytes = map[string][]byte{
	"dsa": []byte(`-----BEGIN DSA PRIVATE KEY----------END DSA PRIVATE KEY-----
`),
	"ecdsa": []byte(`-----BEGIN EC PRIVATE KEY-----
MHcCAQEEINGWx0zo6fhJ/0EAfrPzVFyFC9s18lBt3cRoEDhS3ARooAoGCCqGSM49
AwEHoUQDQgAEi9Hdw6KvZcWxfg2IDhA7UkpDtzzt6ZqJXSsFdLd+Kx4S3Sx4cVO+
6/ZOXRnPmNAlLUqjShUsUBBngG0u2fqEqA==
-----END EC PRIVATE KEY-----
`),
	"rsa": []byte(`-----BEGIN RSA PRIVATE KEY-----
MIIBOwIBAAJBALdGZxkXDAjsYk10ihwU6Id2KeILz1TAJuoq4tOgDWxEEGeTrcld
r/ZwVaFzjWzxaf6zQIJbfaSEAhqD5yo72+sCAwEAAQJBAK8PEVU23Wj8mV0QjwcJ
tZ4GcTUYQL7cF4+ezTCE9a1NrGnCP2RuQkHEKxuTVrxXt+6OF15/1/fuXnxKjmJC
nxkCIQDaXvPPBi0c7vAxGwNY9726x01/dNbHCE0CBtcotobxpwIhANbbQbh3JHVW
2haQh4fAG5mhesZKAGcxTyv4mQ7uMSQdAiAj+4dzMpJWdSzQ+qGHlHMIBvVHLkqB
y2VdEyF7DPCZewIhAI7GOI/6LDIFOvtPo6Bj2nNmyQ1HU6k/LRtNIXi4c9NJAiAr
rrxx26itVhJmcvoUhOjwuzSlP2bE5VHAvkGB352YBg==
-----END RSA PRIVATE KEY-----
`),
	"user": []byte(`-----BEGIN EC PRIVATE KEY-----
MHcCAQEEILYCAeq8f7V4vSSypRw7pxy8yz3V5W4qg8kSC3zJhqpQoAoGCCqGSM49
AwEHoUQDQgAEYcO2xNKiRUYOLEHM7VYAp57HNyKbOdYtHD83Z4hzNPVC4tM5mdGD
PLL8IEwvYu2wq+lpXfGQnNMbzYf9gspG0w==
-----END EC PRIVATE KEY-----
`),
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata_test.go

// Copyright 2014 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// IMPLEMENTOR NOTE: To avoid a package loop, this file is in three places:
// ssh/, ssh/agent, and ssh/test/. It should be kept in sync across all three
// instances.

package ssh

import (
	"crypto/rand"
	"fmt"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/testdata"
)

var (
	testPrivateKeys map[string]interface{}
	testSigners     map[string]Signer
	testPublicKeys  map[string]PublicKey
)

func init() {
	var err error

	n := len(testdata.PEMBytes)
	testPrivateKeys = make(map[string]interface{}, n)
	testSigners = make(map[string]Signer, n)
	testPublicKeys = make(map[string]PublicKey, n)
	for t, k := range testdata.PEMBytes {
		testPrivateKeys[t], err = ParseRawPrivateKey(k)
		if err != nil {
			panic(fmt.Sprintf("Unable to parse test key %s: %v", t, err))
		}
		testSigners[t], err = NewSignerFromKey(testPrivateKeys[t])
		if err != nil {
			panic(fmt.Sprintf("Unable to create signer for test key %s: %v", t, err))
		}
		testPublicKeys[t] = testSigners[t].PublicKey()
	}

	// Create a cert and sign it for use in tests.
	testCert := &Certificate{
		Nonce:           []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		ValidPrincipals: []string{"gopher1", "gopher2"}, // increases test coverage
		ValidAfter:      0,                              // unix epoch
		ValidBefore:     CertTimeInfinity,               // The end of currently representable time.
		Reserved:        []byte{},                       // To pass reflect.DeepEqual after marshal & parse, this must be non-nil
		Key:             testPublicKeys["ecdsa"],
		SignatureKey:    testPublicKeys["rsa"],
		Permissions: Permissions{
			CriticalOptions: map[string]string{},
			Extensions:      map[string]string{},
		},
	}
	testCert.SignCert(rand.Reader, testSigners["rsa"])
	testPrivateKeys["cert"] = testPrivateKeys["ecdsa"]
	testSigners["cert"], err = NewCertSigner(testCert, testSigners["ecdsa"])
	if err != nil {
		panic(fmt.Sprintf("Unable to create certificate signer: %v", err))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/transport.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bufio"
	"errors"
	"io"
)

const (
	gcmCipherID = "aes128-gcm@openssh.com"
)

// packetConn represents a transport that implements packet based
// operations.
type packetConn interface {
	// Encrypt and send a packet of data to the remote peer.
	writePacket(packet []byte) error

	// Read a packet from the connection
	readPacket() ([]byte, error)

	// Close closes the write-side of the connection.
	Close() error
}

// transport is the keyingTransport that implements the SSH packet
// protocol.
type transport struct {
	reader connectionState
	writer connectionState

	bufReader *bufio.Reader
	bufWriter *bufio.Writer
	rand      io.Reader

	io.Closer

	// Initial H used for the session ID. Once assigned this does
	// not change, even during subsequent key exchanges.
	sessionID []byte
}

func (t *transport) getSessionID() []byte {
	if t.sessionID == nil {
		panic("session ID not set yet")
	}
	s := make([]byte, len(t.sessionID))
	copy(s, t.sessionID)
	return s
}

// packetCipher represents a combination of SSH encryption/MAC
// protocol.  A single instance should be used for one direction only.
type packetCipher interface {
	// writePacket encrypts the packet and writes it to w. The
	// contents of the packet are generally scrambled.
	writePacket(seqnum uint32, w io.Writer, rand io.Reader, packet []byte) error

	// readPacket reads and decrypts a packet of data. The
	// returned packet may be overwritten by future calls of
	// readPacket.
	readPacket(seqnum uint32, r io.Reader) ([]byte, error)
}

// connectionState represents one side (read or write) of the
// connection. This is necessary because each direction has its own
// keys, and can even have its own algorithms
type connectionState struct {
	packetCipher
	seqNum           uint32
	dir              direction
	pendingKeyChange chan packetCipher
}

// prepareKeyChange sets up key material for a keychange. The key changes in
// both directions are triggered by reading and writing a msgNewKey packet
// respectively.
func (t *transport) prepareKeyChange(algs *algorithms, kexResult *kexResult) error {
	if t.sessionID == nil {
		t.sessionID = kexResult.H
	}

	kexResult.SessionID = t.sessionID

	if ciph, err := newPacketCipher(t.reader.dir, algs.r, kexResult); err != nil {
		return err
	} else {
		t.reader.pendingKeyChange <- ciph
	}

	if ciph, err := newPacketCipher(t.writer.dir, algs.w, kexResult); err != nil {
		return err
	} else {
		t.writer.pendingKeyChange <- ciph
	}

	return nil
}

// Read and decrypt next packet.
func (t *transport) readPacket() ([]byte, error) {
	return t.reader.readPacket(t.bufReader)
}

func (s *connectionState) readPacket(r *bufio.Reader) ([]byte, error) {
	packet, err := s.packetCipher.readPacket(s.seqNum, r)
	s.seqNum++
	if err == nil && len(packet) == 0 {
		err = errors.New("ssh: zero length packet")
	}

	if len(packet) > 0 && packet[0] == msgNewKeys {
		select {
		case cipher := <-s.pendingKeyChange:
			s.packetCipher = cipher
		default:
			return nil, errors.New("ssh: got bogus newkeys message.")
		}
	}

	// The packet may point to an internal buffer, so copy the
	// packet out here.
	fresh := make([]byte, len(packet))
	copy(fresh, packet)

	return fresh, err
}

func (t *transport) writePacket(packet []byte) error {
	return t.writer.writePacket(t.bufWriter, t.rand, packet)
}

func (s *connectionState) writePacket(w *bufio.Writer, rand io.Reader, packet []byte) error {
	changeKeys := len(packet) > 0 && packet[0] == msgNewKeys

	err := s.packetCipher.writePacket(s.seqNum, w, rand, packet)
	if err != nil {
		return err
	}
	if err = w.Flush(); err != nil {
		return err
	}
	s.seqNum++
	if changeKeys {
		select {
		case cipher := <-s.pendingKeyChange:
			s.packetCipher = cipher
		default:
			panic("ssh: no key material for msgNewKeys")
		}
	}
	return err
}

func newTransport(rwc io.ReadWriteCloser, rand io.Reader, isClient bool) *transport {
	t := &transport{
		bufReader: bufio.NewReader(rwc),
		bufWriter: bufio.NewWriter(rwc),
		rand:      rand,
		reader: connectionState{
			packetCipher:     &streamPacketCipher{cipher: noneCipher{}},
			pendingKeyChange: make(chan packetCipher, 1),
		},
		writer: connectionState{
			packetCipher:     &streamPacketCipher{cipher: noneCipher{}},
			pendingKeyChange: make(chan packetCipher, 1),
		},
		Closer: rwc,
	}
	if isClient {
		t.reader.dir = serverKeys
		t.writer.dir = clientKeys
	} else {
		t.reader.dir = clientKeys
		t.writer.dir = serverKeys
	}

	return t
}

type direction struct {
	ivTag     []byte
	keyTag    []byte
	macKeyTag []byte
}

var (
	serverKeys = direction{[]byte{'B'}, []byte{'D'}, []byte{'F'}}
	clientKeys = direction{[]byte{'A'}, []byte{'C'}, []byte{'E'}}
)

// generateKeys generates key material for IV, MAC and encryption.
func generateKeys(d direction, algs directionAlgorithms, kex *kexResult) (iv, key, macKey []byte) {
	cipherMode := cipherModes[algs.Cipher]
	macMode := macModes[algs.MAC]

	iv = make([]byte, cipherMode.ivSize)
	key = make([]byte, cipherMode.keySize)
	macKey = make([]byte, macMode.keySize)

	generateKeyMaterial(iv, d.ivTag, kex)
	generateKeyMaterial(key, d.keyTag, kex)
	generateKeyMaterial(macKey, d.macKeyTag, kex)
	return
}

// setupKeys sets the cipher and MAC keys from kex.K, kex.H and sessionId, as
// described in RFC 4253, section 6.4. direction should either be serverKeys
// (to setup server->client keys) or clientKeys (for client->server keys).
func newPacketCipher(d direction, algs directionAlgorithms, kex *kexResult) (packetCipher, error) {
	iv, key, macKey := generateKeys(d, algs, kex)

	if algs.Cipher == gcmCipherID {
		return newGCMCipher(iv, key, macKey)
	}

	c := &streamPacketCipher{
		mac: macModes[algs.MAC].new(macKey),
	}
	c.macResult = make([]byte, c.mac.Size())

	var err error
	c.cipher, err = cipherModes[algs.Cipher].createStream(key, iv)
	if err != nil {
		return nil, err
	}

	return c, nil
}

// generateKeyMaterial fills out with key material generated from tag, K, H
// and sessionId, as specified in RFC 4253, section 7.2.
func generateKeyMaterial(out, tag []byte, r *kexResult) {
	var digestsSoFar []byte

	h := r.Hash.New()
	for len(out) > 0 {
		h.Reset()
		h.Write(r.K)
		h.Write(r.H)

		if len(digestsSoFar) == 0 {
			h.Write(tag)
			h.Write(r.SessionID)
		} else {
			h.Write(digestsSoFar)
		}

		digest := h.Sum(nil)
		n := copy(out, digest)
		out = out[n:]
		if len(out) > 0 {
			digestsSoFar = append(digestsSoFar, digest...)
		}
	}
}

const packageVersion = "SSH-2.0-Go"

// Sends and receives a version line.  The versionLine string should
// be US ASCII, start with "SSH-2.0-", and should not include a
// newline. exchangeVersions returns the other side's version line.
func exchangeVersions(rw io.ReadWriter, versionLine []byte) (them []byte, err error) {
	// Contrary to the RFC, we do not ignore lines that don't
	// start with "SSH-2.0-" to make the library usable with
	// nonconforming servers.
	for _, c := range versionLine {
		// The spec disallows non US-ASCII chars, and
		// specifically forbids null chars.
		if c < 32 {
			return nil, errors.New("ssh: junk character in version line")
		}
	}
	if _, err = rw.Write(append(versionLine, '\r', '\n')); err != nil {
		return
	}

	them, err = readVersion(rw)
	return them, err
}

// maxVersionStringBytes is the maximum number of bytes that we'll
// accept as a version string. RFC 4253 section 4.2 limits this at 255
// chars
const maxVersionStringBytes = 255

// Read version string as specified by RFC 4253, section 4.2.
func readVersion(r io.Reader) ([]byte, error) {
	versionString := make([]byte, 0, 64)
	var ok bool
	var buf [1]byte

	for len(versionString) < maxVersionStringBytes {
		_, err := io.ReadFull(r, buf[:])
		if err != nil {
			return nil, err
		}
		// The RFC says that the version should be terminated with \r\n
		// but several SSH servers actually only send a \n.
		if buf[0] == '\n' {
			ok = true
			break
		}

		// non ASCII chars are disallowed, but we are lenient,
		// since Go doesn't use null-terminated strings.

		// The RFC allows a comment after a space, however,
		// all of it (version and comments) goes into the
		// session hash.
		versionString = append(versionString, buf[0])
	}

	if !ok {
		return nil, errors.New("ssh: overflow reading version string")
	}

	// There might be a '\r' on the end which we should remove.
	if len(versionString) > 0 && versionString[len(versionString)-1] == '\r' {
		versionString = versionString[:len(versionString)-1]
	}
	return versionString, nil
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package ssh

import (
	"bytes"
	"crypto/rand"
	"encoding/binary"
	"strings"
	"testing"
)

func TestReadVersion(t *testing.T) {
	longversion := strings.Repeat("SSH-2.0-bla", 50)[:253]
	cases := map[string]string{
		"SSH-2.0-bla\r\n":    "SSH-2.0-bla",
		"SSH-2.0-bla\n":      "SSH-2.0-bla",
		longversion + "\r\n": longversion,
	}

	for in, want := range cases {
		result, err := readVersion(bytes.NewBufferString(in))
		if err != nil {
			t.Errorf("readVersion(%q): %s", in, err)
		}
		got := string(result)
		if got != want {
			t.Errorf("got %q, want %q", got, want)
		}
	}
}

func TestReadVersionError(t *testing.T) {
	longversion := strings.Repeat("SSH-2.0-bla", 50)[:253]
	cases := []string{
		longversion + "too-long\r\n",
	}
	for _, in := range cases {
		if _, err := readVersion(bytes.NewBufferString(in)); err == nil {
			t.Errorf("readVersion(%q) should have failed", in)
		}
	}
}

func TestExchangeVersionsBasic(t *testing.T) {
	v := "SSH-2.0-bla"
	buf := bytes.NewBufferString(v + "\r\n")
	them, err := exchangeVersions(buf, []byte("xyz"))
	if err != nil {
		t.Errorf("exchangeVersions: %v", err)
	}

	if want := "SSH-2.0-bla"; string(them) != want {
		t.Errorf("got %q want %q for our version", them, want)
	}
}

func TestExchangeVersions(t *testing.T) {
	cases := []string{
		"not\x000allowed",
		"not allowed\n",
	}
	for _, c := range cases {
		buf := bytes.NewBufferString("SSH-2.0-bla\r\n")
		if _, err := exchangeVersions(buf, []byte(c)); err == nil {
			t.Errorf("exchangeVersions(%q): should have failed", c)
		}
	}
}

type closerBuffer struct {
	bytes.Buffer
}

func (b *closerBuffer) Close() error {
	return nil
}

func TestTransportMaxPacketWrite(t *testing.T) {
	buf := &closerBuffer{}
	tr := newTransport(buf, rand.Reader, true)
	huge := make([]byte, maxPacket+1)
	err := tr.writePacket(huge)
	if err == nil {
		t.Errorf("transport accepted write for a huge packet.")
	}
}

func TestTransportMaxPacketReader(t *testing.T) {
	var header [5]byte
	huge := make([]byte, maxPacket+128)
	binary.BigEndian.PutUint32(header[0:], uint32(len(huge)))
	// padding.
	header[4] = 0

	buf := &closerBuffer{}
	buf.Write(header[:])
	buf.Write(huge)

	tr := newTransport(buf, rand.Reader, true)
	_, err := tr.readPacket()
	if err == nil {
		t.Errorf("transport succeeded reading huge packet.")
	} else if !strings.Contains(err.Error(), "large") {
		t.Errorf("got %q, should mention %q", err.Error(), "large")
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import "io"

// buffer buffers an io.Reader to satisfy io.ReaderAt.
type buffer struct {
	r   io.Reader
	buf []byte
}

// fill reads data from b.r until the buffer contains at least end bytes.
func (b *buffer) fill(end int) error {
	m := len(b.buf)
	if end > m {
		if end > cap(b.buf) {
			newcap := 1024
			for newcap < end {
				newcap *= 2
			}
			newbuf := make([]byte, end, newcap)
			copy(newbuf, b.buf)
			b.buf = newbuf
		} else {
			b.buf = b.buf[:end]
		}
		if n, err := io.ReadFull(b.r, b.buf[m:end]); err != nil {
			end = m + n
			b.buf = b.buf[:end]
			return err
		}
	}
	return nil
}

func (b *buffer) ReadAt(p []byte, off int64) (int, error) {
	o := int(off)
	end := o + len(p)
	if int64(end) != off+int64(len(p)) {
		return 0, io.ErrUnexpectedEOF
	}

	err := b.fill(end)
	return copy(p, b.buf[o:end]), err
}

// Slice returns a slice of the underlying buffer. The slice contains
// n bytes starting at offset off.
func (b *buffer) Slice(off, n int) ([]byte, error) {
	end := off + n
	if err := b.fill(end); err != nil {
		return nil, err
	}
	return b.buf[off:end], nil
}

// newReaderAt converts an io.Reader into an io.ReaderAt.
func newReaderAt(r io.Reader) io.ReaderAt {
	if ra, ok := r.(io.ReaderAt); ok {
		return ra
	}
	return &buffer{
		r:   r,
		buf: make([]byte, 0, 1024),
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.image/tiff/buffer_test.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import (
	"io"
	"strings"
	"testing"
)

var readAtTests = []struct {
	n   int
	off int64
	s   string
	err error
}{
	{2, 0, "ab", nil},
	{6, 0, "abcdef", nil},
	{3, 3, "def", nil},
	{3, 5, "f", io.EOF},
	{3, 6, "", io.EOF},
}

func TestReadAt(t *testing.T) {
	r := newReaderAt(strings.NewReader("abcdef"))
	b := make([]byte, 10)
	for _, test := range readAtTests {
		n, err := r.ReadAt(b[:test.n], test.off)
		s := string(b[:n])
		if s != test.s || err != test.err {
			t.Errorf("buffer.ReadAt(<%v bytes>, %v): got %v, %q; want %v, %q", test.n, test.off, err, s, test.err, test.s)
		}
	}
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import (
	"bufio"
	"io"
)

type byteReader interface {
	io.Reader
	io.ByteReader
}

// unpackBits decodes the PackBits-compressed data in src and returns the
// uncompressed data.
//
// The PackBits compression format is described in section 9 (p. 42)
// of the TIFF spec.
func unpackBits(r io.Reader) ([]byte, error) {
	buf := make([]byte, 128)
	dst := make([]byte, 0, 1024)
	br, ok := r.(byteReader)
	if !ok {
		br = bufio.NewReader(r)
	}

	for {
		b, err := br.ReadByte()
		if err != nil {
			if err == io.EOF {
				return dst, nil
			}
			return nil, err
		}
		code := int(int8(b))
		switch {
		case code >= 0:
			n, err := io.ReadFull(br, buf[:code+1])
			if err != nil {
				return nil, err
			}
			dst = append(dst, buf[:n]...)
		case code == -128:
			// No-op.
		default:
			if b, err = br.ReadByte(); err != nil {
				return nil, err
			}
			for j := 0; j < 1-code; j++ {
				buf[j] = b
			}
			dst = append(dst, buf[:1-code]...)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.image/tiff/consts.go

// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

// A tiff image file contains one or more images. The metadata
// of each image is contained in an Image File Directory (IFD),
// which contains entries of 12 bytes each and is described
// on page 14-16 of the specification. An IFD entry consists of
//
//  - a tag, which describes the signification of the entry,
//  - the data type and length of the entry,
//  - the data itself or a pointer to it if it is more than 4 bytes.
//
// The presence of a length means that each IFD is effectively an array.

const (
	leHeader = "II\x2A\x00" // Header for little-endian files.
	beHeader = "MM\x00\x2A" // Header for big-endian files.

	ifdLen = 12 // Length of an IFD entry in bytes.
)

// Data types (p. 14-16 of the spec).
const (
	dtByte     = 1
	dtASCII    = 2
	dtShort    = 3
	dtLong     = 4
	dtRational = 5
)

// The length of one instance of each data type in bytes.
var lengths = [...]uint32{0, 1, 1, 2, 4, 8}

// Tags (see p. 28-41 of the spec).
const (
	tImageWidth                = 256
	tImageLength               = 257
	tBitsPerSample             = 258
	tCompression               = 259
	tPhotometricInterpretation = 262

	tStripOffsets    = 273
	tSamplesPerPixel = 277
	tRowsPerStrip    = 278
	tStripByteCounts = 279

	tTileWidth      = 322
	tTileLength     = 323
	tTileOffsets    = 324
	tTileByteCounts = 325

	tXResolution    = 282
	tYResolution    = 283
	tResolutionUnit = 296

	tPredictor    = 317
	tColorMap     = 320
	tExtraSamples = 338
	tSampleFormat = 339
)

// Compression types (defined in various places in the spec and supplements).
const (
	cNone       = 1
	cCCITT      = 2
	cG3         = 3 // Group 3 Fax.
	cG4         = 4 // Group 4 Fax.
	cLZW        = 5
	cJPEGOld    = 6 // Superseded by cJPEG.
	cJPEG       = 7
	cDeflate    = 8 // zlib compression.
	cPackBits   = 32773
	cDeflateOld = 32946 // Superseded by cDeflate.
)

// Photometric interpretation values (see p. 37 of the spec).
const (
	pWhiteIsZero = 0
	pBlackIsZero = 1
	pRGB         = 2
	pPaletted    = 3
	pTransMask   = 4 // transparency mask
	pCMYK        = 5
	pYCbCr       = 6
	pCIELab      = 8
)

// Values for the tPredictor tag (page 64-65 of the spec).
const (
	prNone       = 1
	prHorizontal = 2
)

// Values for the tResolutionUnit tag (page 18).
const (
	resNone    = 1
	resPerInch = 2 // Dots per inch.
	resPerCM   = 3 // Dots per centimeter.
)

// imageMode represents the mode of the image.
type imageMode int

const (
	mBilevel imageMode = iota
	mPaletted
	mGray
	mGrayInvert
	mRGB
	mRGBA
	mNRGBA
)

// CompressionType describes the type of compression used in Options.
type CompressionType int

const (
	Uncompressed CompressionType = iota
	Deflate
)

// specValue returns the compression type constant from the TIFF spec that
// is equivalent to c.
func (c CompressionType) specValue() uint32 {
	switch c {
	case Deflate:
		return cDeflate
	}
	return cNone
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// Package lzw implements the Lempel-Ziv-Welch compressed data format,
// described in T. A. Welch, ``A Technique for High-Performance Data
// Compression'', Computer, 17(6) (June 1984), pp 8-19.
//
// In particular, it implements LZW as used by the TIFF file format, including
// an "off by one" algorithmic difference when compared to standard LZW.
package lzw

/*
This file was branched from src/pkg/compress/lzw/reader.go in the
standard library. Differences from the original are marked with "NOTE".

The tif_lzw.c file in the libtiff C library has this comment:

----
The 5.0 spec describes a different algorithm than Aldus
implements.  Specifically, Aldus does code length transitions
one code earlier than should be done (for real LZW).
Earlier versions of this library implemented the correct
LZW algorithm, but emitted codes in a bit order opposite
to the TIFF spec.  Thus, to maintain compatibility w/ Aldus
we interpret MSB-LSB ordered codes to be images written w/
old versions of this library, but otherwise adhere to the
Aldus "off by one" algorithm.
----

The Go code doesn't read (invalid) TIFF files written by old versions of
libtiff, but the LZW algorithm in this package still differs from the one in
Go's standard package library to accomodate this "off by one" in valid TIFFs.
*/

import (
	"bufio"
	"errors"
	"fmt"
	"io"
)

// Order specifies the bit ordering in an LZW data stream.
type Order int

const (
	// LSB means Least Significant Bits first, as used in the GIF file format.
	LSB Order = iota
	// MSB means Most Significant Bits first, as used in the TIFF and PDF
	// file formats.
	MSB
)

const (
	maxWidth           = 12
	decoderInvalidCode = 0xffff
	flushBuffer        = 1 << maxWidth
)

// decoder is the state from which the readXxx method converts a byte
// stream into a code stream.
type decoder struct {
	r        io.ByteReader
	bits     uint32
	nBits    uint
	width    uint
	read     func(*decoder) (uint16, error) // readLSB or readMSB
	litWidth int                            // width in bits of literal codes
	err      error

	// The first 1<<litWidth codes are literal codes.
	// The next two codes mean clear and EOF.
	// Other valid codes are in the range [lo, hi] where lo := clear + 2,
	// with the upper bound incrementing on each code seen.
	// overflow is the code at which hi overflows the code width. NOTE: TIFF's LZW is "off by one".
	// last is the most recently seen code, or decoderInvalidCode.
	clear, eof, hi, overflow, last uint16

	// Each code c in [lo, hi] expands to two or more bytes. For c != hi:
	//   suffix[c] is the last of these bytes.
	//   prefix[c] is the code for all but the last byte.
	//   This code can either be a literal code or another code in [lo, c).
	// The c == hi case is a special case.
	suffix [1 << maxWidth]uint8
	prefix [1 << maxWidth]uint16

	// output is the temporary output buffer.
	// Literal codes are accumulated from the start of the buffer.
	// Non-literal codes decode to a sequence of suffixes that are first
	// written right-to-left from the end of the buffer before being copied
	// to the start of the buffer.
	// It is flushed when it contains >= 1<<maxWidth bytes,
	// so that there is always room to decode an entire code.
	output [2 * 1 << maxWidth]byte
	o      int    // write index into output
	toRead []byte // bytes to return from Read
}

// readLSB returns the next code for "Least Significant Bits first" data.
func (d *decoder) readLSB() (uint16, error) {
	for d.nBits < d.width {
		x, err := d.r.ReadByte()
		if err != nil {
			return 0, err
		}
		d.bits |= uint32(x) << d.nBits
		d.nBits += 8
	}
	code := uint16(d.bits & (1<<d.width - 1))
	d.bits >>= d.width
	d.nBits -= d.width
	return code, nil
}

// readMSB returns the next code for "Most Significant Bits first" data.
func (d *decoder) readMSB() (uint16, error) {
	for d.nBits < d.width {
		x, err := d.r.ReadByte()
		if err != nil {
			return 0, err
		}
		d.bits |= uint32(x) << (24 - d.nBits)
		d.nBits += 8
	}
	code := uint16(d.bits >> (32 - d.width))
	d.bits <<= d.width
	d.nBits -= d.width
	return code, nil
}

func (d *decoder) Read(b []byte) (int, error) {
	for {
		if len(d.toRead) > 0 {
			n := copy(b, d.toRead)
			d.toRead = d.toRead[n:]
			return n, nil
		}
		if d.err != nil {
			return 0, d.err
		}
		d.decode()
	}
}

// decode decompresses bytes from r and leaves them in d.toRead.
// read specifies how to decode bytes into codes.
// litWidth is the width in bits of literal codes.
func (d *decoder) decode() {
	// Loop over the code stream, converting codes into decompressed bytes.
	for {
		code, err := d.read(d)
		if err != nil {
			if err == io.EOF {
				err = io.ErrUnexpectedEOF
			}
			d.err = err
			return
		}
		switch {
		case code < d.clear:
			// We have a literal code.
			d.output[d.o] = uint8(code)
			d.o++
			if d.last != decoderInvalidCode {
				// Save what the hi code expands to.
				d.suffix[d.hi] = uint8(code)
				d.prefix[d.hi] = d.last
			}
		case code == d.clear:
			d.width = 1 + uint(d.litWidth)
			d.hi = d.eof
			d.overflow = 1 << d.width
			d.last = decoderInvalidCode
			continue
		case code == d.eof:
			d.flush()
			d.err = io.EOF
			return
		case code <= d.hi:
			c, i := code, len(d.output)-1
			if code == d.hi {
				// code == hi is a special case which expands to the last expansion
				// followed by the head of the last expansion. To find the head, we walk
				// the prefix chain until we find a literal code.
				c = d.last
				for c >= d.clear {
					c = d.prefix[c]
				}
				d.output[i] = uint8(c)
				i--
				c = d.last
			}
			// Copy the suffix chain into output and then write that to w.
			for c >= d.clear {
				d.output[i] = d.suffix[c]
				i--
				c = d.prefix[c]
			}
			d.output[i] = uint8(c)
			d.o += copy(d.output[d.o:], d.output[i:])
			if d.last != decoderInvalidCode {
				// Save what the hi code expands to.
				d.suffix[d.hi] = uint8(c)
				d.prefix[d.hi] = d.last
			}
		default:
			d.err = errors.New("lzw: invalid code")
			return
		}
		d.last, d.hi = code, d.hi+1
		if d.hi+1 >= d.overflow { // NOTE: the "+1" is where TIFF's LZW differs from the standard algorithm.
			if d.width == maxWidth {
				d.last = decoderInvalidCode
			} else {
				d.width++
				d.overflow <<= 1
			}
		}
		if d.o >= flushBuffer {
			d.flush()
			return
		}
	}
}

func (d *decoder) flush() {
	d.toRead = d.output[:d.o]
	d.o = 0
}

var errClosed = errors.New("compress/lzw: reader/writer is closed")

func (d *decoder) Close() error {
	d.err = errClosed // in case any Reads come along
	return nil
}

// NewReader creates a new io.ReadCloser.
// Reads from the returned io.ReadCloser read and decompress data from r.
// It is the caller's responsibility to call Close on the ReadCloser when
// finished reading.
// The number of bits to use for literal codes, litWidth, must be in the
// range [2,8] and is typically 8.
func NewReader(r io.Reader, order Order, litWidth int) io.ReadCloser {
	d := new(decoder)
	switch order {
	case LSB:
		d.read = (*decoder).readLSB
	case MSB:
		d.read = (*decoder).readMSB
	default:
		d.err = errors.New("lzw: unknown order")
		return d
	}
	if litWidth < 2 || 8 < litWidth {
		d.err = fmt.Errorf("lzw: litWidth %d out of range", litWidth)
		return d
	}
	if br, ok := r.(io.ByteReader); ok {
		d.r = br
	} else {
		d.r = bufio.NewReader(r)
	}
	d.litWidth = litWidth
	d.width = 1 + uint(litWidth)
	d.clear = uint16(1) << uint(litWidth)
	d.eof, d.hi = d.clear+1, d.clear+1
	d.overflow = uint16(1) << d.width
	d.last = decoderInvalidCode

	return d
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

// Package tiff implements a TIFF image decoder and encoder.
//
// The TIFF specification is at http://partners.adobe.com/public/developer/en/tiff/TIFF6.pdf
package tiff

import (
	"compress/zlib"
	"encoding/binary"
	"fmt"
	"image"
	"image/color"
	"io"
	"io/ioutil"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.image/tiff/lzw"
)

// A FormatError reports that the input is not a valid TIFF image.
type FormatError string

func (e FormatError) Error() string {
	return "tiff: invalid format: " + string(e)
}

// An UnsupportedError reports that the input uses a valid but
// unimplemented feature.
type UnsupportedError string

func (e UnsupportedError) Error() string {
	return "tiff: unsupported feature: " + string(e)
}

// An InternalError reports that an internal error was encountered.
type InternalError string

func (e InternalError) Error() string {
	return "tiff: internal error: " + string(e)
}

type decoder struct {
	r         io.ReaderAt
	byteOrder binary.ByteOrder
	config    image.Config
	mode      imageMode
	bpp       uint
	features  map[int][]uint
	palette   []color.Color

	buf   []byte
	off   int    // Current offset in buf.
	v     uint32 // Buffer value for reading with arbitrary bit depths.
	nbits uint   // Remaining number of bits in v.
}

// firstVal returns the first uint of the features entry with the given tag,
// or 0 if the tag does not exist.
func (d *decoder) firstVal(tag int) uint {
	f := d.features[tag]
	if len(f) == 0 {
		return 0
	}
	return f[0]
}

// ifdUint decodes the IFD entry in p, which must be of the Byte, Short
// or Long type, and returns the decoded uint values.
func (d *decoder) ifdUint(p []byte) (u []uint, err error) {
	var raw []byte
	datatype := d.byteOrder.Uint16(p[2:4])
	count := d.byteOrder.Uint32(p[4:8])
	if datalen := lengths[datatype] * count; datalen > 4 {
		// The IFD contains a pointer to the real value.
		raw = make([]byte, datalen)
		_, err = d.r.ReadAt(raw, int64(d.byteOrder.Uint32(p[8:12])))
	} else {
		raw = p[8 : 8+datalen]
	}
	if err != nil {
		return nil, err
	}

	u = make([]uint, count)
	switch datatype {
	case dtByte:
		for i := uint32(0); i < count; i++ {
			u[i] = uint(raw[i])
		}
	case dtShort:
		for i := uint32(0); i < count; i++ {
			u[i] = uint(d.byteOrder.Uint16(raw[2*i : 2*(i+1)]))
		}
	case dtLong:
		for i := uint32(0); i < count; i++ {
			u[i] = uint(d.byteOrder.Uint32(raw[4*i : 4*(i+1)]))
		}
	default:
		return nil, UnsupportedError("data type")
	}
	return u, nil
}

// parseIFD decides whether the the IFD entry in p is "interesting" and
// stows away the data in the decoder.
func (d *decoder) parseIFD(p []byte) error {
	tag := d.byteOrder.Uint16(p[0:2])
	switch tag {
	case tBitsPerSample,
		tExtraSamples,
		tPhotometricInterpretation,
		tCompression,
		tPredictor,
		tStripOffsets,
		tStripByteCounts,
		tRowsPerStrip,
		tTileWidth,
		tTileLength,
		tTileOffsets,
		tTileByteCounts,
		tImageLength,
		tImageWidth:
		val, err := d.ifdUint(p)
		if err != nil {
			return err
		}
		d.features[int(tag)] = val
	case tColorMap:
		val, err := d.ifdUint(p)
		if err != nil {
			return err
		}
		numcolors := len(val) / 3
		if len(val)%3 != 0 || numcolors <= 0 || numcolors > 256 {
			return FormatError("bad ColorMap length")
		}
		d.palette = make([]color.Color, numcolors)
		for i := 0; i < numcolors; i++ {
			d.palette[i] = color.RGBA64{
				uint16(val[i]),
				uint16(val[i+numcolors]),
				uint16(val[i+2*numcolors]),
				0xffff,
			}
		}
	case tSampleFormat:
		// Page 27 of the spec: If the SampleFormat is present and
		// the value is not 1 [= unsigned integer data], a Baseline
		// TIFF reader that cannot handle the SampleFormat value
		// must terminate the import process gracefully.
		val, err := d.ifdUint(p)
		if err != nil {
			return err
		}
		for _, v := range val {
			if v != 1 {
				return UnsupportedError("sample format")
			}
		}
	}
	return nil
}

// readBits reads n bits from the internal buffer starting at the current offset.
func (d *decoder) readBits(n uint) uint32 {
	for d.nbits < n {
		d.v <<= 8
		d.v |= uint32(d.buf[d.off])
		d.off++
		d.nbits += 8
	}
	d.nbits -= n
	rv := d.v >> d.nbits
	d.v &^= rv << d.nbits
	return rv
}

// flushBits discards the unread bits in the buffer used by readBits.
// It is used at the end of a line.
func (d *decoder) flushBits() {
	d.v = 0
	d.nbits = 0
}

// minInt returns the smaller of x or y.
func minInt(a, b int) int {
	if a <= b {
		return a
	}
	return b
}

// decode decodes the raw data of an image.
// It reads from d.buf and writes the strip or tile into dst.
func (d *decoder) decode(dst image.Image, xmin, ymin, xmax, ymax int) error {
	d.off = 0

	// Apply horizontal predictor if necessary.
	// In this case, p contains the color difference to the preceding pixel.
	// See page 64-65 of the spec.
	if d.firstVal(tPredictor) == prHorizontal {
		if d.bpp == 16 {
			var off int
			spp := len(d.features[tBitsPerSample]) // samples per pixel
			bpp := spp * 2                         // bytes per pixel
			for y := ymin; y < ymax; y++ {
				off += spp * 2
				for x := 0; x < (xmax-xmin-1)*bpp; x += 2 {
					v0 := d.byteOrder.Uint16(d.buf[off-bpp : off-bpp+2])
					v1 := d.byteOrder.Uint16(d.buf[off : off+2])
					d.byteOrder.PutUint16(d.buf[off:off+2], v1+v0)
					off += 2
				}
			}
		} else if d.bpp == 8 {
			var off int
			spp := len(d.features[tBitsPerSample]) // samples per pixel
			for y := ymin; y < ymax; y++ {
				off += spp
				for x := 0; x < (xmax-xmin-1)*spp; x++ {
					d.buf[off] += d.buf[off-spp]
					off++
				}
			}
		}
	}

	rMaxX := minInt(xmax, dst.Bounds().Max.X)
	rMaxY := minInt(ymax, dst.Bounds().Max.Y)
	switch d.mode {
	case mGray, mGrayInvert:
		if d.bpp == 16 {
			img := dst.(*image.Gray16)
			for y := ymin; y < rMaxY; y++ {
				for x := xmin; x < rMaxX; x++ {
					v := d.byteOrder.Uint16(d.buf[d.off : d.off+2])
					d.off += 2
					if d.mode == mGrayInvert {
						v = 0xffff - v
					}
					img.SetGray16(x, y, color.Gray16{v})
				}
			}
		} else {
			img := dst.(*image.Gray)
			max := uint32((1 << d.bpp) - 1)
			for y := ymin; y < rMaxY; y++ {
				for x := xmin; x < rMaxX; x++ {
					v := uint8(d.readBits(d.bpp) * 0xff / max)
					if d.mode == mGrayInvert {
						v = 0xff - v
					}
					img.SetGray(x, y, color.Gray{v})
				}
				d.flushBits()
			}
		}
	case mPaletted:
		img := dst.(*image.Paletted)
		for y := ymin; y < rMaxY; y++ {
			for x := xmin; x < rMaxX; x++ {
				img.SetColorIndex(x, y, uint8(d.readBits(d.bpp)))
			}
			d.flushBits()
		}
	case mRGB:
		if d.bpp == 16 {
			img := dst.(*image.RGBA64)
			for y := ymin; y < rMaxY; y++ {
				for x := xmin; x < rMaxX; x++ {
					r := d.byteOrder.Uint16(d.buf[d.off+0 : d.off+2])
					g := d.byteOrder.Uint16(d.buf[d.off+2 : d.off+4])
					b := d.byteOrder.Uint16(d.buf[d.off+4 : d.off+6])
					d.off += 6
					img.SetRGBA64(x, y, color.RGBA64{r, g, b, 0xffff})
				}
			}
		} else {
			img := dst.(*image.RGBA)
			for y := ymin; y < rMaxY; y++ {
				min := img.PixOffset(xmin, y)
				max := img.PixOffset(rMaxX, y)
				off := (y - ymin) * (xmax - xmin) * 3
				for i := min; i < max; i += 4 {
					img.Pix[i+0] = d.buf[off+0]
					img.Pix[i+1] = d.buf[off+1]
					img.Pix[i+2] = d.buf[off+2]
					img.Pix[i+3] = 0xff
					off += 3
				}
			}
		}
	case mNRGBA:
		if d.bpp == 16 {
			img := dst.(*image.NRGBA64)
			for y := ymin; y < rMaxY; y++ {
				for x := xmin; x < rMaxX; x++ {
					r := d.byteOrder.Uint16(d.buf[d.off+0 : d.off+2])
					g := d.byteOrder.Uint16(d.buf[d.off+2 : d.off+4])
					b := d.byteOrder.Uint16(d.buf[d.off+4 : d.off+6])
					a := d.byteOrder.Uint16(d.buf[d.off+6 : d.off+8])
					d.off += 8
					img.SetNRGBA64(x, y, color.NRGBA64{r, g, b, a})
				}
			}
		} else {
			img := dst.(*image.NRGBA)
			for y := ymin; y < rMaxY; y++ {
				min := img.PixOffset(xmin, y)
				max := img.PixOffset(rMaxX, y)
				buf := d.buf[(y-ymin)*(xmax-xmin)*4 : (y-ymin+1)*(xmax-xmin)*4]
				copy(img.Pix[min:max], buf)
			}
		}
	case mRGBA:
		if d.bpp == 16 {
			img := dst.(*image.RGBA64)
			for y := ymin; y < rMaxY; y++ {
				for x := xmin; x < rMaxX; x++ {
					r := d.byteOrder.Uint16(d.buf[d.off+0 : d.off+2])
					g := d.byteOrder.Uint16(d.buf[d.off+2 : d.off+4])
					b := d.byteOrder.Uint16(d.buf[d.off+4 : d.off+6])
					a := d.byteOrder.Uint16(d.buf[d.off+6 : d.off+8])
					d.off += 8
					img.SetRGBA64(x, y, color.RGBA64{r, g, b, a})
				}
			}
		} else {
			img := dst.(*image.RGBA)
			for y := ymin; y < rMaxY; y++ {
				min := img.PixOffset(xmin, y)
				max := img.PixOffset(rMaxX, y)
				buf := d.buf[(y-ymin)*(xmax-xmin)*4 : (y-ymin+1)*(xmax-xmin)*4]
				copy(img.Pix[min:max], buf)
			}
		}
	}

	return nil
}

func newDecoder(r io.Reader) (*decoder, error) {
	d := &decoder{
		r:        newReaderAt(r),
		features: make(map[int][]uint),
	}

	p := make([]byte, 8)
	if _, err := d.r.ReadAt(p, 0); err != nil {
		return nil, err
	}
	switch string(p[0:4]) {
	case leHeader:
		d.byteOrder = binary.LittleEndian
	case beHeader:
		d.byteOrder = binary.BigEndian
	default:
		return nil, FormatError("malformed header")
	}

	ifdOffset := int64(d.byteOrder.Uint32(p[4:8]))

	// The first two bytes contain the number of entries (12 bytes each).
	if _, err := d.r.ReadAt(p[0:2], ifdOffset); err != nil {
		return nil, err
	}
	numItems := int(d.byteOrder.Uint16(p[0:2]))

	// All IFD entries are read in one chunk.
	p = make([]byte, ifdLen*numItems)
	if _, err := d.r.ReadAt(p, ifdOffset+2); err != nil {
		return nil, err
	}

	for i := 0; i < len(p); i += ifdLen {
		if err := d.parseIFD(p[i : i+ifdLen]); err != nil {
			return nil, err
		}
	}

	d.config.Width = int(d.firstVal(tImageWidth))
	d.config.Height = int(d.firstVal(tImageLength))

	if _, ok := d.features[tBitsPerSample]; !ok {
		return nil, FormatError("BitsPerSample tag missing")
	}
	d.bpp = d.firstVal(tBitsPerSample)

	// Determine the image mode.
	switch d.firstVal(tPhotometricInterpretation) {
	case pRGB:
		if d.bpp == 16 {
			for _, b := range d.features[tBitsPerSample] {
				if b != 16 {
					return nil, FormatError("wrong number of samples for 16bit RGB")
				}
			}
		} else {
			for _, b := range d.features[tBitsPerSample] {
				if b != 8 {
					return nil, FormatError("wrong number of samples for 8bit RGB")
				}
			}
		}
		// RGB images normally have 3 samples per pixel.
		// If there are more, ExtraSamples (p. 31-32 of the spec)
		// gives their meaning (usually an alpha channel).
		//
		// This implementation does not support extra samples
		// of an unspecified type.
		switch len(d.features[tBitsPerSample]) {
		case 3:
			d.mode = mRGB
			if d.bpp == 16 {
				d.config.ColorModel = color.RGBA64Model
			} else {
				d.config.ColorModel = color.RGBAModel
			}
		case 4:
			switch d.firstVal(tExtraSamples) {
			case 1:
				d.mode = mRGBA
				if d.bpp == 16 {
					d.config.ColorModel = color.RGBA64Model
				} else {
					d.config.ColorModel = color.RGBAModel
				}
			case 2:
				d.mode = mNRGBA
				if d.bpp == 16 {
					d.config.ColorModel = color.NRGBA64Model
				} else {
					d.config.ColorModel = color.NRGBAModel
				}
			default:
				return nil, FormatError("wrong number of samples for RGB")
			}
		default:
			return nil, FormatError("wrong number of samples for RGB")
		}
	case pPaletted:
		d.mode = mPaletted
		d.config.ColorModel = color.Palette(d.palette)
	case pWhiteIsZero:
		d.mode = mGrayInvert
		if d.bpp == 16 {
			d.config.ColorModel = color.Gray16Model
		} else {
			d.config.ColorModel = color.GrayModel
		}
	case pBlackIsZero:
		d.mode = mGray
		if d.bpp == 16 {
			d.config.ColorModel = color.Gray16Model
		} else {
			d.config.ColorModel = color.GrayModel
		}
	default:
		return nil, UnsupportedError("color model")
	}

	return d, nil
}

// DecodeConfig returns the color model and dimensions of a TIFF image without
// decoding the entire image.
func DecodeConfig(r io.Reader) (image.Config, error) {
	d, err := newDecoder(r)
	if err != nil {
		return image.Config{}, err
	}
	return d.config, nil
}

// Decode reads a TIFF image from r and returns it as an image.Image.
// The type of Image returned depends on the contents of the TIFF.
func Decode(r io.Reader) (img image.Image, err error) {
	d, err := newDecoder(r)
	if err != nil {
		return
	}

	blockPadding := false
	blockWidth := d.config.Width
	blockHeight := d.config.Height
	blocksAcross := 1
	blocksDown := 1

	var blockOffsets, blockCounts []uint

	if int(d.firstVal(tTileWidth)) != 0 {
		blockPadding = true

		blockWidth = int(d.firstVal(tTileWidth))
		blockHeight = int(d.firstVal(tTileLength))

		blocksAcross = (d.config.Width + blockWidth - 1) / blockWidth
		blocksDown = (d.config.Height + blockHeight - 1) / blockHeight

		blockCounts = d.features[tTileByteCounts]
		blockOffsets = d.features[tTileOffsets]

	} else {
		if int(d.firstVal(tRowsPerStrip)) != 0 {
			blockHeight = int(d.firstVal(tRowsPerStrip))
		}

		blocksDown = (d.config.Height + blockHeight - 1) / blockHeight

		blockOffsets = d.features[tStripOffsets]
		blockCounts = d.features[tStripByteCounts]
	}

	// Check if we have the right number of strips/tiles, offsets and counts.
	if n := blocksAcross * blocksDown; len(blockOffsets) < n || len(blockCounts) < n {
		return nil, FormatError("inconsistent header")
	}

	imgRect := image.Rect(0, 0, d.config.Width, d.config.Height)
	switch d.mode {
	case mGray, mGrayInvert:
		if d.bpp == 16 {
			img = image.NewGray16(imgRect)
		} else {
			img = image.NewGray(imgRect)
		}
	case mPaletted:
		img = image.NewPaletted(imgRect, d.palette)
	case mNRGBA:
		if d.bpp == 16 {
			img = image.NewNRGBA64(imgRect)
		} else {
			img = image.NewNRGBA(imgRect)
		}
	case mRGB, mRGBA:
		if d.bpp == 16 {
			img = image.NewRGBA64(imgRect)
		} else {
			img = image.NewRGBA(imgRect)
		}
	}

	for i := 0; i < blocksAcross; i++ {
		blkW := blockWidth
		if !blockPadding && i == blocksAcross-1 && d.config.Width%blockWidth != 0 {
			blkW = d.config.Width % blockWidth
		}
		for j := 0; j < blocksDown; j++ {
			blkH := blockHeight
			if !blockPadding && j == blocksDown-1 && d.config.Height%blockHeight != 0 {
				blkH = d.config.Height % blockHeight
			}
			offset := int64(blockOffsets[j*blocksAcross+i])
			n := int64(blockCounts[j*blocksAcross+i])
			switch d.firstVal(tCompression) {

			// According to the spec, Compression does not have a default value,
			// but some tools interpret a missing Compression value as none so we do
			// the same.
			case cNone, 0:
				if b, ok := d.r.(*buffer); ok {
					d.buf, err = b.Slice(int(offset), int(n))
				} else {
					d.buf = make([]byte, n)
					_, err = d.r.ReadAt(d.buf, offset)
				}
			case cLZW:
				r := lzw.NewReader(io.NewSectionReader(d.r, offset, n), lzw.MSB, 8)
				d.buf, err = ioutil.ReadAll(r)
				r.Close()
			case cDeflate, cDeflateOld:
				r, err := zlib.NewReader(io.NewSectionReader(d.r, offset, n))
				if err != nil {
					return nil, err
				}
				d.buf, err = ioutil.ReadAll(r)
				r.Close()
			case cPackBits:
				d.buf, err = unpackBits(io.NewSectionReader(d.r, offset, n))
			default:
				err = UnsupportedError(fmt.Sprintf("compression value %d", d.firstVal(tCompression)))
			}
			if err != nil {
				return nil, err
			}

			xmin := i * blockWidth
			ymin := j * blockHeight
			xmax := xmin + blkW
			ymax := ymin + blkH
			err = d.decode(img, xmin, ymin, xmax, ymax)
			if err != nil {
				return nil, err
			}
		}
	}
	return
}

func init() {
	image.RegisterFormat("tiff", leHeader, Decode, DecodeConfig)
	image.RegisterFormat("tiff", beHeader, Decode, DecodeConfig)
}
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// Copyright 2011 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import (
	"image"
	"io/ioutil"
	"os"
	"strings"
	"testing"

	_ "image/png"
)

const testdataDir = "../testdata/"

// Read makes *buffer implements io.Reader, so that we can pass one to Decode.
func (*buffer) Read([]byte) (int, error) {
	panic("unimplemented")
}

func load(name string) (image.Image, error) {
	f, err := os.Open(testdataDir + name)
	if err != nil {
		return nil, err
	}
	defer f.Close()
	img, _, err := image.Decode(f)
	if err != nil {
		return nil, err
	}
	return img, nil
}

// TestNoRPS tries to decode an image that has no RowsPerStrip tag.
// The tag is mandatory according to the spec but some software omits
// it in the case of a single strip.
func TestNoRPS(t *testing.T) {
	_, err := load("no_rps.tiff")
	if err != nil {
		t.Fatal(err)
	}
}

// TestNoCompression tries to decode an images that has no Compression tag.
// This tag is mandatory, but most tools interpret a missing value as no compression.
func TestNoCompression(t *testing.T) {
	_, err := load("no_compress.tiff")
	if err != nil {
		t.Fatal(err)
	}
}

// TestUnpackBits tests the decoding of PackBits-encoded data.
func TestUnpackBits(t *testing.T) {
	var unpackBitsTests = []struct {
		compressed   string
		uncompressed string
	}{{
		// Example data from Wikipedia.
		"\xfe\xaa\x02\x80\x00\x2a\xfd\xaa\x03\x80\x00\x2a\x22\xf7\xaa",
		"\xaa\xaa\xaa\x80\x00\x2a\xaa\xaa\xaa\xaa\x80\x00\x2a\x22\xaa\xaa\xaa\xaa\xaa\xaa\xaa\xaa\xaa\xaa",
	}}
	for _, u := range unpackBitsTests {
		buf, err := unpackBits(strings.NewReader(u.compressed))
		if err != nil {
			t.Fatal(err)
		}
		if string(buf) != u.uncompressed {
			t.Fatalf("unpackBits: want %x, got %x", u.uncompressed, buf)
		}
	}
}

func compare(t *testing.T, img0, img1 image.Image) {
	b0 := img0.Bounds()
	b1 := img1.Bounds()
	if b0.Dx() != b1.Dx() || b0.Dy() != b1.Dy() {
		t.Fatalf("wrong image size: want %s, got %s", b0, b1)
	}
	x1 := b1.Min.X - b0.Min.X
	y1 := b1.Min.Y - b0.Min.Y
	for y := b0.Min.Y; y < b0.Max.Y; y++ {
		for x := b0.Min.X; x < b0.Max.X; x++ {
			c0 := img0.At(x, y)
			c1 := img1.At(x+x1, y+y1)
			r0, g0, b0, a0 := c0.RGBA()
			r1, g1, b1, a1 := c1.RGBA()
			if r0 != r1 || g0 != g1 || b0 != b1 || a0 != a1 {
				t.Fatalf("pixel at (%d, %d) has wrong color: want %v, got %v", x, y, c0, c1)
			}
		}
	}
}

// TestDecode tests that decoding a PNG image and a TIFF image result in the
// same pixel data.
func TestDecode(t *testing.T) {
	img0, err := load("video-001.png")
	if err != nil {
		t.Fatal(err)
	}
	img1, err := load("video-001.tiff")
	if err != nil {
		t.Fatal(err)
	}
	img2, err := load("video-001-strip-64.tiff")
	if err != nil {
		t.Fatal(err)
	}
	img3, err := load("video-001-tile-64x64.tiff")
	if err != nil {
		t.Fatal(err)
	}
	img4, err := load("video-001-16bit.tiff")
	if err != nil {
		t.Fatal(err)
	}

	compare(t, img0, img1)
	compare(t, img0, img2)
	compare(t, img0, img3)
	compare(t, img0, img4)
}

// TestDecodeLZW tests that decoding a PNG image and a LZW-compressed TIFF image
// result in the same pixel data.
func TestDecodeLZW(t *testing.T) {
	img0, err := load("blue-purple-pink.png")
	if err != nil {
		t.Fatal(err)
	}
	img1, err := load("blue-purple-pink.lzwcompressed.tiff")
	if err != nil {
		t.Fatal(err)
	}

	compare(t, img0, img1)
}

// TestDecompress tests that decoding some TIFF images that use different
// compression formats result in the same pixel data.
func TestDecompress(t *testing.T) {
	var decompressTests = []string{
		"bw-uncompressed.tiff",
		"bw-deflate.tiff",
		"bw-packbits.tiff",
	}
	var img0 image.Image
	for _, name := range decompressTests {
		img1, err := load(name)
		if err != nil {
			t.Fatalf("decoding %s: %v", name, err)
		}
		if img0 == nil {
			img0 = img1
			continue
		}
		compare(t, img0, img1)
	}
}

// benchmarkDecode benchmarks the decoding of an image.
func benchmarkDecode(b *testing.B, filename string) {
	b.StopTimer()
	contents, err := ioutil.ReadFile(testdataDir + filename)
	if err != nil {
		panic(err)
	}
	r := &buffer{buf: contents}
	b.StartTimer()
	for i := 0; i < b.N; i++ {
		_, err := Decode(r)
		if err != nil {
			b.Fatal("Decode:", err)
		}
	}
}

func BenchmarkDecodeCompressed(b *testing.B)   { benchmarkDecode(b, "video-001.tiff") }
func BenchmarkDecodeUncompressed(b *testing.B) { benchmarkDecode(b, "video-001-uncompressed.tiff") }
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// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import (
	"bytes"
	"compress/zlib"
	"encoding/binary"
	"image"
	"io"
	"sort"
)

// The TIFF format allows to choose the order of the different elements freely.
// The basic structure of a TIFF file written by this package is:
//
//   1. Header (8 bytes).
//   2. Image data.
//   3. Image File Directory (IFD).
//   4. "Pointer area" for larger entries in the IFD.

// We only write little-endian TIFF files.
var enc = binary.LittleEndian

// An ifdEntry is a single entry in an Image File Directory.
// A value of type dtRational is composed of two 32-bit values,
// thus data contains two uints (numerator and denominator) for a single number.
type ifdEntry struct {
	tag      int
	datatype int
	data     []uint32
}

func (e ifdEntry) putData(p []byte) {
	for _, d := range e.data {
		switch e.datatype {
		case dtByte, dtASCII:
			p[0] = byte(d)
			p = p[1:]
		case dtShort:
			enc.PutUint16(p, uint16(d))
			p = p[2:]
		case dtLong, dtRational:
			enc.PutUint32(p, uint32(d))
			p = p[4:]
		}
	}
}

type byTag []ifdEntry

func (d byTag) Len() int           { return len(d) }
func (d byTag) Less(i, j int) bool { return d[i].tag < d[j].tag }
func (d byTag) Swap(i, j int)      { d[i], d[j] = d[j], d[i] }

func encodeGray(w io.Writer, pix []uint8, dx, dy, stride int, predictor bool) error {
	if !predictor {
		return writePix(w, pix, dy, dx, stride)
	}
	buf := make([]byte, dx)
	for y := 0; y < dy; y++ {
		min := y*stride + 0
		max := y*stride + dx
		off := 0
		var v0 uint8
		for i := min; i < max; i++ {
			v1 := pix[i]
			buf[off] = v1 - v0
			v0 = v1
			off++
		}
		if _, err := w.Write(buf); err != nil {
			return err
		}
	}
	return nil
}

func encodeGray16(w io.Writer, pix []uint8, dx, dy, stride int, predictor bool) error {
	buf := make([]byte, dx*2)
	for y := 0; y < dy; y++ {
		min := y*stride + 0
		max := y*stride + dx*2
		off := 0
		var v0 uint16
		for i := min; i < max; i += 2 {
			// An image.Gray16's Pix is in big-endian order.
			v1 := uint16(pix[i])<<8 | uint16(pix[i+1])
			if predictor {
				v0, v1 = v1, v1-v0
			}
			// We only write little-endian TIFF files.
			buf[off+0] = byte(v1)
			buf[off+1] = byte(v1 >> 8)
			off += 2
		}
		if _, err := w.Write(buf); err != nil {
			return err
		}
	}
	return nil
}

func encodeRGBA(w io.Writer, pix []uint8, dx, dy, stride int, predictor bool) error {
	if !predictor {
		return writePix(w, pix, dy, dx*4, stride)
	}
	buf := make([]byte, dx*4)
	for y := 0; y < dy; y++ {
		min := y*stride + 0
		max := y*stride + dx*4
		off := 0
		var r0, g0, b0, a0 uint8
		for i := min; i < max; i += 4 {
			r1, g1, b1, a1 := pix[i+0], pix[i+1], pix[i+2], pix[i+3]
			buf[off+0] = r1 - r0
			buf[off+1] = g1 - g0
			buf[off+2] = b1 - b0
			buf[off+3] = a1 - a0
			off += 4
			r0, g0, b0, a0 = r1, g1, b1, a1
		}
		if _, err := w.Write(buf); err != nil {
			return err
		}
	}
	return nil
}

func encodeRGBA64(w io.Writer, pix []uint8, dx, dy, stride int, predictor bool) error {
	buf := make([]byte, dx*8)
	for y := 0; y < dy; y++ {
		min := y*stride + 0
		max := y*stride + dx*8
		off := 0
		var r0, g0, b0, a0 uint16
		for i := min; i < max; i += 8 {
			// An image.RGBA64's Pix is in big-endian order.
			r1 := uint16(pix[i+0])<<8 | uint16(pix[i+1])
			g1 := uint16(pix[i+2])<<8 | uint16(pix[i+3])
			b1 := uint16(pix[i+4])<<8 | uint16(pix[i+5])
			a1 := uint16(pix[i+6])<<8 | uint16(pix[i+7])
			if predictor {
				r0, r1 = r1, r1-r0
				g0, g1 = g1, g1-g0
				b0, b1 = b1, b1-b0
				a0, a1 = a1, a1-a0
			}
			// We only write little-endian TIFF files.
			buf[off+0] = byte(r1)
			buf[off+1] = byte(r1 >> 8)
			buf[off+2] = byte(g1)
			buf[off+3] = byte(g1 >> 8)
			buf[off+4] = byte(b1)
			buf[off+5] = byte(b1 >> 8)
			buf[off+6] = byte(a1)
			buf[off+7] = byte(a1 >> 8)
			off += 8
		}
		if _, err := w.Write(buf); err != nil {
			return err
		}
	}
	return nil
}

func encode(w io.Writer, m image.Image, predictor bool) error {
	bounds := m.Bounds()
	buf := make([]byte, 4*bounds.Dx())
	for y := bounds.Min.Y; y < bounds.Max.Y; y++ {
		off := 0
		if predictor {
			var r0, g0, b0, a0 uint8
			for x := bounds.Min.X; x < bounds.Max.X; x++ {
				r, g, b, a := m.At(x, y).RGBA()
				r1 := uint8(r >> 8)
				g1 := uint8(g >> 8)
				b1 := uint8(b >> 8)
				a1 := uint8(a >> 8)
				buf[off+0] = r1 - r0
				buf[off+1] = g1 - g0
				buf[off+2] = b1 - b0
				buf[off+3] = a1 - a0
				off += 4
				r0, g0, b0, a0 = r1, g1, b1, a1
			}
		} else {
			for x := bounds.Min.X; x < bounds.Max.X; x++ {
				r, g, b, a := m.At(x, y).RGBA()
				buf[off+0] = uint8(r >> 8)
				buf[off+1] = uint8(g >> 8)
				buf[off+2] = uint8(b >> 8)
				buf[off+3] = uint8(a >> 8)
				off += 4
			}
		}
		if _, err := w.Write(buf); err != nil {
			return err
		}
	}
	return nil
}

// writePix writes the internal byte array of an image to w. It is less general
// but much faster then encode. writePix is used when pix directly
// corresponds to one of the TIFF image types.
func writePix(w io.Writer, pix []byte, nrows, length, stride int) error {
	if length == stride {
		_, err := w.Write(pix[:nrows*length])
		return err
	}
	for ; nrows > 0; nrows-- {
		if _, err := w.Write(pix[:length]); err != nil {
			return err
		}
		pix = pix[stride:]
	}
	return nil
}

func writeIFD(w io.Writer, ifdOffset int, d []ifdEntry) error {
	var buf [ifdLen]byte
	// Make space for "pointer area" containing IFD entry data
	// longer than 4 bytes.
	parea := make([]byte, 1024)
	pstart := ifdOffset + ifdLen*len(d) + 6
	var o int // Current offset in parea.

	// The IFD has to be written with the tags in ascending order.
	sort.Sort(byTag(d))

	// Write the number of entries in this IFD.
	if err := binary.Write(w, enc, uint16(len(d))); err != nil {
		return err
	}
	for _, ent := range d {
		enc.PutUint16(buf[0:2], uint16(ent.tag))
		enc.PutUint16(buf[2:4], uint16(ent.datatype))
		count := uint32(len(ent.data))
		if ent.datatype == dtRational {
			count /= 2
		}
		enc.PutUint32(buf[4:8], count)
		datalen := int(count * lengths[ent.datatype])
		if datalen <= 4 {
			ent.putData(buf[8:12])
		} else {
			if (o + datalen) > len(parea) {
				newlen := len(parea) + 1024
				for (o + datalen) > newlen {
					newlen += 1024
				}
				newarea := make([]byte, newlen)
				copy(newarea, parea)
				parea = newarea
			}
			ent.putData(parea[o : o+datalen])
			enc.PutUint32(buf[8:12], uint32(pstart+o))
			o += datalen
		}
		if _, err := w.Write(buf[:]); err != nil {
			return err
		}
	}
	// The IFD ends with the offset of the next IFD in the file,
	// or zero if it is the last one (page 14).
	if err := binary.Write(w, enc, uint32(0)); err != nil {
		return err
	}
	_, err := w.Write(parea[:o])
	return err
}

// Options are the encoding parameters.
type Options struct {
	// Compression is the type of compression used.
	Compression CompressionType
	// Predictor determines whether a differencing predictor is used;
	// if true, instead of each pixel's color, the color difference to the
	// preceding one is saved.  This improves the compression for certain
	// types of images and compressors. For example, it works well for
	// photos with Deflate compression.
	Predictor bool
}

// Encode writes the image m to w. opt determines the options used for
// encoding, such as the compression type. If opt is nil, an uncompressed
// image is written.
func Encode(w io.Writer, m image.Image, opt *Options) error {
	d := m.Bounds().Size()

	compression := uint32(cNone)
	predictor := false
	if opt != nil {
		compression = opt.Compression.specValue()
		// The predictor field is only used with LZW. See page 64 of the spec.
		predictor = opt.Predictor && compression == cLZW
	}

	_, err := io.WriteString(w, leHeader)
	if err != nil {
		return err
	}

	// Compressed data is written into a buffer first, so that we
	// know the compressed size.
	var buf bytes.Buffer
	// dst holds the destination for the pixel data of the image --
	// either w or a writer to buf.
	var dst io.Writer
	// imageLen is the length of the pixel data in bytes.
	// The offset of the IFD is imageLen + 8 header bytes.
	var imageLen int

	switch compression {
	case cNone:
		dst = w
		// Write IFD offset before outputting pixel data.
		switch m.(type) {
		case *image.Paletted:
			imageLen = d.X * d.Y * 1
		case *image.Gray:
			imageLen = d.X * d.Y * 1
		case *image.Gray16:
			imageLen = d.X * d.Y * 2
		case *image.RGBA64:
			imageLen = d.X * d.Y * 8
		case *image.NRGBA64:
			imageLen = d.X * d.Y * 8
		default:
			imageLen = d.X * d.Y * 4
		}
		err = binary.Write(w, enc, uint32(imageLen+8))
		if err != nil {
			return err
		}
	case cDeflate:
		dst = zlib.NewWriter(&buf)
	}

	pr := uint32(prNone)
	photometricInterpretation := uint32(pRGB)
	samplesPerPixel := uint32(4)
	bitsPerSample := []uint32{8, 8, 8, 8}
	extraSamples := uint32(0)
	colorMap := []uint32{}

	if predictor {
		pr = prHorizontal
	}
	switch m := m.(type) {
	case *image.Paletted:
		photometricInterpretation = pPaletted
		samplesPerPixel = 1
		bitsPerSample = []uint32{8}
		colorMap = make([]uint32, 256*3)
		for i := 0; i < 256 && i < len(m.Palette); i++ {
			r, g, b, _ := m.Palette[i].RGBA()
			colorMap[i+0*256] = uint32(r)
			colorMap[i+1*256] = uint32(g)
			colorMap[i+2*256] = uint32(b)
		}
		err = encodeGray(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.Gray:
		photometricInterpretation = pBlackIsZero
		samplesPerPixel = 1
		bitsPerSample = []uint32{8}
		err = encodeGray(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.Gray16:
		photometricInterpretation = pBlackIsZero
		samplesPerPixel = 1
		bitsPerSample = []uint32{16}
		err = encodeGray16(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.NRGBA:
		extraSamples = 2 // Unassociated alpha.
		err = encodeRGBA(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.NRGBA64:
		extraSamples = 2 // Unassociated alpha.
		bitsPerSample = []uint32{16, 16, 16, 16}
		err = encodeRGBA64(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.RGBA:
		extraSamples = 1 // Associated alpha.
		err = encodeRGBA(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	case *image.RGBA64:
		extraSamples = 1 // Associated alpha.
		bitsPerSample = []uint32{16, 16, 16, 16}
		err = encodeRGBA64(dst, m.Pix, d.X, d.Y, m.Stride, predictor)
	default:
		extraSamples = 1 // Associated alpha.
		err = encode(dst, m, predictor)
	}
	if err != nil {
		return err
	}

	if compression != cNone {
		if err = dst.(io.Closer).Close(); err != nil {
			return err
		}
		imageLen = buf.Len()
		if err = binary.Write(w, enc, uint32(imageLen+8)); err != nil {
			return err
		}
		if _, err = buf.WriteTo(w); err != nil {
			return err
		}
	}

	ifd := []ifdEntry{
		{tImageWidth, dtShort, []uint32{uint32(d.X)}},
		{tImageLength, dtShort, []uint32{uint32(d.Y)}},
		{tBitsPerSample, dtShort, bitsPerSample},
		{tCompression, dtShort, []uint32{compression}},
		{tPhotometricInterpretation, dtShort, []uint32{photometricInterpretation}},
		{tStripOffsets, dtLong, []uint32{8}},
		{tSamplesPerPixel, dtShort, []uint32{samplesPerPixel}},
		{tRowsPerStrip, dtShort, []uint32{uint32(d.Y)}},
		{tStripByteCounts, dtLong, []uint32{uint32(imageLen)}},
		// There is currently no support for storing the image
		// resolution, so give a bogus value of 72x72 dpi.
		{tXResolution, dtRational, []uint32{72, 1}},
		{tYResolution, dtRational, []uint32{72, 1}},
		{tResolutionUnit, dtShort, []uint32{resPerInch}},
	}
	if pr != prNone {
		ifd = append(ifd, ifdEntry{tPredictor, dtShort, []uint32{pr}})
	}
	if len(colorMap) != 0 {
		ifd = append(ifd, ifdEntry{tColorMap, dtShort, colorMap})
	}
	if extraSamples > 0 {
		ifd = append(ifd, ifdEntry{tExtraSamples, dtShort, []uint32{extraSamples}})
	}

	return writeIFD(w, imageLen+8, ifd)
}
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// Copyright 2012 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package tiff

import (
	"bytes"
	"image"
	"io/ioutil"
	"os"
	"testing"
)

var roundtripTests = []struct {
	filename string
	opts     *Options
}{
	{"video-001.tiff", nil},
	{"video-001-16bit.tiff", nil},
	{"video-001-gray.tiff", nil},
	{"video-001-gray-16bit.tiff", nil},
	{"video-001-paletted.tiff", nil},
	{"bw-packbits.tiff", nil},
	{"video-001.tiff", &Options{Predictor: true}},
	{"video-001.tiff", &Options{Compression: Deflate}},
	{"video-001.tiff", &Options{Predictor: true, Compression: Deflate}},
}

func openImage(filename string) (image.Image, error) {
	f, err := os.Open(testdataDir + filename)
	if err != nil {
		return nil, err
	}
	defer f.Close()
	return Decode(f)
}

func TestRoundtrip(t *testing.T) {
	for _, rt := range roundtripTests {
		img, err := openImage(rt.filename)
		if err != nil {
			t.Fatal(err)
		}
		out := new(bytes.Buffer)
		err = Encode(out, img, rt.opts)
		if err != nil {
			t.Fatal(err)
		}

		img2, err := Decode(&buffer{buf: out.Bytes()})
		if err != nil {
			t.Fatal(err)
		}
		compare(t, img, img2)
	}
}

// TestRoundtrip2 tests that encoding and decoding an image whose
// origin is not (0, 0) gives the same thing.
func TestRoundtrip2(t *testing.T) {
	m0 := image.NewRGBA(image.Rect(3, 4, 9, 8))
	for i := range m0.Pix {
		m0.Pix[i] = byte(i)
	}
	out := new(bytes.Buffer)
	if err := Encode(out, m0, nil); err != nil {
		t.Fatal(err)
	}
	m1, err := Decode(&buffer{buf: out.Bytes()})
	if err != nil {
		t.Fatal(err)
	}
	compare(t, m0, m1)
}

func benchmarkEncode(b *testing.B, name string, pixelSize int) {
	img, err := openImage(name)
	if err != nil {
		b.Fatal(err)
	}
	s := img.Bounds().Size()
	b.SetBytes(int64(s.X * s.Y * pixelSize))
	b.ResetTimer()
	for i := 0; i < b.N; i++ {
		Encode(ioutil.Discard, img, nil)
	}
}

func BenchmarkEncode(b *testing.B)         { benchmarkEncode(b, "video-001.tiff", 4) }
func BenchmarkEncodePaletted(b *testing.B) { benchmarkEncode(b, "video-001-paletted.tiff", 1) }
func BenchmarkEncodeGray(b *testing.B)     { benchmarkEncode(b, "video-001-gray.tiff", 1) }
func BenchmarkEncodeGray16(b *testing.B)   { benchmarkEncode(b, "video-001-gray-16bit.tiff", 2) }
func BenchmarkEncodeRGBA(b *testing.B)     { benchmarkEncode(b, "video-001.tiff", 4) }
func BenchmarkEncodeRGBA64(b *testing.B)   { benchmarkEncode(b, "video-001-16bit.tiff", 8) }
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"bytes"
	"encoding/json"
	"errors"
	"fmt"
	"math"
	"math/rand"
	"reflect"
	"runtime/debug"
	"strings"
	"testing"
	"time"

	. "./testdata"
	. "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

var globalO *Buffer

func old() *Buffer {
	if globalO == nil {
		globalO = NewBuffer(nil)
	}
	globalO.Reset()
	return globalO
}

func equalbytes(b1, b2 []byte, t *testing.T) {
	if len(b1) != len(b2) {
		t.Errorf("wrong lengths: 2*%d != %d", len(b1), len(b2))
		return
	}
	for i := 0; i < len(b1); i++ {
		if b1[i] != b2[i] {
			t.Errorf("bad byte[%d]:%x %x: %s %s", i, b1[i], b2[i], b1, b2)
		}
	}
}

func initGoTestField() *GoTestField {
	f := new(GoTestField)
	f.Label = String("label")
	f.Type = String("type")
	return f
}

// These are all structurally equivalent but the tag numbers differ.
// (It's remarkable that required, optional, and repeated all have
// 8 letters.)
func initGoTest_RequiredGroup() *GoTest_RequiredGroup {
	return &GoTest_RequiredGroup{
		RequiredField: String("required"),
	}
}

func initGoTest_OptionalGroup() *GoTest_OptionalGroup {
	return &GoTest_OptionalGroup{
		RequiredField: String("optional"),
	}
}

func initGoTest_RepeatedGroup() *GoTest_RepeatedGroup {
	return &GoTest_RepeatedGroup{
		RequiredField: String("repeated"),
	}
}

func initGoTest(setdefaults bool) *GoTest {
	pb := new(GoTest)
	if setdefaults {
		pb.F_BoolDefaulted = Bool(Default_GoTest_F_BoolDefaulted)
		pb.F_Int32Defaulted = Int32(Default_GoTest_F_Int32Defaulted)
		pb.F_Int64Defaulted = Int64(Default_GoTest_F_Int64Defaulted)
		pb.F_Fixed32Defaulted = Uint32(Default_GoTest_F_Fixed32Defaulted)
		pb.F_Fixed64Defaulted = Uint64(Default_GoTest_F_Fixed64Defaulted)
		pb.F_Uint32Defaulted = Uint32(Default_GoTest_F_Uint32Defaulted)
		pb.F_Uint64Defaulted = Uint64(Default_GoTest_F_Uint64Defaulted)
		pb.F_FloatDefaulted = Float32(Default_GoTest_F_FloatDefaulted)
		pb.F_DoubleDefaulted = Float64(Default_GoTest_F_DoubleDefaulted)
		pb.F_StringDefaulted = String(Default_GoTest_F_StringDefaulted)
		pb.F_BytesDefaulted = Default_GoTest_F_BytesDefaulted
		pb.F_Sint32Defaulted = Int32(Default_GoTest_F_Sint32Defaulted)
		pb.F_Sint64Defaulted = Int64(Default_GoTest_F_Sint64Defaulted)
	}

	pb.Kind = GoTest_TIME.Enum()
	pb.RequiredField = initGoTestField()
	pb.F_BoolRequired = Bool(true)
	pb.F_Int32Required = Int32(3)
	pb.F_Int64Required = Int64(6)
	pb.F_Fixed32Required = Uint32(32)
	pb.F_Fixed64Required = Uint64(64)
	pb.F_Uint32Required = Uint32(3232)
	pb.F_Uint64Required = Uint64(6464)
	pb.F_FloatRequired = Float32(3232)
	pb.F_DoubleRequired = Float64(6464)
	pb.F_StringRequired = String("string")
	pb.F_BytesRequired = []byte("bytes")
	pb.F_Sint32Required = Int32(-32)
	pb.F_Sint64Required = Int64(-64)
	pb.Requiredgroup = initGoTest_RequiredGroup()

	return pb
}

func fail(msg string, b *bytes.Buffer, s string, t *testing.T) {
	data := b.Bytes()
	ld := len(data)
	ls := len(s) / 2

	fmt.Printf("fail %s ld=%d ls=%d\n", msg, ld, ls)

	// find the interesting spot - n
	n := ls
	if ld < ls {
		n = ld
	}
	j := 0
	for i := 0; i < n; i++ {
		bs := hex(s[j])*16 + hex(s[j+1])
		j += 2
		if data[i] == bs {
			continue
		}
		n = i
		break
	}
	l := n - 10
	if l < 0 {
		l = 0
	}
	h := n + 10

	// find the interesting spot - n
	fmt.Printf("is[%d]:", l)
	for i := l; i < h; i++ {
		if i >= ld {
			fmt.Printf(" --")
			continue
		}
		fmt.Printf(" %.2x", data[i])
	}
	fmt.Printf("\n")

	fmt.Printf("sb[%d]:", l)
	for i := l; i < h; i++ {
		if i >= ls {
			fmt.Printf(" --")
			continue
		}
		bs := hex(s[j])*16 + hex(s[j+1])
		j += 2
		fmt.Printf(" %.2x", bs)
	}
	fmt.Printf("\n")

	t.Fail()

	//	t.Errorf("%s: \ngood: %s\nbad: %x", msg, s, b.Bytes())
	// Print the output in a partially-decoded format; can
	// be helpful when updating the test.  It produces the output
	// that is pasted, with minor edits, into the argument to verify().
	//	data := b.Bytes()
	//	nesting := 0
	//	for b.Len() > 0 {
	//		start := len(data) - b.Len()
	//		var u uint64
	//		u, err := DecodeVarint(b)
	//		if err != nil {
	//			fmt.Printf("decode error on varint:", err)
	//			return
	//		}
	//		wire := u & 0x7
	//		tag := u >> 3
	//		switch wire {
	//		case WireVarint:
	//			v, err := DecodeVarint(b)
	//			if err != nil {
	//				fmt.Printf("decode error on varint:", err)
	//				return
	//			}
	//			fmt.Printf("\t\t\"%x\"  // field %d, encoding %d, value %d\n",
	//				data[start:len(data)-b.Len()], tag, wire, v)
	//		case WireFixed32:
	//			v, err := DecodeFixed32(b)
	//			if err != nil {
	//				fmt.Printf("decode error on fixed32:", err)
	//				return
	//			}
	//			fmt.Printf("\t\t\"%x\"  // field %d, encoding %d, value %d\n",
	//				data[start:len(data)-b.Len()], tag, wire, v)
	//		case WireFixed64:
	//			v, err := DecodeFixed64(b)
	//			if err != nil {
	//				fmt.Printf("decode error on fixed64:", err)
	//				return
	//			}
	//			fmt.Printf("\t\t\"%x\"  // field %d, encoding %d, value %d\n",
	//				data[start:len(data)-b.Len()], tag, wire, v)
	//		case WireBytes:
	//			nb, err := DecodeVarint(b)
	//			if err != nil {
	//				fmt.Printf("decode error on bytes:", err)
	//				return
	//			}
	//			after_tag := len(data) - b.Len()
	//			str := make([]byte, nb)
	//			_, err = b.Read(str)
	//			if err != nil {
	//				fmt.Printf("decode error on bytes:", err)
	//				return
	//			}
	//			fmt.Printf("\t\t\"%x\" \"%x\"  // field %d, encoding %d (FIELD)\n",
	//				data[start:after_tag], str, tag, wire)
	//		case WireStartGroup:
	//			nesting++
	//			fmt.Printf("\t\t\"%x\"\t\t// start group field %d level %d\n",
	//				data[start:len(data)-b.Len()], tag, nesting)
	//		case WireEndGroup:
	//			fmt.Printf("\t\t\"%x\"\t\t// end group field %d level %d\n",
	//				data[start:len(data)-b.Len()], tag, nesting)
	//			nesting--
	//		default:
	//			fmt.Printf("unrecognized wire type %d\n", wire)
	//			return
	//		}
	//	}
}

func hex(c uint8) uint8 {
	if '0' <= c && c <= '9' {
		return c - '0'
	}
	if 'a' <= c && c <= 'f' {
		return 10 + c - 'a'
	}
	if 'A' <= c && c <= 'F' {
		return 10 + c - 'A'
	}
	return 0
}

func equal(b []byte, s string, t *testing.T) bool {
	if 2*len(b) != len(s) {
		//		fail(fmt.Sprintf("wrong lengths: 2*%d != %d", len(b), len(s)), b, s, t)
		fmt.Printf("wrong lengths: 2*%d != %d\n", len(b), len(s))
		return false
	}
	for i, j := 0, 0; i < len(b); i, j = i+1, j+2 {
		x := hex(s[j])*16 + hex(s[j+1])
		if b[i] != x {
			//			fail(fmt.Sprintf("bad byte[%d]:%x %x", i, b[i], x), b, s, t)
			fmt.Printf("bad byte[%d]:%x %x", i, b[i], x)
			return false
		}
	}
	return true
}

func overify(t *testing.T, pb *GoTest, expected string) {
	o := old()
	err := o.Marshal(pb)
	if err != nil {
		fmt.Printf("overify marshal-1 err = %v", err)
		o.DebugPrint("", o.Bytes())
		t.Fatalf("expected = %s", expected)
	}
	if !equal(o.Bytes(), expected, t) {
		o.DebugPrint("overify neq 1", o.Bytes())
		t.Fatalf("expected = %s", expected)
	}

	// Now test Unmarshal by recreating the original buffer.
	pbd := new(GoTest)
	err = o.Unmarshal(pbd)
	if err != nil {
		t.Fatalf("overify unmarshal err = %v", err)
		o.DebugPrint("", o.Bytes())
		t.Fatalf("string = %s", expected)
	}
	o.Reset()
	err = o.Marshal(pbd)
	if err != nil {
		t.Errorf("overify marshal-2 err = %v", err)
		o.DebugPrint("", o.Bytes())
		t.Fatalf("string = %s", expected)
	}
	if !equal(o.Bytes(), expected, t) {
		o.DebugPrint("overify neq 2", o.Bytes())
		t.Fatalf("string = %s", expected)
	}
}

// Simple tests for numeric encode/decode primitives (varint, etc.)
func TestNumericPrimitives(t *testing.T) {
	for i := uint64(0); i < 1e6; i += 111 {
		o := old()
		if o.EncodeVarint(i) != nil {
			t.Error("EncodeVarint")
			break
		}
		x, e := o.DecodeVarint()
		if e != nil {
			t.Fatal("DecodeVarint")
		}
		if x != i {
			t.Fatal("varint decode fail:", i, x)
		}

		o = old()
		if o.EncodeFixed32(i) != nil {
			t.Fatal("encFixed32")
		}
		x, e = o.DecodeFixed32()
		if e != nil {
			t.Fatal("decFixed32")
		}
		if x != i {
			t.Fatal("fixed32 decode fail:", i, x)
		}

		o = old()
		if o.EncodeFixed64(i*1234567) != nil {
			t.Error("encFixed64")
			break
		}
		x, e = o.DecodeFixed64()
		if e != nil {
			t.Error("decFixed64")
			break
		}
		if x != i*1234567 {
			t.Error("fixed64 decode fail:", i*1234567, x)
			break
		}

		o = old()
		i32 := int32(i - 12345)
		if o.EncodeZigzag32(uint64(i32)) != nil {
			t.Fatal("EncodeZigzag32")
		}
		x, e = o.DecodeZigzag32()
		if e != nil {
			t.Fatal("DecodeZigzag32")
		}
		if x != uint64(uint32(i32)) {
			t.Fatal("zigzag32 decode fail:", i32, x)
		}

		o = old()
		i64 := int64(i - 12345)
		if o.EncodeZigzag64(uint64(i64)) != nil {
			t.Fatal("EncodeZigzag64")
		}
		x, e = o.DecodeZigzag64()
		if e != nil {
			t.Fatal("DecodeZigzag64")
		}
		if x != uint64(i64) {
			t.Fatal("zigzag64 decode fail:", i64, x)
		}
	}
}

// fakeMarshaler is a simple struct implementing Marshaler and Message interfaces.
type fakeMarshaler struct {
	b   []byte
	err error
}

func (f fakeMarshaler) Marshal() ([]byte, error) {
	return f.b, f.err
}

func (f fakeMarshaler) String() string {
	return fmt.Sprintf("Bytes: %v Error: %v", f.b, f.err)
}

func (f fakeMarshaler) ProtoMessage() {}

func (f fakeMarshaler) Reset() {}

// Simple tests for proto messages that implement the Marshaler interface.
func TestMarshalerEncoding(t *testing.T) {
	tests := []struct {
		name    string
		m       Message
		want    []byte
		wantErr error
	}{
		{
			name: "Marshaler that fails",
			m: fakeMarshaler{
				err: errors.New("some marshal err"),
				b:   []byte{5, 6, 7},
			},
			// Since there's an error, nothing should be written to buffer.
			want:    nil,
			wantErr: errors.New("some marshal err"),
		},
		{
			name: "Marshaler that succeeds",
			m: fakeMarshaler{
				b: []byte{0, 1, 2, 3, 4, 127, 255},
			},
			want:    []byte{0, 1, 2, 3, 4, 127, 255},
			wantErr: nil,
		},
	}
	for _, test := range tests {
		b := NewBuffer(nil)
		err := b.Marshal(test.m)
		if !reflect.DeepEqual(test.wantErr, err) {
			t.Errorf("%s: got err %v wanted %v", test.name, err, test.wantErr)
		}
		if !reflect.DeepEqual(test.want, b.Bytes()) {
			t.Errorf("%s: got bytes %v wanted %v", test.name, b.Bytes(), test.want)
		}
	}
}

// Simple tests for bytes
func TestBytesPrimitives(t *testing.T) {
	o := old()
	bytes := []byte{'n', 'o', 'w', ' ', 'i', 's', ' ', 't', 'h', 'e', ' ', 't', 'i', 'm', 'e'}
	if o.EncodeRawBytes(bytes) != nil {
		t.Error("EncodeRawBytes")
	}
	decb, e := o.DecodeRawBytes(false)
	if e != nil {
		t.Error("DecodeRawBytes")
	}
	equalbytes(bytes, decb, t)
}

// Simple tests for strings
func TestStringPrimitives(t *testing.T) {
	o := old()
	s := "now is the time"
	if o.EncodeStringBytes(s) != nil {
		t.Error("enc_string")
	}
	decs, e := o.DecodeStringBytes()
	if e != nil {
		t.Error("dec_string")
	}
	if s != decs {
		t.Error("string encode/decode fail:", s, decs)
	}
}

// Do we catch the "required bit not set" case?
func TestRequiredBit(t *testing.T) {
	o := old()
	pb := new(GoTest)
	err := o.Marshal(pb)
	if err == nil {
		t.Error("did not catch missing required fields")
	} else if strings.Index(err.Error(), "Kind") < 0 {
		t.Error("wrong error type:", err)
	}
}

// Check that all fields are nil.
// Clearly silly, and a residue from a more interesting test with an earlier,
// different initialization property, but it once caught a compiler bug so
// it lives.
func checkInitialized(pb *GoTest, t *testing.T) {
	if pb.F_BoolDefaulted != nil {
		t.Error("New or Reset did not set boolean:", *pb.F_BoolDefaulted)
	}
	if pb.F_Int32Defaulted != nil {
		t.Error("New or Reset did not set int32:", *pb.F_Int32Defaulted)
	}
	if pb.F_Int64Defaulted != nil {
		t.Error("New or Reset did not set int64:", *pb.F_Int64Defaulted)
	}
	if pb.F_Fixed32Defaulted != nil {
		t.Error("New or Reset did not set fixed32:", *pb.F_Fixed32Defaulted)
	}
	if pb.F_Fixed64Defaulted != nil {
		t.Error("New or Reset did not set fixed64:", *pb.F_Fixed64Defaulted)
	}
	if pb.F_Uint32Defaulted != nil {
		t.Error("New or Reset did not set uint32:", *pb.F_Uint32Defaulted)
	}
	if pb.F_Uint64Defaulted != nil {
		t.Error("New or Reset did not set uint64:", *pb.F_Uint64Defaulted)
	}
	if pb.F_FloatDefaulted != nil {
		t.Error("New or Reset did not set float:", *pb.F_FloatDefaulted)
	}
	if pb.F_DoubleDefaulted != nil {
		t.Error("New or Reset did not set double:", *pb.F_DoubleDefaulted)
	}
	if pb.F_StringDefaulted != nil {
		t.Error("New or Reset did not set string:", *pb.F_StringDefaulted)
	}
	if pb.F_BytesDefaulted != nil {
		t.Error("New or Reset did not set bytes:", string(pb.F_BytesDefaulted))
	}
	if pb.F_Sint32Defaulted != nil {
		t.Error("New or Reset did not set int32:", *pb.F_Sint32Defaulted)
	}
	if pb.F_Sint64Defaulted != nil {
		t.Error("New or Reset did not set int64:", *pb.F_Sint64Defaulted)
	}
}

// Does Reset() reset?
func TestReset(t *testing.T) {
	pb := initGoTest(true)
	// muck with some values
	pb.F_BoolDefaulted = Bool(false)
	pb.F_Int32Defaulted = Int32(237)
	pb.F_Int64Defaulted = Int64(12346)
	pb.F_Fixed32Defaulted = Uint32(32000)
	pb.F_Fixed64Defaulted = Uint64(666)
	pb.F_Uint32Defaulted = Uint32(323232)
	pb.F_Uint64Defaulted = nil
	pb.F_FloatDefaulted = nil
	pb.F_DoubleDefaulted = Float64(0)
	pb.F_StringDefaulted = String("gotcha")
	pb.F_BytesDefaulted = []byte("asdfasdf")
	pb.F_Sint32Defaulted = Int32(123)
	pb.F_Sint64Defaulted = Int64(789)
	pb.Reset()
	checkInitialized(pb, t)
}

// All required fields set, no defaults provided.
func TestEncodeDecode1(t *testing.T) {
	pb := initGoTest(false)
	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 0x20
			"714000000000000000"+ // field 14, encoding 1, value 0x40
			"78a019"+ // field 15, encoding 0, value 0xca0 = 3232
			"8001c032"+ // field 16, encoding 0, value 0x1940 = 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2, string "string"
			"b304"+ // field 70, encoding 3, start group
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // field 70, encoding 4, end group
			"aa0605"+"6279746573"+ // field 101, encoding 2, string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f") // field 103, encoding 0, 0x7f zigzag64
}

// All required fields set, defaults provided.
func TestEncodeDecode2(t *testing.T) {
	pb := initGoTest(true)
	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 32
			"714000000000000000"+ // field 14, encoding 1, value 64
			"78a019"+ // field 15, encoding 0, value 3232
			"8001c032"+ // field 16, encoding 0, value 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2 string "string"
			"c00201"+ // field 40, encoding 0, value 1
			"c80220"+ // field 41, encoding 0, value 32
			"d00240"+ // field 42, encoding 0, value 64
			"dd0240010000"+ // field 43, encoding 5, value 320
			"e1028002000000000000"+ // field 44, encoding 1, value 640
			"e8028019"+ // field 45, encoding 0, value 3200
			"f0028032"+ // field 46, encoding 0, value 6400
			"fd02e0659948"+ // field 47, encoding 5, value 314159.0
			"81030000000050971041"+ // field 48, encoding 1, value 271828.0
			"8a0310"+"68656c6c6f2c2022776f726c6421220a"+ // field 49, encoding 2 string "hello, \"world!\"\n"
			"b304"+ // start group field 70 level 1
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // end group field 70 level 1
			"aa0605"+"6279746573"+ // field 101, encoding 2 string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f"+ // field 103, encoding 0, 0x7f zigzag64
			"8a1907"+"4269676e6f7365"+ // field 401, encoding 2, string "Bignose"
			"90193f"+ // field 402, encoding 0, value 63
			"98197f") // field 403, encoding 0, value 127

}

// All default fields set to their default value by hand
func TestEncodeDecode3(t *testing.T) {
	pb := initGoTest(false)
	pb.F_BoolDefaulted = Bool(true)
	pb.F_Int32Defaulted = Int32(32)
	pb.F_Int64Defaulted = Int64(64)
	pb.F_Fixed32Defaulted = Uint32(320)
	pb.F_Fixed64Defaulted = Uint64(640)
	pb.F_Uint32Defaulted = Uint32(3200)
	pb.F_Uint64Defaulted = Uint64(6400)
	pb.F_FloatDefaulted = Float32(314159)
	pb.F_DoubleDefaulted = Float64(271828)
	pb.F_StringDefaulted = String("hello, \"world!\"\n")
	pb.F_BytesDefaulted = []byte("Bignose")
	pb.F_Sint32Defaulted = Int32(-32)
	pb.F_Sint64Defaulted = Int64(-64)

	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 32
			"714000000000000000"+ // field 14, encoding 1, value 64
			"78a019"+ // field 15, encoding 0, value 3232
			"8001c032"+ // field 16, encoding 0, value 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2 string "string"
			"c00201"+ // field 40, encoding 0, value 1
			"c80220"+ // field 41, encoding 0, value 32
			"d00240"+ // field 42, encoding 0, value 64
			"dd0240010000"+ // field 43, encoding 5, value 320
			"e1028002000000000000"+ // field 44, encoding 1, value 640
			"e8028019"+ // field 45, encoding 0, value 3200
			"f0028032"+ // field 46, encoding 0, value 6400
			"fd02e0659948"+ // field 47, encoding 5, value 314159.0
			"81030000000050971041"+ // field 48, encoding 1, value 271828.0
			"8a0310"+"68656c6c6f2c2022776f726c6421220a"+ // field 49, encoding 2 string "hello, \"world!\"\n"
			"b304"+ // start group field 70 level 1
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // end group field 70 level 1
			"aa0605"+"6279746573"+ // field 101, encoding 2 string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f"+ // field 103, encoding 0, 0x7f zigzag64
			"8a1907"+"4269676e6f7365"+ // field 401, encoding 2, string "Bignose"
			"90193f"+ // field 402, encoding 0, value 63
			"98197f") // field 403, encoding 0, value 127

}

// All required fields set, defaults provided, all non-defaulted optional fields have values.
func TestEncodeDecode4(t *testing.T) {
	pb := initGoTest(true)
	pb.Table = String("hello")
	pb.Param = Int32(7)
	pb.OptionalField = initGoTestField()
	pb.F_BoolOptional = Bool(true)
	pb.F_Int32Optional = Int32(32)
	pb.F_Int64Optional = Int64(64)
	pb.F_Fixed32Optional = Uint32(3232)
	pb.F_Fixed64Optional = Uint64(6464)
	pb.F_Uint32Optional = Uint32(323232)
	pb.F_Uint64Optional = Uint64(646464)
	pb.F_FloatOptional = Float32(32.)
	pb.F_DoubleOptional = Float64(64.)
	pb.F_StringOptional = String("hello")
	pb.F_BytesOptional = []byte("Bignose")
	pb.F_Sint32Optional = Int32(-32)
	pb.F_Sint64Optional = Int64(-64)
	pb.Optionalgroup = initGoTest_OptionalGroup()

	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"1205"+"68656c6c6f"+ // field 2, encoding 2, string "hello"
			"1807"+ // field 3, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"320d"+"0a056c6162656c120474797065"+ // field 6, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 32
			"714000000000000000"+ // field 14, encoding 1, value 64
			"78a019"+ // field 15, encoding 0, value 3232
			"8001c032"+ // field 16, encoding 0, value 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2 string "string"
			"f00101"+ // field 30, encoding 0, value 1
			"f80120"+ // field 31, encoding 0, value 32
			"800240"+ // field 32, encoding 0, value 64
			"8d02a00c0000"+ // field 33, encoding 5, value 3232
			"91024019000000000000"+ // field 34, encoding 1, value 6464
			"9802a0dd13"+ // field 35, encoding 0, value 323232
			"a002c0ba27"+ // field 36, encoding 0, value 646464
			"ad0200000042"+ // field 37, encoding 5, value 32.0
			"b1020000000000005040"+ // field 38, encoding 1, value 64.0
			"ba0205"+"68656c6c6f"+ // field 39, encoding 2, string "hello"
			"c00201"+ // field 40, encoding 0, value 1
			"c80220"+ // field 41, encoding 0, value 32
			"d00240"+ // field 42, encoding 0, value 64
			"dd0240010000"+ // field 43, encoding 5, value 320
			"e1028002000000000000"+ // field 44, encoding 1, value 640
			"e8028019"+ // field 45, encoding 0, value 3200
			"f0028032"+ // field 46, encoding 0, value 6400
			"fd02e0659948"+ // field 47, encoding 5, value 314159.0
			"81030000000050971041"+ // field 48, encoding 1, value 271828.0
			"8a0310"+"68656c6c6f2c2022776f726c6421220a"+ // field 49, encoding 2 string "hello, \"world!\"\n"
			"b304"+ // start group field 70 level 1
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // end group field 70 level 1
			"d305"+ // start group field 90 level 1
			"da0508"+"6f7074696f6e616c"+ // field 91, encoding 2, string "optional"
			"d405"+ // end group field 90 level 1
			"aa0605"+"6279746573"+ // field 101, encoding 2 string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f"+ // field 103, encoding 0, 0x7f zigzag64
			"ea1207"+"4269676e6f7365"+ // field 301, encoding 2, string "Bignose"
			"f0123f"+ // field 302, encoding 0, value 63
			"f8127f"+ // field 303, encoding 0, value 127
			"8a1907"+"4269676e6f7365"+ // field 401, encoding 2, string "Bignose"
			"90193f"+ // field 402, encoding 0, value 63
			"98197f") // field 403, encoding 0, value 127

}

// All required fields set, defaults provided, all repeated fields given two values.
func TestEncodeDecode5(t *testing.T) {
	pb := initGoTest(true)
	pb.RepeatedField = []*GoTestField{initGoTestField(), initGoTestField()}
	pb.F_BoolRepeated = []bool{false, true}
	pb.F_Int32Repeated = []int32{32, 33}
	pb.F_Int64Repeated = []int64{64, 65}
	pb.F_Fixed32Repeated = []uint32{3232, 3333}
	pb.F_Fixed64Repeated = []uint64{6464, 6565}
	pb.F_Uint32Repeated = []uint32{323232, 333333}
	pb.F_Uint64Repeated = []uint64{646464, 656565}
	pb.F_FloatRepeated = []float32{32., 33.}
	pb.F_DoubleRepeated = []float64{64., 65.}
	pb.F_StringRepeated = []string{"hello", "sailor"}
	pb.F_BytesRepeated = [][]byte{[]byte("big"), []byte("nose")}
	pb.F_Sint32Repeated = []int32{32, -32}
	pb.F_Sint64Repeated = []int64{64, -64}
	pb.Repeatedgroup = []*GoTest_RepeatedGroup{initGoTest_RepeatedGroup(), initGoTest_RepeatedGroup()}

	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"2a0d"+"0a056c6162656c120474797065"+ // field 5, encoding 2 (GoTestField)
			"2a0d"+"0a056c6162656c120474797065"+ // field 5, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 32
			"714000000000000000"+ // field 14, encoding 1, value 64
			"78a019"+ // field 15, encoding 0, value 3232
			"8001c032"+ // field 16, encoding 0, value 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2 string "string"
			"a00100"+ // field 20, encoding 0, value 0
			"a00101"+ // field 20, encoding 0, value 1
			"a80120"+ // field 21, encoding 0, value 32
			"a80121"+ // field 21, encoding 0, value 33
			"b00140"+ // field 22, encoding 0, value 64
			"b00141"+ // field 22, encoding 0, value 65
			"bd01a00c0000"+ // field 23, encoding 5, value 3232
			"bd01050d0000"+ // field 23, encoding 5, value 3333
			"c1014019000000000000"+ // field 24, encoding 1, value 6464
			"c101a519000000000000"+ // field 24, encoding 1, value 6565
			"c801a0dd13"+ // field 25, encoding 0, value 323232
			"c80195ac14"+ // field 25, encoding 0, value 333333
			"d001c0ba27"+ // field 26, encoding 0, value 646464
			"d001b58928"+ // field 26, encoding 0, value 656565
			"dd0100000042"+ // field 27, encoding 5, value 32.0
			"dd0100000442"+ // field 27, encoding 5, value 33.0
			"e1010000000000005040"+ // field 28, encoding 1, value 64.0
			"e1010000000000405040"+ // field 28, encoding 1, value 65.0
			"ea0105"+"68656c6c6f"+ // field 29, encoding 2, string "hello"
			"ea0106"+"7361696c6f72"+ // field 29, encoding 2, string "sailor"
			"c00201"+ // field 40, encoding 0, value 1
			"c80220"+ // field 41, encoding 0, value 32
			"d00240"+ // field 42, encoding 0, value 64
			"dd0240010000"+ // field 43, encoding 5, value 320
			"e1028002000000000000"+ // field 44, encoding 1, value 640
			"e8028019"+ // field 45, encoding 0, value 3200
			"f0028032"+ // field 46, encoding 0, value 6400
			"fd02e0659948"+ // field 47, encoding 5, value 314159.0
			"81030000000050971041"+ // field 48, encoding 1, value 271828.0
			"8a0310"+"68656c6c6f2c2022776f726c6421220a"+ // field 49, encoding 2 string "hello, \"world!\"\n"
			"b304"+ // start group field 70 level 1
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // end group field 70 level 1
			"8305"+ // start group field 80 level 1
			"8a0508"+"7265706561746564"+ // field 81, encoding 2, string "repeated"
			"8405"+ // end group field 80 level 1
			"8305"+ // start group field 80 level 1
			"8a0508"+"7265706561746564"+ // field 81, encoding 2, string "repeated"
			"8405"+ // end group field 80 level 1
			"aa0605"+"6279746573"+ // field 101, encoding 2 string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f"+ // field 103, encoding 0, 0x7f zigzag64
			"ca0c03"+"626967"+ // field 201, encoding 2, string "big"
			"ca0c04"+"6e6f7365"+ // field 201, encoding 2, string "nose"
			"d00c40"+ // field 202, encoding 0, value 32
			"d00c3f"+ // field 202, encoding 0, value -32
			"d80c8001"+ // field 203, encoding 0, value 64
			"d80c7f"+ // field 203, encoding 0, value -64
			"8a1907"+"4269676e6f7365"+ // field 401, encoding 2, string "Bignose"
			"90193f"+ // field 402, encoding 0, value 63
			"98197f") // field 403, encoding 0, value 127

}

// All required fields set, all packed repeated fields given two values.
func TestEncodeDecode6(t *testing.T) {
	pb := initGoTest(false)
	pb.F_BoolRepeatedPacked = []bool{false, true}
	pb.F_Int32RepeatedPacked = []int32{32, 33}
	pb.F_Int64RepeatedPacked = []int64{64, 65}
	pb.F_Fixed32RepeatedPacked = []uint32{3232, 3333}
	pb.F_Fixed64RepeatedPacked = []uint64{6464, 6565}
	pb.F_Uint32RepeatedPacked = []uint32{323232, 333333}
	pb.F_Uint64RepeatedPacked = []uint64{646464, 656565}
	pb.F_FloatRepeatedPacked = []float32{32., 33.}
	pb.F_DoubleRepeatedPacked = []float64{64., 65.}
	pb.F_Sint32RepeatedPacked = []int32{32, -32}
	pb.F_Sint64RepeatedPacked = []int64{64, -64}

	overify(t, pb,
		"0807"+ // field 1, encoding 0, value 7
			"220d"+"0a056c6162656c120474797065"+ // field 4, encoding 2 (GoTestField)
			"5001"+ // field 10, encoding 0, value 1
			"5803"+ // field 11, encoding 0, value 3
			"6006"+ // field 12, encoding 0, value 6
			"6d20000000"+ // field 13, encoding 5, value 32
			"714000000000000000"+ // field 14, encoding 1, value 64
			"78a019"+ // field 15, encoding 0, value 3232
			"8001c032"+ // field 16, encoding 0, value 6464
			"8d0100004a45"+ // field 17, encoding 5, value 3232.0
			"9101000000000040b940"+ // field 18, encoding 1, value 6464.0
			"9a0106"+"737472696e67"+ // field 19, encoding 2 string "string"
			"9203020001"+ // field 50, encoding 2, 2 bytes, value 0, value 1
			"9a03022021"+ // field 51, encoding 2, 2 bytes, value 32, value 33
			"a203024041"+ // field 52, encoding 2, 2 bytes, value 64, value 65
			"aa0308"+ // field 53, encoding 2, 8 bytes
			"a00c0000050d0000"+ // value 3232, value 3333
			"b20310"+ // field 54, encoding 2, 16 bytes
			"4019000000000000a519000000000000"+ // value 6464, value 6565
			"ba0306"+ // field 55, encoding 2, 6 bytes
			"a0dd1395ac14"+ // value 323232, value 333333
			"c20306"+ // field 56, encoding 2, 6 bytes
			"c0ba27b58928"+ // value 646464, value 656565
			"ca0308"+ // field 57, encoding 2, 8 bytes
			"0000004200000442"+ // value 32.0, value 33.0
			"d20310"+ // field 58, encoding 2, 16 bytes
			"00000000000050400000000000405040"+ // value 64.0, value 65.0
			"b304"+ // start group field 70 level 1
			"ba0408"+"7265717569726564"+ // field 71, encoding 2, string "required"
			"b404"+ // end group field 70 level 1
			"aa0605"+"6279746573"+ // field 101, encoding 2 string "bytes"
			"b0063f"+ // field 102, encoding 0, 0x3f zigzag32
			"b8067f"+ // field 103, encoding 0, 0x7f zigzag64
			"b21f02"+ // field 502, encoding 2, 2 bytes
			"403f"+ // value 32, value -32
			"ba1f03"+ // field 503, encoding 2, 3 bytes
			"80017f") // value 64, value -64
}

// Test that we can encode empty bytes fields.
func TestEncodeDecodeBytes1(t *testing.T) {
	pb := initGoTest(false)

	// Create our bytes
	pb.F_BytesRequired = []byte{}
	pb.F_BytesRepeated = [][]byte{{}}
	pb.F_BytesOptional = []byte{}

	d, err := Marshal(pb)
	if err != nil {
		t.Error(err)
	}

	pbd := new(GoTest)
	if err := Unmarshal(d, pbd); err != nil {
		t.Error(err)
	}

	if pbd.F_BytesRequired == nil || len(pbd.F_BytesRequired) != 0 {
		t.Error("required empty bytes field is incorrect")
	}
	if pbd.F_BytesRepeated == nil || len(pbd.F_BytesRepeated) == 1 && pbd.F_BytesRepeated[0] == nil {
		t.Error("repeated empty bytes field is incorrect")
	}
	if pbd.F_BytesOptional == nil || len(pbd.F_BytesOptional) != 0 {
		t.Error("optional empty bytes field is incorrect")
	}
}

// Test that we encode nil-valued fields of a repeated bytes field correctly.
// Since entries in a repeated field cannot be nil, nil must mean empty value.
func TestEncodeDecodeBytes2(t *testing.T) {
	pb := initGoTest(false)

	// Create our bytes
	pb.F_BytesRepeated = [][]byte{nil}

	d, err := Marshal(pb)
	if err != nil {
		t.Error(err)
	}

	pbd := new(GoTest)
	if err := Unmarshal(d, pbd); err != nil {
		t.Error(err)
	}

	if len(pbd.F_BytesRepeated) != 1 || pbd.F_BytesRepeated[0] == nil {
		t.Error("Unexpected value for repeated bytes field")
	}
}

// All required fields set, defaults provided, all repeated fields given two values.
func TestSkippingUnrecognizedFields(t *testing.T) {
	o := old()
	pb := initGoTestField()

	// Marshal it normally.
	o.Marshal(pb)

	// Now new a GoSkipTest record.
	skip := &GoSkipTest{
		SkipInt32:   Int32(32),
		SkipFixed32: Uint32(3232),
		SkipFixed64: Uint64(6464),
		SkipString:  String("skipper"),
		Skipgroup: &GoSkipTest_SkipGroup{
			GroupInt32:  Int32(75),
			GroupString: String("wxyz"),
		},
	}

	// Marshal it into same buffer.
	o.Marshal(skip)

	pbd := new(GoTestField)
	o.Unmarshal(pbd)

	// The __unrecognized field should be a marshaling of GoSkipTest
	skipd := new(GoSkipTest)

	o.SetBuf(pbd.XXX_unrecognized)
	o.Unmarshal(skipd)

	if *skipd.SkipInt32 != *skip.SkipInt32 {
		t.Error("skip int32", skipd.SkipInt32)
	}
	if *skipd.SkipFixed32 != *skip.SkipFixed32 {
		t.Error("skip fixed32", skipd.SkipFixed32)
	}
	if *skipd.SkipFixed64 != *skip.SkipFixed64 {
		t.Error("skip fixed64", skipd.SkipFixed64)
	}
	if *skipd.SkipString != *skip.SkipString {
		t.Error("skip string", *skipd.SkipString)
	}
	if *skipd.Skipgroup.GroupInt32 != *skip.Skipgroup.GroupInt32 {
		t.Error("skip group int32", skipd.Skipgroup.GroupInt32)
	}
	if *skipd.Skipgroup.GroupString != *skip.Skipgroup.GroupString {
		t.Error("skip group string", *skipd.Skipgroup.GroupString)
	}
}

// Check that unrecognized fields of a submessage are preserved.
func TestSubmessageUnrecognizedFields(t *testing.T) {
	nm := &NewMessage{
		Nested: &NewMessage_Nested{
			Name:      String("Nigel"),
			FoodGroup: String("carbs"),
		},
	}
	b, err := Marshal(nm)
	if err != nil {
		t.Fatalf("Marshal of NewMessage: %v", err)
	}

	// Unmarshal into an OldMessage.
	om := new(OldMessage)
	if err := Unmarshal(b, om); err != nil {
		t.Fatalf("Unmarshal to OldMessage: %v", err)
	}
	exp := &OldMessage{
		Nested: &OldMessage_Nested{
			Name: String("Nigel"),
			// normal protocol buffer users should not do this
			XXX_unrecognized: []byte("\x12\x05carbs"),
		},
	}
	if !Equal(om, exp) {
		t.Errorf("om = %v, want %v", om, exp)
	}

	// Clone the OldMessage.
	om = Clone(om).(*OldMessage)
	if !Equal(om, exp) {
		t.Errorf("Clone(om) = %v, want %v", om, exp)
	}

	// Marshal the OldMessage, then unmarshal it into an empty NewMessage.
	if b, err = Marshal(om); err != nil {
		t.Fatalf("Marshal of OldMessage: %v", err)
	}
	t.Logf("Marshal(%v) -> %q", om, b)
	nm2 := new(NewMessage)
	if err := Unmarshal(b, nm2); err != nil {
		t.Fatalf("Unmarshal to NewMessage: %v", err)
	}
	if !Equal(nm, nm2) {
		t.Errorf("NewMessage round-trip: %v => %v", nm, nm2)
	}
}

// Check that an int32 field can be upgraded to an int64 field.
func TestNegativeInt32(t *testing.T) {
	om := &OldMessage{
		Num: Int32(-1),
	}
	b, err := Marshal(om)
	if err != nil {
		t.Fatalf("Marshal of OldMessage: %v", err)
	}

	// Check the size. It should be 11 bytes;
	// 1 for the field/wire type, and 10 for the negative number.
	if len(b) != 11 {
		t.Errorf("%v marshaled as %q, wanted 11 bytes", om, b)
	}

	// Unmarshal into a NewMessage.
	nm := new(NewMessage)
	if err := Unmarshal(b, nm); err != nil {
		t.Fatalf("Unmarshal to NewMessage: %v", err)
	}
	want := &NewMessage{
		Num: Int64(-1),
	}
	if !Equal(nm, want) {
		t.Errorf("nm = %v, want %v", nm, want)
	}
}

// Check that we can grow an array (repeated field) to have many elements.
// This test doesn't depend only on our encoding; for variety, it makes sure
// we create, encode, and decode the correct contents explicitly.  It's therefore
// a bit messier.
// This test also uses (and hence tests) the Marshal/Unmarshal functions
// instead of the methods.
func TestBigRepeated(t *testing.T) {
	pb := initGoTest(true)

	// Create the arrays
	const N = 50 // Internally the library starts much smaller.
	pb.Repeatedgroup = make([]*GoTest_RepeatedGroup, N)
	pb.F_Sint64Repeated = make([]int64, N)
	pb.F_Sint32Repeated = make([]int32, N)
	pb.F_BytesRepeated = make([][]byte, N)
	pb.F_StringRepeated = make([]string, N)
	pb.F_DoubleRepeated = make([]float64, N)
	pb.F_FloatRepeated = make([]float32, N)
	pb.F_Uint64Repeated = make([]uint64, N)
	pb.F_Uint32Repeated = make([]uint32, N)
	pb.F_Fixed64Repeated = make([]uint64, N)
	pb.F_Fixed32Repeated = make([]uint32, N)
	pb.F_Int64Repeated = make([]int64, N)
	pb.F_Int32Repeated = make([]int32, N)
	pb.F_BoolRepeated = make([]bool, N)
	pb.RepeatedField = make([]*GoTestField, N)

	// Fill in the arrays with checkable values.
	igtf := initGoTestField()
	igtrg := initGoTest_RepeatedGroup()
	for i := 0; i < N; i++ {
		pb.Repeatedgroup[i] = igtrg
		pb.F_Sint64Repeated[i] = int64(i)
		pb.F_Sint32Repeated[i] = int32(i)
		s := fmt.Sprint(i)
		pb.F_BytesRepeated[i] = []byte(s)
		pb.F_StringRepeated[i] = s
		pb.F_DoubleRepeated[i] = float64(i)
		pb.F_FloatRepeated[i] = float32(i)
		pb.F_Uint64Repeated[i] = uint64(i)
		pb.F_Uint32Repeated[i] = uint32(i)
		pb.F_Fixed64Repeated[i] = uint64(i)
		pb.F_Fixed32Repeated[i] = uint32(i)
		pb.F_Int64Repeated[i] = int64(i)
		pb.F_Int32Repeated[i] = int32(i)
		pb.F_BoolRepeated[i] = i%2 == 0
		pb.RepeatedField[i] = igtf
	}

	// Marshal.
	buf, _ := Marshal(pb)

	// Now test Unmarshal by recreating the original buffer.
	pbd := new(GoTest)
	Unmarshal(buf, pbd)

	// Check the checkable values
	for i := uint64(0); i < N; i++ {
		if pbd.Repeatedgroup[i] == nil { // TODO: more checking?
			t.Error("pbd.Repeatedgroup bad")
		}
		var x uint64
		x = uint64(pbd.F_Sint64Repeated[i])
		if x != i {
			t.Error("pbd.F_Sint64Repeated bad", x, i)
		}
		x = uint64(pbd.F_Sint32Repeated[i])
		if x != i {
			t.Error("pbd.F_Sint32Repeated bad", x, i)
		}
		s := fmt.Sprint(i)
		equalbytes(pbd.F_BytesRepeated[i], []byte(s), t)
		if pbd.F_StringRepeated[i] != s {
			t.Error("pbd.F_Sint32Repeated bad", pbd.F_StringRepeated[i], i)
		}
		x = uint64(pbd.F_DoubleRepeated[i])
		if x != i {
			t.Error("pbd.F_DoubleRepeated bad", x, i)
		}
		x = uint64(pbd.F_FloatRepeated[i])
		if x != i {
			t.Error("pbd.F_FloatRepeated bad", x, i)
		}
		x = pbd.F_Uint64Repeated[i]
		if x != i {
			t.Error("pbd.F_Uint64Repeated bad", x, i)
		}
		x = uint64(pbd.F_Uint32Repeated[i])
		if x != i {
			t.Error("pbd.F_Uint32Repeated bad", x, i)
		}
		x = pbd.F_Fixed64Repeated[i]
		if x != i {
			t.Error("pbd.F_Fixed64Repeated bad", x, i)
		}
		x = uint64(pbd.F_Fixed32Repeated[i])
		if x != i {
			t.Error("pbd.F_Fixed32Repeated bad", x, i)
		}
		x = uint64(pbd.F_Int64Repeated[i])
		if x != i {
			t.Error("pbd.F_Int64Repeated bad", x, i)
		}
		x = uint64(pbd.F_Int32Repeated[i])
		if x != i {
			t.Error("pbd.F_Int32Repeated bad", x, i)
		}
		if pbd.F_BoolRepeated[i] != (i%2 == 0) {
			t.Error("pbd.F_BoolRepeated bad", x, i)
		}
		if pbd.RepeatedField[i] == nil { // TODO: more checking?
			t.Error("pbd.RepeatedField bad")
		}
	}
}

// Verify we give a useful message when decoding to the wrong structure type.
func TestTypeMismatch(t *testing.T) {
	pb1 := initGoTest(true)

	// Marshal
	o := old()
	o.Marshal(pb1)

	// Now Unmarshal it to the wrong type.
	pb2 := initGoTestField()
	err := o.Unmarshal(pb2)
	if err == nil {
		t.Error("expected error, got no error")
	} else if !strings.Contains(err.Error(), "bad wiretype") {
		t.Error("expected bad wiretype error, got", err)
	}
}

func encodeDecode(t *testing.T, in, out Message, msg string) {
	buf, err := Marshal(in)
	if err != nil {
		t.Fatalf("failed marshaling %v: %v", msg, err)
	}
	if err := Unmarshal(buf, out); err != nil {
		t.Fatalf("failed unmarshaling %v: %v", msg, err)
	}
}

func TestPackedNonPackedDecoderSwitching(t *testing.T) {
	np, p := new(NonPackedTest), new(PackedTest)

	// non-packed -> packed
	np.A = []int32{0, 1, 1, 2, 3, 5}
	encodeDecode(t, np, p, "non-packed -> packed")
	if !reflect.DeepEqual(np.A, p.B) {
		t.Errorf("failed non-packed -> packed; np.A=%+v, p.B=%+v", np.A, p.B)
	}

	// packed -> non-packed
	np.Reset()
	p.B = []int32{3, 1, 4, 1, 5, 9}
	encodeDecode(t, p, np, "packed -> non-packed")
	if !reflect.DeepEqual(p.B, np.A) {
		t.Errorf("failed packed -> non-packed; p.B=%+v, np.A=%+v", p.B, np.A)
	}
}

func TestProto1RepeatedGroup(t *testing.T) {
	pb := &MessageList{
		Message: []*MessageList_Message{
			{
				Name:  String("blah"),
				Count: Int32(7),
			},
			// NOTE: pb.Message[1] is a nil
			nil,
		},
	}

	o := old()
	if err := o.Marshal(pb); err != ErrRepeatedHasNil {
		t.Fatalf("unexpected or no error when marshaling: %v", err)
	}
}

// Test that enums work.  Checks for a bug introduced by making enums
// named types instead of int32: newInt32FromUint64 would crash with
// a type mismatch in reflect.PointTo.
func TestEnum(t *testing.T) {
	pb := new(GoEnum)
	pb.Foo = FOO_FOO1.Enum()
	o := old()
	if err := o.Marshal(pb); err != nil {
		t.Fatal("error encoding enum:", err)
	}
	pb1 := new(GoEnum)
	if err := o.Unmarshal(pb1); err != nil {
		t.Fatal("error decoding enum:", err)
	}
	if *pb1.Foo != FOO_FOO1 {
		t.Error("expected 7 but got ", *pb1.Foo)
	}
}

// Enum types have String methods. Check that enum fields can be printed.
// We don't care what the value actually is, just as long as it doesn't crash.
func TestPrintingNilEnumFields(t *testing.T) {
	pb := new(GoEnum)
	fmt.Sprintf("%+v", pb)
}

// Verify that absent required fields cause Marshal/Unmarshal to return errors.
func TestRequiredFieldEnforcement(t *testing.T) {
	pb := new(GoTestField)
	_, err := Marshal(pb)
	if err == nil {
		t.Error("marshal: expected error, got nil")
	} else if strings.Index(err.Error(), "Label") < 0 {
		t.Errorf("marshal: bad error type: %v", err)
	}

	// A slightly sneaky, yet valid, proto. It encodes the same required field twice,
	// so simply counting the required fields is insufficient.
	// field 1, encoding 2, value "hi"
	buf := []byte("\x0A\x02hi\x0A\x02hi")
	err = Unmarshal(buf, pb)
	if err == nil {
		t.Error("unmarshal: expected error, got nil")
	} else if strings.Index(err.Error(), "{Unknown}") < 0 {
		t.Errorf("unmarshal: bad error type: %v", err)
	}
}

func TestTypedNilMarshal(t *testing.T) {
	// A typed nil should return ErrNil and not crash.
	_, err := Marshal((*GoEnum)(nil))
	if err != ErrNil {
		t.Errorf("Marshal: got err %v, want ErrNil", err)
	}
}

// A type that implements the Marshaler interface, but is not nillable.
type nonNillableInt uint64

func (nni nonNillableInt) Marshal() ([]byte, error) {
	return EncodeVarint(uint64(nni)), nil
}

type NNIMessage struct {
	nni nonNillableInt
}

func (*NNIMessage) Reset()         {}
func (*NNIMessage) String() string { return "" }
func (*NNIMessage) ProtoMessage()  {}

// A type that implements the Marshaler interface and is nillable.
type nillableMessage struct {
	x uint64
}

func (nm *nillableMessage) Marshal() ([]byte, error) {
	return EncodeVarint(nm.x), nil
}

type NMMessage struct {
	nm *nillableMessage
}

func (*NMMessage) Reset()         {}
func (*NMMessage) String() string { return "" }
func (*NMMessage) ProtoMessage()  {}

// Verify a type that uses the Marshaler interface, but has a nil pointer.
func TestNilMarshaler(t *testing.T) {
	// Try a struct with a Marshaler field that is nil.
	// It should be directly marshable.
	nmm := new(NMMessage)
	if _, err := Marshal(nmm); err != nil {
		t.Error("unexpected error marshaling nmm: ", err)
	}

	// Try a struct with a Marshaler field that is not nillable.
	nnim := new(NNIMessage)
	nnim.nni = 7
	var _ Marshaler = nnim.nni // verify it is truly a Marshaler
	if _, err := Marshal(nnim); err != nil {
		t.Error("unexpected error marshaling nnim: ", err)
	}
}

func TestAllSetDefaults(t *testing.T) {
	// Exercise SetDefaults with all scalar field types.
	m := &Defaults{
		// NaN != NaN, so override that here.
		F_Nan: Float32(1.7),
	}
	expected := &Defaults{
		F_Bool:    Bool(true),
		F_Int32:   Int32(32),
		F_Int64:   Int64(64),
		F_Fixed32: Uint32(320),
		F_Fixed64: Uint64(640),
		F_Uint32:  Uint32(3200),
		F_Uint64:  Uint64(6400),
		F_Float:   Float32(314159),
		F_Double:  Float64(271828),
		F_String:  String(`hello, "world!"` + "\n"),
		F_Bytes:   []byte("Bignose"),
		F_Sint32:  Int32(-32),
		F_Sint64:  Int64(-64),
		F_Enum:    Defaults_GREEN.Enum(),
		F_Pinf:    Float32(float32(math.Inf(1))),
		F_Ninf:    Float32(float32(math.Inf(-1))),
		F_Nan:     Float32(1.7),
		StrZero:   String(""),
	}
	SetDefaults(m)
	if !Equal(m, expected) {
		t.Errorf("SetDefaults failed\n got %v\nwant %v", m, expected)
	}
}

func TestSetDefaultsWithSetField(t *testing.T) {
	// Check that a set value is not overridden.
	m := &Defaults{
		F_Int32: Int32(12),
	}
	SetDefaults(m)
	if v := m.GetF_Int32(); v != 12 {
		t.Errorf("m.FInt32 = %v, want 12", v)
	}
}

func TestSetDefaultsWithSubMessage(t *testing.T) {
	m := &OtherMessage{
		Key: Int64(123),
		Inner: &InnerMessage{
			Host: String("gopher"),
		},
	}
	expected := &OtherMessage{
		Key: Int64(123),
		Inner: &InnerMessage{
			Host: String("gopher"),
			Port: Int32(4000),
		},
	}
	SetDefaults(m)
	if !Equal(m, expected) {
		t.Errorf("\n got %v\nwant %v", m, expected)
	}
}

func TestSetDefaultsWithRepeatedSubMessage(t *testing.T) {
	m := &MyMessage{
		RepInner: []*InnerMessage{{}},
	}
	expected := &MyMessage{
		RepInner: []*InnerMessage{{
			Port: Int32(4000),
		}},
	}
	SetDefaults(m)
	if !Equal(m, expected) {
		t.Errorf("\n got %v\nwant %v", m, expected)
	}
}

func TestMaximumTagNumber(t *testing.T) {
	m := &MaxTag{
		LastField: String("natural goat essence"),
	}
	buf, err := Marshal(m)
	if err != nil {
		t.Fatalf("proto.Marshal failed: %v", err)
	}
	m2 := new(MaxTag)
	if err := Unmarshal(buf, m2); err != nil {
		t.Fatalf("proto.Unmarshal failed: %v", err)
	}
	if got, want := m2.GetLastField(), *m.LastField; got != want {
		t.Errorf("got %q, want %q", got, want)
	}
}

func TestJSON(t *testing.T) {
	m := &MyMessage{
		Count: Int32(4),
		Pet:   []string{"bunny", "kitty"},
		Inner: &InnerMessage{
			Host: String("cauchy"),
		},
		Bikeshed: MyMessage_GREEN.Enum(),
	}
	const expected = `{"count":4,"pet":["bunny","kitty"],"inner":{"host":"cauchy"},"bikeshed":1}`

	b, err := json.Marshal(m)
	if err != nil {
		t.Fatalf("json.Marshal failed: %v", err)
	}
	s := string(b)
	if s != expected {
		t.Errorf("got  %s\nwant %s", s, expected)
	}

	received := new(MyMessage)
	if err := json.Unmarshal(b, received); err != nil {
		t.Fatalf("json.Unmarshal failed: %v", err)
	}
	if !Equal(received, m) {
		t.Fatalf("got %s, want %s", received, m)
	}

	// Test unmarshalling of JSON with symbolic enum name.
	const old = `{"count":4,"pet":["bunny","kitty"],"inner":{"host":"cauchy"},"bikeshed":"GREEN"}`
	received.Reset()
	if err := json.Unmarshal([]byte(old), received); err != nil {
		t.Fatalf("json.Unmarshal failed: %v", err)
	}
	if !Equal(received, m) {
		t.Fatalf("got %s, want %s", received, m)
	}
}

func TestBadWireType(t *testing.T) {
	b := []byte{7<<3 | 6} // field 7, wire type 6
	pb := new(OtherMessage)
	if err := Unmarshal(b, pb); err == nil {
		t.Errorf("Unmarshal did not fail")
	} else if !strings.Contains(err.Error(), "unknown wire type") {
		t.Errorf("wrong error: %v", err)
	}
}

func TestBytesWithInvalidLength(t *testing.T) {
	// If a byte sequence has an invalid (negative) length, Unmarshal should not panic.
	b := []byte{2<<3 | WireBytes, 0xff, 0xff, 0xff, 0xff, 0xff, 0}
	Unmarshal(b, new(MyMessage))
}

func TestLengthOverflow(t *testing.T) {
	// Overflowing a length should not panic.
	b := []byte{2<<3 | WireBytes, 1, 1, 3<<3 | WireBytes, 0xff, 0xff, 0xff, 0xff, 0xff, 0xff, 0xff, 0xff, 0x7f, 0x01}
	Unmarshal(b, new(MyMessage))
}

func TestVarintOverflow(t *testing.T) {
	// Overflowing a 64-bit length should not be allowed.
	b := []byte{1<<3 | WireVarint, 0x01, 3<<3 | WireBytes, 0x80, 0x80, 0x80, 0x80, 0x80, 0x80, 0x80, 0x80, 0x80, 0x80, 0x01}
	if err := Unmarshal(b, new(MyMessage)); err == nil {
		t.Fatalf("Overflowed uint64 length without error")
	}
}

func TestUnmarshalFuzz(t *testing.T) {
	const N = 1000
	seed := time.Now().UnixNano()
	t.Logf("RNG seed is %d", seed)
	rng := rand.New(rand.NewSource(seed))
	buf := make([]byte, 20)
	for i := 0; i < N; i++ {
		for j := range buf {
			buf[j] = byte(rng.Intn(256))
		}
		fuzzUnmarshal(t, buf)
	}
}

func TestMergeMessages(t *testing.T) {
	pb := &MessageList{Message: []*MessageList_Message{{Name: String("x"), Count: Int32(1)}}}
	data, err := Marshal(pb)
	if err != nil {
		t.Fatalf("Marshal: %v", err)
	}

	pb1 := new(MessageList)
	if err := Unmarshal(data, pb1); err != nil {
		t.Fatalf("first Unmarshal: %v", err)
	}
	if err := Unmarshal(data, pb1); err != nil {
		t.Fatalf("second Unmarshal: %v", err)
	}
	if len(pb1.Message) != 1 {
		t.Errorf("two Unmarshals produced %d Messages, want 1", len(pb1.Message))
	}

	pb2 := new(MessageList)
	if err := UnmarshalMerge(data, pb2); err != nil {
		t.Fatalf("first UnmarshalMerge: %v", err)
	}
	if err := UnmarshalMerge(data, pb2); err != nil {
		t.Fatalf("second UnmarshalMerge: %v", err)
	}
	if len(pb2.Message) != 2 {
		t.Errorf("two UnmarshalMerges produced %d Messages, want 2", len(pb2.Message))
	}
}

func TestExtensionMarshalOrder(t *testing.T) {
	m := &MyMessage{Count: Int(123)}
	if err := SetExtension(m, E_Ext_More, &Ext{Data: String("alpha")}); err != nil {
		t.Fatalf("SetExtension: %v", err)
	}
	if err := SetExtension(m, E_Ext_Text, String("aleph")); err != nil {
		t.Fatalf("SetExtension: %v", err)
	}
	if err := SetExtension(m, E_Ext_Number, Int32(1)); err != nil {
		t.Fatalf("SetExtension: %v", err)
	}

	// Serialize m several times, and check we get the same bytes each time.
	var orig []byte
	for i := 0; i < 100; i++ {
		b, err := Marshal(m)
		if err != nil {
			t.Fatalf("Marshal: %v", err)
		}
		if i == 0 {
			orig = b
			continue
		}
		if !bytes.Equal(b, orig) {
			t.Errorf("Bytes differ on attempt #%d", i)
		}
	}
}

// Many extensions, because small maps might not iterate differently on each iteration.
var exts = []*ExtensionDesc{
	E_X201,
	E_X202,
	E_X203,
	E_X204,
	E_X205,
	E_X206,
	E_X207,
	E_X208,
	E_X209,
	E_X210,
	E_X211,
	E_X212,
	E_X213,
	E_X214,
	E_X215,
	E_X216,
	E_X217,
	E_X218,
	E_X219,
	E_X220,
	E_X221,
	E_X222,
	E_X223,
	E_X224,
	E_X225,
	E_X226,
	E_X227,
	E_X228,
	E_X229,
	E_X230,
	E_X231,
	E_X232,
	E_X233,
	E_X234,
	E_X235,
	E_X236,
	E_X237,
	E_X238,
	E_X239,
	E_X240,
	E_X241,
	E_X242,
	E_X243,
	E_X244,
	E_X245,
	E_X246,
	E_X247,
	E_X248,
	E_X249,
	E_X250,
}

func TestMessageSetMarshalOrder(t *testing.T) {
	m := &MyMessageSet{}
	for _, x := range exts {
		if err := SetExtension(m, x, &Empty{}); err != nil {
			t.Fatalf("SetExtension: %v", err)
		}
	}

	buf, err := Marshal(m)
	if err != nil {
		t.Fatalf("Marshal: %v", err)
	}

	// Serialize m several times, and check we get the same bytes each time.
	for i := 0; i < 10; i++ {
		b1, err := Marshal(m)
		if err != nil {
			t.Fatalf("Marshal: %v", err)
		}
		if !bytes.Equal(b1, buf) {
			t.Errorf("Bytes differ on re-Marshal #%d", i)
		}

		m2 := &MyMessageSet{}
		if err := Unmarshal(buf, m2); err != nil {
			t.Errorf("Unmarshal: %v", err)
		}
		b2, err := Marshal(m2)
		if err != nil {
			t.Errorf("re-Marshal: %v", err)
		}
		if !bytes.Equal(b2, buf) {
			t.Errorf("Bytes differ on round-trip #%d", i)
		}
	}
}

func TestUnmarshalMergesMessages(t *testing.T) {
	// If a nested message occurs twice in the input,
	// the fields should be merged when decoding.
	a := &OtherMessage{
		Key: Int64(123),
		Inner: &InnerMessage{
			Host: String("polhode"),
			Port: Int32(1234),
		},
	}
	aData, err := Marshal(a)
	if err != nil {
		t.Fatalf("Marshal(a): %v", err)
	}
	b := &OtherMessage{
		Weight: Float32(1.2),
		Inner: &InnerMessage{
			Host:      String("herpolhode"),
			Connected: Bool(true),
		},
	}
	bData, err := Marshal(b)
	if err != nil {
		t.Fatalf("Marshal(b): %v", err)
	}
	want := &OtherMessage{
		Key:    Int64(123),
		Weight: Float32(1.2),
		Inner: &InnerMessage{
			Host:      String("herpolhode"),
			Port:      Int32(1234),
			Connected: Bool(true),
		},
	}
	got := new(OtherMessage)
	if err := Unmarshal(append(aData, bData...), got); err != nil {
		t.Fatalf("Unmarshal: %v", err)
	}
	if !Equal(got, want) {
		t.Errorf("\n got %v\nwant %v", got, want)
	}
}

func TestEncodingSizes(t *testing.T) {
	tests := []struct {
		m Message
		n int
	}{
		{&Defaults{F_Int32: Int32(math.MaxInt32)}, 6},
		{&Defaults{F_Int32: Int32(math.MinInt32)}, 11},
		{&Defaults{F_Uint32: Uint32(uint32(math.MaxInt32) + 1)}, 6},
		{&Defaults{F_Uint32: Uint32(math.MaxUint32)}, 6},
	}
	for _, test := range tests {
		b, err := Marshal(test.m)
		if err != nil {
			t.Errorf("Marshal(%v): %v", test.m, err)
			continue
		}
		if len(b) != test.n {
			t.Errorf("Marshal(%v) yielded %d bytes, want %d bytes", test.m, len(b), test.n)
		}
	}
}

func TestRequiredNotSetError(t *testing.T) {
	pb := initGoTest(false)
	pb.RequiredField.Label = nil
	pb.F_Int32Required = nil
	pb.F_Int64Required = nil

	expected := "0807" + // field 1, encoding 0, value 7
		"2206" + "120474797065" + // field 4, encoding 2 (GoTestField)
		"5001" + // field 10, encoding 0, value 1
		"6d20000000" + // field 13, encoding 5, value 0x20
		"714000000000000000" + // field 14, encoding 1, value 0x40
		"78a019" + // field 15, encoding 0, value 0xca0 = 3232
		"8001c032" + // field 16, encoding 0, value 0x1940 = 6464
		"8d0100004a45" + // field 17, encoding 5, value 3232.0
		"9101000000000040b940" + // field 18, encoding 1, value 6464.0
		"9a0106" + "737472696e67" + // field 19, encoding 2, string "string"
		"b304" + // field 70, encoding 3, start group
		"ba0408" + "7265717569726564" + // field 71, encoding 2, string "required"
		"b404" + // field 70, encoding 4, end group
		"aa0605" + "6279746573" + // field 101, encoding 2, string "bytes"
		"b0063f" + // field 102, encoding 0, 0x3f zigzag32
		"b8067f" // field 103, encoding 0, 0x7f zigzag64

	o := old()
	bytes, err := Marshal(pb)
	if _, ok := err.(*RequiredNotSetError); !ok {
		fmt.Printf("marshal-1 err = %v, want *RequiredNotSetError", err)
		o.DebugPrint("", bytes)
		t.Fatalf("expected = %s", expected)
	}
	if strings.Index(err.Error(), "RequiredField.Label") < 0 {
		t.Errorf("marshal-1 wrong err msg: %v", err)
	}
	if !equal(bytes, expected, t) {
		o.DebugPrint("neq 1", bytes)
		t.Fatalf("expected = %s", expected)
	}

	// Now test Unmarshal by recreating the original buffer.
	pbd := new(GoTest)
	err = Unmarshal(bytes, pbd)
	if _, ok := err.(*RequiredNotSetError); !ok {
		t.Fatalf("unmarshal err = %v, want *RequiredNotSetError", err)
		o.DebugPrint("", bytes)
		t.Fatalf("string = %s", expected)
	}
	if strings.Index(err.Error(), "RequiredField.{Unknown}") < 0 {
		t.Errorf("unmarshal wrong err msg: %v", err)
	}
	bytes, err = Marshal(pbd)
	if _, ok := err.(*RequiredNotSetError); !ok {
		t.Errorf("marshal-2 err = %v, want *RequiredNotSetError", err)
		o.DebugPrint("", bytes)
		t.Fatalf("string = %s", expected)
	}
	if strings.Index(err.Error(), "RequiredField.Label") < 0 {
		t.Errorf("marshal-2 wrong err msg: %v", err)
	}
	if !equal(bytes, expected, t) {
		o.DebugPrint("neq 2", bytes)
		t.Fatalf("string = %s", expected)
	}
}

func fuzzUnmarshal(t *testing.T, data []byte) {
	defer func() {
		if e := recover(); e != nil {
			t.Errorf("These bytes caused a panic: %+v", data)
			t.Logf("Stack:\n%s", debug.Stack())
			t.FailNow()
		}
	}()

	pb := new(MyMessage)
	Unmarshal(data, pb)
}

// Benchmarks

func testMsg() *GoTest {
	pb := initGoTest(true)
	const N = 1000 // Internally the library starts much smaller.
	pb.F_Int32Repeated = make([]int32, N)
	pb.F_DoubleRepeated = make([]float64, N)
	for i := 0; i < N; i++ {
		pb.F_Int32Repeated[i] = int32(i)
		pb.F_DoubleRepeated[i] = float64(i)
	}
	return pb
}

func bytesMsg() *GoTest {
	pb := initGoTest(true)
	buf := make([]byte, 4000)
	for i := range buf {
		buf[i] = byte(i)
	}
	pb.F_BytesDefaulted = buf
	return pb
}

func benchmarkMarshal(b *testing.B, pb Message, marshal func(Message) ([]byte, error)) {
	d, _ := marshal(pb)
	b.SetBytes(int64(len(d)))
	b.ResetTimer()
	for i := 0; i < b.N; i++ {
		marshal(pb)
	}
}

func benchmarkBufferMarshal(b *testing.B, pb Message) {
	p := NewBuffer(nil)
	benchmarkMarshal(b, pb, func(pb0 Message) ([]byte, error) {
		p.Reset()
		err := p.Marshal(pb0)
		return p.Bytes(), err
	})
}

func benchmarkSize(b *testing.B, pb Message) {
	benchmarkMarshal(b, pb, func(pb0 Message) ([]byte, error) {
		Size(pb)
		return nil, nil
	})
}

func newOf(pb Message) Message {
	in := reflect.ValueOf(pb)
	if in.IsNil() {
		return pb
	}
	return reflect.New(in.Type().Elem()).Interface().(Message)
}

func benchmarkUnmarshal(b *testing.B, pb Message, unmarshal func([]byte, Message) error) {
	d, _ := Marshal(pb)
	b.SetBytes(int64(len(d)))
	pbd := newOf(pb)

	b.ResetTimer()
	for i := 0; i < b.N; i++ {
		unmarshal(d, pbd)
	}
}

func benchmarkBufferUnmarshal(b *testing.B, pb Message) {
	p := NewBuffer(nil)
	benchmarkUnmarshal(b, pb, func(d []byte, pb0 Message) error {
		p.SetBuf(d)
		return p.Unmarshal(pb0)
	})
}

// Benchmark{Marshal,BufferMarshal,Size,Unmarshal,BufferUnmarshal}{,Bytes}

func BenchmarkMarshal(b *testing.B) {
	benchmarkMarshal(b, testMsg(), Marshal)
}

func BenchmarkBufferMarshal(b *testing.B) {
	benchmarkBufferMarshal(b, testMsg())
}

func BenchmarkSize(b *testing.B) {
	benchmarkSize(b, testMsg())
}

func BenchmarkUnmarshal(b *testing.B) {
	benchmarkUnmarshal(b, testMsg(), Unmarshal)
}

func BenchmarkBufferUnmarshal(b *testing.B) {
	benchmarkBufferUnmarshal(b, testMsg())
}

func BenchmarkMarshalBytes(b *testing.B) {
	benchmarkMarshal(b, bytesMsg(), Marshal)
}

func BenchmarkBufferMarshalBytes(b *testing.B) {
	benchmarkBufferMarshal(b, bytesMsg())
}

func BenchmarkSizeBytes(b *testing.B) {
	benchmarkSize(b, bytesMsg())
}

func BenchmarkUnmarshalBytes(b *testing.B) {
	benchmarkUnmarshal(b, bytesMsg(), Unmarshal)
}

func BenchmarkBufferUnmarshalBytes(b *testing.B) {
	benchmarkBufferUnmarshal(b, bytesMsg())
}

func BenchmarkUnmarshalUnrecognizedFields(b *testing.B) {
	b.StopTimer()
	pb := initGoTestField()
	skip := &GoSkipTest{
		SkipInt32:   Int32(32),
		SkipFixed32: Uint32(3232),
		SkipFixed64: Uint64(6464),
		SkipString:  String("skipper"),
		Skipgroup: &GoSkipTest_SkipGroup{
			GroupInt32:  Int32(75),
			GroupString: String("wxyz"),
		},
	}

	pbd := new(GoTestField)
	p := NewBuffer(nil)
	p.Marshal(pb)
	p.Marshal(skip)
	p2 := NewBuffer(nil)

	b.StartTimer()
	for i := 0; i < b.N; i++ {
		p2.SetBuf(p.Bytes())
		p2.Unmarshal(pbd)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto/clone.go

// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2011 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// Protocol buffer deep copy.
// TODO: MessageSet and RawMessage.

package proto

import (
	"log"
	"reflect"
	"strings"
)

// Clone returns a deep copy of a protocol buffer.
func Clone(pb Message) Message {
	in := reflect.ValueOf(pb)
	if in.IsNil() {
		return pb
	}

	out := reflect.New(in.Type().Elem())
	// out is empty so a merge is a deep copy.
	mergeStruct(out.Elem(), in.Elem())
	return out.Interface().(Message)
}

// Merge merges src into dst.
// Required and optional fields that are set in src will be set to that value in dst.
// Elements of repeated fields will be appended.
// Merge panics if src and dst are not the same type, or if dst is nil.
func Merge(dst, src Message) {
	in := reflect.ValueOf(src)
	out := reflect.ValueOf(dst)
	if out.IsNil() {
		panic("proto: nil destination")
	}
	if in.Type() != out.Type() {
		// Explicit test prior to mergeStruct so that mistyped nils will fail
		panic("proto: type mismatch")
	}
	if in.IsNil() {
		// Merging nil into non-nil is a quiet no-op
		return
	}
	mergeStruct(out.Elem(), in.Elem())
}

func mergeStruct(out, in reflect.Value) {
	for i := 0; i < in.NumField(); i++ {
		f := in.Type().Field(i)
		if strings.HasPrefix(f.Name, "XXX_") {
			continue
		}
		mergeAny(out.Field(i), in.Field(i))
	}

	if emIn, ok := in.Addr().Interface().(extendableProto); ok {
		emOut := out.Addr().Interface().(extendableProto)
		mergeExtension(emOut.ExtensionMap(), emIn.ExtensionMap())
	}

	uf := in.FieldByName("XXX_unrecognized")
	if !uf.IsValid() {
		return
	}
	uin := uf.Bytes()
	if len(uin) > 0 {
		out.FieldByName("XXX_unrecognized").SetBytes(append([]byte(nil), uin...))
	}
}

func mergeAny(out, in reflect.Value) {
	if in.Type() == protoMessageType {
		if !in.IsNil() {
			if out.IsNil() {
				out.Set(reflect.ValueOf(Clone(in.Interface().(Message))))
			} else {
				Merge(out.Interface().(Message), in.Interface().(Message))
			}
		}
		return
	}
	switch in.Kind() {
	case reflect.Bool, reflect.Float32, reflect.Float64, reflect.Int32, reflect.Int64,
		reflect.String, reflect.Uint32, reflect.Uint64:
		out.Set(in)
	case reflect.Ptr:
		if in.IsNil() {
			return
		}
		if out.IsNil() {
			out.Set(reflect.New(in.Elem().Type()))
		}
		mergeAny(out.Elem(), in.Elem())
	case reflect.Slice:
		if in.IsNil() {
			return
		}
		n := in.Len()
		if out.IsNil() {
			out.Set(reflect.MakeSlice(in.Type(), 0, n))
		}
		switch in.Type().Elem().Kind() {
		case reflect.Bool, reflect.Float32, reflect.Float64, reflect.Int32, reflect.Int64,
			reflect.String, reflect.Uint32, reflect.Uint64:
			out.Set(reflect.AppendSlice(out, in))
		case reflect.Uint8:
			// []byte is a scalar bytes field.
			out.Set(in)
		default:
			for i := 0; i < n; i++ {
				x := reflect.Indirect(reflect.New(in.Type().Elem()))
				mergeAny(x, in.Index(i))
				out.Set(reflect.Append(out, x))
			}
		}
	case reflect.Struct:
		mergeStruct(out, in)
	default:
		// unknown type, so not a protocol buffer
		log.Printf("proto: don't know how to copy %v", in)
	}
}

func mergeExtension(out, in map[int32]Extension) {
	for extNum, eIn := range in {
		eOut := Extension{desc: eIn.desc}
		if eIn.value != nil {
			v := reflect.New(reflect.TypeOf(eIn.value)).Elem()
			mergeAny(v, reflect.ValueOf(eIn.value))
			eOut.value = v.Interface()
		}
		if eIn.enc != nil {
			eOut.enc = make([]byte, len(eIn.enc))
			copy(eOut.enc, eIn.enc)
		}

		out[extNum] = eOut
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto/clone_test.go

// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2011 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"

	pb "./testdata"
)

var cloneTestMessage = &pb.MyMessage{
	Count: proto.Int32(42),
	Name:  proto.String("Dave"),
	Pet:   []string{"bunny", "kitty", "horsey"},
	Inner: &pb.InnerMessage{
		Host:      proto.String("niles"),
		Port:      proto.Int32(9099),
		Connected: proto.Bool(true),
	},
	Others: []*pb.OtherMessage{
		{
			Value: []byte("some bytes"),
		},
	},
	Somegroup: &pb.MyMessage_SomeGroup{
		GroupField: proto.Int32(6),
	},
	RepBytes: [][]byte{[]byte("sham"), []byte("wow")},
}

func init() {
	ext := &pb.Ext{
		Data: proto.String("extension"),
	}
	if err := proto.SetExtension(cloneTestMessage, pb.E_Ext_More, ext); err != nil {
		panic("SetExtension: " + err.Error())
	}
}

func TestClone(t *testing.T) {
	m := proto.Clone(cloneTestMessage).(*pb.MyMessage)
	if !proto.Equal(m, cloneTestMessage) {
		t.Errorf("Clone(%v) = %v", cloneTestMessage, m)
	}

	// Verify it was a deep copy.
	*m.Inner.Port++
	if proto.Equal(m, cloneTestMessage) {
		t.Error("Mutating clone changed the original")
	}
}

func TestCloneNil(t *testing.T) {
	var m *pb.MyMessage
	if c := proto.Clone(m); !proto.Equal(m, c) {
		t.Errorf("Clone(%v) = %v", m, c)
	}
}

var mergeTests = []struct {
	src, dst, want proto.Message
}{
	{
		src: &pb.MyMessage{
			Count: proto.Int32(42),
		},
		dst: &pb.MyMessage{
			Name: proto.String("Dave"),
		},
		want: &pb.MyMessage{
			Count: proto.Int32(42),
			Name:  proto.String("Dave"),
		},
	},
	{
		src: &pb.MyMessage{
			Inner: &pb.InnerMessage{
				Host:      proto.String("hey"),
				Connected: proto.Bool(true),
			},
			Pet: []string{"horsey"},
			Others: []*pb.OtherMessage{
				{
					Value: []byte("some bytes"),
				},
			},
		},
		dst: &pb.MyMessage{
			Inner: &pb.InnerMessage{
				Host: proto.String("niles"),
				Port: proto.Int32(9099),
			},
			Pet: []string{"bunny", "kitty"},
			Others: []*pb.OtherMessage{
				{
					Key: proto.Int64(31415926535),
				},
				{
					// Explicitly test a src=nil field
					Inner: nil,
				},
			},
		},
		want: &pb.MyMessage{
			Inner: &pb.InnerMessage{
				Host:      proto.String("hey"),
				Connected: proto.Bool(true),
				Port:      proto.Int32(9099),
			},
			Pet: []string{"bunny", "kitty", "horsey"},
			Others: []*pb.OtherMessage{
				{
					Key: proto.Int64(31415926535),
				},
				{},
				{
					Value: []byte("some bytes"),
				},
			},
		},
	},
	{
		src: &pb.MyMessage{
			RepBytes: [][]byte{[]byte("wow")},
		},
		dst: &pb.MyMessage{
			Somegroup: &pb.MyMessage_SomeGroup{
				GroupField: proto.Int32(6),
			},
			RepBytes: [][]byte{[]byte("sham")},
		},
		want: &pb.MyMessage{
			Somegroup: &pb.MyMessage_SomeGroup{
				GroupField: proto.Int32(6),
			},
			RepBytes: [][]byte{[]byte("sham"), []byte("wow")},
		},
	},
	// Check that a scalar bytes field replaces rather than appends.
	{
		src:  &pb.OtherMessage{Value: []byte("foo")},
		dst:  &pb.OtherMessage{Value: []byte("bar")},
		want: &pb.OtherMessage{Value: []byte("foo")},
	},
}

func TestMerge(t *testing.T) {
	for _, m := range mergeTests {
		got := proto.Clone(m.dst)
		proto.Merge(got, m.src)
		if !proto.Equal(got, m.want) {
			t.Errorf("Merge(%v, %v)\n got %v\nwant %v\n", m.dst, m.src, got, m.want)
		}
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

/*
 * Routines for decoding protocol buffer data to construct in-memory representations.
 */

import (
	"errors"
	"fmt"
	"io"
	"os"
	"reflect"
)

// errOverflow is returned when an integer is too large to be represented.
var errOverflow = errors.New("proto: integer overflow")

// The fundamental decoders that interpret bytes on the wire.
// Those that take integer types all return uint64 and are
// therefore of type valueDecoder.

// DecodeVarint reads a varint-encoded integer from the slice.
// It returns the integer and the number of bytes consumed, or
// zero if there is not enough.
// This is the format for the
// int32, int64, uint32, uint64, bool, and enum
// protocol buffer types.
func DecodeVarint(buf []byte) (x uint64, n int) {
	// x, n already 0
	for shift := uint(0); shift < 64; shift += 7 {
		if n >= len(buf) {
			return 0, 0
		}
		b := uint64(buf[n])
		n++
		x |= (b & 0x7F) << shift
		if (b & 0x80) == 0 {
			return x, n
		}
	}

	// The number is too large to represent in a 64-bit value.
	return 0, 0
}

// DecodeVarint reads a varint-encoded integer from the Buffer.
// This is the format for the
// int32, int64, uint32, uint64, bool, and enum
// protocol buffer types.
func (p *Buffer) DecodeVarint() (x uint64, err error) {
	// x, err already 0

	i := p.index
	l := len(p.buf)

	for shift := uint(0); shift < 64; shift += 7 {
		if i >= l {
			err = io.ErrUnexpectedEOF
			return
		}
		b := p.buf[i]
		i++
		x |= (uint64(b) & 0x7F) << shift
		if b < 0x80 {
			p.index = i
			return
		}
	}

	// The number is too large to represent in a 64-bit value.
	err = errOverflow
	return
}

// DecodeFixed64 reads a 64-bit integer from the Buffer.
// This is the format for the
// fixed64, sfixed64, and double protocol buffer types.
func (p *Buffer) DecodeFixed64() (x uint64, err error) {
	// x, err already 0
	i := p.index + 8
	if i < 0 || i > len(p.buf) {
		err = io.ErrUnexpectedEOF
		return
	}
	p.index = i

	x = uint64(p.buf[i-8])
	x |= uint64(p.buf[i-7]) << 8
	x |= uint64(p.buf[i-6]) << 16
	x |= uint64(p.buf[i-5]) << 24
	x |= uint64(p.buf[i-4]) << 32
	x |= uint64(p.buf[i-3]) << 40
	x |= uint64(p.buf[i-2]) << 48
	x |= uint64(p.buf[i-1]) << 56
	return
}

// DecodeFixed32 reads a 32-bit integer from the Buffer.
// This is the format for the
// fixed32, sfixed32, and float protocol buffer types.
func (p *Buffer) DecodeFixed32() (x uint64, err error) {
	// x, err already 0
	i := p.index + 4
	if i < 0 || i > len(p.buf) {
		err = io.ErrUnexpectedEOF
		return
	}
	p.index = i

	x = uint64(p.buf[i-4])
	x |= uint64(p.buf[i-3]) << 8
	x |= uint64(p.buf[i-2]) << 16
	x |= uint64(p.buf[i-1]) << 24
	return
}

// DecodeZigzag64 reads a zigzag-encoded 64-bit integer
// from the Buffer.
// This is the format used for the sint64 protocol buffer type.
func (p *Buffer) DecodeZigzag64() (x uint64, err error) {
	x, err = p.DecodeVarint()
	if err != nil {
		return
	}
	x = (x >> 1) ^ uint64((int64(x&1)<<63)>>63)
	return
}

// DecodeZigzag32 reads a zigzag-encoded 32-bit integer
// from  the Buffer.
// This is the format used for the sint32 protocol buffer type.
func (p *Buffer) DecodeZigzag32() (x uint64, err error) {
	x, err = p.DecodeVarint()
	if err != nil {
		return
	}
	x = uint64((uint32(x) >> 1) ^ uint32((int32(x&1)<<31)>>31))
	return
}

// These are not ValueDecoders: they produce an array of bytes or a string.
// bytes, embedded messages

// DecodeRawBytes reads a count-delimited byte buffer from the Buffer.
// This is the format used for the bytes protocol buffer
// type and for embedded messages.
func (p *Buffer) DecodeRawBytes(alloc bool) (buf []byte, err error) {
	n, err := p.DecodeVarint()
	if err != nil {
		return
	}

	nb := int(n)
	if nb < 0 {
		return nil, fmt.Errorf("proto: bad byte length %d", nb)
	}
	end := p.index + nb
	if end < p.index || end > len(p.buf) {
		return nil, io.ErrUnexpectedEOF
	}

	if !alloc {
		// todo: check if can get more uses of alloc=false
		buf = p.buf[p.index:end]
		p.index += nb
		return
	}

	buf = make([]byte, nb)
	copy(buf, p.buf[p.index:])
	p.index += nb
	return
}

// DecodeStringBytes reads an encoded string from the Buffer.
// This is the format used for the proto2 string type.
func (p *Buffer) DecodeStringBytes() (s string, err error) {
	buf, err := p.DecodeRawBytes(false)
	if err != nil {
		return
	}
	return string(buf), nil
}

// Skip the next item in the buffer. Its wire type is decoded and presented as an argument.
// If the protocol buffer has extensions, and the field matches, add it as an extension.
// Otherwise, if the XXX_unrecognized field exists, append the skipped data there.
func (o *Buffer) skipAndSave(t reflect.Type, tag, wire int, base structPointer, unrecField field) error {
	oi := o.index

	err := o.skip(t, tag, wire)
	if err != nil {
		return err
	}

	if !unrecField.IsValid() {
		return nil
	}

	ptr := structPointer_Bytes(base, unrecField)

	// Add the skipped field to struct field
	obuf := o.buf

	o.buf = *ptr
	o.EncodeVarint(uint64(tag<<3 | wire))
	*ptr = append(o.buf, obuf[oi:o.index]...)

	o.buf = obuf

	return nil
}

// Skip the next item in the buffer. Its wire type is decoded and presented as an argument.
func (o *Buffer) skip(t reflect.Type, tag, wire int) error {

	var u uint64
	var err error

	switch wire {
	case WireVarint:
		_, err = o.DecodeVarint()
	case WireFixed64:
		_, err = o.DecodeFixed64()
	case WireBytes:
		_, err = o.DecodeRawBytes(false)
	case WireFixed32:
		_, err = o.DecodeFixed32()
	case WireStartGroup:
		for {
			u, err = o.DecodeVarint()
			if err != nil {
				break
			}
			fwire := int(u & 0x7)
			if fwire == WireEndGroup {
				break
			}
			ftag := int(u >> 3)
			err = o.skip(t, ftag, fwire)
			if err != nil {
				break
			}
		}
	default:
		err = fmt.Errorf("proto: can't skip unknown wire type %d for %s", wire, t)
	}
	return err
}

// Unmarshaler is the interface representing objects that can
// unmarshal themselves.  The method should reset the receiver before
// decoding starts.  The argument points to data that may be
// overwritten, so implementations should not keep references to the
// buffer.
type Unmarshaler interface {
	Unmarshal([]byte) error
}

// Unmarshal parses the protocol buffer representation in buf and places the
// decoded result in pb.  If the struct underlying pb does not match
// the data in buf, the results can be unpredictable.
//
// Unmarshal resets pb before starting to unmarshal, so any
// existing data in pb is always removed. Use UnmarshalMerge
// to preserve and append to existing data.
func Unmarshal(buf []byte, pb Message) error {
	pb.Reset()
	return UnmarshalMerge(buf, pb)
}

// UnmarshalMerge parses the protocol buffer representation in buf and
// writes the decoded result to pb.  If the struct underlying pb does not match
// the data in buf, the results can be unpredictable.
//
// UnmarshalMerge merges into existing data in pb.
// Most code should use Unmarshal instead.
func UnmarshalMerge(buf []byte, pb Message) error {
	// If the object can unmarshal itself, let it.
	if u, ok := pb.(Unmarshaler); ok {
		return u.Unmarshal(buf)
	}
	return NewBuffer(buf).Unmarshal(pb)
}

// Unmarshal parses the protocol buffer representation in the
// Buffer and places the decoded result in pb.  If the struct
// underlying pb does not match the data in the buffer, the results can be
// unpredictable.
func (p *Buffer) Unmarshal(pb Message) error {
	// If the object can unmarshal itself, let it.
	if u, ok := pb.(Unmarshaler); ok {
		err := u.Unmarshal(p.buf[p.index:])
		p.index = len(p.buf)
		return err
	}

	typ, base, err := getbase(pb)
	if err != nil {
		return err
	}

	err = p.unmarshalType(typ.Elem(), GetProperties(typ.Elem()), false, base)

	if collectStats {
		stats.Decode++
	}

	return err
}

// unmarshalType does the work of unmarshaling a structure.
func (o *Buffer) unmarshalType(st reflect.Type, prop *StructProperties, is_group bool, base structPointer) error {
	var state errorState
	required, reqFields := prop.reqCount, uint64(0)

	var err error
	for err == nil && o.index < len(o.buf) {
		oi := o.index
		var u uint64
		u, err = o.DecodeVarint()
		if err != nil {
			break
		}
		wire := int(u & 0x7)
		if wire == WireEndGroup {
			if is_group {
				return nil // input is satisfied
			}
			return fmt.Errorf("proto: %s: wiretype end group for non-group", st)
		}
		tag := int(u >> 3)
		if tag <= 0 {
			return fmt.Errorf("proto: %s: illegal tag %d", st, tag)
		}
		fieldnum, ok := prop.decoderTags.get(tag)
		if !ok {
			// Maybe it's an extension?
			if prop.extendable {
				if e := structPointer_Interface(base, st).(extendableProto); isExtensionField(e, int32(tag)) {
					if err = o.skip(st, tag, wire); err == nil {
						ext := e.ExtensionMap()[int32(tag)] // may be missing
						ext.enc = append(ext.enc, o.buf[oi:o.index]...)
						e.ExtensionMap()[int32(tag)] = ext
					}
					continue
				}
			}
			err = o.skipAndSave(st, tag, wire, base, prop.unrecField)
			continue
		}
		p := prop.Prop[fieldnum]

		if p.dec == nil {
			fmt.Fprintf(os.Stderr, "proto: no protobuf decoder for %s.%s\n", st, st.Field(fieldnum).Name)
			continue
		}
		dec := p.dec
		if wire != WireStartGroup && wire != p.WireType {
			if wire == WireBytes && p.packedDec != nil {
				// a packable field
				dec = p.packedDec
			} else {
				err = fmt.Errorf("proto: bad wiretype for field %s.%s: got wiretype %d, want %d", st, st.Field(fieldnum).Name, wire, p.WireType)
				continue
			}
		}
		decErr := dec(o, p, base)
		if decErr != nil && !state.shouldContinue(decErr, p) {
			err = decErr
		}
		if err == nil && p.Required {
			// Successfully decoded a required field.
			if tag <= 64 {
				// use bitmap for fields 1-64 to catch field reuse.
				var mask uint64 = 1 << uint64(tag-1)
				if reqFields&mask == 0 {
					// new required field
					reqFields |= mask
					required--
				}
			} else {
				// This is imprecise. It can be fooled by a required field
				// with a tag > 64 that is encoded twice; that's very rare.
				// A fully correct implementation would require allocating
				// a data structure, which we would like to avoid.
				required--
			}
		}
	}
	if err == nil {
		if is_group {
			return io.ErrUnexpectedEOF
		}
		if state.err != nil {
			return state.err
		}
		if required > 0 {
			// Not enough information to determine the exact field. If we use extra
			// CPU, we could determine the field only if the missing required field
			// has a tag <= 64 and we check reqFields.
			return &RequiredNotSetError{"{Unknown}"}
		}
	}
	return err
}

// Individual type decoders
// For each,
//	u is the decoded value,
//	v is a pointer to the field (pointer) in the struct

// Sizes of the pools to allocate inside the Buffer.
// The goal is modest amortization and allocation
// on at least 16-byte boundaries.
const (
	boolPoolSize   = 16
	uint32PoolSize = 8
	uint64PoolSize = 4
)

// Decode a bool.
func (o *Buffer) dec_bool(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}
	if len(o.bools) == 0 {
		o.bools = make([]bool, boolPoolSize)
	}
	o.bools[0] = u != 0
	*structPointer_Bool(base, p.field) = &o.bools[0]
	o.bools = o.bools[1:]
	return nil
}

// Decode an int32.
func (o *Buffer) dec_int32(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}
	word32_Set(structPointer_Word32(base, p.field), o, uint32(u))
	return nil
}

// Decode an int64.
func (o *Buffer) dec_int64(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}
	word64_Set(structPointer_Word64(base, p.field), o, u)
	return nil
}

// Decode a string.
func (o *Buffer) dec_string(p *Properties, base structPointer) error {
	s, err := o.DecodeStringBytes()
	if err != nil {
		return err
	}
	sp := new(string)
	*sp = s
	*structPointer_String(base, p.field) = sp
	return nil
}

// Decode a slice of bytes ([]byte).
func (o *Buffer) dec_slice_byte(p *Properties, base structPointer) error {
	b, err := o.DecodeRawBytes(true)
	if err != nil {
		return err
	}
	*structPointer_Bytes(base, p.field) = b
	return nil
}

// Decode a slice of bools ([]bool).
func (o *Buffer) dec_slice_bool(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}
	v := structPointer_BoolSlice(base, p.field)
	*v = append(*v, u != 0)
	return nil
}

// Decode a slice of bools ([]bool) in packed format.
func (o *Buffer) dec_slice_packed_bool(p *Properties, base structPointer) error {
	v := structPointer_BoolSlice(base, p.field)

	nn, err := o.DecodeVarint()
	if err != nil {
		return err
	}
	nb := int(nn) // number of bytes of encoded bools

	y := *v
	for i := 0; i < nb; i++ {
		u, err := p.valDec(o)
		if err != nil {
			return err
		}
		y = append(y, u != 0)
	}

	*v = y
	return nil
}

// Decode a slice of int32s ([]int32).
func (o *Buffer) dec_slice_int32(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}
	structPointer_Word32Slice(base, p.field).Append(uint32(u))
	return nil
}

// Decode a slice of int32s ([]int32) in packed format.
func (o *Buffer) dec_slice_packed_int32(p *Properties, base structPointer) error {
	v := structPointer_Word32Slice(base, p.field)

	nn, err := o.DecodeVarint()
	if err != nil {
		return err
	}
	nb := int(nn) // number of bytes of encoded int32s

	fin := o.index + nb
	if fin < o.index {
		return errOverflow
	}
	for o.index < fin {
		u, err := p.valDec(o)
		if err != nil {
			return err
		}
		v.Append(uint32(u))
	}
	return nil
}

// Decode a slice of int64s ([]int64).
func (o *Buffer) dec_slice_int64(p *Properties, base structPointer) error {
	u, err := p.valDec(o)
	if err != nil {
		return err
	}

	structPointer_Word64Slice(base, p.field).Append(u)
	return nil
}

// Decode a slice of int64s ([]int64) in packed format.
func (o *Buffer) dec_slice_packed_int64(p *Properties, base structPointer) error {
	v := structPointer_Word64Slice(base, p.field)

	nn, err := o.DecodeVarint()
	if err != nil {
		return err
	}
	nb := int(nn) // number of bytes of encoded int64s

	fin := o.index + nb
	if fin < o.index {
		return errOverflow
	}
	for o.index < fin {
		u, err := p.valDec(o)
		if err != nil {
			return err
		}
		v.Append(u)
	}
	return nil
}

// Decode a slice of strings ([]string).
func (o *Buffer) dec_slice_string(p *Properties, base structPointer) error {
	s, err := o.DecodeStringBytes()
	if err != nil {
		return err
	}
	v := structPointer_StringSlice(base, p.field)
	*v = append(*v, s)
	return nil
}

// Decode a slice of slice of bytes ([][]byte).
func (o *Buffer) dec_slice_slice_byte(p *Properties, base structPointer) error {
	b, err := o.DecodeRawBytes(true)
	if err != nil {
		return err
	}
	v := structPointer_BytesSlice(base, p.field)
	*v = append(*v, b)
	return nil
}

// Decode a group.
func (o *Buffer) dec_struct_group(p *Properties, base structPointer) error {
	bas := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(bas) {
		// allocate new nested message
		bas = toStructPointer(reflect.New(p.stype))
		structPointer_SetStructPointer(base, p.field, bas)
	}
	return o.unmarshalType(p.stype, p.sprop, true, bas)
}

// Decode an embedded message.
func (o *Buffer) dec_struct_message(p *Properties, base structPointer) (err error) {
	raw, e := o.DecodeRawBytes(false)
	if e != nil {
		return e
	}

	bas := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(bas) {
		// allocate new nested message
		bas = toStructPointer(reflect.New(p.stype))
		structPointer_SetStructPointer(base, p.field, bas)
	}

	// If the object can unmarshal itself, let it.
	if p.isUnmarshaler {
		iv := structPointer_Interface(bas, p.stype)
		return iv.(Unmarshaler).Unmarshal(raw)
	}

	obuf := o.buf
	oi := o.index
	o.buf = raw
	o.index = 0

	err = o.unmarshalType(p.stype, p.sprop, false, bas)
	o.buf = obuf
	o.index = oi

	return err
}

// Decode a slice of embedded messages.
func (o *Buffer) dec_slice_struct_message(p *Properties, base structPointer) error {
	return o.dec_slice_struct(p, false, base)
}

// Decode a slice of embedded groups.
func (o *Buffer) dec_slice_struct_group(p *Properties, base structPointer) error {
	return o.dec_slice_struct(p, true, base)
}

// Decode a slice of structs ([]*struct).
func (o *Buffer) dec_slice_struct(p *Properties, is_group bool, base structPointer) error {
	v := reflect.New(p.stype)
	bas := toStructPointer(v)
	structPointer_StructPointerSlice(base, p.field).Append(bas)

	if is_group {
		err := o.unmarshalType(p.stype, p.sprop, is_group, bas)
		return err
	}

	raw, err := o.DecodeRawBytes(false)
	if err != nil {
		return err
	}

	// If the object can unmarshal itself, let it.
	if p.isUnmarshaler {
		iv := v.Interface()
		return iv.(Unmarshaler).Unmarshal(raw)
	}

	obuf := o.buf
	oi := o.index
	o.buf = raw
	o.index = 0

	err = o.unmarshalType(p.stype, p.sprop, is_group, bas)

	o.buf = obuf
	o.index = oi

	return err
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

/*
 * Routines for encoding data into the wire format for protocol buffers.
 */

import (
	"errors"
	"fmt"
	"reflect"
	"sort"
)

// RequiredNotSetError is the error returned if Marshal is called with
// a protocol buffer struct whose required fields have not
// all been initialized. It is also the error returned if Unmarshal is
// called with an encoded protocol buffer that does not include all the
// required fields.
//
// When printed, RequiredNotSetError reports the first unset required field in a
// message. If the field cannot be precisely determined, it is reported as
// "{Unknown}".
type RequiredNotSetError struct {
	field string
}

func (e *RequiredNotSetError) Error() string {
	return fmt.Sprintf("proto: required field %q not set", e.field)
}

var (
	// ErrRepeatedHasNil is the error returned if Marshal is called with
	// a struct with a repeated field containing a nil element.
	ErrRepeatedHasNil = errors.New("proto: repeated field has nil element")

	// ErrNil is the error returned if Marshal is called with nil.
	ErrNil = errors.New("proto: Marshal called with nil")
)

// The fundamental encoders that put bytes on the wire.
// Those that take integer types all accept uint64 and are
// therefore of type valueEncoder.

const maxVarintBytes = 10 // maximum length of a varint

// EncodeVarint returns the varint encoding of x.
// This is the format for the
// int32, int64, uint32, uint64, bool, and enum
// protocol buffer types.
// Not used by the package itself, but helpful to clients
// wishing to use the same encoding.
func EncodeVarint(x uint64) []byte {
	var buf [maxVarintBytes]byte
	var n int
	for n = 0; x > 127; n++ {
		buf[n] = 0x80 | uint8(x&0x7F)
		x >>= 7
	}
	buf[n] = uint8(x)
	n++
	return buf[0:n]
}

// EncodeVarint writes a varint-encoded integer to the Buffer.
// This is the format for the
// int32, int64, uint32, uint64, bool, and enum
// protocol buffer types.
func (p *Buffer) EncodeVarint(x uint64) error {
	for x >= 1<<7 {
		p.buf = append(p.buf, uint8(x&0x7f|0x80))
		x >>= 7
	}
	p.buf = append(p.buf, uint8(x))
	return nil
}

func sizeVarint(x uint64) (n int) {
	for {
		n++
		x >>= 7
		if x == 0 {
			break
		}
	}
	return n
}

// EncodeFixed64 writes a 64-bit integer to the Buffer.
// This is the format for the
// fixed64, sfixed64, and double protocol buffer types.
func (p *Buffer) EncodeFixed64(x uint64) error {
	p.buf = append(p.buf,
		uint8(x),
		uint8(x>>8),
		uint8(x>>16),
		uint8(x>>24),
		uint8(x>>32),
		uint8(x>>40),
		uint8(x>>48),
		uint8(x>>56))
	return nil
}

func sizeFixed64(x uint64) int {
	return 8
}

// EncodeFixed32 writes a 32-bit integer to the Buffer.
// This is the format for the
// fixed32, sfixed32, and float protocol buffer types.
func (p *Buffer) EncodeFixed32(x uint64) error {
	p.buf = append(p.buf,
		uint8(x),
		uint8(x>>8),
		uint8(x>>16),
		uint8(x>>24))
	return nil
}

func sizeFixed32(x uint64) int {
	return 4
}

// EncodeZigzag64 writes a zigzag-encoded 64-bit integer
// to the Buffer.
// This is the format used for the sint64 protocol buffer type.
func (p *Buffer) EncodeZigzag64(x uint64) error {
	// use signed number to get arithmetic right shift.
	return p.EncodeVarint(uint64((x << 1) ^ uint64((int64(x) >> 63))))
}

func sizeZigzag64(x uint64) int {
	return sizeVarint(uint64((x << 1) ^ uint64((int64(x) >> 63))))
}

// EncodeZigzag32 writes a zigzag-encoded 32-bit integer
// to the Buffer.
// This is the format used for the sint32 protocol buffer type.
func (p *Buffer) EncodeZigzag32(x uint64) error {
	// use signed number to get arithmetic right shift.
	return p.EncodeVarint(uint64((uint32(x) << 1) ^ uint32((int32(x) >> 31))))
}

func sizeZigzag32(x uint64) int {
	return sizeVarint(uint64((uint32(x) << 1) ^ uint32((int32(x) >> 31))))
}

// EncodeRawBytes writes a count-delimited byte buffer to the Buffer.
// This is the format used for the bytes protocol buffer
// type and for embedded messages.
func (p *Buffer) EncodeRawBytes(b []byte) error {
	p.EncodeVarint(uint64(len(b)))
	p.buf = append(p.buf, b...)
	return nil
}

func sizeRawBytes(b []byte) int {
	return sizeVarint(uint64(len(b))) +
		len(b)
}

// EncodeStringBytes writes an encoded string to the Buffer.
// This is the format used for the proto2 string type.
func (p *Buffer) EncodeStringBytes(s string) error {
	p.EncodeVarint(uint64(len(s)))
	p.buf = append(p.buf, s...)
	return nil
}

func sizeStringBytes(s string) int {
	return sizeVarint(uint64(len(s))) +
		len(s)
}

// Marshaler is the interface representing objects that can marshal themselves.
type Marshaler interface {
	Marshal() ([]byte, error)
}

// Marshal takes the protocol buffer
// and encodes it into the wire format, returning the data.
func Marshal(pb Message) ([]byte, error) {
	// Can the object marshal itself?
	if m, ok := pb.(Marshaler); ok {
		return m.Marshal()
	}
	p := NewBuffer(nil)
	err := p.Marshal(pb)
	var state errorState
	if err != nil && !state.shouldContinue(err, nil) {
		return nil, err
	}
	if p.buf == nil && err == nil {
		// Return a non-nil slice on success.
		return []byte{}, nil
	}
	return p.buf, err
}

// Marshal takes the protocol buffer
// and encodes it into the wire format, writing the result to the
// Buffer.
func (p *Buffer) Marshal(pb Message) error {
	// Can the object marshal itself?
	if m, ok := pb.(Marshaler); ok {
		data, err := m.Marshal()
		if err != nil {
			return err
		}
		p.buf = append(p.buf, data...)
		return nil
	}

	t, base, err := getbase(pb)
	if structPointer_IsNil(base) {
		return ErrNil
	}
	if err == nil {
		err = p.enc_struct(t.Elem(), GetProperties(t.Elem()), base)
	}

	if collectStats {
		stats.Encode++
	}

	return err
}

// Size returns the encoded size of a protocol buffer.
func Size(pb Message) (n int) {
	// Can the object marshal itself?  If so, Size is slow.
	// TODO: add Size to Marshaler, or add a Sizer interface.
	if m, ok := pb.(Marshaler); ok {
		b, _ := m.Marshal()
		return len(b)
	}

	t, base, err := getbase(pb)
	if structPointer_IsNil(base) {
		return 0
	}
	if err == nil {
		n = size_struct(t.Elem(), GetProperties(t.Elem()), base)
	}

	if collectStats {
		stats.Size++
	}

	return
}

// Individual type encoders.

// Encode a bool.
func (o *Buffer) enc_bool(p *Properties, base structPointer) error {
	v := *structPointer_Bool(base, p.field)
	if v == nil {
		return ErrNil
	}
	x := 0
	if *v {
		x = 1
	}
	o.buf = append(o.buf, p.tagcode...)
	p.valEnc(o, uint64(x))
	return nil
}

func size_bool(p *Properties, base structPointer) int {
	v := *structPointer_Bool(base, p.field)
	if v == nil {
		return 0
	}
	return len(p.tagcode) + 1 // each bool takes exactly one byte
}

// Encode an int32.
func (o *Buffer) enc_int32(p *Properties, base structPointer) error {
	v := structPointer_Word32(base, p.field)
	if word32_IsNil(v) {
		return ErrNil
	}
	x := int32(word32_Get(v)) // permit sign extension to use full 64-bit range
	o.buf = append(o.buf, p.tagcode...)
	p.valEnc(o, uint64(x))
	return nil
}

func size_int32(p *Properties, base structPointer) (n int) {
	v := structPointer_Word32(base, p.field)
	if word32_IsNil(v) {
		return 0
	}
	x := int32(word32_Get(v)) // permit sign extension to use full 64-bit range
	n += len(p.tagcode)
	n += p.valSize(uint64(x))
	return
}

// Encode a uint32.
// Exactly the same as int32, except for no sign extension.
func (o *Buffer) enc_uint32(p *Properties, base structPointer) error {
	v := structPointer_Word32(base, p.field)
	if word32_IsNil(v) {
		return ErrNil
	}
	x := word32_Get(v)
	o.buf = append(o.buf, p.tagcode...)
	p.valEnc(o, uint64(x))
	return nil
}

func size_uint32(p *Properties, base structPointer) (n int) {
	v := structPointer_Word32(base, p.field)
	if word32_IsNil(v) {
		return 0
	}
	x := word32_Get(v)
	n += len(p.tagcode)
	n += p.valSize(uint64(x))
	return
}

// Encode an int64.
func (o *Buffer) enc_int64(p *Properties, base structPointer) error {
	v := structPointer_Word64(base, p.field)
	if word64_IsNil(v) {
		return ErrNil
	}
	x := word64_Get(v)
	o.buf = append(o.buf, p.tagcode...)
	p.valEnc(o, x)
	return nil
}

func size_int64(p *Properties, base structPointer) (n int) {
	v := structPointer_Word64(base, p.field)
	if word64_IsNil(v) {
		return 0
	}
	x := word64_Get(v)
	n += len(p.tagcode)
	n += p.valSize(x)
	return
}

// Encode a string.
func (o *Buffer) enc_string(p *Properties, base structPointer) error {
	v := *structPointer_String(base, p.field)
	if v == nil {
		return ErrNil
	}
	x := *v
	o.buf = append(o.buf, p.tagcode...)
	o.EncodeStringBytes(x)
	return nil
}

func size_string(p *Properties, base structPointer) (n int) {
	v := *structPointer_String(base, p.field)
	if v == nil {
		return 0
	}
	x := *v
	n += len(p.tagcode)
	n += sizeStringBytes(x)
	return
}

// All protocol buffer fields are nillable, but be careful.
func isNil(v reflect.Value) bool {
	switch v.Kind() {
	case reflect.Interface, reflect.Map, reflect.Ptr, reflect.Slice:
		return v.IsNil()
	}
	return false
}

// Encode a message struct.
func (o *Buffer) enc_struct_message(p *Properties, base structPointer) error {
	var state errorState
	structp := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(structp) {
		return ErrNil
	}

	// Can the object marshal itself?
	if p.isMarshaler {
		m := structPointer_Interface(structp, p.stype).(Marshaler)
		data, err := m.Marshal()
		if err != nil && !state.shouldContinue(err, nil) {
			return err
		}
		o.buf = append(o.buf, p.tagcode...)
		o.EncodeRawBytes(data)
		return nil
	}

	o.buf = append(o.buf, p.tagcode...)
	return o.enc_len_struct(p.stype, p.sprop, structp, &state)
}

func size_struct_message(p *Properties, base structPointer) int {
	structp := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(structp) {
		return 0
	}

	// Can the object marshal itself?
	if p.isMarshaler {
		m := structPointer_Interface(structp, p.stype).(Marshaler)
		data, _ := m.Marshal()
		n0 := len(p.tagcode)
		n1 := sizeRawBytes(data)
		return n0 + n1
	}

	n0 := len(p.tagcode)
	n1 := size_struct(p.stype, p.sprop, structp)
	n2 := sizeVarint(uint64(n1)) // size of encoded length
	return n0 + n1 + n2
}

// Encode a group struct.
func (o *Buffer) enc_struct_group(p *Properties, base structPointer) error {
	var state errorState
	b := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(b) {
		return ErrNil
	}

	o.EncodeVarint(uint64((p.Tag << 3) | WireStartGroup))
	err := o.enc_struct(p.stype, p.sprop, b)
	if err != nil && !state.shouldContinue(err, nil) {
		return err
	}
	o.EncodeVarint(uint64((p.Tag << 3) | WireEndGroup))
	return state.err
}

func size_struct_group(p *Properties, base structPointer) (n int) {
	b := structPointer_GetStructPointer(base, p.field)
	if structPointer_IsNil(b) {
		return 0
	}

	n += sizeVarint(uint64((p.Tag << 3) | WireStartGroup))
	n += size_struct(p.stype, p.sprop, b)
	n += sizeVarint(uint64((p.Tag << 3) | WireEndGroup))
	return
}

// Encode a slice of bools ([]bool).
func (o *Buffer) enc_slice_bool(p *Properties, base structPointer) error {
	s := *structPointer_BoolSlice(base, p.field)
	l := len(s)
	if l == 0 {
		return ErrNil
	}
	for _, x := range s {
		o.buf = append(o.buf, p.tagcode...)
		v := uint64(0)
		if x {
			v = 1
		}
		p.valEnc(o, v)
	}
	return nil
}

func size_slice_bool(p *Properties, base structPointer) int {
	s := *structPointer_BoolSlice(base, p.field)
	l := len(s)
	if l == 0 {
		return 0
	}
	return l * (len(p.tagcode) + 1) // each bool takes exactly one byte
}

// Encode a slice of bools ([]bool) in packed format.
func (o *Buffer) enc_slice_packed_bool(p *Properties, base structPointer) error {
	s := *structPointer_BoolSlice(base, p.field)
	l := len(s)
	if l == 0 {
		return ErrNil
	}
	o.buf = append(o.buf, p.tagcode...)
	o.EncodeVarint(uint64(l)) // each bool takes exactly one byte
	for _, x := range s {
		v := uint64(0)
		if x {
			v = 1
		}
		p.valEnc(o, v)
	}
	return nil
}

func size_slice_packed_bool(p *Properties, base structPointer) (n int) {
	s := *structPointer_BoolSlice(base, p.field)
	l := len(s)
	if l == 0 {
		return 0
	}
	n += len(p.tagcode)
	n += sizeVarint(uint64(l))
	n += l // each bool takes exactly one byte
	return
}

// Encode a slice of bytes ([]byte).
func (o *Buffer) enc_slice_byte(p *Properties, base structPointer) error {
	s := *structPointer_Bytes(base, p.field)
	if s == nil {
		return ErrNil
	}
	o.buf = append(o.buf, p.tagcode...)
	o.EncodeRawBytes(s)
	return nil
}

func size_slice_byte(p *Properties, base structPointer) (n int) {
	s := *structPointer_Bytes(base, p.field)
	if s == nil {
		return 0
	}
	n += len(p.tagcode)
	n += sizeRawBytes(s)
	return
}

// Encode a slice of int32s ([]int32).
func (o *Buffer) enc_slice_int32(p *Properties, base structPointer) error {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	for i := 0; i < l; i++ {
		o.buf = append(o.buf, p.tagcode...)
		x := int32(s.Index(i)) // permit sign extension to use full 64-bit range
		p.valEnc(o, uint64(x))
	}
	return nil
}

func size_slice_int32(p *Properties, base structPointer) (n int) {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	for i := 0; i < l; i++ {
		n += len(p.tagcode)
		x := int32(s.Index(i)) // permit sign extension to use full 64-bit range
		n += p.valSize(uint64(x))
	}
	return
}

// Encode a slice of int32s ([]int32) in packed format.
func (o *Buffer) enc_slice_packed_int32(p *Properties, base structPointer) error {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	// TODO: Reuse a Buffer.
	buf := NewBuffer(nil)
	for i := 0; i < l; i++ {
		x := int32(s.Index(i)) // permit sign extension to use full 64-bit range
		p.valEnc(buf, uint64(x))
	}

	o.buf = append(o.buf, p.tagcode...)
	o.EncodeVarint(uint64(len(buf.buf)))
	o.buf = append(o.buf, buf.buf...)
	return nil
}

func size_slice_packed_int32(p *Properties, base structPointer) (n int) {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	var bufSize int
	for i := 0; i < l; i++ {
		x := int32(s.Index(i)) // permit sign extension to use full 64-bit range
		bufSize += p.valSize(uint64(x))
	}

	n += len(p.tagcode)
	n += sizeVarint(uint64(bufSize))
	n += bufSize
	return
}

// Encode a slice of uint32s ([]uint32).
// Exactly the same as int32, except for no sign extension.
func (o *Buffer) enc_slice_uint32(p *Properties, base structPointer) error {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	for i := 0; i < l; i++ {
		o.buf = append(o.buf, p.tagcode...)
		x := s.Index(i)
		p.valEnc(o, uint64(x))
	}
	return nil
}

func size_slice_uint32(p *Properties, base structPointer) (n int) {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	for i := 0; i < l; i++ {
		n += len(p.tagcode)
		x := s.Index(i)
		n += p.valSize(uint64(x))
	}
	return
}

// Encode a slice of uint32s ([]uint32) in packed format.
// Exactly the same as int32, except for no sign extension.
func (o *Buffer) enc_slice_packed_uint32(p *Properties, base structPointer) error {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	// TODO: Reuse a Buffer.
	buf := NewBuffer(nil)
	for i := 0; i < l; i++ {
		p.valEnc(buf, uint64(s.Index(i)))
	}

	o.buf = append(o.buf, p.tagcode...)
	o.EncodeVarint(uint64(len(buf.buf)))
	o.buf = append(o.buf, buf.buf...)
	return nil
}

func size_slice_packed_uint32(p *Properties, base structPointer) (n int) {
	s := structPointer_Word32Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	var bufSize int
	for i := 0; i < l; i++ {
		bufSize += p.valSize(uint64(s.Index(i)))
	}

	n += len(p.tagcode)
	n += sizeVarint(uint64(bufSize))
	n += bufSize
	return
}

// Encode a slice of int64s ([]int64).
func (o *Buffer) enc_slice_int64(p *Properties, base structPointer) error {
	s := structPointer_Word64Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	for i := 0; i < l; i++ {
		o.buf = append(o.buf, p.tagcode...)
		p.valEnc(o, s.Index(i))
	}
	return nil
}

func size_slice_int64(p *Properties, base structPointer) (n int) {
	s := structPointer_Word64Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	for i := 0; i < l; i++ {
		n += len(p.tagcode)
		n += p.valSize(s.Index(i))
	}
	return
}

// Encode a slice of int64s ([]int64) in packed format.
func (o *Buffer) enc_slice_packed_int64(p *Properties, base structPointer) error {
	s := structPointer_Word64Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return ErrNil
	}
	// TODO: Reuse a Buffer.
	buf := NewBuffer(nil)
	for i := 0; i < l; i++ {
		p.valEnc(buf, s.Index(i))
	}

	o.buf = append(o.buf, p.tagcode...)
	o.EncodeVarint(uint64(len(buf.buf)))
	o.buf = append(o.buf, buf.buf...)
	return nil
}

func size_slice_packed_int64(p *Properties, base structPointer) (n int) {
	s := structPointer_Word64Slice(base, p.field)
	l := s.Len()
	if l == 0 {
		return 0
	}
	var bufSize int
	for i := 0; i < l; i++ {
		bufSize += p.valSize(s.Index(i))
	}

	n += len(p.tagcode)
	n += sizeVarint(uint64(bufSize))
	n += bufSize
	return
}

// Encode a slice of slice of bytes ([][]byte).
func (o *Buffer) enc_slice_slice_byte(p *Properties, base structPointer) error {
	ss := *structPointer_BytesSlice(base, p.field)
	l := len(ss)
	if l == 0 {
		return ErrNil
	}
	for i := 0; i < l; i++ {
		o.buf = append(o.buf, p.tagcode...)
		o.EncodeRawBytes(ss[i])
	}
	return nil
}

func size_slice_slice_byte(p *Properties, base structPointer) (n int) {
	ss := *structPointer_BytesSlice(base, p.field)
	l := len(ss)
	if l == 0 {
		return 0
	}
	n += l * len(p.tagcode)
	for i := 0; i < l; i++ {
		n += sizeRawBytes(ss[i])
	}
	return
}

// Encode a slice of strings ([]string).
func (o *Buffer) enc_slice_string(p *Properties, base structPointer) error {
	ss := *structPointer_StringSlice(base, p.field)
	l := len(ss)
	for i := 0; i < l; i++ {
		o.buf = append(o.buf, p.tagcode...)
		o.EncodeStringBytes(ss[i])
	}
	return nil
}

func size_slice_string(p *Properties, base structPointer) (n int) {
	ss := *structPointer_StringSlice(base, p.field)
	l := len(ss)
	n += l * len(p.tagcode)
	for i := 0; i < l; i++ {
		n += sizeStringBytes(ss[i])
	}
	return
}

// Encode a slice of message structs ([]*struct).
func (o *Buffer) enc_slice_struct_message(p *Properties, base structPointer) error {
	var state errorState
	s := structPointer_StructPointerSlice(base, p.field)
	l := s.Len()

	for i := 0; i < l; i++ {
		structp := s.Index(i)
		if structPointer_IsNil(structp) {
			return ErrRepeatedHasNil
		}

		// Can the object marshal itself?
		if p.isMarshaler {
			m := structPointer_Interface(structp, p.stype).(Marshaler)
			data, err := m.Marshal()
			if err != nil && !state.shouldContinue(err, nil) {
				return err
			}
			o.buf = append(o.buf, p.tagcode...)
			o.EncodeRawBytes(data)
			continue
		}

		o.buf = append(o.buf, p.tagcode...)
		err := o.enc_len_struct(p.stype, p.sprop, structp, &state)
		if err != nil && !state.shouldContinue(err, nil) {
			if err == ErrNil {
				return ErrRepeatedHasNil
			}
			return err
		}
	}
	return state.err
}

func size_slice_struct_message(p *Properties, base structPointer) (n int) {
	s := structPointer_StructPointerSlice(base, p.field)
	l := s.Len()
	n += l * len(p.tagcode)
	for i := 0; i < l; i++ {
		structp := s.Index(i)
		if structPointer_IsNil(structp) {
			return // return the size up to this point
		}

		// Can the object marshal itself?
		if p.isMarshaler {
			m := structPointer_Interface(structp, p.stype).(Marshaler)
			data, _ := m.Marshal()
			n += len(p.tagcode)
			n += sizeRawBytes(data)
			continue
		}

		n0 := size_struct(p.stype, p.sprop, structp)
		n1 := sizeVarint(uint64(n0)) // size of encoded length
		n += n0 + n1
	}
	return
}

// Encode a slice of group structs ([]*struct).
func (o *Buffer) enc_slice_struct_group(p *Properties, base structPointer) error {
	var state errorState
	s := structPointer_StructPointerSlice(base, p.field)
	l := s.Len()

	for i := 0; i < l; i++ {
		b := s.Index(i)
		if structPointer_IsNil(b) {
			return ErrRepeatedHasNil
		}

		o.EncodeVarint(uint64((p.Tag << 3) | WireStartGroup))

		err := o.enc_struct(p.stype, p.sprop, b)

		if err != nil && !state.shouldContinue(err, nil) {
			if err == ErrNil {
				return ErrRepeatedHasNil
			}
			return err
		}

		o.EncodeVarint(uint64((p.Tag << 3) | WireEndGroup))
	}
	return state.err
}

func size_slice_struct_group(p *Properties, base structPointer) (n int) {
	s := structPointer_StructPointerSlice(base, p.field)
	l := s.Len()

	n += l * sizeVarint(uint64((p.Tag<<3)|WireStartGroup))
	n += l * sizeVarint(uint64((p.Tag<<3)|WireEndGroup))
	for i := 0; i < l; i++ {
		b := s.Index(i)
		if structPointer_IsNil(b) {
			return // return size up to this point
		}

		n += size_struct(p.stype, p.sprop, b)
	}
	return
}

// Encode an extension map.
func (o *Buffer) enc_map(p *Properties, base structPointer) error {
	v := *structPointer_ExtMap(base, p.field)
	if err := encodeExtensionMap(v); err != nil {
		return err
	}
	// Fast-path for common cases: zero or one extensions.
	if len(v) <= 1 {
		for _, e := range v {
			o.buf = append(o.buf, e.enc...)
		}
		return nil
	}

	// Sort keys to provide a deterministic encoding.
	keys := make([]int, 0, len(v))
	for k := range v {
		keys = append(keys, int(k))
	}
	sort.Ints(keys)

	for _, k := range keys {
		o.buf = append(o.buf, v[int32(k)].enc...)
	}
	return nil
}

func size_map(p *Properties, base structPointer) int {
	v := *structPointer_ExtMap(base, p.field)
	return sizeExtensionMap(v)
}

// Encode a struct.
func (o *Buffer) enc_struct(t reflect.Type, prop *StructProperties, base structPointer) error {
	var state errorState
	// Encode fields in tag order so that decoders may use optimizations
	// that depend on the ordering.
	// http://code.google.com/apis/protocolbuffers/docs/encoding.html#order
	for _, i := range prop.order {
		p := prop.Prop[i]
		if p.enc != nil {
			err := p.enc(o, p, base)
			if err != nil {
				if err == ErrNil {
					if p.Required && state.err == nil {
						state.err = &RequiredNotSetError{p.Name}
					}
				} else if !state.shouldContinue(err, p) {
					return err
				}
			}
		}
	}

	// Add unrecognized fields at the end.
	if prop.unrecField.IsValid() {
		v := *structPointer_Bytes(base, prop.unrecField)
		if len(v) > 0 {
			o.buf = append(o.buf, v...)
		}
	}

	return state.err
}

func size_struct(t reflect.Type, prop *StructProperties, base structPointer) (n int) {
	for _, i := range prop.order {
		p := prop.Prop[i]
		if p.size != nil {
			n += p.size(p, base)
		}
	}

	// Add unrecognized fields at the end.
	if prop.unrecField.IsValid() {
		v := *structPointer_Bytes(base, prop.unrecField)
		n += len(v)
	}

	return
}

var zeroes [20]byte // longer than any conceivable sizeVarint

// Encode a struct, preceded by its encoded length (as a varint).
func (o *Buffer) enc_len_struct(t reflect.Type, prop *StructProperties, base structPointer, state *errorState) error {
	iLen := len(o.buf)
	o.buf = append(o.buf, 0, 0, 0, 0) // reserve four bytes for length
	iMsg := len(o.buf)
	err := o.enc_struct(t, prop, base)
	if err != nil && !state.shouldContinue(err, nil) {
		return err
	}
	lMsg := len(o.buf) - iMsg
	lLen := sizeVarint(uint64(lMsg))
	switch x := lLen - (iMsg - iLen); {
	case x > 0: // actual length is x bytes larger than the space we reserved
		// Move msg x bytes right.
		o.buf = append(o.buf, zeroes[:x]...)
		copy(o.buf[iMsg+x:], o.buf[iMsg:iMsg+lMsg])
	case x < 0: // actual length is x bytes smaller than the space we reserved
		// Move msg x bytes left.
		copy(o.buf[iMsg+x:], o.buf[iMsg:iMsg+lMsg])
		o.buf = o.buf[:len(o.buf)+x] // x is negative
	}
	// Encode the length in the reserved space.
	o.buf = o.buf[:iLen]
	o.EncodeVarint(uint64(lMsg))
	o.buf = o.buf[:len(o.buf)+lMsg]
	return state.err
}

// errorState maintains the first error that occurs and updates that error
// with additional context.
type errorState struct {
	err error
}

// shouldContinue reports whether encoding should continue upon encountering the
// given error. If the error is RequiredNotSetError, shouldContinue returns true
// and, if this is the first appearance of that error, remembers it for future
// reporting.
//
// If prop is not nil, it may update any error with additional context about the
// field with the error.
func (s *errorState) shouldContinue(err error, prop *Properties) bool {
	// Ignore unset required fields.
	reqNotSet, ok := err.(*RequiredNotSetError)
	if !ok {
		return false
	}
	if s.err == nil {
		if prop != nil {
			err = &RequiredNotSetError{prop.Name + "." + reqNotSet.field}
		}
		s.err = err
	}
	return true
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2011 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// Protocol buffer comparison.
// TODO: MessageSet.

package proto

import (
	"bytes"
	"log"
	"reflect"
	"strings"
)

/*
Equal returns true iff protocol buffers a and b are equal.
The arguments must both be pointers to protocol buffer structs.

Equality is defined in this way:
  - Two messages are equal iff they are the same type,
    corresponding fields are equal, unknown field sets
    are equal, and extensions sets are equal.
  - Two set scalar fields are equal iff their values are equal.
    If the fields are of a floating-point type, remember that
    NaN != x for all x, including NaN.
  - Two repeated fields are equal iff their lengths are the same,
    and their corresponding elements are equal (a "bytes" field,
    although represented by []byte, is not a repeated field)
  - Two unset fields are equal.
  - Two unknown field sets are equal if their current
    encoded state is equal. (TODO)
  - Two extension sets are equal iff they have corresponding
    elements that are pairwise equal.
  - Every other combination of things are not equal.

The return value is undefined if a and b are not protocol buffers.
*/
func Equal(a, b Message) bool {
	if a == nil || b == nil {
		return a == b
	}
	v1, v2 := reflect.ValueOf(a), reflect.ValueOf(b)
	if v1.Type() != v2.Type() {
		return false
	}
	if v1.Kind() == reflect.Ptr {
		if v1.IsNil() {
			return v2.IsNil()
		}
		if v2.IsNil() {
			return false
		}
		v1, v2 = v1.Elem(), v2.Elem()
	}
	if v1.Kind() != reflect.Struct {
		return false
	}
	return equalStruct(v1, v2)
}

// v1 and v2 are known to have the same type.
func equalStruct(v1, v2 reflect.Value) bool {
	for i := 0; i < v1.NumField(); i++ {
		f := v1.Type().Field(i)
		if strings.HasPrefix(f.Name, "XXX_") {
			continue
		}
		f1, f2 := v1.Field(i), v2.Field(i)
		if f.Type.Kind() == reflect.Ptr {
			if n1, n2 := f1.IsNil(), f2.IsNil(); n1 && n2 {
				// both unset
				continue
			} else if n1 != n2 {
				// set/unset mismatch
				return false
			}
			b1, ok := f1.Interface().(raw)
			if ok {
				b2 := f2.Interface().(raw)
				// RawMessage
				if !bytes.Equal(b1.Bytes(), b2.Bytes()) {
					return false
				}
				continue
			}
			f1, f2 = f1.Elem(), f2.Elem()
		}
		if !equalAny(f1, f2) {
			return false
		}
	}

	if em1 := v1.FieldByName("XXX_extensions"); em1.IsValid() {
		em2 := v2.FieldByName("XXX_extensions")
		if !equalExtensions(v1.Type(), em1.Interface().(map[int32]Extension), em2.Interface().(map[int32]Extension)) {
			return false
		}
	}

	uf := v1.FieldByName("XXX_unrecognized")
	if !uf.IsValid() {
		return true
	}

	u1 := uf.Bytes()
	u2 := v2.FieldByName("XXX_unrecognized").Bytes()
	if !bytes.Equal(u1, u2) {
		return false
	}

	return true
}

// v1 and v2 are known to have the same type.
func equalAny(v1, v2 reflect.Value) bool {
	if v1.Type() == protoMessageType {
		m1, _ := v1.Interface().(Message)
		m2, _ := v2.Interface().(Message)
		return Equal(m1, m2)
	}
	switch v1.Kind() {
	case reflect.Bool:
		return v1.Bool() == v2.Bool()
	case reflect.Float32, reflect.Float64:
		return v1.Float() == v2.Float()
	case reflect.Int32, reflect.Int64:
		return v1.Int() == v2.Int()
	case reflect.Ptr:
		return equalAny(v1.Elem(), v2.Elem())
	case reflect.Slice:
		if v1.Type().Elem().Kind() == reflect.Uint8 {
			// short circuit: []byte
			if v1.IsNil() != v2.IsNil() {
				return false
			}
			return bytes.Equal(v1.Interface().([]byte), v2.Interface().([]byte))
		}

		if v1.Len() != v2.Len() {
			return false
		}
		for i := 0; i < v1.Len(); i++ {
			if !equalAny(v1.Index(i), v2.Index(i)) {
				return false
			}
		}
		return true
	case reflect.String:
		return v1.Interface().(string) == v2.Interface().(string)
	case reflect.Struct:
		return equalStruct(v1, v2)
	case reflect.Uint32, reflect.Uint64:
		return v1.Uint() == v2.Uint()
	}

	// unknown type, so not a protocol buffer
	log.Printf("proto: don't know how to compare %v", v1)
	return false
}

// base is the struct type that the extensions are based on.
// em1 and em2 are extension maps.
func equalExtensions(base reflect.Type, em1, em2 map[int32]Extension) bool {
	if len(em1) != len(em2) {
		return false
	}

	for extNum, e1 := range em1 {
		e2, ok := em2[extNum]
		if !ok {
			return false
		}

		m1, m2 := e1.value, e2.value

		if m1 != nil && m2 != nil {
			// Both are unencoded.
			if !equalAny(reflect.ValueOf(m1), reflect.ValueOf(m2)) {
				return false
			}
			continue
		}

		// At least one is encoded. To do a semantically correct comparison
		// we need to unmarshal them first.
		var desc *ExtensionDesc
		if m := extensionMaps[base]; m != nil {
			desc = m[extNum]
		}
		if desc == nil {
			log.Printf("proto: don't know how to compare extension %d of %v", extNum, base)
			continue
		}
		var err error
		if m1 == nil {
			m1, err = decodeExtension(e1.enc, desc)
		}
		if m2 == nil && err == nil {
			m2, err = decodeExtension(e2.enc, desc)
		}
		if err != nil {
			// The encoded form is invalid.
			log.Printf("proto: badly encoded extension %d of %v: %v", extNum, base, err)
			return false
		}
		if !equalAny(reflect.ValueOf(m1), reflect.ValueOf(m2)) {
			return false
		}
	}

	return true
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2011 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"testing"

	pb "./testdata"
	. "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

// Four identical base messages.
// The init function adds extensions to some of them.
var messageWithoutExtension = &pb.MyMessage{Count: Int32(7)}
var messageWithExtension1a = &pb.MyMessage{Count: Int32(7)}
var messageWithExtension1b = &pb.MyMessage{Count: Int32(7)}
var messageWithExtension2 = &pb.MyMessage{Count: Int32(7)}

// Two messages with non-message extensions.
var messageWithInt32Extension1 = &pb.MyMessage{Count: Int32(8)}
var messageWithInt32Extension2 = &pb.MyMessage{Count: Int32(8)}

func init() {
	ext1 := &pb.Ext{Data: String("Kirk")}
	ext2 := &pb.Ext{Data: String("Picard")}

	// messageWithExtension1a has ext1, but never marshals it.
	if err := SetExtension(messageWithExtension1a, pb.E_Ext_More, ext1); err != nil {
		panic("SetExtension on 1a failed: " + err.Error())
	}

	// messageWithExtension1b is the unmarshaled form of messageWithExtension1a.
	if err := SetExtension(messageWithExtension1b, pb.E_Ext_More, ext1); err != nil {
		panic("SetExtension on 1b failed: " + err.Error())
	}
	buf, err := Marshal(messageWithExtension1b)
	if err != nil {
		panic("Marshal of 1b failed: " + err.Error())
	}
	messageWithExtension1b.Reset()
	if err := Unmarshal(buf, messageWithExtension1b); err != nil {
		panic("Unmarshal of 1b failed: " + err.Error())
	}

	// messageWithExtension2 has ext2.
	if err := SetExtension(messageWithExtension2, pb.E_Ext_More, ext2); err != nil {
		panic("SetExtension on 2 failed: " + err.Error())
	}

	if err := SetExtension(messageWithInt32Extension1, pb.E_Ext_Number, Int32(23)); err != nil {
		panic("SetExtension on Int32-1 failed: " + err.Error())
	}
	if err := SetExtension(messageWithInt32Extension1, pb.E_Ext_Number, Int32(24)); err != nil {
		panic("SetExtension on Int32-2 failed: " + err.Error())
	}
}

var EqualTests = []struct {
	desc string
	a, b Message
	exp  bool
}{
	{"different types", &pb.GoEnum{}, &pb.GoTestField{}, false},
	{"equal empty", &pb.GoEnum{}, &pb.GoEnum{}, true},
	{"nil vs nil", nil, nil, true},
	{"typed nil vs typed nil", (*pb.GoEnum)(nil), (*pb.GoEnum)(nil), true},
	{"typed nil vs empty", (*pb.GoEnum)(nil), &pb.GoEnum{}, false},
	{"different typed nil", (*pb.GoEnum)(nil), (*pb.GoTestField)(nil), false},

	{"one set field, one unset field", &pb.GoTestField{Label: String("foo")}, &pb.GoTestField{}, false},
	{"one set field zero, one unset field", &pb.GoTest{Param: Int32(0)}, &pb.GoTest{}, false},
	{"different set fields", &pb.GoTestField{Label: String("foo")}, &pb.GoTestField{Label: String("bar")}, false},
	{"equal set", &pb.GoTestField{Label: String("foo")}, &pb.GoTestField{Label: String("foo")}, true},

	{"repeated, one set", &pb.GoTest{F_Int32Repeated: []int32{2, 3}}, &pb.GoTest{}, false},
	{"repeated, different length", &pb.GoTest{F_Int32Repeated: []int32{2, 3}}, &pb.GoTest{F_Int32Repeated: []int32{2}}, false},
	{"repeated, different value", &pb.GoTest{F_Int32Repeated: []int32{2}}, &pb.GoTest{F_Int32Repeated: []int32{3}}, false},
	{"repeated, equal", &pb.GoTest{F_Int32Repeated: []int32{2, 4}}, &pb.GoTest{F_Int32Repeated: []int32{2, 4}}, true},
	{"repeated, nil equal nil", &pb.GoTest{F_Int32Repeated: nil}, &pb.GoTest{F_Int32Repeated: nil}, true},
	{"repeated, nil equal empty", &pb.GoTest{F_Int32Repeated: nil}, &pb.GoTest{F_Int32Repeated: []int32{}}, true},
	{"repeated, empty equal nil", &pb.GoTest{F_Int32Repeated: []int32{}}, &pb.GoTest{F_Int32Repeated: nil}, true},

	{
		"nested, different",
		&pb.GoTest{RequiredField: &pb.GoTestField{Label: String("foo")}},
		&pb.GoTest{RequiredField: &pb.GoTestField{Label: String("bar")}},
		false,
	},
	{
		"nested, equal",
		&pb.GoTest{RequiredField: &pb.GoTestField{Label: String("wow")}},
		&pb.GoTest{RequiredField: &pb.GoTestField{Label: String("wow")}},
		true,
	},

	{"bytes", &pb.OtherMessage{Value: []byte("foo")}, &pb.OtherMessage{Value: []byte("foo")}, true},
	{"bytes, empty", &pb.OtherMessage{Value: []byte{}}, &pb.OtherMessage{Value: []byte{}}, true},
	{"bytes, empty vs nil", &pb.OtherMessage{Value: []byte{}}, &pb.OtherMessage{Value: nil}, false},
	{
		"repeated bytes",
		&pb.MyMessage{RepBytes: [][]byte{[]byte("sham"), []byte("wow")}},
		&pb.MyMessage{RepBytes: [][]byte{[]byte("sham"), []byte("wow")}},
		true,
	},

	{"extension vs. no extension", messageWithoutExtension, messageWithExtension1a, false},
	{"extension vs. same extension", messageWithExtension1a, messageWithExtension1b, true},
	{"extension vs. different extension", messageWithExtension1a, messageWithExtension2, false},

	{"int32 extension vs. itself", messageWithInt32Extension1, messageWithInt32Extension1, true},
	{"int32 extension vs. a different int32", messageWithInt32Extension1, messageWithInt32Extension2, false},

	{
		"message with group",
		&pb.MyMessage{
			Count: Int32(1),
			Somegroup: &pb.MyMessage_SomeGroup{
				GroupField: Int32(5),
			},
		},
		&pb.MyMessage{
			Count: Int32(1),
			Somegroup: &pb.MyMessage_SomeGroup{
				GroupField: Int32(5),
			},
		},
		true,
	},
}

func TestEqual(t *testing.T) {
	for _, tc := range EqualTests {
		if res := Equal(tc.a, tc.b); res != tc.exp {
			t.Errorf("%v: Equal(%v, %v) = %v, want %v", tc.desc, tc.a, tc.b, res, tc.exp)
		}
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

/*
 * Types and routines for supporting protocol buffer extensions.
 */

import (
	"errors"
	"reflect"
	"strconv"
	"sync"
)

// ErrMissingExtension is the error returned by GetExtension if the named extension is not in the message.
var ErrMissingExtension = errors.New("proto: missing extension")

// ExtensionRange represents a range of message extensions for a protocol buffer.
// Used in code generated by the protocol compiler.
type ExtensionRange struct {
	Start, End int32 // both inclusive
}

// extendableProto is an interface implemented by any protocol buffer that may be extended.
type extendableProto interface {
	Message
	ExtensionRangeArray() []ExtensionRange
	ExtensionMap() map[int32]Extension
}

var extendableProtoType = reflect.TypeOf((*extendableProto)(nil)).Elem()

// ExtensionDesc represents an extension specification.
// Used in generated code from the protocol compiler.
type ExtensionDesc struct {
	ExtendedType  Message     // nil pointer to the type that is being extended
	ExtensionType interface{} // nil pointer to the extension type
	Field         int32       // field number
	Name          string      // fully-qualified name of extension, for text formatting
	Tag           string      // protobuf tag style
}

func (ed *ExtensionDesc) repeated() bool {
	t := reflect.TypeOf(ed.ExtensionType)
	return t.Kind() == reflect.Slice && t.Elem().Kind() != reflect.Uint8
}

// Extension represents an extension in a message.
type Extension struct {
	// When an extension is stored in a message using SetExtension
	// only desc and value are set. When the message is marshaled
	// enc will be set to the encoded form of the message.
	//
	// When a message is unmarshaled and contains extensions, each
	// extension will have only enc set. When such an extension is
	// accessed using GetExtension (or GetExtensions) desc and value
	// will be set.
	desc  *ExtensionDesc
	value interface{}
	enc   []byte
}

// SetRawExtension is for testing only.
func SetRawExtension(base extendableProto, id int32, b []byte) {
	base.ExtensionMap()[id] = Extension{enc: b}
}

// isExtensionField returns true iff the given field number is in an extension range.
func isExtensionField(pb extendableProto, field int32) bool {
	for _, er := range pb.ExtensionRangeArray() {
		if er.Start <= field && field <= er.End {
			return true
		}
	}
	return false
}

// checkExtensionTypes checks that the given extension is valid for pb.
func checkExtensionTypes(pb extendableProto, extension *ExtensionDesc) error {
	// Check the extended type.
	if a, b := reflect.TypeOf(pb), reflect.TypeOf(extension.ExtendedType); a != b {
		return errors.New("proto: bad extended type; " + b.String() + " does not extend " + a.String())
	}
	// Check the range.
	if !isExtensionField(pb, extension.Field) {
		return errors.New("proto: bad extension number; not in declared ranges")
	}
	return nil
}

// extPropKey is sufficient to uniquely identify an extension.
type extPropKey struct {
	base  reflect.Type
	field int32
}

var extProp = struct {
	sync.RWMutex
	m map[extPropKey]*Properties
}{
	m: make(map[extPropKey]*Properties),
}

func extensionProperties(ed *ExtensionDesc) *Properties {
	key := extPropKey{base: reflect.TypeOf(ed.ExtendedType), field: ed.Field}

	extProp.RLock()
	if prop, ok := extProp.m[key]; ok {
		extProp.RUnlock()
		return prop
	}
	extProp.RUnlock()

	extProp.Lock()
	defer extProp.Unlock()
	// Check again.
	if prop, ok := extProp.m[key]; ok {
		return prop
	}

	prop := new(Properties)
	prop.Init(reflect.TypeOf(ed.ExtensionType), "unknown_name", ed.Tag, nil)
	extProp.m[key] = prop
	return prop
}

// encodeExtensionMap encodes any unmarshaled (unencoded) extensions in m.
func encodeExtensionMap(m map[int32]Extension) error {
	for k, e := range m {
		if e.value == nil || e.desc == nil {
			// Extension is only in its encoded form.
			continue
		}

		// We don't skip extensions that have an encoded form set,
		// because the extension value may have been mutated after
		// the last time this function was called.

		et := reflect.TypeOf(e.desc.ExtensionType)
		props := extensionProperties(e.desc)

		p := NewBuffer(nil)
		// If e.value has type T, the encoder expects a *struct{ X T }.
		// Pass a *T with a zero field and hope it all works out.
		x := reflect.New(et)
		x.Elem().Set(reflect.ValueOf(e.value))
		if err := props.enc(p, props, toStructPointer(x)); err != nil {
			return err
		}
		e.enc = p.buf
		m[k] = e
	}
	return nil
}

func sizeExtensionMap(m map[int32]Extension) (n int) {
	for _, e := range m {
		if e.value == nil || e.desc == nil {
			// Extension is only in its encoded form.
			n += len(e.enc)
			continue
		}

		// We don't skip extensions that have an encoded form set,
		// because the extension value may have been mutated after
		// the last time this function was called.

		et := reflect.TypeOf(e.desc.ExtensionType)
		props := extensionProperties(e.desc)

		// If e.value has type T, the encoder expects a *struct{ X T }.
		// Pass a *T with a zero field and hope it all works out.
		x := reflect.New(et)
		x.Elem().Set(reflect.ValueOf(e.value))
		n += props.size(props, toStructPointer(x))
	}
	return
}

// HasExtension returns whether the given extension is present in pb.
func HasExtension(pb extendableProto, extension *ExtensionDesc) bool {
	// TODO: Check types, field numbers, etc.?
	_, ok := pb.ExtensionMap()[extension.Field]
	return ok
}

// ClearExtension removes the given extension from pb.
func ClearExtension(pb extendableProto, extension *ExtensionDesc) {
	// TODO: Check types, field numbers, etc.?
	delete(pb.ExtensionMap(), extension.Field)
}

// GetExtension parses and returns the given extension of pb.
// If the extension is not present it returns ErrMissingExtension.
func GetExtension(pb extendableProto, extension *ExtensionDesc) (interface{}, error) {
	if err := checkExtensionTypes(pb, extension); err != nil {
		return nil, err
	}

	e, ok := pb.ExtensionMap()[extension.Field]
	if !ok {
		return nil, ErrMissingExtension
	}
	if e.value != nil {
		// Already decoded. Check the descriptor, though.
		if e.desc != extension {
			// This shouldn't happen. If it does, it means that
			// GetExtension was called twice with two different
			// descriptors with the same field number.
			return nil, errors.New("proto: descriptor conflict")
		}
		return e.value, nil
	}

	v, err := decodeExtension(e.enc, extension)
	if err != nil {
		return nil, err
	}

	// Remember the decoded version and drop the encoded version.
	// That way it is safe to mutate what we return.
	e.value = v
	e.desc = extension
	e.enc = nil
	return e.value, nil
}

// decodeExtension decodes an extension encoded in b.
func decodeExtension(b []byte, extension *ExtensionDesc) (interface{}, error) {
	o := NewBuffer(b)

	t := reflect.TypeOf(extension.ExtensionType)
	rep := extension.repeated()

	props := extensionProperties(extension)

	// t is a pointer to a struct, pointer to basic type or a slice.
	// Allocate a "field" to store the pointer/slice itself; the
	// pointer/slice will be stored here. We pass
	// the address of this field to props.dec.
	// This passes a zero field and a *t and lets props.dec
	// interpret it as a *struct{ x t }.
	value := reflect.New(t).Elem()

	for {
		// Discard wire type and field number varint. It isn't needed.
		if _, err := o.DecodeVarint(); err != nil {
			return nil, err
		}

		if err := props.dec(o, props, toStructPointer(value.Addr())); err != nil {
			return nil, err
		}

		if !rep || o.index >= len(o.buf) {
			break
		}
	}
	return value.Interface(), nil
}

// GetExtensions returns a slice of the extensions present in pb that are also listed in es.
// The returned slice has the same length as es; missing extensions will appear as nil elements.
func GetExtensions(pb Message, es []*ExtensionDesc) (extensions []interface{}, err error) {
	epb, ok := pb.(extendableProto)
	if !ok {
		err = errors.New("proto: not an extendable proto")
		return
	}
	extensions = make([]interface{}, len(es))
	for i, e := range es {
		extensions[i], err = GetExtension(epb, e)
		if err == ErrMissingExtension {
			err = nil
		}
		if err != nil {
			return
		}
	}
	return
}

// SetExtension sets the specified extension of pb to the specified value.
func SetExtension(pb extendableProto, extension *ExtensionDesc, value interface{}) error {
	if err := checkExtensionTypes(pb, extension); err != nil {
		return err
	}
	typ := reflect.TypeOf(extension.ExtensionType)
	if typ != reflect.TypeOf(value) {
		return errors.New("proto: bad extension value type")
	}

	pb.ExtensionMap()[extension.Field] = Extension{desc: extension, value: value}
	return nil
}

// A global registry of extensions.
// The generated code will register the generated descriptors by calling RegisterExtension.

var extensionMaps = make(map[reflect.Type]map[int32]*ExtensionDesc)

// RegisterExtension is called from the generated code.
func RegisterExtension(desc *ExtensionDesc) {
	st := reflect.TypeOf(desc.ExtendedType).Elem()
	m := extensionMaps[st]
	if m == nil {
		m = make(map[int32]*ExtensionDesc)
		extensionMaps[st] = m
	}
	if _, ok := m[desc.Field]; ok {
		panic("proto: duplicate extension registered: " + st.String() + " " + strconv.Itoa(int(desc.Field)))
	}
	m[desc.Field] = desc
}

// RegisteredExtensions returns a map of the registered extensions of a
// protocol buffer struct, indexed by the extension number.
// The argument pb should be a nil pointer to the struct type.
func RegisteredExtensions(pb Message) map[int32]*ExtensionDesc {
	return extensionMaps[reflect.TypeOf(pb).Elem()]
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2014 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"testing"

	pb "./testdata"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

func TestGetExtensionsWithMissingExtensions(t *testing.T) {
	msg := &pb.MyMessage{}
	ext1 := &pb.Ext{}
	if err := proto.SetExtension(msg, pb.E_Ext_More, ext1); err != nil {
		t.Fatalf("Could not set ext1: %s", ext1)
	}
	exts, err := proto.GetExtensions(msg, []*proto.ExtensionDesc{
		pb.E_Ext_More,
		pb.E_Ext_Text,
	})
	if err != nil {
		t.Fatalf("GetExtensions() failed: %s", err)
	}
	if exts[0] != ext1 {
		t.Errorf("ext1 not in returned extensions: %T %v", exts[0], exts[0])
	}
	if exts[1] != nil {
		t.Errorf("ext2 in returned extensions: %T %v", exts[1], exts[1])
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

/*
	Package proto converts data structures to and from the wire format of
	protocol buffers.  It works in concert with the Go source code generated
	for .proto files by the protocol compiler.

	A summary of the properties of the protocol buffer interface
	for a protocol buffer variable v:

	  - Names are turned from camel_case to CamelCase for export.
	  - There are no methods on v to set fields; just treat
	  	them as structure fields.
	  - There are getters that return a field's value if set,
		and return the field's default value if unset.
		The getters work even if the receiver is a nil message.
	  - The zero value for a struct is its correct initialization state.
		All desired fields must be set before marshaling.
	  - A Reset() method will restore a protobuf struct to its zero state.
	  - Non-repeated fields are pointers to the values; nil means unset.
		That is, optional or required field int32 f becomes F *int32.
	  - Repeated fields are slices.
	  - Helper functions are available to aid the setting of fields.
		Helpers for getting values are superseded by the
		GetFoo methods and their use is deprecated.
			msg.Foo = proto.String("hello") // set field
	  - Constants are defined to hold the default values of all fields that
		have them.  They have the form Default_StructName_FieldName.
		Because the getter methods handle defaulted values,
		direct use of these constants should be rare.
	  - Enums are given type names and maps from names to values.
		Enum values are prefixed with the enum's type name. Enum types have
		a String method, and a Enum method to assist in message construction.
	  - Nested groups and enums have type names prefixed with the name of
	  	the surrounding message type.
	  - Extensions are given descriptor names that start with E_,
		followed by an underscore-delimited list of the nested messages
		that contain it (if any) followed by the CamelCased name of the
		extension field itself.  HasExtension, ClearExtension, GetExtension
		and SetExtension are functions for manipulating extensions.
	  - Marshal and Unmarshal are functions to encode and decode the wire format.

	The simplest way to describe this is to see an example.
	Given file test.proto, containing

		package example;

		enum FOO { X = 17; };

		message Test {
		  required string label = 1;
		  optional int32 type = 2 [default=77];
		  repeated int64 reps = 3;
		  optional group OptionalGroup = 4 {
		    required string RequiredField = 5;
		  }
		}

	The resulting file, test.pb.go, is:

		package example

		import "code.google.com/p/goprotobuf/proto"

		type FOO int32
		const (
			FOO_X FOO = 17
		)
		var FOO_name = map[int32]string{
			17: "X",
		}
		var FOO_value = map[string]int32{
			"X": 17,
		}

		func (x FOO) Enum() *FOO {
			p := new(FOO)
			*p = x
			return p
		}
		func (x FOO) String() string {
			return proto.EnumName(FOO_name, int32(x))
		}

		type Test struct {
			Label            *string             `protobuf:"bytes,1,req,name=label" json:"label,omitempty"`
			Type             *int32              `protobuf:"varint,2,opt,name=type,def=77" json:"type,omitempty"`
			Reps             []int64             `protobuf:"varint,3,rep,name=reps" json:"reps,omitempty"`
			Optionalgroup    *Test_OptionalGroup `protobuf:"group,4,opt,name=OptionalGroup" json:"optionalgroup,omitempty"`
			XXX_unrecognized []byte              `json:"-"`
		}
		func (this *Test) Reset()         { *this = Test{} }
		func (this *Test) String() string { return proto.CompactTextString(this) }
		const Default_Test_Type int32 = 77

		func (this *Test) GetLabel() string {
			if this != nil && this.Label != nil {
				return *this.Label
			}
			return ""
		}

		func (this *Test) GetType() int32 {
			if this != nil && this.Type != nil {
				return *this.Type
			}
			return Default_Test_Type
		}

		func (this *Test) GetOptionalgroup() *Test_OptionalGroup {
			if this != nil {
				return this.Optionalgroup
			}
			return nil
		}

		type Test_OptionalGroup struct {
			RequiredField    *string `protobuf:"bytes,5,req" json:"RequiredField,omitempty"`
			XXX_unrecognized []byte  `json:"-"`
		}
		func (this *Test_OptionalGroup) Reset()         { *this = Test_OptionalGroup{} }
		func (this *Test_OptionalGroup) String() string { return proto.CompactTextString(this) }

		func (this *Test_OptionalGroup) GetRequiredField() string {
			if this != nil && this.RequiredField != nil {
				return *this.RequiredField
			}
			return ""
		}

		func init() {
			proto.RegisterEnum("example.FOO", FOO_name, FOO_value)
		}

	To create and play with a Test object:

		package main

		import (
			"log"

			"code.google.com/p/goprotobuf/proto"
			"./example.pb"
		)

		func main() {
			test := &example.Test{
				Label: proto.String("hello"),
				Type:  proto.Int32(17),
				Optionalgroup: &example.Test_OptionalGroup{
					RequiredField: proto.String("good bye"),
				},
			}
			data, err := proto.Marshal(test)
			if err != nil {
				log.Fatal("marshaling error: ", err)
			}
			newTest := new(example.Test)
			err = proto.Unmarshal(data, newTest)
			if err != nil {
				log.Fatal("unmarshaling error: ", err)
			}
			// Now test and newTest contain the same data.
			if test.GetLabel() != newTest.GetLabel() {
				log.Fatalf("data mismatch %q != %q", test.GetLabel(), newTest.GetLabel())
			}
			// etc.
		}
*/
package proto

import (
	"encoding/json"
	"fmt"
	"log"
	"reflect"
	"strconv"
	"sync"
)

// Message is implemented by generated protocol buffer messages.
type Message interface {
	Reset()
	String() string
	ProtoMessage()
}

// Stats records allocation details about the protocol buffer encoders
// and decoders.  Useful for tuning the library itself.
type Stats struct {
	Emalloc uint64 // mallocs in encode
	Dmalloc uint64 // mallocs in decode
	Encode  uint64 // number of encodes
	Decode  uint64 // number of decodes
	Chit    uint64 // number of cache hits
	Cmiss   uint64 // number of cache misses
	Size    uint64 // number of sizes
}

// Set to true to enable stats collection.
const collectStats = false

var stats Stats

// GetStats returns a copy of the global Stats structure.
func GetStats() Stats { return stats }

// A Buffer is a buffer manager for marshaling and unmarshaling
// protocol buffers.  It may be reused between invocations to
// reduce memory usage.  It is not necessary to use a Buffer;
// the global functions Marshal and Unmarshal create a
// temporary Buffer and are fine for most applications.
type Buffer struct {
	buf   []byte // encode/decode byte stream
	index int    // write point

	// pools of basic types to amortize allocation.
	bools   []bool
	uint32s []uint32
	uint64s []uint64

	// extra pools, only used with pointer_reflect.go
	int32s   []int32
	int64s   []int64
	float32s []float32
	float64s []float64
}

// NewBuffer allocates a new Buffer and initializes its internal data to
// the contents of the argument slice.
func NewBuffer(e []byte) *Buffer {
	return &Buffer{buf: e}
}

// Reset resets the Buffer, ready for marshaling a new protocol buffer.
func (p *Buffer) Reset() {
	p.buf = p.buf[0:0] // for reading/writing
	p.index = 0        // for reading
}

// SetBuf replaces the internal buffer with the slice,
// ready for unmarshaling the contents of the slice.
func (p *Buffer) SetBuf(s []byte) {
	p.buf = s
	p.index = 0
}

// Bytes returns the contents of the Buffer.
func (p *Buffer) Bytes() []byte { return p.buf }

/*
 * Helper routines for simplifying the creation of optional fields of basic type.
 */

// Bool is a helper routine that allocates a new bool value
// to store v and returns a pointer to it.
func Bool(v bool) *bool {
	return &v
}

// Int32 is a helper routine that allocates a new int32 value
// to store v and returns a pointer to it.
func Int32(v int32) *int32 {
	return &v
}

// Int is a helper routine that allocates a new int32 value
// to store v and returns a pointer to it, but unlike Int32
// its argument value is an int.
func Int(v int) *int32 {
	p := new(int32)
	*p = int32(v)
	return p
}

// Int64 is a helper routine that allocates a new int64 value
// to store v and returns a pointer to it.
func Int64(v int64) *int64 {
	return &v
}

// Float32 is a helper routine that allocates a new float32 value
// to store v and returns a pointer to it.
func Float32(v float32) *float32 {
	return &v
}

// Float64 is a helper routine that allocates a new float64 value
// to store v and returns a pointer to it.
func Float64(v float64) *float64 {
	return &v
}

// Uint32 is a helper routine that allocates a new uint32 value
// to store v and returns a pointer to it.
func Uint32(v uint32) *uint32 {
	p := new(uint32)
	*p = v
	return p
}

// Uint64 is a helper routine that allocates a new uint64 value
// to store v and returns a pointer to it.
func Uint64(v uint64) *uint64 {
	return &v
}

// String is a helper routine that allocates a new string value
// to store v and returns a pointer to it.
func String(v string) *string {
	return &v
}

// EnumName is a helper function to simplify printing protocol buffer enums
// by name.  Given an enum map and a value, it returns a useful string.
func EnumName(m map[int32]string, v int32) string {
	s, ok := m[v]
	if ok {
		return s
	}
	return strconv.Itoa(int(v))
}

// UnmarshalJSONEnum is a helper function to simplify recovering enum int values
// from their JSON-encoded representation. Given a map from the enum's symbolic
// names to its int values, and a byte buffer containing the JSON-encoded
// value, it returns an int32 that can be cast to the enum type by the caller.
//
// The function can deal with both JSON representations, numeric and symbolic.
func UnmarshalJSONEnum(m map[string]int32, data []byte, enumName string) (int32, error) {
	if data[0] == '"' {
		// New style: enums are strings.
		var repr string
		if err := json.Unmarshal(data, &repr); err != nil {
			return -1, err
		}
		val, ok := m[repr]
		if !ok {
			return 0, fmt.Errorf("unrecognized enum %s value %q", enumName, repr)
		}
		return val, nil
	}
	// Old style: enums are ints.
	var val int32
	if err := json.Unmarshal(data, &val); err != nil {
		return 0, fmt.Errorf("cannot unmarshal %#q into enum %s", data, enumName)
	}
	return val, nil
}

// DebugPrint dumps the encoded data in b in a debugging format with a header
// including the string s. Used in testing but made available for general debugging.
func (o *Buffer) DebugPrint(s string, b []byte) {
	var u uint64

	obuf := o.buf
	index := o.index
	o.buf = b
	o.index = 0
	depth := 0

	fmt.Printf("\n--- %s ---\n", s)

out:
	for {
		for i := 0; i < depth; i++ {
			fmt.Print("  ")
		}

		index := o.index
		if index == len(o.buf) {
			break
		}

		op, err := o.DecodeVarint()
		if err != nil {
			fmt.Printf("%3d: fetching op err %v\n", index, err)
			break out
		}
		tag := op >> 3
		wire := op & 7

		switch wire {
		default:
			fmt.Printf("%3d: t=%3d unknown wire=%d\n",
				index, tag, wire)
			break out

		case WireBytes:
			var r []byte

			r, err = o.DecodeRawBytes(false)
			if err != nil {
				break out
			}
			fmt.Printf("%3d: t=%3d bytes [%d]", index, tag, len(r))
			if len(r) <= 6 {
				for i := 0; i < len(r); i++ {
					fmt.Printf(" %.2x", r[i])
				}
			} else {
				for i := 0; i < 3; i++ {
					fmt.Printf(" %.2x", r[i])
				}
				fmt.Printf(" ..")
				for i := len(r) - 3; i < len(r); i++ {
					fmt.Printf(" %.2x", r[i])
				}
			}
			fmt.Printf("\n")

		case WireFixed32:
			u, err = o.DecodeFixed32()
			if err != nil {
				fmt.Printf("%3d: t=%3d fix32 err %v\n", index, tag, err)
				break out
			}
			fmt.Printf("%3d: t=%3d fix32 %d\n", index, tag, u)

		case WireFixed64:
			u, err = o.DecodeFixed64()
			if err != nil {
				fmt.Printf("%3d: t=%3d fix64 err %v\n", index, tag, err)
				break out
			}
			fmt.Printf("%3d: t=%3d fix64 %d\n", index, tag, u)
			break

		case WireVarint:
			u, err = o.DecodeVarint()
			if err != nil {
				fmt.Printf("%3d: t=%3d varint err %v\n", index, tag, err)
				break out
			}
			fmt.Printf("%3d: t=%3d varint %d\n", index, tag, u)

		case WireStartGroup:
			if err != nil {
				fmt.Printf("%3d: t=%3d start err %v\n", index, tag, err)
				break out
			}
			fmt.Printf("%3d: t=%3d start\n", index, tag)
			depth++

		case WireEndGroup:
			depth--
			if err != nil {
				fmt.Printf("%3d: t=%3d end err %v\n", index, tag, err)
				break out
			}
			fmt.Printf("%3d: t=%3d end\n", index, tag)
		}
	}

	if depth != 0 {
		fmt.Printf("%3d: start-end not balanced %d\n", o.index, depth)
	}
	fmt.Printf("\n")

	o.buf = obuf
	o.index = index
}

// SetDefaults sets unset protocol buffer fields to their default values.
// It only modifies fields that are both unset and have defined defaults.
// It recursively sets default values in any non-nil sub-messages.
func SetDefaults(pb Message) {
	setDefaults(reflect.ValueOf(pb), true, false)
}

// v is a pointer to a struct.
func setDefaults(v reflect.Value, recur, zeros bool) {
	v = v.Elem()

	defaultMu.RLock()
	dm, ok := defaults[v.Type()]
	defaultMu.RUnlock()
	if !ok {
		dm = buildDefaultMessage(v.Type())
		defaultMu.Lock()
		defaults[v.Type()] = dm
		defaultMu.Unlock()
	}

	for _, sf := range dm.scalars {
		f := v.Field(sf.index)
		if !f.IsNil() {
			// field already set
			continue
		}
		dv := sf.value
		if dv == nil && !zeros {
			// no explicit default, and don't want to set zeros
			continue
		}
		fptr := f.Addr().Interface() // **T
		// TODO: Consider batching the allocations we do here.
		switch sf.kind {
		case reflect.Bool:
			b := new(bool)
			if dv != nil {
				*b = dv.(bool)
			}
			*(fptr.(**bool)) = b
		case reflect.Float32:
			f := new(float32)
			if dv != nil {
				*f = dv.(float32)
			}
			*(fptr.(**float32)) = f
		case reflect.Float64:
			f := new(float64)
			if dv != nil {
				*f = dv.(float64)
			}
			*(fptr.(**float64)) = f
		case reflect.Int32:
			// might be an enum
			if ft := f.Type(); ft != int32PtrType {
				// enum
				f.Set(reflect.New(ft.Elem()))
				if dv != nil {
					f.Elem().SetInt(int64(dv.(int32)))
				}
			} else {
				// int32 field
				i := new(int32)
				if dv != nil {
					*i = dv.(int32)
				}
				*(fptr.(**int32)) = i
			}
		case reflect.Int64:
			i := new(int64)
			if dv != nil {
				*i = dv.(int64)
			}
			*(fptr.(**int64)) = i
		case reflect.String:
			s := new(string)
			if dv != nil {
				*s = dv.(string)
			}
			*(fptr.(**string)) = s
		case reflect.Uint8:
			// exceptional case: []byte
			var b []byte
			if dv != nil {
				db := dv.([]byte)
				b = make([]byte, len(db))
				copy(b, db)
			} else {
				b = []byte{}
			}
			*(fptr.(*[]byte)) = b
		case reflect.Uint32:
			u := new(uint32)
			if dv != nil {
				*u = dv.(uint32)
			}
			*(fptr.(**uint32)) = u
		case reflect.Uint64:
			u := new(uint64)
			if dv != nil {
				*u = dv.(uint64)
			}
			*(fptr.(**uint64)) = u
		default:
			log.Printf("proto: can't set default for field %v (sf.kind=%v)", f, sf.kind)
		}
	}

	for _, ni := range dm.nested {
		f := v.Field(ni)
		if f.IsNil() {
			continue
		}
		// f is *T or []*T
		if f.Kind() == reflect.Ptr {
			setDefaults(f, recur, zeros)
		} else {
			for i := 0; i < f.Len(); i++ {
				e := f.Index(i)
				if e.IsNil() {
					continue
				}
				setDefaults(e, recur, zeros)
			}
		}
	}
}

var (
	// defaults maps a protocol buffer struct type to a slice of the fields,
	// with its scalar fields set to their proto-declared non-zero default values.
	defaultMu sync.RWMutex
	defaults  = make(map[reflect.Type]defaultMessage)

	int32PtrType = reflect.TypeOf((*int32)(nil))
)

// defaultMessage represents information about the default values of a message.
type defaultMessage struct {
	scalars []scalarField
	nested  []int // struct field index of nested messages
}

type scalarField struct {
	index int          // struct field index
	kind  reflect.Kind // element type (the T in *T or []T)
	value interface{}  // the proto-declared default value, or nil
}

func ptrToStruct(t reflect.Type) bool {
	return t.Kind() == reflect.Ptr && t.Elem().Kind() == reflect.Struct
}

// t is a struct type.
func buildDefaultMessage(t reflect.Type) (dm defaultMessage) {
	sprop := GetProperties(t)
	for _, prop := range sprop.Prop {
		fi, ok := sprop.decoderTags.get(prop.Tag)
		if !ok {
			// XXX_unrecognized
			continue
		}
		ft := t.Field(fi).Type

		// nested messages
		if ptrToStruct(ft) || (ft.Kind() == reflect.Slice && ptrToStruct(ft.Elem())) {
			dm.nested = append(dm.nested, fi)
			continue
		}

		sf := scalarField{
			index: fi,
			kind:  ft.Elem().Kind(),
		}

		// scalar fields without defaults
		if !prop.HasDefault {
			dm.scalars = append(dm.scalars, sf)
			continue
		}

		// a scalar field: either *T or []byte
		switch ft.Elem().Kind() {
		case reflect.Bool:
			x, err := strconv.ParseBool(prop.Default)
			if err != nil {
				log.Printf("proto: bad default bool %q: %v", prop.Default, err)
				continue
			}
			sf.value = x
		case reflect.Float32:
			x, err := strconv.ParseFloat(prop.Default, 32)
			if err != nil {
				log.Printf("proto: bad default float32 %q: %v", prop.Default, err)
				continue
			}
			sf.value = float32(x)
		case reflect.Float64:
			x, err := strconv.ParseFloat(prop.Default, 64)
			if err != nil {
				log.Printf("proto: bad default float64 %q: %v", prop.Default, err)
				continue
			}
			sf.value = x
		case reflect.Int32:
			x, err := strconv.ParseInt(prop.Default, 10, 32)
			if err != nil {
				log.Printf("proto: bad default int32 %q: %v", prop.Default, err)
				continue
			}
			sf.value = int32(x)
		case reflect.Int64:
			x, err := strconv.ParseInt(prop.Default, 10, 64)
			if err != nil {
				log.Printf("proto: bad default int64 %q: %v", prop.Default, err)
				continue
			}
			sf.value = x
		case reflect.String:
			sf.value = prop.Default
		case reflect.Uint8:
			// []byte (not *uint8)
			sf.value = []byte(prop.Default)
		case reflect.Uint32:
			x, err := strconv.ParseUint(prop.Default, 10, 32)
			if err != nil {
				log.Printf("proto: bad default uint32 %q: %v", prop.Default, err)
				continue
			}
			sf.value = uint32(x)
		case reflect.Uint64:
			x, err := strconv.ParseUint(prop.Default, 10, 64)
			if err != nil {
				log.Printf("proto: bad default uint64 %q: %v", prop.Default, err)
				continue
			}
			sf.value = x
		default:
			log.Printf("proto: unhandled def kind %v", ft.Elem().Kind())
			continue
		}

		dm.scalars = append(dm.scalars, sf)
	}

	return dm
}
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# Go support for Protocol Buffers - Google's data interchange format
#
# Copyright 2010 The Go Authors.  All rights reserved.
# http://code.google.com/p/goprotobuf/
#
# Redistribution and use in source and binary forms, with or without
# modification, are permitted provided that the following conditions are
# met:
#
#     * Redistributions of source code must retain the above copyright
# notice, this list of conditions and the following disclaimer.
#     * Redistributions in binary form must reproduce the above
# copyright notice, this list of conditions and the following disclaimer
# in the documentation and/or other materials provided with the
# distribution.
#     * Neither the name of Google Inc. nor the names of its
# contributors may be used to endorse or promote products derived from
# this software without specific prior written permission.
#
# THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
# "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
# LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
# A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
# OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
# SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
# LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
# DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
# THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
# (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
# OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

install:
	go install

test: install generate-test-pbs
	go test


generate-test-pbs:
	make install && cd testdata && make
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

/*
 * Support for message sets.
 */

import (
	"bytes"
	"encoding/json"
	"errors"
	"fmt"
	"reflect"
	"sort"
)

// ErrNoMessageTypeId occurs when a protocol buffer does not have a message type ID.
// A message type ID is required for storing a protocol buffer in a message set.
var ErrNoMessageTypeId = errors.New("proto does not have a message type ID")

// The first two types (_MessageSet_Item and MessageSet)
// model what the protocol compiler produces for the following protocol message:
//   message MessageSet {
//     repeated group Item = 1 {
//       required int32 type_id = 2;
//       required string message = 3;
//     };
//   }
// That is the MessageSet wire format. We can't use a proto to generate these
// because that would introduce a circular dependency between it and this package.
//
// When a proto1 proto has a field that looks like:
//   optional message<MessageSet> info = 3;
// the protocol compiler produces a field in the generated struct that looks like:
//   Info *_proto_.MessageSet  `protobuf:"bytes,3,opt,name=info"`
// The package is automatically inserted so there is no need for that proto file to
// import this package.

type _MessageSet_Item struct {
	TypeId  *int32 `protobuf:"varint,2,req,name=type_id"`
	Message []byte `protobuf:"bytes,3,req,name=message"`
}

type MessageSet struct {
	Item             []*_MessageSet_Item `protobuf:"group,1,rep"`
	XXX_unrecognized []byte
	// TODO: caching?
}

// Make sure MessageSet is a Message.
var _ Message = (*MessageSet)(nil)

// messageTypeIder is an interface satisfied by a protocol buffer type
// that may be stored in a MessageSet.
type messageTypeIder interface {
	MessageTypeId() int32
}

func (ms *MessageSet) find(pb Message) *_MessageSet_Item {
	mti, ok := pb.(messageTypeIder)
	if !ok {
		return nil
	}
	id := mti.MessageTypeId()
	for _, item := range ms.Item {
		if *item.TypeId == id {
			return item
		}
	}
	return nil
}

func (ms *MessageSet) Has(pb Message) bool {
	if ms.find(pb) != nil {
		return true
	}
	return false
}

func (ms *MessageSet) Unmarshal(pb Message) error {
	if item := ms.find(pb); item != nil {
		return Unmarshal(item.Message, pb)
	}
	if _, ok := pb.(messageTypeIder); !ok {
		return ErrNoMessageTypeId
	}
	return nil // TODO: return error instead?
}

func (ms *MessageSet) Marshal(pb Message) error {
	msg, err := Marshal(pb)
	if err != nil {
		return err
	}
	if item := ms.find(pb); item != nil {
		// reuse existing item
		item.Message = msg
		return nil
	}

	mti, ok := pb.(messageTypeIder)
	if !ok {
		return ErrNoMessageTypeId
	}

	mtid := mti.MessageTypeId()
	ms.Item = append(ms.Item, &_MessageSet_Item{
		TypeId:  &mtid,
		Message: msg,
	})
	return nil
}

func (ms *MessageSet) Reset()         { *ms = MessageSet{} }
func (ms *MessageSet) String() string { return CompactTextString(ms) }
func (*MessageSet) ProtoMessage()     {}

// Support for the message_set_wire_format message option.

func skipVarint(buf []byte) []byte {
	i := 0
	for ; buf[i]&0x80 != 0; i++ {
	}
	return buf[i+1:]
}

// MarshalMessageSet encodes the extension map represented by m in the message set wire format.
// It is called by generated Marshal methods on protocol buffer messages with the message_set_wire_format option.
func MarshalMessageSet(m map[int32]Extension) ([]byte, error) {
	if err := encodeExtensionMap(m); err != nil {
		return nil, err
	}

	// Sort extension IDs to provide a deterministic encoding.
	// See also enc_map in encode.go.
	ids := make([]int, 0, len(m))
	for id := range m {
		ids = append(ids, int(id))
	}
	sort.Ints(ids)

	ms := &MessageSet{Item: make([]*_MessageSet_Item, 0, len(m))}
	for _, id := range ids {
		e := m[int32(id)]
		// Remove the wire type and field number varint, as well as the length varint.
		msg := skipVarint(skipVarint(e.enc))

		ms.Item = append(ms.Item, &_MessageSet_Item{
			TypeId:  Int32(int32(id)),
			Message: msg,
		})
	}
	return Marshal(ms)
}

// UnmarshalMessageSet decodes the extension map encoded in buf in the message set wire format.
// It is called by generated Unmarshal methods on protocol buffer messages with the message_set_wire_format option.
func UnmarshalMessageSet(buf []byte, m map[int32]Extension) error {
	ms := new(MessageSet)
	if err := Unmarshal(buf, ms); err != nil {
		return err
	}
	for _, item := range ms.Item {
		id := *item.TypeId
		msg := item.Message

		// Restore wire type and field number varint, plus length varint.
		// Be careful to preserve duplicate items.
		b := EncodeVarint(uint64(id)<<3 | WireBytes)
		if ext, ok := m[id]; ok {
			// Existing data; rip off the tag and length varint
			// so we join the new data correctly.
			// We can assume that ext.enc is set because we are unmarshaling.
			o := ext.enc[len(b):]   // skip wire type and field number
			_, n := DecodeVarint(o) // calculate length of length varint
			o = o[n:]               // skip length varint
			msg = append(o, msg...) // join old data and new data
		}
		b = append(b, EncodeVarint(uint64(len(msg)))...)
		b = append(b, msg...)

		m[id] = Extension{enc: b}
	}
	return nil
}

// MarshalMessageSetJSON encodes the extension map represented by m in JSON format.
// It is called by generated MarshalJSON methods on protocol buffer messages with the message_set_wire_format option.
func MarshalMessageSetJSON(m map[int32]Extension) ([]byte, error) {
	var b bytes.Buffer
	b.WriteByte('{')

	// Process the map in key order for deterministic output.
	ids := make([]int32, 0, len(m))
	for id := range m {
		ids = append(ids, id)
	}
	sort.Sort(int32Slice(ids)) // int32Slice defined in text.go

	for i, id := range ids {
		ext := m[id]
		if i > 0 {
			b.WriteByte(',')
		}

		msd, ok := messageSetMap[id]
		if !ok {
			// Unknown type; we can't render it, so skip it.
			continue
		}
		fmt.Fprintf(&b, `"[%s]":`, msd.name)

		x := ext.value
		if x == nil {
			x = reflect.New(msd.t.Elem()).Interface()
			if err := Unmarshal(ext.enc, x.(Message)); err != nil {
				return nil, err
			}
		}
		d, err := json.Marshal(x)
		if err != nil {
			return nil, err
		}
		b.Write(d)
	}
	b.WriteByte('}')
	return b.Bytes(), nil
}

// UnmarshalMessageSetJSON decodes the extension map encoded in buf in JSON format.
// It is called by generated UnmarshalJSON methods on protocol buffer messages with the message_set_wire_format option.
func UnmarshalMessageSetJSON(buf []byte, m map[int32]Extension) error {
	// Common-case fast path.
	if len(buf) == 0 || bytes.Equal(buf, []byte("{}")) {
		return nil
	}

	// This is fairly tricky, and it's not clear that it is needed.
	return errors.New("TODO: UnmarshalMessageSetJSON not yet implemented")
}

// A global registry of types that can be used in a MessageSet.

var messageSetMap = make(map[int32]messageSetDesc)

type messageSetDesc struct {
	t    reflect.Type // pointer to struct
	name string
}

// RegisterMessageSetType is called from the generated code.
func RegisterMessageSetType(m Message, fieldNum int32, name string) {
	messageSetMap[fieldNum] = messageSetDesc{
		t:    reflect.TypeOf(m),
		name: name,
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2014 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

import (
	"bytes"
	"testing"
)

func TestUnmarshalMessageSetWithDuplicate(t *testing.T) {
	// Check that a repeated message set entry will be concatenated.
	in := &MessageSet{
		Item: []*_MessageSet_Item{
			{TypeId: Int32(12345), Message: []byte("hoo")},
			{TypeId: Int32(12345), Message: []byte("hah")},
		},
	}
	b, err := Marshal(in)
	if err != nil {
		t.Fatalf("Marshal: %v", err)
	}
	t.Logf("Marshaled bytes: %q", b)

	m := make(map[int32]Extension)
	if err := UnmarshalMessageSet(b, m); err != nil {
		t.Fatalf("UnmarshalMessageSet: %v", err)
	}
	ext, ok := m[12345]
	if !ok {
		t.Fatalf("Didn't retrieve extension 12345; map is %v", m)
	}
	// Skip wire type/field number and length varints.
	got := skipVarint(skipVarint(ext.enc))
	if want := []byte("hoohah"); !bytes.Equal(got, want) {
		t.Errorf("Combined extension is %q, want %q", got, want)
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2012 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// +build appengine,!appenginevm

// This file contains an implementation of proto field accesses using package reflect.
// It is slower than the code in pointer_unsafe.go but it avoids package unsafe and can
// be used on App Engine.

package proto

import (
	"math"
	"reflect"
)

// A structPointer is a pointer to a struct.
type structPointer struct {
	v reflect.Value
}

// toStructPointer returns a structPointer equivalent to the given reflect value.
// The reflect value must itself be a pointer to a struct.
func toStructPointer(v reflect.Value) structPointer {
	return structPointer{v}
}

// IsNil reports whether p is nil.
func structPointer_IsNil(p structPointer) bool {
	return p.v.IsNil()
}

// Interface returns the struct pointer as an interface value.
func structPointer_Interface(p structPointer, _ reflect.Type) interface{} {
	return p.v.Interface()
}

// A field identifies a field in a struct, accessible from a structPointer.
// In this implementation, a field is identified by the sequence of field indices
// passed to reflect's FieldByIndex.
type field []int

// toField returns a field equivalent to the given reflect field.
func toField(f *reflect.StructField) field {
	return f.Index
}

// invalidField is an invalid field identifier.
var invalidField = field(nil)

// IsValid reports whether the field identifier is valid.
func (f field) IsValid() bool { return f != nil }

// field returns the given field in the struct as a reflect value.
func structPointer_field(p structPointer, f field) reflect.Value {
	// Special case: an extension map entry with a value of type T
	// passes a *T to the struct-handling code with a zero field,
	// expecting that it will be treated as equivalent to *struct{ X T },
	// which has the same memory layout. We have to handle that case
	// specially, because reflect will panic if we call FieldByIndex on a
	// non-struct.
	if f == nil {
		return p.v.Elem()
	}

	return p.v.Elem().FieldByIndex(f)
}

// ifield returns the given field in the struct as an interface value.
func structPointer_ifield(p structPointer, f field) interface{} {
	return structPointer_field(p, f).Addr().Interface()
}

// Bytes returns the address of a []byte field in the struct.
func structPointer_Bytes(p structPointer, f field) *[]byte {
	return structPointer_ifield(p, f).(*[]byte)
}

// BytesSlice returns the address of a [][]byte field in the struct.
func structPointer_BytesSlice(p structPointer, f field) *[][]byte {
	return structPointer_ifield(p, f).(*[][]byte)
}

// Bool returns the address of a *bool field in the struct.
func structPointer_Bool(p structPointer, f field) **bool {
	return structPointer_ifield(p, f).(**bool)
}

// BoolSlice returns the address of a []bool field in the struct.
func structPointer_BoolSlice(p structPointer, f field) *[]bool {
	return structPointer_ifield(p, f).(*[]bool)
}

// String returns the address of a *string field in the struct.
func structPointer_String(p structPointer, f field) **string {
	return structPointer_ifield(p, f).(**string)
}

// StringSlice returns the address of a []string field in the struct.
func structPointer_StringSlice(p structPointer, f field) *[]string {
	return structPointer_ifield(p, f).(*[]string)
}

// ExtMap returns the address of an extension map field in the struct.
func structPointer_ExtMap(p structPointer, f field) *map[int32]Extension {
	return structPointer_ifield(p, f).(*map[int32]Extension)
}

// SetStructPointer writes a *struct field in the struct.
func structPointer_SetStructPointer(p structPointer, f field, q structPointer) {
	structPointer_field(p, f).Set(q.v)
}

// GetStructPointer reads a *struct field in the struct.
func structPointer_GetStructPointer(p structPointer, f field) structPointer {
	return structPointer{structPointer_field(p, f)}
}

// StructPointerSlice the address of a []*struct field in the struct.
func structPointer_StructPointerSlice(p structPointer, f field) structPointerSlice {
	return structPointerSlice{structPointer_field(p, f)}
}

// A structPointerSlice represents the address of a slice of pointers to structs
// (themselves messages or groups). That is, v.Type() is *[]*struct{...}.
type structPointerSlice struct {
	v reflect.Value
}

func (p structPointerSlice) Len() int                  { return p.v.Len() }
func (p structPointerSlice) Index(i int) structPointer { return structPointer{p.v.Index(i)} }
func (p structPointerSlice) Append(q structPointer) {
	p.v.Set(reflect.Append(p.v, q.v))
}

var (
	int32Type   = reflect.TypeOf(int32(0))
	uint32Type  = reflect.TypeOf(uint32(0))
	float32Type = reflect.TypeOf(float32(0))
	int64Type   = reflect.TypeOf(int64(0))
	uint64Type  = reflect.TypeOf(uint64(0))
	float64Type = reflect.TypeOf(float64(0))
)

// A word32 represents a field of type *int32, *uint32, *float32, or *enum.
// That is, v.Type() is *int32, *uint32, *float32, or *enum and v is assignable.
type word32 struct {
	v reflect.Value
}

// IsNil reports whether p is nil.
func word32_IsNil(p word32) bool {
	return p.v.IsNil()
}

// Set sets p to point at a newly allocated word with bits set to x.
func word32_Set(p word32, o *Buffer, x uint32) {
	t := p.v.Type().Elem()
	switch t {
	case int32Type:
		if len(o.int32s) == 0 {
			o.int32s = make([]int32, uint32PoolSize)
		}
		o.int32s[0] = int32(x)
		p.v.Set(reflect.ValueOf(&o.int32s[0]))
		o.int32s = o.int32s[1:]
		return
	case uint32Type:
		if len(o.uint32s) == 0 {
			o.uint32s = make([]uint32, uint32PoolSize)
		}
		o.uint32s[0] = x
		p.v.Set(reflect.ValueOf(&o.uint32s[0]))
		o.uint32s = o.uint32s[1:]
		return
	case float32Type:
		if len(o.float32s) == 0 {
			o.float32s = make([]float32, uint32PoolSize)
		}
		o.float32s[0] = math.Float32frombits(x)
		p.v.Set(reflect.ValueOf(&o.float32s[0]))
		o.float32s = o.float32s[1:]
		return
	}

	// must be enum
	p.v.Set(reflect.New(t))
	p.v.Elem().SetInt(int64(int32(x)))
}

// Get gets the bits pointed at by p, as a uint32.
func word32_Get(p word32) uint32 {
	elem := p.v.Elem()
	switch elem.Kind() {
	case reflect.Int32:
		return uint32(elem.Int())
	case reflect.Uint32:
		return uint32(elem.Uint())
	case reflect.Float32:
		return math.Float32bits(float32(elem.Float()))
	}
	panic("unreachable")
}

// Word32 returns a reference to a *int32, *uint32, *float32, or *enum field in the struct.
func structPointer_Word32(p structPointer, f field) word32 {
	return word32{structPointer_field(p, f)}
}

// A word32Slice is a slice of 32-bit values.
// That is, v.Type() is []int32, []uint32, []float32, or []enum.
type word32Slice struct {
	v reflect.Value
}

func (p word32Slice) Append(x uint32) {
	n, m := p.v.Len(), p.v.Cap()
	if n < m {
		p.v.SetLen(n + 1)
	} else {
		t := p.v.Type().Elem()
		p.v.Set(reflect.Append(p.v, reflect.Zero(t)))
	}
	elem := p.v.Index(n)
	switch elem.Kind() {
	case reflect.Int32:
		elem.SetInt(int64(int32(x)))
	case reflect.Uint32:
		elem.SetUint(uint64(x))
	case reflect.Float32:
		elem.SetFloat(float64(math.Float32frombits(x)))
	}
}

func (p word32Slice) Len() int {
	return p.v.Len()
}

func (p word32Slice) Index(i int) uint32 {
	elem := p.v.Index(i)
	switch elem.Kind() {
	case reflect.Int32:
		return uint32(elem.Int())
	case reflect.Uint32:
		return uint32(elem.Uint())
	case reflect.Float32:
		return math.Float32bits(float32(elem.Float()))
	}
	panic("unreachable")
}

// Word32Slice returns a reference to a []int32, []uint32, []float32, or []enum field in the struct.
func structPointer_Word32Slice(p structPointer, f field) word32Slice {
	return word32Slice{structPointer_field(p, f)}
}

// word64 is like word32 but for 64-bit values.
type word64 struct {
	v reflect.Value
}

func word64_Set(p word64, o *Buffer, x uint64) {
	t := p.v.Type().Elem()
	switch t {
	case int64Type:
		if len(o.int64s) == 0 {
			o.int64s = make([]int64, uint64PoolSize)
		}
		o.int64s[0] = int64(x)
		p.v.Set(reflect.ValueOf(&o.int64s[0]))
		o.int64s = o.int64s[1:]
		return
	case uint64Type:
		if len(o.uint64s) == 0 {
			o.uint64s = make([]uint64, uint64PoolSize)
		}
		o.uint64s[0] = x
		p.v.Set(reflect.ValueOf(&o.uint64s[0]))
		o.uint64s = o.uint64s[1:]
		return
	case float64Type:
		if len(o.float64s) == 0 {
			o.float64s = make([]float64, uint64PoolSize)
		}
		o.float64s[0] = math.Float64frombits(x)
		p.v.Set(reflect.ValueOf(&o.float64s[0]))
		o.float64s = o.float64s[1:]
		return
	}
	panic("unreachable")
}

func word64_IsNil(p word64) bool {
	return p.v.IsNil()
}

func word64_Get(p word64) uint64 {
	elem := p.v.Elem()
	switch elem.Kind() {
	case reflect.Int64:
		return uint64(elem.Int())
	case reflect.Uint64:
		return elem.Uint()
	case reflect.Float64:
		return math.Float64bits(elem.Float())
	}
	panic("unreachable")
}

func structPointer_Word64(p structPointer, f field) word64 {
	return word64{structPointer_field(p, f)}
}

type word64Slice struct {
	v reflect.Value
}

func (p word64Slice) Append(x uint64) {
	n, m := p.v.Len(), p.v.Cap()
	if n < m {
		p.v.SetLen(n + 1)
	} else {
		t := p.v.Type().Elem()
		p.v.Set(reflect.Append(p.v, reflect.Zero(t)))
	}
	elem := p.v.Index(n)
	switch elem.Kind() {
	case reflect.Int64:
		elem.SetInt(int64(int64(x)))
	case reflect.Uint64:
		elem.SetUint(uint64(x))
	case reflect.Float64:
		elem.SetFloat(float64(math.Float64frombits(x)))
	}
}

func (p word64Slice) Len() int {
	return p.v.Len()
}

func (p word64Slice) Index(i int) uint64 {
	elem := p.v.Index(i)
	switch elem.Kind() {
	case reflect.Int64:
		return uint64(elem.Int())
	case reflect.Uint64:
		return uint64(elem.Uint())
	case reflect.Float64:
		return math.Float64bits(float64(elem.Float()))
	}
	panic("unreachable")
}

func structPointer_Word64Slice(p structPointer, f field) word64Slice {
	return word64Slice{structPointer_field(p, f)}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2012 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// +build !appengine appenginevm

// This file contains the implementation of the proto field accesses using package unsafe.

package proto

import (
	"reflect"
	"unsafe"
)

// NOTE: These type_Foo functions would more idiomatically be methods,
// but Go does not allow methods on pointer types, and we must preserve
// some pointer type for the garbage collector. We use these
// funcs with clunky names as our poor approximation to methods.
//
// An alternative would be
//	type structPointer struct { p unsafe.Pointer }
// but that does not registerize as well.

// A structPointer is a pointer to a struct.
type structPointer unsafe.Pointer

// toStructPointer returns a structPointer equivalent to the given reflect value.
func toStructPointer(v reflect.Value) structPointer {
	return structPointer(unsafe.Pointer(v.Pointer()))
}

// IsNil reports whether p is nil.
func structPointer_IsNil(p structPointer) bool {
	return p == nil
}

// Interface returns the struct pointer, assumed to have element type t,
// as an interface value.
func structPointer_Interface(p structPointer, t reflect.Type) interface{} {
	return reflect.NewAt(t, unsafe.Pointer(p)).Interface()
}

// A field identifies a field in a struct, accessible from a structPointer.
// In this implementation, a field is identified by its byte offset from the start of the struct.
type field uintptr

// toField returns a field equivalent to the given reflect field.
func toField(f *reflect.StructField) field {
	return field(f.Offset)
}

// invalidField is an invalid field identifier.
const invalidField = ^field(0)

// IsValid reports whether the field identifier is valid.
func (f field) IsValid() bool {
	return f != ^field(0)
}

// Bytes returns the address of a []byte field in the struct.
func structPointer_Bytes(p structPointer, f field) *[]byte {
	return (*[]byte)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// BytesSlice returns the address of a [][]byte field in the struct.
func structPointer_BytesSlice(p structPointer, f field) *[][]byte {
	return (*[][]byte)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// Bool returns the address of a *bool field in the struct.
func structPointer_Bool(p structPointer, f field) **bool {
	return (**bool)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// BoolSlice returns the address of a []bool field in the struct.
func structPointer_BoolSlice(p structPointer, f field) *[]bool {
	return (*[]bool)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// String returns the address of a *string field in the struct.
func structPointer_String(p structPointer, f field) **string {
	return (**string)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// StringSlice returns the address of a []string field in the struct.
func structPointer_StringSlice(p structPointer, f field) *[]string {
	return (*[]string)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// ExtMap returns the address of an extension map field in the struct.
func structPointer_ExtMap(p structPointer, f field) *map[int32]Extension {
	return (*map[int32]Extension)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// SetStructPointer writes a *struct field in the struct.
func structPointer_SetStructPointer(p structPointer, f field, q structPointer) {
	*(*structPointer)(unsafe.Pointer(uintptr(p) + uintptr(f))) = q
}

// GetStructPointer reads a *struct field in the struct.
func structPointer_GetStructPointer(p structPointer, f field) structPointer {
	return *(*structPointer)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// StructPointerSlice the address of a []*struct field in the struct.
func structPointer_StructPointerSlice(p structPointer, f field) *structPointerSlice {
	return (*structPointerSlice)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// A structPointerSlice represents a slice of pointers to structs (themselves submessages or groups).
type structPointerSlice []structPointer

func (v *structPointerSlice) Len() int                  { return len(*v) }
func (v *structPointerSlice) Index(i int) structPointer { return (*v)[i] }
func (v *structPointerSlice) Append(p structPointer)    { *v = append(*v, p) }

// A word32 is the address of a "pointer to 32-bit value" field.
type word32 **uint32

// IsNil reports whether *v is nil.
func word32_IsNil(p word32) bool {
	return *p == nil
}

// Set sets *v to point at a newly allocated word set to x.
func word32_Set(p word32, o *Buffer, x uint32) {
	if len(o.uint32s) == 0 {
		o.uint32s = make([]uint32, uint32PoolSize)
	}
	o.uint32s[0] = x
	*p = &o.uint32s[0]
	o.uint32s = o.uint32s[1:]
}

// Get gets the value pointed at by *v.
func word32_Get(p word32) uint32 {
	return **p
}

// Word32 returns the address of a *int32, *uint32, *float32, or *enum field in the struct.
func structPointer_Word32(p structPointer, f field) word32 {
	return word32((**uint32)(unsafe.Pointer(uintptr(p) + uintptr(f))))
}

// A word32Slice is a slice of 32-bit values.
type word32Slice []uint32

func (v *word32Slice) Append(x uint32)    { *v = append(*v, x) }
func (v *word32Slice) Len() int           { return len(*v) }
func (v *word32Slice) Index(i int) uint32 { return (*v)[i] }

// Word32Slice returns the address of a []int32, []uint32, []float32, or []enum field in the struct.
func structPointer_Word32Slice(p structPointer, f field) *word32Slice {
	return (*word32Slice)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}

// word64 is like word32 but for 64-bit values.
type word64 **uint64

func word64_Set(p word64, o *Buffer, x uint64) {
	if len(o.uint64s) == 0 {
		o.uint64s = make([]uint64, uint64PoolSize)
	}
	o.uint64s[0] = x
	*p = &o.uint64s[0]
	o.uint64s = o.uint64s[1:]
}

func word64_IsNil(p word64) bool {
	return *p == nil
}

func word64_Get(p word64) uint64 {
	return **p
}

func structPointer_Word64(p structPointer, f field) word64 {
	return word64((**uint64)(unsafe.Pointer(uintptr(p) + uintptr(f))))
}

// word64Slice is like word32Slice but for 64-bit values.
type word64Slice []uint64

func (v *word64Slice) Append(x uint64)    { *v = append(*v, x) }
func (v *word64Slice) Len() int           { return len(*v) }
func (v *word64Slice) Index(i int) uint64 { return (*v)[i] }

func structPointer_Word64Slice(p structPointer, f field) *word64Slice {
	return (*word64Slice)(unsafe.Pointer(uintptr(p) + uintptr(f)))
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

/*
 * Routines for encoding data into the wire format for protocol buffers.
 */

import (
	"fmt"
	"os"
	"reflect"
	"sort"
	"strconv"
	"strings"
	"sync"
)

const debug bool = false

// Constants that identify the encoding of a value on the wire.
const (
	WireVarint     = 0
	WireFixed64    = 1
	WireBytes      = 2
	WireStartGroup = 3
	WireEndGroup   = 4
	WireFixed32    = 5
)

const startSize = 10 // initial slice/string sizes

// Encoders are defined in encode.go
// An encoder outputs the full representation of a field, including its
// tag and encoder type.
type encoder func(p *Buffer, prop *Properties, base structPointer) error

// A valueEncoder encodes a single integer in a particular encoding.
type valueEncoder func(o *Buffer, x uint64) error

// Sizers are defined in encode.go
// A sizer returns the encoded size of a field, including its tag and encoder
// type.
type sizer func(prop *Properties, base structPointer) int

// A valueSizer returns the encoded size of a single integer in a particular
// encoding.
type valueSizer func(x uint64) int

// Decoders are defined in decode.go
// A decoder creates a value from its wire representation.
// Unrecognized subelements are saved in unrec.
type decoder func(p *Buffer, prop *Properties, base structPointer) error

// A valueDecoder decodes a single integer in a particular encoding.
type valueDecoder func(o *Buffer) (x uint64, err error)

// tagMap is an optimization over map[int]int for typical protocol buffer
// use-cases. Encoded protocol buffers are often in tag order with small tag
// numbers.
type tagMap struct {
	fastTags []int
	slowTags map[int]int
}

// tagMapFastLimit is the upper bound on the tag number that will be stored in
// the tagMap slice rather than its map.
const tagMapFastLimit = 1024

func (p *tagMap) get(t int) (int, bool) {
	if t > 0 && t < tagMapFastLimit {
		if t >= len(p.fastTags) {
			return 0, false
		}
		fi := p.fastTags[t]
		return fi, fi >= 0
	}
	fi, ok := p.slowTags[t]
	return fi, ok
}

func (p *tagMap) put(t int, fi int) {
	if t > 0 && t < tagMapFastLimit {
		for len(p.fastTags) < t+1 {
			p.fastTags = append(p.fastTags, -1)
		}
		p.fastTags[t] = fi
		return
	}
	if p.slowTags == nil {
		p.slowTags = make(map[int]int)
	}
	p.slowTags[t] = fi
}

// StructProperties represents properties for all the fields of a struct.
// decoderTags and decoderOrigNames should only be used by the decoder.
type StructProperties struct {
	Prop             []*Properties  // properties for each field
	reqCount         int            // required count
	decoderTags      tagMap         // map from proto tag to struct field number
	decoderOrigNames map[string]int // map from original name to struct field number
	order            []int          // list of struct field numbers in tag order
	unrecField       field          // field id of the XXX_unrecognized []byte field
	extendable       bool           // is this an extendable proto
}

// Implement the sorting interface so we can sort the fields in tag order, as recommended by the spec.
// See encode.go, (*Buffer).enc_struct.

func (sp *StructProperties) Len() int { return len(sp.order) }
func (sp *StructProperties) Less(i, j int) bool {
	return sp.Prop[sp.order[i]].Tag < sp.Prop[sp.order[j]].Tag
}
func (sp *StructProperties) Swap(i, j int) { sp.order[i], sp.order[j] = sp.order[j], sp.order[i] }

// Properties represents the protocol-specific behavior of a single struct field.
type Properties struct {
	Name     string // name of the field, for error messages
	OrigName string // original name before protocol compiler (always set)
	Wire     string
	WireType int
	Tag      int
	Required bool
	Optional bool
	Repeated bool
	Packed   bool   // relevant for repeated primitives only
	Enum     string // set for enum types only

	Default    string // default value
	HasDefault bool   // whether an explicit default was provided
	def_uint64 uint64

	enc           encoder
	valEnc        valueEncoder // set for bool and numeric types only
	field         field
	tagcode       []byte // encoding of EncodeVarint((Tag<<3)|WireType)
	tagbuf        [8]byte
	stype         reflect.Type      // set for struct types only
	sprop         *StructProperties // set for struct types only
	isMarshaler   bool
	isUnmarshaler bool

	size    sizer
	valSize valueSizer // set for bool and numeric types only

	dec    decoder
	valDec valueDecoder // set for bool and numeric types only

	// If this is a packable field, this will be the decoder for the packed version of the field.
	packedDec decoder
}

// String formats the properties in the protobuf struct field tag style.
func (p *Properties) String() string {
	s := p.Wire
	s = ","
	s += strconv.Itoa(p.Tag)
	if p.Required {
		s += ",req"
	}
	if p.Optional {
		s += ",opt"
	}
	if p.Repeated {
		s += ",rep"
	}
	if p.Packed {
		s += ",packed"
	}
	if p.OrigName != p.Name {
		s += ",name=" + p.OrigName
	}
	if len(p.Enum) > 0 {
		s += ",enum=" + p.Enum
	}
	if p.HasDefault {
		s += ",def=" + p.Default
	}
	return s
}

// Parse populates p by parsing a string in the protobuf struct field tag style.
func (p *Properties) Parse(s string) {
	// "bytes,49,opt,name=foo,def=hello!"
	fields := strings.Split(s, ",") // breaks def=, but handled below.
	if len(fields) < 2 {
		fmt.Fprintf(os.Stderr, "proto: tag has too few fields: %q\n", s)
		return
	}

	p.Wire = fields[0]
	switch p.Wire {
	case "varint":
		p.WireType = WireVarint
		p.valEnc = (*Buffer).EncodeVarint
		p.valDec = (*Buffer).DecodeVarint
		p.valSize = sizeVarint
	case "fixed32":
		p.WireType = WireFixed32
		p.valEnc = (*Buffer).EncodeFixed32
		p.valDec = (*Buffer).DecodeFixed32
		p.valSize = sizeFixed32
	case "fixed64":
		p.WireType = WireFixed64
		p.valEnc = (*Buffer).EncodeFixed64
		p.valDec = (*Buffer).DecodeFixed64
		p.valSize = sizeFixed64
	case "zigzag32":
		p.WireType = WireVarint
		p.valEnc = (*Buffer).EncodeZigzag32
		p.valDec = (*Buffer).DecodeZigzag32
		p.valSize = sizeZigzag32
	case "zigzag64":
		p.WireType = WireVarint
		p.valEnc = (*Buffer).EncodeZigzag64
		p.valDec = (*Buffer).DecodeZigzag64
		p.valSize = sizeZigzag64
	case "bytes", "group":
		p.WireType = WireBytes
		// no numeric converter for non-numeric types
	default:
		fmt.Fprintf(os.Stderr, "proto: tag has unknown wire type: %q\n", s)
		return
	}

	var err error
	p.Tag, err = strconv.Atoi(fields[1])
	if err != nil {
		return
	}

	for i := 2; i < len(fields); i++ {
		f := fields[i]
		switch {
		case f == "req":
			p.Required = true
		case f == "opt":
			p.Optional = true
		case f == "rep":
			p.Repeated = true
		case f == "packed":
			p.Packed = true
		case strings.HasPrefix(f, "name="):
			p.OrigName = f[5:]
		case strings.HasPrefix(f, "enum="):
			p.Enum = f[5:]
		case strings.HasPrefix(f, "def="):
			p.HasDefault = true
			p.Default = f[4:] // rest of string
			if i+1 < len(fields) {
				// Commas aren't escaped, and def is always last.
				p.Default += "," + strings.Join(fields[i+1:], ",")
				break
			}
		}
	}
}

func logNoSliceEnc(t1, t2 reflect.Type) {
	fmt.Fprintf(os.Stderr, "proto: no slice oenc for %T = []%T\n", t1, t2)
}

var protoMessageType = reflect.TypeOf((*Message)(nil)).Elem()

// Initialize the fields for encoding and decoding.
func (p *Properties) setEncAndDec(typ reflect.Type, lockGetProp bool) {
	p.enc = nil
	p.dec = nil
	p.size = nil

	switch t1 := typ; t1.Kind() {
	default:
		fmt.Fprintf(os.Stderr, "proto: no coders for %T\n", t1)

	case reflect.Ptr:
		switch t2 := t1.Elem(); t2.Kind() {
		default:
			fmt.Fprintf(os.Stderr, "proto: no encoder function for %T -> %T\n", t1, t2)
			break
		case reflect.Bool:
			p.enc = (*Buffer).enc_bool
			p.dec = (*Buffer).dec_bool
			p.size = size_bool
		case reflect.Int32:
			p.enc = (*Buffer).enc_int32
			p.dec = (*Buffer).dec_int32
			p.size = size_int32
		case reflect.Uint32:
			p.enc = (*Buffer).enc_uint32
			p.dec = (*Buffer).dec_int32 // can reuse
			p.size = size_uint32
		case reflect.Int64, reflect.Uint64:
			p.enc = (*Buffer).enc_int64
			p.dec = (*Buffer).dec_int64
			p.size = size_int64
		case reflect.Float32:
			p.enc = (*Buffer).enc_uint32 // can just treat them as bits
			p.dec = (*Buffer).dec_int32
			p.size = size_uint32
		case reflect.Float64:
			p.enc = (*Buffer).enc_int64 // can just treat them as bits
			p.dec = (*Buffer).dec_int64
			p.size = size_int64
		case reflect.String:
			p.enc = (*Buffer).enc_string
			p.dec = (*Buffer).dec_string
			p.size = size_string
		case reflect.Struct:
			p.stype = t1.Elem()
			p.isMarshaler = isMarshaler(t1)
			p.isUnmarshaler = isUnmarshaler(t1)
			if p.Wire == "bytes" {
				p.enc = (*Buffer).enc_struct_message
				p.dec = (*Buffer).dec_struct_message
				p.size = size_struct_message
			} else {
				p.enc = (*Buffer).enc_struct_group
				p.dec = (*Buffer).dec_struct_group
				p.size = size_struct_group
			}
		}

	case reflect.Slice:
		switch t2 := t1.Elem(); t2.Kind() {
		default:
			logNoSliceEnc(t1, t2)
			break
		case reflect.Bool:
			if p.Packed {
				p.enc = (*Buffer).enc_slice_packed_bool
				p.size = size_slice_packed_bool
			} else {
				p.enc = (*Buffer).enc_slice_bool
				p.size = size_slice_bool
			}
			p.dec = (*Buffer).dec_slice_bool
			p.packedDec = (*Buffer).dec_slice_packed_bool
		case reflect.Int32:
			if p.Packed {
				p.enc = (*Buffer).enc_slice_packed_int32
				p.size = size_slice_packed_int32
			} else {
				p.enc = (*Buffer).enc_slice_int32
				p.size = size_slice_int32
			}
			p.dec = (*Buffer).dec_slice_int32
			p.packedDec = (*Buffer).dec_slice_packed_int32
		case reflect.Uint32:
			if p.Packed {
				p.enc = (*Buffer).enc_slice_packed_uint32
				p.size = size_slice_packed_uint32
			} else {
				p.enc = (*Buffer).enc_slice_uint32
				p.size = size_slice_uint32
			}
			p.dec = (*Buffer).dec_slice_int32
			p.packedDec = (*Buffer).dec_slice_packed_int32
		case reflect.Int64, reflect.Uint64:
			if p.Packed {
				p.enc = (*Buffer).enc_slice_packed_int64
				p.size = size_slice_packed_int64
			} else {
				p.enc = (*Buffer).enc_slice_int64
				p.size = size_slice_int64
			}
			p.dec = (*Buffer).dec_slice_int64
			p.packedDec = (*Buffer).dec_slice_packed_int64
		case reflect.Uint8:
			p.enc = (*Buffer).enc_slice_byte
			p.dec = (*Buffer).dec_slice_byte
			p.size = size_slice_byte
		case reflect.Float32, reflect.Float64:
			switch t2.Bits() {
			case 32:
				// can just treat them as bits
				if p.Packed {
					p.enc = (*Buffer).enc_slice_packed_uint32
					p.size = size_slice_packed_uint32
				} else {
					p.enc = (*Buffer).enc_slice_uint32
					p.size = size_slice_uint32
				}
				p.dec = (*Buffer).dec_slice_int32
				p.packedDec = (*Buffer).dec_slice_packed_int32
			case 64:
				// can just treat them as bits
				if p.Packed {
					p.enc = (*Buffer).enc_slice_packed_int64
					p.size = size_slice_packed_int64
				} else {
					p.enc = (*Buffer).enc_slice_int64
					p.size = size_slice_int64
				}
				p.dec = (*Buffer).dec_slice_int64
				p.packedDec = (*Buffer).dec_slice_packed_int64
			default:
				logNoSliceEnc(t1, t2)
				break
			}
		case reflect.String:
			p.enc = (*Buffer).enc_slice_string
			p.dec = (*Buffer).dec_slice_string
			p.size = size_slice_string
		case reflect.Ptr:
			switch t3 := t2.Elem(); t3.Kind() {
			default:
				fmt.Fprintf(os.Stderr, "proto: no ptr oenc for %T -> %T -> %T\n", t1, t2, t3)
				break
			case reflect.Struct:
				p.stype = t2.Elem()
				p.isMarshaler = isMarshaler(t2)
				p.isUnmarshaler = isUnmarshaler(t2)
				if p.Wire == "bytes" {
					p.enc = (*Buffer).enc_slice_struct_message
					p.dec = (*Buffer).dec_slice_struct_message
					p.size = size_slice_struct_message
				} else {
					p.enc = (*Buffer).enc_slice_struct_group
					p.dec = (*Buffer).dec_slice_struct_group
					p.size = size_slice_struct_group
				}
			}
		case reflect.Slice:
			switch t2.Elem().Kind() {
			default:
				fmt.Fprintf(os.Stderr, "proto: no slice elem oenc for %T -> %T -> %T\n", t1, t2, t2.Elem())
				break
			case reflect.Uint8:
				p.enc = (*Buffer).enc_slice_slice_byte
				p.dec = (*Buffer).dec_slice_slice_byte
				p.size = size_slice_slice_byte
			}
		}
	}

	// precalculate tag code
	wire := p.WireType
	if p.Packed {
		wire = WireBytes
	}
	x := uint32(p.Tag)<<3 | uint32(wire)
	i := 0
	for i = 0; x > 127; i++ {
		p.tagbuf[i] = 0x80 | uint8(x&0x7F)
		x >>= 7
	}
	p.tagbuf[i] = uint8(x)
	p.tagcode = p.tagbuf[0 : i+1]

	if p.stype != nil {
		if lockGetProp {
			p.sprop = GetProperties(p.stype)
		} else {
			p.sprop = getPropertiesLocked(p.stype)
		}
	}
}

var (
	marshalerType   = reflect.TypeOf((*Marshaler)(nil)).Elem()
	unmarshalerType = reflect.TypeOf((*Unmarshaler)(nil)).Elem()
)

// isMarshaler reports whether type t implements Marshaler.
func isMarshaler(t reflect.Type) bool {
	// We're checking for (likely) pointer-receiver methods
	// so if t is not a pointer, something is very wrong.
	// The calls above only invoke isMarshaler on pointer types.
	if t.Kind() != reflect.Ptr {
		panic("proto: misuse of isMarshaler")
	}
	return t.Implements(marshalerType)
}

// isUnmarshaler reports whether type t implements Unmarshaler.
func isUnmarshaler(t reflect.Type) bool {
	// We're checking for (likely) pointer-receiver methods
	// so if t is not a pointer, something is very wrong.
	// The calls above only invoke isUnmarshaler on pointer types.
	if t.Kind() != reflect.Ptr {
		panic("proto: misuse of isUnmarshaler")
	}
	return t.Implements(unmarshalerType)
}

// Init populates the properties from a protocol buffer struct tag.
func (p *Properties) Init(typ reflect.Type, name, tag string, f *reflect.StructField) {
	p.init(typ, name, tag, f, true)
}

func (p *Properties) init(typ reflect.Type, name, tag string, f *reflect.StructField, lockGetProp bool) {
	// "bytes,49,opt,def=hello!"
	p.Name = name
	p.OrigName = name
	if f != nil {
		p.field = toField(f)
	}
	if tag == "" {
		return
	}
	p.Parse(tag)
	p.setEncAndDec(typ, lockGetProp)
}

var (
	mutex         sync.Mutex
	propertiesMap = make(map[reflect.Type]*StructProperties)
)

// GetProperties returns the list of properties for the type represented by t.
// t must represent a generated struct type of a protocol message.
func GetProperties(t reflect.Type) *StructProperties {
	if t.Kind() != reflect.Struct {
		panic("proto: type must have kind struct")
	}
	mutex.Lock()
	sprop := getPropertiesLocked(t)
	mutex.Unlock()
	return sprop
}

// getPropertiesLocked requires that mutex is held.
func getPropertiesLocked(t reflect.Type) *StructProperties {
	if prop, ok := propertiesMap[t]; ok {
		if collectStats {
			stats.Chit++
		}
		return prop
	}
	if collectStats {
		stats.Cmiss++
	}

	prop := new(StructProperties)
	// in case of recursive protos, fill this in now.
	propertiesMap[t] = prop

	// build properties
	prop.extendable = reflect.PtrTo(t).Implements(extendableProtoType)
	prop.unrecField = invalidField
	prop.Prop = make([]*Properties, t.NumField())
	prop.order = make([]int, t.NumField())

	for i := 0; i < t.NumField(); i++ {
		f := t.Field(i)
		p := new(Properties)
		name := f.Name
		p.init(f.Type, name, f.Tag.Get("protobuf"), &f, false)

		if f.Name == "XXX_extensions" { // special case
			p.enc = (*Buffer).enc_map
			p.dec = nil // not needed
			p.size = size_map
		}
		if f.Name == "XXX_unrecognized" { // special case
			prop.unrecField = toField(&f)
		}
		prop.Prop[i] = p
		prop.order[i] = i
		if debug {
			print(i, " ", f.Name, " ", t.String(), " ")
			if p.Tag > 0 {
				print(p.String())
			}
			print("\n")
		}
		if p.enc == nil && !strings.HasPrefix(f.Name, "XXX_") {
			fmt.Fprintln(os.Stderr, "proto: no encoder for", f.Name, f.Type.String(), "[GetProperties]")
		}
	}

	// Re-order prop.order.
	sort.Sort(prop)

	// build required counts
	// build tags
	reqCount := 0
	prop.decoderOrigNames = make(map[string]int)
	for i, p := range prop.Prop {
		if strings.HasPrefix(p.Name, "XXX_") {
			// Internal fields should not appear in tags/origNames maps.
			// They are handled specially when encoding and decoding.
			continue
		}
		if p.Required {
			reqCount++
		}
		prop.decoderTags.put(p.Tag, i)
		prop.decoderOrigNames[p.OrigName] = i
	}
	prop.reqCount = reqCount

	return prop
}

// Return the Properties object for the x[0]'th field of the structure.
func propByIndex(t reflect.Type, x []int) *Properties {
	if len(x) != 1 {
		fmt.Fprintf(os.Stderr, "proto: field index dimension %d (not 1) for type %s\n", len(x), t)
		return nil
	}
	prop := GetProperties(t)
	return prop.Prop[x[0]]
}

// Get the address and type of a pointer to a struct from an interface.
func getbase(pb Message) (t reflect.Type, b structPointer, err error) {
	if pb == nil {
		err = ErrNil
		return
	}
	// get the reflect type of the pointer to the struct.
	t = reflect.TypeOf(pb)
	// get the address of the struct.
	value := reflect.ValueOf(pb)
	b = toStructPointer(value)
	return
}

// A global registry of enum types.
// The generated code will register the generated maps by calling RegisterEnum.

var enumValueMaps = make(map[string]map[string]int32)

// RegisterEnum is called from the generated code to install the enum descriptor
// maps into the global table to aid parsing text format protocol buffers.
func RegisterEnum(typeName string, unusedNameMap map[int32]string, valueMap map[string]int32) {
	if _, ok := enumValueMaps[typeName]; ok {
		panic("proto: duplicate enum registered: " + typeName)
	}
	enumValueMaps[typeName] = valueMap
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2012 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

import (
	"testing"
)

// This is a separate file and package from size_test.go because that one uses
// generated messages and thus may not be in package proto without having a circular
// dependency, whereas this file tests unexported details of size.go.

func TestVarintSize(t *testing.T) {
	// Check the edge cases carefully.
	testCases := []struct {
		n    uint64
		size int
	}{
		{0, 1},
		{1, 1},
		{127, 1},
		{128, 2},
		{16383, 2},
		{16384, 3},
		{1<<63 - 1, 9},
		{1 << 63, 10},
	}
	for _, tc := range testCases {
		size := sizeVarint(tc.n)
		if size != tc.size {
			t.Errorf("sizeVarint(%d) = %d, want %d", tc.n, size, tc.size)
		}
	}
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2012 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"log"
	"testing"

	pb "./testdata"
	. "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

var messageWithExtension1 = &pb.MyMessage{Count: Int32(7)}

// messageWithExtension2 is in equal_test.go.
var messageWithExtension3 = &pb.MyMessage{Count: Int32(8)}

func init() {
	if err := SetExtension(messageWithExtension1, pb.E_Ext_More, &pb.Ext{Data: String("Abbott")}); err != nil {
		log.Panicf("SetExtension: %v", err)
	}
	if err := SetExtension(messageWithExtension3, pb.E_Ext_More, &pb.Ext{Data: String("Costello")}); err != nil {
		log.Panicf("SetExtension: %v", err)
	}

	// Force messageWithExtension3 to have the extension encoded.
	Marshal(messageWithExtension3)

}

var SizeTests = []struct {
	desc string
	pb   Message
}{
	{"empty", &pb.OtherMessage{}},
	// Basic types.
	{"bool", &pb.Defaults{F_Bool: Bool(true)}},
	{"int32", &pb.Defaults{F_Int32: Int32(12)}},
	{"negative int32", &pb.Defaults{F_Int32: Int32(-1)}},
	{"small int64", &pb.Defaults{F_Int64: Int64(1)}},
	{"big int64", &pb.Defaults{F_Int64: Int64(1 << 20)}},
	{"negative int64", &pb.Defaults{F_Int64: Int64(-1)}},
	{"fixed32", &pb.Defaults{F_Fixed32: Uint32(71)}},
	{"fixed64", &pb.Defaults{F_Fixed64: Uint64(72)}},
	{"uint32", &pb.Defaults{F_Uint32: Uint32(123)}},
	{"uint64", &pb.Defaults{F_Uint64: Uint64(124)}},
	{"float", &pb.Defaults{F_Float: Float32(12.6)}},
	{"double", &pb.Defaults{F_Double: Float64(13.9)}},
	{"string", &pb.Defaults{F_String: String("niles")}},
	{"bytes", &pb.Defaults{F_Bytes: []byte("wowsa")}},
	{"bytes, empty", &pb.Defaults{F_Bytes: []byte{}}},
	{"sint32", &pb.Defaults{F_Sint32: Int32(65)}},
	{"sint64", &pb.Defaults{F_Sint64: Int64(67)}},
	{"enum", &pb.Defaults{F_Enum: pb.Defaults_BLUE.Enum()}},
	// Repeated.
	{"empty repeated bool", &pb.MoreRepeated{Bools: []bool{}}},
	{"repeated bool", &pb.MoreRepeated{Bools: []bool{false, true, true, false}}},
	{"packed repeated bool", &pb.MoreRepeated{BoolsPacked: []bool{false, true, true, false, true, true, true}}},
	{"repeated int32", &pb.MoreRepeated{Ints: []int32{1, 12203, 1729, -1}}},
	{"repeated int32 packed", &pb.MoreRepeated{IntsPacked: []int32{1, 12203, 1729}}},
	{"repeated int64 packed", &pb.MoreRepeated{Int64SPacked: []int64{
		// Need enough large numbers to verify that the header is counting the number of bytes
		// for the field, not the number of elements.
		1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62,
		1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62, 1 << 62,
	}}},
	{"repeated string", &pb.MoreRepeated{Strings: []string{"r", "ken", "gri"}}},
	{"repeated fixed", &pb.MoreRepeated{Fixeds: []uint32{1, 2, 3, 4}}},
	// Nested.
	{"nested", &pb.OldMessage{Nested: &pb.OldMessage_Nested{Name: String("whatever")}}},
	{"group", &pb.GroupOld{G: &pb.GroupOld_G{X: Int32(12345)}}},
	// Other things.
	{"unrecognized", &pb.MoreRepeated{XXX_unrecognized: []byte{13<<3 | 0, 4}}},
	{"extension (unencoded)", messageWithExtension1},
	{"extension (encoded)", messageWithExtension3},
}

func TestSize(t *testing.T) {
	for _, tc := range SizeTests {
		size := Size(tc.pb)
		b, err := Marshal(tc.pb)
		if err != nil {
			t.Errorf("%v: Marshal failed: %v", tc.desc, err)
			continue
		}
		if size != len(b) {
			t.Errorf("%v: Size(%v) = %d, want %d", tc.desc, tc.pb, size, len(b))
			t.Logf("%v: bytes: %#v", tc.desc, b)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto/testdata/golden_test.go

// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2012 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// Verify that the compiler output for test.proto is unchanged.

package testdata

import (
	"crypto/sha1"
	"fmt"
	"io/ioutil"
	"os"
	"os/exec"
	"path/filepath"
	"testing"
)

// sum returns in string form (for easy comparison) the SHA-1 hash of the named file.
func sum(t *testing.T, name string) string {
	data, err := ioutil.ReadFile(name)
	if err != nil {
		t.Fatal(err)
	}
	t.Logf("sum(%q): length is %d", name, len(data))
	hash := sha1.New()
	_, err = hash.Write(data)
	if err != nil {
		t.Fatal(err)
	}
	return fmt.Sprintf("% x", hash.Sum(nil))
}

func run(t *testing.T, name string, args ...string) {
	cmd := exec.Command(name, args...)
	cmd.Stdin = os.Stdin
	cmd.Stdout = os.Stdout
	cmd.Stderr = os.Stderr
	err := cmd.Run()
	if err != nil {
		t.Fatal(err)
	}
}

func TestGolden(t *testing.T) {
	// Compute the original checksum.
	goldenSum := sum(t, "test.pb.go")
	// Run the proto compiler.
	run(t, "protoc", "--go_out="+os.TempDir(), "test.proto")
	newFile := filepath.Join(os.TempDir(), "test.pb.go")
	defer os.Remove(newFile)
	// Compute the new checksum.
	newSum := sum(t, newFile)
	// Verify
	if newSum != goldenSum {
		run(t, "diff", "-u", "test.pb.go", newFile)
		t.Fatal("Code generated by protoc-gen-go has changed; update test.pb.go")
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto/testdata/Makefile

# Go support for Protocol Buffers - Google's data interchange format
#
# Copyright 2010 The Go Authors.  All rights reserved.
# http://code.google.com/p/goprotobuf/
#
# Redistribution and use in source and binary forms, with or without
# modification, are permitted provided that the following conditions are
# met:
#
#     * Redistributions of source code must retain the above copyright
# notice, this list of conditions and the following disclaimer.
#     * Redistributions in binary form must reproduce the above
# copyright notice, this list of conditions and the following disclaimer
# in the documentation and/or other materials provided with the
# distribution.
#     * Neither the name of Google Inc. nor the names of its
# contributors may be used to endorse or promote products derived from
# this software without specific prior written permission.
#
# THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
# "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
# LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
# A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
# OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
# SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
# LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
# DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
# THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
# (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
# OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.


include ../../Make.protobuf

all:	regenerate

regenerate:
	rm -f test.pb.go
	make test.pb.go
	
# The following rules are just aids to development. Not needed for typical testing.

diff:	regenerate
	hg diff test.pb.go

restore:
	cp test.pb.go.golden test.pb.go

preserve:
	cp test.pb.go test.pb.go.golden
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// Code generated by protoc-gen-go.
// source: test.proto
// DO NOT EDIT!

/*
Package testdata is a generated protocol buffer package.

It is generated from these files:
	test.proto

It has these top-level messages:
	GoEnum
	GoTestField
	GoTest
	GoSkipTest
	NonPackedTest
	PackedTest
	MaxTag
	OldMessage
	NewMessage
	InnerMessage
	OtherMessage
	MyMessage
	Ext
	MyMessageSet
	Empty
	MessageList
	Strings
	Defaults
	SubDefaults
	RepeatedEnum
	MoreRepeated
	GroupOld
	GroupNew
	FloatingPoint
*/
package testdata

import proto "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
import math "math"

// Reference imports to suppress errors if they are not otherwise used.
var _ = proto.Marshal
var _ = math.Inf

type FOO int32

const (
	FOO_FOO1 FOO = 1
)

var FOO_name = map[int32]string{
	1: "FOO1",
}
var FOO_value = map[string]int32{
	"FOO1": 1,
}

func (x FOO) Enum() *FOO {
	p := new(FOO)
	*p = x
	return p
}
func (x FOO) String() string {
	return proto.EnumName(FOO_name, int32(x))
}
func (x *FOO) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(FOO_value, data, "FOO")
	if err != nil {
		return err
	}
	*x = FOO(value)
	return nil
}

// An enum, for completeness.
type GoTest_KIND int32

const (
	GoTest_VOID GoTest_KIND = 0
	// Basic types
	GoTest_BOOL        GoTest_KIND = 1
	GoTest_BYTES       GoTest_KIND = 2
	GoTest_FINGERPRINT GoTest_KIND = 3
	GoTest_FLOAT       GoTest_KIND = 4
	GoTest_INT         GoTest_KIND = 5
	GoTest_STRING      GoTest_KIND = 6
	GoTest_TIME        GoTest_KIND = 7
	// Groupings
	GoTest_TUPLE GoTest_KIND = 8
	GoTest_ARRAY GoTest_KIND = 9
	GoTest_MAP   GoTest_KIND = 10
	// Table types
	GoTest_TABLE GoTest_KIND = 11
	// Functions
	GoTest_FUNCTION GoTest_KIND = 12
)

var GoTest_KIND_name = map[int32]string{
	0:  "VOID",
	1:  "BOOL",
	2:  "BYTES",
	3:  "FINGERPRINT",
	4:  "FLOAT",
	5:  "INT",
	6:  "STRING",
	7:  "TIME",
	8:  "TUPLE",
	9:  "ARRAY",
	10: "MAP",
	11: "TABLE",
	12: "FUNCTION",
}
var GoTest_KIND_value = map[string]int32{
	"VOID":        0,
	"BOOL":        1,
	"BYTES":       2,
	"FINGERPRINT": 3,
	"FLOAT":       4,
	"INT":         5,
	"STRING":      6,
	"TIME":        7,
	"TUPLE":       8,
	"ARRAY":       9,
	"MAP":         10,
	"TABLE":       11,
	"FUNCTION":    12,
}

func (x GoTest_KIND) Enum() *GoTest_KIND {
	p := new(GoTest_KIND)
	*p = x
	return p
}
func (x GoTest_KIND) String() string {
	return proto.EnumName(GoTest_KIND_name, int32(x))
}
func (x *GoTest_KIND) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(GoTest_KIND_value, data, "GoTest_KIND")
	if err != nil {
		return err
	}
	*x = GoTest_KIND(value)
	return nil
}

type MyMessage_Color int32

const (
	MyMessage_RED   MyMessage_Color = 0
	MyMessage_GREEN MyMessage_Color = 1
	MyMessage_BLUE  MyMessage_Color = 2
)

var MyMessage_Color_name = map[int32]string{
	0: "RED",
	1: "GREEN",
	2: "BLUE",
}
var MyMessage_Color_value = map[string]int32{
	"RED":   0,
	"GREEN": 1,
	"BLUE":  2,
}

func (x MyMessage_Color) Enum() *MyMessage_Color {
	p := new(MyMessage_Color)
	*p = x
	return p
}
func (x MyMessage_Color) String() string {
	return proto.EnumName(MyMessage_Color_name, int32(x))
}
func (x *MyMessage_Color) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(MyMessage_Color_value, data, "MyMessage_Color")
	if err != nil {
		return err
	}
	*x = MyMessage_Color(value)
	return nil
}

type Defaults_Color int32

const (
	Defaults_RED   Defaults_Color = 0
	Defaults_GREEN Defaults_Color = 1
	Defaults_BLUE  Defaults_Color = 2
)

var Defaults_Color_name = map[int32]string{
	0: "RED",
	1: "GREEN",
	2: "BLUE",
}
var Defaults_Color_value = map[string]int32{
	"RED":   0,
	"GREEN": 1,
	"BLUE":  2,
}

func (x Defaults_Color) Enum() *Defaults_Color {
	p := new(Defaults_Color)
	*p = x
	return p
}
func (x Defaults_Color) String() string {
	return proto.EnumName(Defaults_Color_name, int32(x))
}
func (x *Defaults_Color) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(Defaults_Color_value, data, "Defaults_Color")
	if err != nil {
		return err
	}
	*x = Defaults_Color(value)
	return nil
}

type RepeatedEnum_Color int32

const (
	RepeatedEnum_RED RepeatedEnum_Color = 1
)

var RepeatedEnum_Color_name = map[int32]string{
	1: "RED",
}
var RepeatedEnum_Color_value = map[string]int32{
	"RED": 1,
}

func (x RepeatedEnum_Color) Enum() *RepeatedEnum_Color {
	p := new(RepeatedEnum_Color)
	*p = x
	return p
}
func (x RepeatedEnum_Color) String() string {
	return proto.EnumName(RepeatedEnum_Color_name, int32(x))
}
func (x *RepeatedEnum_Color) UnmarshalJSON(data []byte) error {
	value, err := proto.UnmarshalJSONEnum(RepeatedEnum_Color_value, data, "RepeatedEnum_Color")
	if err != nil {
		return err
	}
	*x = RepeatedEnum_Color(value)
	return nil
}

type GoEnum struct {
	Foo              *FOO   `protobuf:"varint,1,req,name=foo,enum=testdata.FOO" json:"foo,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *GoEnum) Reset()         { *m = GoEnum{} }
func (m *GoEnum) String() string { return proto.CompactTextString(m) }
func (*GoEnum) ProtoMessage()    {}

func (m *GoEnum) GetFoo() FOO {
	if m != nil && m.Foo != nil {
		return *m.Foo
	}
	return FOO_FOO1
}

type GoTestField struct {
	Label            *string `protobuf:"bytes,1,req" json:"Label,omitempty"`
	Type             *string `protobuf:"bytes,2,req" json:"Type,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *GoTestField) Reset()         { *m = GoTestField{} }
func (m *GoTestField) String() string { return proto.CompactTextString(m) }
func (*GoTestField) ProtoMessage()    {}

func (m *GoTestField) GetLabel() string {
	if m != nil && m.Label != nil {
		return *m.Label
	}
	return ""
}

func (m *GoTestField) GetType() string {
	if m != nil && m.Type != nil {
		return *m.Type
	}
	return ""
}

type GoTest struct {
	// Some typical parameters
	Kind  *GoTest_KIND `protobuf:"varint,1,req,enum=testdata.GoTest_KIND" json:"Kind,omitempty"`
	Table *string      `protobuf:"bytes,2,opt" json:"Table,omitempty"`
	Param *int32       `protobuf:"varint,3,opt" json:"Param,omitempty"`
	// Required, repeated and optional foreign fields.
	RequiredField *GoTestField   `protobuf:"bytes,4,req" json:"RequiredField,omitempty"`
	RepeatedField []*GoTestField `protobuf:"bytes,5,rep" json:"RepeatedField,omitempty"`
	OptionalField *GoTestField   `protobuf:"bytes,6,opt" json:"OptionalField,omitempty"`
	// Required fields of all basic types
	F_BoolRequired    *bool    `protobuf:"varint,10,req,name=F_Bool_required" json:"F_Bool_required,omitempty"`
	F_Int32Required   *int32   `protobuf:"varint,11,req,name=F_Int32_required" json:"F_Int32_required,omitempty"`
	F_Int64Required   *int64   `protobuf:"varint,12,req,name=F_Int64_required" json:"F_Int64_required,omitempty"`
	F_Fixed32Required *uint32  `protobuf:"fixed32,13,req,name=F_Fixed32_required" json:"F_Fixed32_required,omitempty"`
	F_Fixed64Required *uint64  `protobuf:"fixed64,14,req,name=F_Fixed64_required" json:"F_Fixed64_required,omitempty"`
	F_Uint32Required  *uint32  `protobuf:"varint,15,req,name=F_Uint32_required" json:"F_Uint32_required,omitempty"`
	F_Uint64Required  *uint64  `protobuf:"varint,16,req,name=F_Uint64_required" json:"F_Uint64_required,omitempty"`
	F_FloatRequired   *float32 `protobuf:"fixed32,17,req,name=F_Float_required" json:"F_Float_required,omitempty"`
	F_DoubleRequired  *float64 `protobuf:"fixed64,18,req,name=F_Double_required" json:"F_Double_required,omitempty"`
	F_StringRequired  *string  `protobuf:"bytes,19,req,name=F_String_required" json:"F_String_required,omitempty"`
	F_BytesRequired   []byte   `protobuf:"bytes,101,req,name=F_Bytes_required" json:"F_Bytes_required,omitempty"`
	F_Sint32Required  *int32   `protobuf:"zigzag32,102,req,name=F_Sint32_required" json:"F_Sint32_required,omitempty"`
	F_Sint64Required  *int64   `protobuf:"zigzag64,103,req,name=F_Sint64_required" json:"F_Sint64_required,omitempty"`
	// Repeated fields of all basic types
	F_BoolRepeated    []bool    `protobuf:"varint,20,rep,name=F_Bool_repeated" json:"F_Bool_repeated,omitempty"`
	F_Int32Repeated   []int32   `protobuf:"varint,21,rep,name=F_Int32_repeated" json:"F_Int32_repeated,omitempty"`
	F_Int64Repeated   []int64   `protobuf:"varint,22,rep,name=F_Int64_repeated" json:"F_Int64_repeated,omitempty"`
	F_Fixed32Repeated []uint32  `protobuf:"fixed32,23,rep,name=F_Fixed32_repeated" json:"F_Fixed32_repeated,omitempty"`
	F_Fixed64Repeated []uint64  `protobuf:"fixed64,24,rep,name=F_Fixed64_repeated" json:"F_Fixed64_repeated,omitempty"`
	F_Uint32Repeated  []uint32  `protobuf:"varint,25,rep,name=F_Uint32_repeated" json:"F_Uint32_repeated,omitempty"`
	F_Uint64Repeated  []uint64  `protobuf:"varint,26,rep,name=F_Uint64_repeated" json:"F_Uint64_repeated,omitempty"`
	F_FloatRepeated   []float32 `protobuf:"fixed32,27,rep,name=F_Float_repeated" json:"F_Float_repeated,omitempty"`
	F_DoubleRepeated  []float64 `protobuf:"fixed64,28,rep,name=F_Double_repeated" json:"F_Double_repeated,omitempty"`
	F_StringRepeated  []string  `protobuf:"bytes,29,rep,name=F_String_repeated" json:"F_String_repeated,omitempty"`
	F_BytesRepeated   [][]byte  `protobuf:"bytes,201,rep,name=F_Bytes_repeated" json:"F_Bytes_repeated,omitempty"`
	F_Sint32Repeated  []int32   `protobuf:"zigzag32,202,rep,name=F_Sint32_repeated" json:"F_Sint32_repeated,omitempty"`
	F_Sint64Repeated  []int64   `protobuf:"zigzag64,203,rep,name=F_Sint64_repeated" json:"F_Sint64_repeated,omitempty"`
	// Optional fields of all basic types
	F_BoolOptional    *bool    `protobuf:"varint,30,opt,name=F_Bool_optional" json:"F_Bool_optional,omitempty"`
	F_Int32Optional   *int32   `protobuf:"varint,31,opt,name=F_Int32_optional" json:"F_Int32_optional,omitempty"`
	F_Int64Optional   *int64   `protobuf:"varint,32,opt,name=F_Int64_optional" json:"F_Int64_optional,omitempty"`
	F_Fixed32Optional *uint32  `protobuf:"fixed32,33,opt,name=F_Fixed32_optional" json:"F_Fixed32_optional,omitempty"`
	F_Fixed64Optional *uint64  `protobuf:"fixed64,34,opt,name=F_Fixed64_optional" json:"F_Fixed64_optional,omitempty"`
	F_Uint32Optional  *uint32  `protobuf:"varint,35,opt,name=F_Uint32_optional" json:"F_Uint32_optional,omitempty"`
	F_Uint64Optional  *uint64  `protobuf:"varint,36,opt,name=F_Uint64_optional" json:"F_Uint64_optional,omitempty"`
	F_FloatOptional   *float32 `protobuf:"fixed32,37,opt,name=F_Float_optional" json:"F_Float_optional,omitempty"`
	F_DoubleOptional  *float64 `protobuf:"fixed64,38,opt,name=F_Double_optional" json:"F_Double_optional,omitempty"`
	F_StringOptional  *string  `protobuf:"bytes,39,opt,name=F_String_optional" json:"F_String_optional,omitempty"`
	F_BytesOptional   []byte   `protobuf:"bytes,301,opt,name=F_Bytes_optional" json:"F_Bytes_optional,omitempty"`
	F_Sint32Optional  *int32   `protobuf:"zigzag32,302,opt,name=F_Sint32_optional" json:"F_Sint32_optional,omitempty"`
	F_Sint64Optional  *int64   `protobuf:"zigzag64,303,opt,name=F_Sint64_optional" json:"F_Sint64_optional,omitempty"`
	// Default-valued fields of all basic types
	F_BoolDefaulted    *bool    `protobuf:"varint,40,opt,name=F_Bool_defaulted,def=1" json:"F_Bool_defaulted,omitempty"`
	F_Int32Defaulted   *int32   `protobuf:"varint,41,opt,name=F_Int32_defaulted,def=32" json:"F_Int32_defaulted,omitempty"`
	F_Int64Defaulted   *int64   `protobuf:"varint,42,opt,name=F_Int64_defaulted,def=64" json:"F_Int64_defaulted,omitempty"`
	F_Fixed32Defaulted *uint32  `protobuf:"fixed32,43,opt,name=F_Fixed32_defaulted,def=320" json:"F_Fixed32_defaulted,omitempty"`
	F_Fixed64Defaulted *uint64  `protobuf:"fixed64,44,opt,name=F_Fixed64_defaulted,def=640" json:"F_Fixed64_defaulted,omitempty"`
	F_Uint32Defaulted  *uint32  `protobuf:"varint,45,opt,name=F_Uint32_defaulted,def=3200" json:"F_Uint32_defaulted,omitempty"`
	F_Uint64Defaulted  *uint64  `protobuf:"varint,46,opt,name=F_Uint64_defaulted,def=6400" json:"F_Uint64_defaulted,omitempty"`
	F_FloatDefaulted   *float32 `protobuf:"fixed32,47,opt,name=F_Float_defaulted,def=314159" json:"F_Float_defaulted,omitempty"`
	F_DoubleDefaulted  *float64 `protobuf:"fixed64,48,opt,name=F_Double_defaulted,def=271828" json:"F_Double_defaulted,omitempty"`
	F_StringDefaulted  *string  `protobuf:"bytes,49,opt,name=F_String_defaulted,def=hello, \"world!\"\n" json:"F_String_defaulted,omitempty"`
	F_BytesDefaulted   []byte   `protobuf:"bytes,401,opt,name=F_Bytes_defaulted,def=Bignose" json:"F_Bytes_defaulted,omitempty"`
	F_Sint32Defaulted  *int32   `protobuf:"zigzag32,402,opt,name=F_Sint32_defaulted,def=-32" json:"F_Sint32_defaulted,omitempty"`
	F_Sint64Defaulted  *int64   `protobuf:"zigzag64,403,opt,name=F_Sint64_defaulted,def=-64" json:"F_Sint64_defaulted,omitempty"`
	// Packed repeated fields (no string or bytes).
	F_BoolRepeatedPacked    []bool                  `protobuf:"varint,50,rep,packed,name=F_Bool_repeated_packed" json:"F_Bool_repeated_packed,omitempty"`
	F_Int32RepeatedPacked   []int32                 `protobuf:"varint,51,rep,packed,name=F_Int32_repeated_packed" json:"F_Int32_repeated_packed,omitempty"`
	F_Int64RepeatedPacked   []int64                 `protobuf:"varint,52,rep,packed,name=F_Int64_repeated_packed" json:"F_Int64_repeated_packed,omitempty"`
	F_Fixed32RepeatedPacked []uint32                `protobuf:"fixed32,53,rep,packed,name=F_Fixed32_repeated_packed" json:"F_Fixed32_repeated_packed,omitempty"`
	F_Fixed64RepeatedPacked []uint64                `protobuf:"fixed64,54,rep,packed,name=F_Fixed64_repeated_packed" json:"F_Fixed64_repeated_packed,omitempty"`
	F_Uint32RepeatedPacked  []uint32                `protobuf:"varint,55,rep,packed,name=F_Uint32_repeated_packed" json:"F_Uint32_repeated_packed,omitempty"`
	F_Uint64RepeatedPacked  []uint64                `protobuf:"varint,56,rep,packed,name=F_Uint64_repeated_packed" json:"F_Uint64_repeated_packed,omitempty"`
	F_FloatRepeatedPacked   []float32               `protobuf:"fixed32,57,rep,packed,name=F_Float_repeated_packed" json:"F_Float_repeated_packed,omitempty"`
	F_DoubleRepeatedPacked  []float64               `protobuf:"fixed64,58,rep,packed,name=F_Double_repeated_packed" json:"F_Double_repeated_packed,omitempty"`
	F_Sint32RepeatedPacked  []int32                 `protobuf:"zigzag32,502,rep,packed,name=F_Sint32_repeated_packed" json:"F_Sint32_repeated_packed,omitempty"`
	F_Sint64RepeatedPacked  []int64                 `protobuf:"zigzag64,503,rep,packed,name=F_Sint64_repeated_packed" json:"F_Sint64_repeated_packed,omitempty"`
	Requiredgroup           *GoTest_RequiredGroup   `protobuf:"group,70,req,name=RequiredGroup" json:"requiredgroup,omitempty"`
	Repeatedgroup           []*GoTest_RepeatedGroup `protobuf:"group,80,rep,name=RepeatedGroup" json:"repeatedgroup,omitempty"`
	Optionalgroup           *GoTest_OptionalGroup   `protobuf:"group,90,opt,name=OptionalGroup" json:"optionalgroup,omitempty"`
	XXX_unrecognized        []byte                  `json:"-"`
}

func (m *GoTest) Reset()         { *m = GoTest{} }
func (m *GoTest) String() string { return proto.CompactTextString(m) }
func (*GoTest) ProtoMessage()    {}

const Default_GoTest_F_BoolDefaulted bool = true
const Default_GoTest_F_Int32Defaulted int32 = 32
const Default_GoTest_F_Int64Defaulted int64 = 64
const Default_GoTest_F_Fixed32Defaulted uint32 = 320
const Default_GoTest_F_Fixed64Defaulted uint64 = 640
const Default_GoTest_F_Uint32Defaulted uint32 = 3200
const Default_GoTest_F_Uint64Defaulted uint64 = 6400
const Default_GoTest_F_FloatDefaulted float32 = 314159
const Default_GoTest_F_DoubleDefaulted float64 = 271828
const Default_GoTest_F_StringDefaulted string = "hello, \"world!\"\n"

var Default_GoTest_F_BytesDefaulted []byte = []byte("Bignose")

const Default_GoTest_F_Sint32Defaulted int32 = -32
const Default_GoTest_F_Sint64Defaulted int64 = -64

func (m *GoTest) GetKind() GoTest_KIND {
	if m != nil && m.Kind != nil {
		return *m.Kind
	}
	return GoTest_VOID
}

func (m *GoTest) GetTable() string {
	if m != nil && m.Table != nil {
		return *m.Table
	}
	return ""
}

func (m *GoTest) GetParam() int32 {
	if m != nil && m.Param != nil {
		return *m.Param
	}
	return 0
}

func (m *GoTest) GetRequiredField() *GoTestField {
	if m != nil {
		return m.RequiredField
	}
	return nil
}

func (m *GoTest) GetRepeatedField() []*GoTestField {
	if m != nil {
		return m.RepeatedField
	}
	return nil
}

func (m *GoTest) GetOptionalField() *GoTestField {
	if m != nil {
		return m.OptionalField
	}
	return nil
}

func (m *GoTest) GetF_BoolRequired() bool {
	if m != nil && m.F_BoolRequired != nil {
		return *m.F_BoolRequired
	}
	return false
}

func (m *GoTest) GetF_Int32Required() int32 {
	if m != nil && m.F_Int32Required != nil {
		return *m.F_Int32Required
	}
	return 0
}

func (m *GoTest) GetF_Int64Required() int64 {
	if m != nil && m.F_Int64Required != nil {
		return *m.F_Int64Required
	}
	return 0
}

func (m *GoTest) GetF_Fixed32Required() uint32 {
	if m != nil && m.F_Fixed32Required != nil {
		return *m.F_Fixed32Required
	}
	return 0
}

func (m *GoTest) GetF_Fixed64Required() uint64 {
	if m != nil && m.F_Fixed64Required != nil {
		return *m.F_Fixed64Required
	}
	return 0
}

func (m *GoTest) GetF_Uint32Required() uint32 {
	if m != nil && m.F_Uint32Required != nil {
		return *m.F_Uint32Required
	}
	return 0
}

func (m *GoTest) GetF_Uint64Required() uint64 {
	if m != nil && m.F_Uint64Required != nil {
		return *m.F_Uint64Required
	}
	return 0
}

func (m *GoTest) GetF_FloatRequired() float32 {
	if m != nil && m.F_FloatRequired != nil {
		return *m.F_FloatRequired
	}
	return 0
}

func (m *GoTest) GetF_DoubleRequired() float64 {
	if m != nil && m.F_DoubleRequired != nil {
		return *m.F_DoubleRequired
	}
	return 0
}

func (m *GoTest) GetF_StringRequired() string {
	if m != nil && m.F_StringRequired != nil {
		return *m.F_StringRequired
	}
	return ""
}

func (m *GoTest) GetF_BytesRequired() []byte {
	if m != nil {
		return m.F_BytesRequired
	}
	return nil
}

func (m *GoTest) GetF_Sint32Required() int32 {
	if m != nil && m.F_Sint32Required != nil {
		return *m.F_Sint32Required
	}
	return 0
}

func (m *GoTest) GetF_Sint64Required() int64 {
	if m != nil && m.F_Sint64Required != nil {
		return *m.F_Sint64Required
	}
	return 0
}

func (m *GoTest) GetF_BoolRepeated() []bool {
	if m != nil {
		return m.F_BoolRepeated
	}
	return nil
}

func (m *GoTest) GetF_Int32Repeated() []int32 {
	if m != nil {
		return m.F_Int32Repeated
	}
	return nil
}

func (m *GoTest) GetF_Int64Repeated() []int64 {
	if m != nil {
		return m.F_Int64Repeated
	}
	return nil
}

func (m *GoTest) GetF_Fixed32Repeated() []uint32 {
	if m != nil {
		return m.F_Fixed32Repeated
	}
	return nil
}

func (m *GoTest) GetF_Fixed64Repeated() []uint64 {
	if m != nil {
		return m.F_Fixed64Repeated
	}
	return nil
}

func (m *GoTest) GetF_Uint32Repeated() []uint32 {
	if m != nil {
		return m.F_Uint32Repeated
	}
	return nil
}

func (m *GoTest) GetF_Uint64Repeated() []uint64 {
	if m != nil {
		return m.F_Uint64Repeated
	}
	return nil
}

func (m *GoTest) GetF_FloatRepeated() []float32 {
	if m != nil {
		return m.F_FloatRepeated
	}
	return nil
}

func (m *GoTest) GetF_DoubleRepeated() []float64 {
	if m != nil {
		return m.F_DoubleRepeated
	}
	return nil
}

func (m *GoTest) GetF_StringRepeated() []string {
	if m != nil {
		return m.F_StringRepeated
	}
	return nil
}

func (m *GoTest) GetF_BytesRepeated() [][]byte {
	if m != nil {
		return m.F_BytesRepeated
	}
	return nil
}

func (m *GoTest) GetF_Sint32Repeated() []int32 {
	if m != nil {
		return m.F_Sint32Repeated
	}
	return nil
}

func (m *GoTest) GetF_Sint64Repeated() []int64 {
	if m != nil {
		return m.F_Sint64Repeated
	}
	return nil
}

func (m *GoTest) GetF_BoolOptional() bool {
	if m != nil && m.F_BoolOptional != nil {
		return *m.F_BoolOptional
	}
	return false
}

func (m *GoTest) GetF_Int32Optional() int32 {
	if m != nil && m.F_Int32Optional != nil {
		return *m.F_Int32Optional
	}
	return 0
}

func (m *GoTest) GetF_Int64Optional() int64 {
	if m != nil && m.F_Int64Optional != nil {
		return *m.F_Int64Optional
	}
	return 0
}

func (m *GoTest) GetF_Fixed32Optional() uint32 {
	if m != nil && m.F_Fixed32Optional != nil {
		return *m.F_Fixed32Optional
	}
	return 0
}

func (m *GoTest) GetF_Fixed64Optional() uint64 {
	if m != nil && m.F_Fixed64Optional != nil {
		return *m.F_Fixed64Optional
	}
	return 0
}

func (m *GoTest) GetF_Uint32Optional() uint32 {
	if m != nil && m.F_Uint32Optional != nil {
		return *m.F_Uint32Optional
	}
	return 0
}

func (m *GoTest) GetF_Uint64Optional() uint64 {
	if m != nil && m.F_Uint64Optional != nil {
		return *m.F_Uint64Optional
	}
	return 0
}

func (m *GoTest) GetF_FloatOptional() float32 {
	if m != nil && m.F_FloatOptional != nil {
		return *m.F_FloatOptional
	}
	return 0
}

func (m *GoTest) GetF_DoubleOptional() float64 {
	if m != nil && m.F_DoubleOptional != nil {
		return *m.F_DoubleOptional
	}
	return 0
}

func (m *GoTest) GetF_StringOptional() string {
	if m != nil && m.F_StringOptional != nil {
		return *m.F_StringOptional
	}
	return ""
}

func (m *GoTest) GetF_BytesOptional() []byte {
	if m != nil {
		return m.F_BytesOptional
	}
	return nil
}

func (m *GoTest) GetF_Sint32Optional() int32 {
	if m != nil && m.F_Sint32Optional != nil {
		return *m.F_Sint32Optional
	}
	return 0
}

func (m *GoTest) GetF_Sint64Optional() int64 {
	if m != nil && m.F_Sint64Optional != nil {
		return *m.F_Sint64Optional
	}
	return 0
}

func (m *GoTest) GetF_BoolDefaulted() bool {
	if m != nil && m.F_BoolDefaulted != nil {
		return *m.F_BoolDefaulted
	}
	return Default_GoTest_F_BoolDefaulted
}

func (m *GoTest) GetF_Int32Defaulted() int32 {
	if m != nil && m.F_Int32Defaulted != nil {
		return *m.F_Int32Defaulted
	}
	return Default_GoTest_F_Int32Defaulted
}

func (m *GoTest) GetF_Int64Defaulted() int64 {
	if m != nil && m.F_Int64Defaulted != nil {
		return *m.F_Int64Defaulted
	}
	return Default_GoTest_F_Int64Defaulted
}

func (m *GoTest) GetF_Fixed32Defaulted() uint32 {
	if m != nil && m.F_Fixed32Defaulted != nil {
		return *m.F_Fixed32Defaulted
	}
	return Default_GoTest_F_Fixed32Defaulted
}

func (m *GoTest) GetF_Fixed64Defaulted() uint64 {
	if m != nil && m.F_Fixed64Defaulted != nil {
		return *m.F_Fixed64Defaulted
	}
	return Default_GoTest_F_Fixed64Defaulted
}

func (m *GoTest) GetF_Uint32Defaulted() uint32 {
	if m != nil && m.F_Uint32Defaulted != nil {
		return *m.F_Uint32Defaulted
	}
	return Default_GoTest_F_Uint32Defaulted
}

func (m *GoTest) GetF_Uint64Defaulted() uint64 {
	if m != nil && m.F_Uint64Defaulted != nil {
		return *m.F_Uint64Defaulted
	}
	return Default_GoTest_F_Uint64Defaulted
}

func (m *GoTest) GetF_FloatDefaulted() float32 {
	if m != nil && m.F_FloatDefaulted != nil {
		return *m.F_FloatDefaulted
	}
	return Default_GoTest_F_FloatDefaulted
}

func (m *GoTest) GetF_DoubleDefaulted() float64 {
	if m != nil && m.F_DoubleDefaulted != nil {
		return *m.F_DoubleDefaulted
	}
	return Default_GoTest_F_DoubleDefaulted
}

func (m *GoTest) GetF_StringDefaulted() string {
	if m != nil && m.F_StringDefaulted != nil {
		return *m.F_StringDefaulted
	}
	return Default_GoTest_F_StringDefaulted
}

func (m *GoTest) GetF_BytesDefaulted() []byte {
	if m != nil && m.F_BytesDefaulted != nil {
		return m.F_BytesDefaulted
	}
	return append([]byte(nil), Default_GoTest_F_BytesDefaulted...)
}

func (m *GoTest) GetF_Sint32Defaulted() int32 {
	if m != nil && m.F_Sint32Defaulted != nil {
		return *m.F_Sint32Defaulted
	}
	return Default_GoTest_F_Sint32Defaulted
}

func (m *GoTest) GetF_Sint64Defaulted() int64 {
	if m != nil && m.F_Sint64Defaulted != nil {
		return *m.F_Sint64Defaulted
	}
	return Default_GoTest_F_Sint64Defaulted
}

func (m *GoTest) GetF_BoolRepeatedPacked() []bool {
	if m != nil {
		return m.F_BoolRepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Int32RepeatedPacked() []int32 {
	if m != nil {
		return m.F_Int32RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Int64RepeatedPacked() []int64 {
	if m != nil {
		return m.F_Int64RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Fixed32RepeatedPacked() []uint32 {
	if m != nil {
		return m.F_Fixed32RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Fixed64RepeatedPacked() []uint64 {
	if m != nil {
		return m.F_Fixed64RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Uint32RepeatedPacked() []uint32 {
	if m != nil {
		return m.F_Uint32RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Uint64RepeatedPacked() []uint64 {
	if m != nil {
		return m.F_Uint64RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_FloatRepeatedPacked() []float32 {
	if m != nil {
		return m.F_FloatRepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_DoubleRepeatedPacked() []float64 {
	if m != nil {
		return m.F_DoubleRepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Sint32RepeatedPacked() []int32 {
	if m != nil {
		return m.F_Sint32RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetF_Sint64RepeatedPacked() []int64 {
	if m != nil {
		return m.F_Sint64RepeatedPacked
	}
	return nil
}

func (m *GoTest) GetRequiredgroup() *GoTest_RequiredGroup {
	if m != nil {
		return m.Requiredgroup
	}
	return nil
}

func (m *GoTest) GetRepeatedgroup() []*GoTest_RepeatedGroup {
	if m != nil {
		return m.Repeatedgroup
	}
	return nil
}

func (m *GoTest) GetOptionalgroup() *GoTest_OptionalGroup {
	if m != nil {
		return m.Optionalgroup
	}
	return nil
}

// Required, repeated, and optional groups.
type GoTest_RequiredGroup struct {
	RequiredField    *string `protobuf:"bytes,71,req" json:"RequiredField,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *GoTest_RequiredGroup) Reset()         { *m = GoTest_RequiredGroup{} }
func (m *GoTest_RequiredGroup) String() string { return proto.CompactTextString(m) }
func (*GoTest_RequiredGroup) ProtoMessage()    {}

func (m *GoTest_RequiredGroup) GetRequiredField() string {
	if m != nil && m.RequiredField != nil {
		return *m.RequiredField
	}
	return ""
}

type GoTest_RepeatedGroup struct {
	RequiredField    *string `protobuf:"bytes,81,req" json:"RequiredField,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *GoTest_RepeatedGroup) Reset()         { *m = GoTest_RepeatedGroup{} }
func (m *GoTest_RepeatedGroup) String() string { return proto.CompactTextString(m) }
func (*GoTest_RepeatedGroup) ProtoMessage()    {}

func (m *GoTest_RepeatedGroup) GetRequiredField() string {
	if m != nil && m.RequiredField != nil {
		return *m.RequiredField
	}
	return ""
}

type GoTest_OptionalGroup struct {
	RequiredField    *string `protobuf:"bytes,91,req" json:"RequiredField,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *GoTest_OptionalGroup) Reset()         { *m = GoTest_OptionalGroup{} }
func (m *GoTest_OptionalGroup) String() string { return proto.CompactTextString(m) }
func (*GoTest_OptionalGroup) ProtoMessage()    {}

func (m *GoTest_OptionalGroup) GetRequiredField() string {
	if m != nil && m.RequiredField != nil {
		return *m.RequiredField
	}
	return ""
}

// For testing skipping of unrecognized fields.
// Numbers are all big, larger than tag numbers in GoTestField,
// the message used in the corresponding test.
type GoSkipTest struct {
	SkipInt32        *int32                `protobuf:"varint,11,req,name=skip_int32" json:"skip_int32,omitempty"`
	SkipFixed32      *uint32               `protobuf:"fixed32,12,req,name=skip_fixed32" json:"skip_fixed32,omitempty"`
	SkipFixed64      *uint64               `protobuf:"fixed64,13,req,name=skip_fixed64" json:"skip_fixed64,omitempty"`
	SkipString       *string               `protobuf:"bytes,14,req,name=skip_string" json:"skip_string,omitempty"`
	Skipgroup        *GoSkipTest_SkipGroup `protobuf:"group,15,req,name=SkipGroup" json:"skipgroup,omitempty"`
	XXX_unrecognized []byte                `json:"-"`
}

func (m *GoSkipTest) Reset()         { *m = GoSkipTest{} }
func (m *GoSkipTest) String() string { return proto.CompactTextString(m) }
func (*GoSkipTest) ProtoMessage()    {}

func (m *GoSkipTest) GetSkipInt32() int32 {
	if m != nil && m.SkipInt32 != nil {
		return *m.SkipInt32
	}
	return 0
}

func (m *GoSkipTest) GetSkipFixed32() uint32 {
	if m != nil && m.SkipFixed32 != nil {
		return *m.SkipFixed32
	}
	return 0
}

func (m *GoSkipTest) GetSkipFixed64() uint64 {
	if m != nil && m.SkipFixed64 != nil {
		return *m.SkipFixed64
	}
	return 0
}

func (m *GoSkipTest) GetSkipString() string {
	if m != nil && m.SkipString != nil {
		return *m.SkipString
	}
	return ""
}

func (m *GoSkipTest) GetSkipgroup() *GoSkipTest_SkipGroup {
	if m != nil {
		return m.Skipgroup
	}
	return nil
}

type GoSkipTest_SkipGroup struct {
	GroupInt32       *int32  `protobuf:"varint,16,req,name=group_int32" json:"group_int32,omitempty"`
	GroupString      *string `protobuf:"bytes,17,req,name=group_string" json:"group_string,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *GoSkipTest_SkipGroup) Reset()         { *m = GoSkipTest_SkipGroup{} }
func (m *GoSkipTest_SkipGroup) String() string { return proto.CompactTextString(m) }
func (*GoSkipTest_SkipGroup) ProtoMessage()    {}

func (m *GoSkipTest_SkipGroup) GetGroupInt32() int32 {
	if m != nil && m.GroupInt32 != nil {
		return *m.GroupInt32
	}
	return 0
}

func (m *GoSkipTest_SkipGroup) GetGroupString() string {
	if m != nil && m.GroupString != nil {
		return *m.GroupString
	}
	return ""
}

// For testing packed/non-packed decoder switching.
// A serialized instance of one should be deserializable as the other.
type NonPackedTest struct {
	A                []int32 `protobuf:"varint,1,rep,name=a" json:"a,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *NonPackedTest) Reset()         { *m = NonPackedTest{} }
func (m *NonPackedTest) String() string { return proto.CompactTextString(m) }
func (*NonPackedTest) ProtoMessage()    {}

func (m *NonPackedTest) GetA() []int32 {
	if m != nil {
		return m.A
	}
	return nil
}

type PackedTest struct {
	B                []int32 `protobuf:"varint,1,rep,packed,name=b" json:"b,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *PackedTest) Reset()         { *m = PackedTest{} }
func (m *PackedTest) String() string { return proto.CompactTextString(m) }
func (*PackedTest) ProtoMessage()    {}

func (m *PackedTest) GetB() []int32 {
	if m != nil {
		return m.B
	}
	return nil
}

type MaxTag struct {
	// Maximum possible tag number.
	LastField        *string `protobuf:"bytes,536870911,opt,name=last_field" json:"last_field,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *MaxTag) Reset()         { *m = MaxTag{} }
func (m *MaxTag) String() string { return proto.CompactTextString(m) }
func (*MaxTag) ProtoMessage()    {}

func (m *MaxTag) GetLastField() string {
	if m != nil && m.LastField != nil {
		return *m.LastField
	}
	return ""
}

type OldMessage struct {
	Nested           *OldMessage_Nested `protobuf:"bytes,1,opt,name=nested" json:"nested,omitempty"`
	Num              *int32             `protobuf:"varint,2,opt,name=num" json:"num,omitempty"`
	XXX_unrecognized []byte             `json:"-"`
}

func (m *OldMessage) Reset()         { *m = OldMessage{} }
func (m *OldMessage) String() string { return proto.CompactTextString(m) }
func (*OldMessage) ProtoMessage()    {}

func (m *OldMessage) GetNested() *OldMessage_Nested {
	if m != nil {
		return m.Nested
	}
	return nil
}

func (m *OldMessage) GetNum() int32 {
	if m != nil && m.Num != nil {
		return *m.Num
	}
	return 0
}

type OldMessage_Nested struct {
	Name             *string `protobuf:"bytes,1,opt,name=name" json:"name,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *OldMessage_Nested) Reset()         { *m = OldMessage_Nested{} }
func (m *OldMessage_Nested) String() string { return proto.CompactTextString(m) }
func (*OldMessage_Nested) ProtoMessage()    {}

func (m *OldMessage_Nested) GetName() string {
	if m != nil && m.Name != nil {
		return *m.Name
	}
	return ""
}

// NewMessage is wire compatible with OldMessage;
// imagine it as a future version.
type NewMessage struct {
	Nested *NewMessage_Nested `protobuf:"bytes,1,opt,name=nested" json:"nested,omitempty"`
	// This is an int32 in OldMessage.
	Num              *int64 `protobuf:"varint,2,opt,name=num" json:"num,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *NewMessage) Reset()         { *m = NewMessage{} }
func (m *NewMessage) String() string { return proto.CompactTextString(m) }
func (*NewMessage) ProtoMessage()    {}

func (m *NewMessage) GetNested() *NewMessage_Nested {
	if m != nil {
		return m.Nested
	}
	return nil
}

func (m *NewMessage) GetNum() int64 {
	if m != nil && m.Num != nil {
		return *m.Num
	}
	return 0
}

type NewMessage_Nested struct {
	Name             *string `protobuf:"bytes,1,opt,name=name" json:"name,omitempty"`
	FoodGroup        *string `protobuf:"bytes,2,opt,name=food_group" json:"food_group,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *NewMessage_Nested) Reset()         { *m = NewMessage_Nested{} }
func (m *NewMessage_Nested) String() string { return proto.CompactTextString(m) }
func (*NewMessage_Nested) ProtoMessage()    {}

func (m *NewMessage_Nested) GetName() string {
	if m != nil && m.Name != nil {
		return *m.Name
	}
	return ""
}

func (m *NewMessage_Nested) GetFoodGroup() string {
	if m != nil && m.FoodGroup != nil {
		return *m.FoodGroup
	}
	return ""
}

type InnerMessage struct {
	Host             *string `protobuf:"bytes,1,req,name=host" json:"host,omitempty"`
	Port             *int32  `protobuf:"varint,2,opt,name=port,def=4000" json:"port,omitempty"`
	Connected        *bool   `protobuf:"varint,3,opt,name=connected" json:"connected,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *InnerMessage) Reset()         { *m = InnerMessage{} }
func (m *InnerMessage) String() string { return proto.CompactTextString(m) }
func (*InnerMessage) ProtoMessage()    {}

const Default_InnerMessage_Port int32 = 4000

func (m *InnerMessage) GetHost() string {
	if m != nil && m.Host != nil {
		return *m.Host
	}
	return ""
}

func (m *InnerMessage) GetPort() int32 {
	if m != nil && m.Port != nil {
		return *m.Port
	}
	return Default_InnerMessage_Port
}

func (m *InnerMessage) GetConnected() bool {
	if m != nil && m.Connected != nil {
		return *m.Connected
	}
	return false
}

type OtherMessage struct {
	Key              *int64        `protobuf:"varint,1,opt,name=key" json:"key,omitempty"`
	Value            []byte        `protobuf:"bytes,2,opt,name=value" json:"value,omitempty"`
	Weight           *float32      `protobuf:"fixed32,3,opt,name=weight" json:"weight,omitempty"`
	Inner            *InnerMessage `protobuf:"bytes,4,opt,name=inner" json:"inner,omitempty"`
	XXX_unrecognized []byte        `json:"-"`
}

func (m *OtherMessage) Reset()         { *m = OtherMessage{} }
func (m *OtherMessage) String() string { return proto.CompactTextString(m) }
func (*OtherMessage) ProtoMessage()    {}

func (m *OtherMessage) GetKey() int64 {
	if m != nil && m.Key != nil {
		return *m.Key
	}
	return 0
}

func (m *OtherMessage) GetValue() []byte {
	if m != nil {
		return m.Value
	}
	return nil
}

func (m *OtherMessage) GetWeight() float32 {
	if m != nil && m.Weight != nil {
		return *m.Weight
	}
	return 0
}

func (m *OtherMessage) GetInner() *InnerMessage {
	if m != nil {
		return m.Inner
	}
	return nil
}

type MyMessage struct {
	Count     *int32               `protobuf:"varint,1,req,name=count" json:"count,omitempty"`
	Name      *string              `protobuf:"bytes,2,opt,name=name" json:"name,omitempty"`
	Quote     *string              `protobuf:"bytes,3,opt,name=quote" json:"quote,omitempty"`
	Pet       []string             `protobuf:"bytes,4,rep,name=pet" json:"pet,omitempty"`
	Inner     *InnerMessage        `protobuf:"bytes,5,opt,name=inner" json:"inner,omitempty"`
	Others    []*OtherMessage      `protobuf:"bytes,6,rep,name=others" json:"others,omitempty"`
	RepInner  []*InnerMessage      `protobuf:"bytes,12,rep,name=rep_inner" json:"rep_inner,omitempty"`
	Bikeshed  *MyMessage_Color     `protobuf:"varint,7,opt,name=bikeshed,enum=testdata.MyMessage_Color" json:"bikeshed,omitempty"`
	Somegroup *MyMessage_SomeGroup `protobuf:"group,8,opt,name=SomeGroup" json:"somegroup,omitempty"`
	// This field becomes [][]byte in the generated code.
	RepBytes         [][]byte                  `protobuf:"bytes,10,rep,name=rep_bytes" json:"rep_bytes,omitempty"`
	Bigfloat         *float64                  `protobuf:"fixed64,11,opt,name=bigfloat" json:"bigfloat,omitempty"`
	XXX_extensions   map[int32]proto.Extension `json:"-"`
	XXX_unrecognized []byte                    `json:"-"`
}

func (m *MyMessage) Reset()         { *m = MyMessage{} }
func (m *MyMessage) String() string { return proto.CompactTextString(m) }
func (*MyMessage) ProtoMessage()    {}

var extRange_MyMessage = []proto.ExtensionRange{
	{100, 536870911},
}

func (*MyMessage) ExtensionRangeArray() []proto.ExtensionRange {
	return extRange_MyMessage
}
func (m *MyMessage) ExtensionMap() map[int32]proto.Extension {
	if m.XXX_extensions == nil {
		m.XXX_extensions = make(map[int32]proto.Extension)
	}
	return m.XXX_extensions
}

func (m *MyMessage) GetCount() int32 {
	if m != nil && m.Count != nil {
		return *m.Count
	}
	return 0
}

func (m *MyMessage) GetName() string {
	if m != nil && m.Name != nil {
		return *m.Name
	}
	return ""
}

func (m *MyMessage) GetQuote() string {
	if m != nil && m.Quote != nil {
		return *m.Quote
	}
	return ""
}

func (m *MyMessage) GetPet() []string {
	if m != nil {
		return m.Pet
	}
	return nil
}

func (m *MyMessage) GetInner() *InnerMessage {
	if m != nil {
		return m.Inner
	}
	return nil
}

func (m *MyMessage) GetOthers() []*OtherMessage {
	if m != nil {
		return m.Others
	}
	return nil
}

func (m *MyMessage) GetRepInner() []*InnerMessage {
	if m != nil {
		return m.RepInner
	}
	return nil
}

func (m *MyMessage) GetBikeshed() MyMessage_Color {
	if m != nil && m.Bikeshed != nil {
		return *m.Bikeshed
	}
	return MyMessage_RED
}

func (m *MyMessage) GetSomegroup() *MyMessage_SomeGroup {
	if m != nil {
		return m.Somegroup
	}
	return nil
}

func (m *MyMessage) GetRepBytes() [][]byte {
	if m != nil {
		return m.RepBytes
	}
	return nil
}

func (m *MyMessage) GetBigfloat() float64 {
	if m != nil && m.Bigfloat != nil {
		return *m.Bigfloat
	}
	return 0
}

type MyMessage_SomeGroup struct {
	GroupField       *int32 `protobuf:"varint,9,opt,name=group_field" json:"group_field,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *MyMessage_SomeGroup) Reset()         { *m = MyMessage_SomeGroup{} }
func (m *MyMessage_SomeGroup) String() string { return proto.CompactTextString(m) }
func (*MyMessage_SomeGroup) ProtoMessage()    {}

func (m *MyMessage_SomeGroup) GetGroupField() int32 {
	if m != nil && m.GroupField != nil {
		return *m.GroupField
	}
	return 0
}

type Ext struct {
	Data             *string `protobuf:"bytes,1,opt,name=data" json:"data,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *Ext) Reset()         { *m = Ext{} }
func (m *Ext) String() string { return proto.CompactTextString(m) }
func (*Ext) ProtoMessage()    {}

func (m *Ext) GetData() string {
	if m != nil && m.Data != nil {
		return *m.Data
	}
	return ""
}

var E_Ext_More = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessage)(nil),
	ExtensionType: (*Ext)(nil),
	Field:         103,
	Name:          "testdata.Ext.more",
	Tag:           "bytes,103,opt,name=more",
}

var E_Ext_Text = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessage)(nil),
	ExtensionType: (*string)(nil),
	Field:         104,
	Name:          "testdata.Ext.text",
	Tag:           "bytes,104,opt,name=text",
}

var E_Ext_Number = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessage)(nil),
	ExtensionType: (*int32)(nil),
	Field:         105,
	Name:          "testdata.Ext.number",
	Tag:           "varint,105,opt,name=number",
}

type MyMessageSet struct {
	XXX_extensions   map[int32]proto.Extension `json:"-"`
	XXX_unrecognized []byte                    `json:"-"`
}

func (m *MyMessageSet) Reset()         { *m = MyMessageSet{} }
func (m *MyMessageSet) String() string { return proto.CompactTextString(m) }
func (*MyMessageSet) ProtoMessage()    {}

func (m *MyMessageSet) Marshal() ([]byte, error) {
	return proto.MarshalMessageSet(m.ExtensionMap())
}
func (m *MyMessageSet) Unmarshal(buf []byte) error {
	return proto.UnmarshalMessageSet(buf, m.ExtensionMap())
}
func (m *MyMessageSet) MarshalJSON() ([]byte, error) {
	return proto.MarshalMessageSetJSON(m.XXX_extensions)
}
func (m *MyMessageSet) UnmarshalJSON(buf []byte) error {
	return proto.UnmarshalMessageSetJSON(buf, m.XXX_extensions)
}

// ensure MyMessageSet satisfies proto.Marshaler and proto.Unmarshaler
var _ proto.Marshaler = (*MyMessageSet)(nil)
var _ proto.Unmarshaler = (*MyMessageSet)(nil)

var extRange_MyMessageSet = []proto.ExtensionRange{
	{100, 2147483646},
}

func (*MyMessageSet) ExtensionRangeArray() []proto.ExtensionRange {
	return extRange_MyMessageSet
}
func (m *MyMessageSet) ExtensionMap() map[int32]proto.Extension {
	if m.XXX_extensions == nil {
		m.XXX_extensions = make(map[int32]proto.Extension)
	}
	return m.XXX_extensions
}

type Empty struct {
	XXX_unrecognized []byte `json:"-"`
}

func (m *Empty) Reset()         { *m = Empty{} }
func (m *Empty) String() string { return proto.CompactTextString(m) }
func (*Empty) ProtoMessage()    {}

type MessageList struct {
	Message          []*MessageList_Message `protobuf:"group,1,rep" json:"message,omitempty"`
	XXX_unrecognized []byte                 `json:"-"`
}

func (m *MessageList) Reset()         { *m = MessageList{} }
func (m *MessageList) String() string { return proto.CompactTextString(m) }
func (*MessageList) ProtoMessage()    {}

func (m *MessageList) GetMessage() []*MessageList_Message {
	if m != nil {
		return m.Message
	}
	return nil
}

type MessageList_Message struct {
	Name             *string `protobuf:"bytes,2,req,name=name" json:"name,omitempty"`
	Count            *int32  `protobuf:"varint,3,req,name=count" json:"count,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *MessageList_Message) Reset()         { *m = MessageList_Message{} }
func (m *MessageList_Message) String() string { return proto.CompactTextString(m) }
func (*MessageList_Message) ProtoMessage()    {}

func (m *MessageList_Message) GetName() string {
	if m != nil && m.Name != nil {
		return *m.Name
	}
	return ""
}

func (m *MessageList_Message) GetCount() int32 {
	if m != nil && m.Count != nil {
		return *m.Count
	}
	return 0
}

type Strings struct {
	StringField      *string `protobuf:"bytes,1,opt,name=string_field" json:"string_field,omitempty"`
	BytesField       []byte  `protobuf:"bytes,2,opt,name=bytes_field" json:"bytes_field,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *Strings) Reset()         { *m = Strings{} }
func (m *Strings) String() string { return proto.CompactTextString(m) }
func (*Strings) ProtoMessage()    {}

func (m *Strings) GetStringField() string {
	if m != nil && m.StringField != nil {
		return *m.StringField
	}
	return ""
}

func (m *Strings) GetBytesField() []byte {
	if m != nil {
		return m.BytesField
	}
	return nil
}

type Defaults struct {
	// Default-valued fields of all basic types.
	// Same as GoTest, but copied here to make testing easier.
	F_Bool    *bool           `protobuf:"varint,1,opt,def=1" json:"F_Bool,omitempty"`
	F_Int32   *int32          `protobuf:"varint,2,opt,def=32" json:"F_Int32,omitempty"`
	F_Int64   *int64          `protobuf:"varint,3,opt,def=64" json:"F_Int64,omitempty"`
	F_Fixed32 *uint32         `protobuf:"fixed32,4,opt,def=320" json:"F_Fixed32,omitempty"`
	F_Fixed64 *uint64         `protobuf:"fixed64,5,opt,def=640" json:"F_Fixed64,omitempty"`
	F_Uint32  *uint32         `protobuf:"varint,6,opt,def=3200" json:"F_Uint32,omitempty"`
	F_Uint64  *uint64         `protobuf:"varint,7,opt,def=6400" json:"F_Uint64,omitempty"`
	F_Float   *float32        `protobuf:"fixed32,8,opt,def=314159" json:"F_Float,omitempty"`
	F_Double  *float64        `protobuf:"fixed64,9,opt,def=271828" json:"F_Double,omitempty"`
	F_String  *string         `protobuf:"bytes,10,opt,def=hello, \"world!\"\n" json:"F_String,omitempty"`
	F_Bytes   []byte          `protobuf:"bytes,11,opt,def=Bignose" json:"F_Bytes,omitempty"`
	F_Sint32  *int32          `protobuf:"zigzag32,12,opt,def=-32" json:"F_Sint32,omitempty"`
	F_Sint64  *int64          `protobuf:"zigzag64,13,opt,def=-64" json:"F_Sint64,omitempty"`
	F_Enum    *Defaults_Color `protobuf:"varint,14,opt,enum=testdata.Defaults_Color,def=1" json:"F_Enum,omitempty"`
	// More fields with crazy defaults.
	F_Pinf *float32 `protobuf:"fixed32,15,opt,def=inf" json:"F_Pinf,omitempty"`
	F_Ninf *float32 `protobuf:"fixed32,16,opt,def=-inf" json:"F_Ninf,omitempty"`
	F_Nan  *float32 `protobuf:"fixed32,17,opt,def=nan" json:"F_Nan,omitempty"`
	// Sub-message.
	Sub *SubDefaults `protobuf:"bytes,18,opt,name=sub" json:"sub,omitempty"`
	// Redundant but explicit defaults.
	StrZero          *string `protobuf:"bytes,19,opt,name=str_zero,def=" json:"str_zero,omitempty"`
	XXX_unrecognized []byte  `json:"-"`
}

func (m *Defaults) Reset()         { *m = Defaults{} }
func (m *Defaults) String() string { return proto.CompactTextString(m) }
func (*Defaults) ProtoMessage()    {}

const Default_Defaults_F_Bool bool = true
const Default_Defaults_F_Int32 int32 = 32
const Default_Defaults_F_Int64 int64 = 64
const Default_Defaults_F_Fixed32 uint32 = 320
const Default_Defaults_F_Fixed64 uint64 = 640
const Default_Defaults_F_Uint32 uint32 = 3200
const Default_Defaults_F_Uint64 uint64 = 6400
const Default_Defaults_F_Float float32 = 314159
const Default_Defaults_F_Double float64 = 271828
const Default_Defaults_F_String string = "hello, \"world!\"\n"

var Default_Defaults_F_Bytes []byte = []byte("Bignose")

const Default_Defaults_F_Sint32 int32 = -32
const Default_Defaults_F_Sint64 int64 = -64
const Default_Defaults_F_Enum Defaults_Color = Defaults_GREEN

var Default_Defaults_F_Pinf float32 = float32(math.Inf(1))
var Default_Defaults_F_Ninf float32 = float32(math.Inf(-1))
var Default_Defaults_F_Nan float32 = float32(math.NaN())

func (m *Defaults) GetF_Bool() bool {
	if m != nil && m.F_Bool != nil {
		return *m.F_Bool
	}
	return Default_Defaults_F_Bool
}

func (m *Defaults) GetF_Int32() int32 {
	if m != nil && m.F_Int32 != nil {
		return *m.F_Int32
	}
	return Default_Defaults_F_Int32
}

func (m *Defaults) GetF_Int64() int64 {
	if m != nil && m.F_Int64 != nil {
		return *m.F_Int64
	}
	return Default_Defaults_F_Int64
}

func (m *Defaults) GetF_Fixed32() uint32 {
	if m != nil && m.F_Fixed32 != nil {
		return *m.F_Fixed32
	}
	return Default_Defaults_F_Fixed32
}

func (m *Defaults) GetF_Fixed64() uint64 {
	if m != nil && m.F_Fixed64 != nil {
		return *m.F_Fixed64
	}
	return Default_Defaults_F_Fixed64
}

func (m *Defaults) GetF_Uint32() uint32 {
	if m != nil && m.F_Uint32 != nil {
		return *m.F_Uint32
	}
	return Default_Defaults_F_Uint32
}

func (m *Defaults) GetF_Uint64() uint64 {
	if m != nil && m.F_Uint64 != nil {
		return *m.F_Uint64
	}
	return Default_Defaults_F_Uint64
}

func (m *Defaults) GetF_Float() float32 {
	if m != nil && m.F_Float != nil {
		return *m.F_Float
	}
	return Default_Defaults_F_Float
}

func (m *Defaults) GetF_Double() float64 {
	if m != nil && m.F_Double != nil {
		return *m.F_Double
	}
	return Default_Defaults_F_Double
}

func (m *Defaults) GetF_String() string {
	if m != nil && m.F_String != nil {
		return *m.F_String
	}
	return Default_Defaults_F_String
}

func (m *Defaults) GetF_Bytes() []byte {
	if m != nil && m.F_Bytes != nil {
		return m.F_Bytes
	}
	return append([]byte(nil), Default_Defaults_F_Bytes...)
}

func (m *Defaults) GetF_Sint32() int32 {
	if m != nil && m.F_Sint32 != nil {
		return *m.F_Sint32
	}
	return Default_Defaults_F_Sint32
}

func (m *Defaults) GetF_Sint64() int64 {
	if m != nil && m.F_Sint64 != nil {
		return *m.F_Sint64
	}
	return Default_Defaults_F_Sint64
}

func (m *Defaults) GetF_Enum() Defaults_Color {
	if m != nil && m.F_Enum != nil {
		return *m.F_Enum
	}
	return Default_Defaults_F_Enum
}

func (m *Defaults) GetF_Pinf() float32 {
	if m != nil && m.F_Pinf != nil {
		return *m.F_Pinf
	}
	return Default_Defaults_F_Pinf
}

func (m *Defaults) GetF_Ninf() float32 {
	if m != nil && m.F_Ninf != nil {
		return *m.F_Ninf
	}
	return Default_Defaults_F_Ninf
}

func (m *Defaults) GetF_Nan() float32 {
	if m != nil && m.F_Nan != nil {
		return *m.F_Nan
	}
	return Default_Defaults_F_Nan
}

func (m *Defaults) GetSub() *SubDefaults {
	if m != nil {
		return m.Sub
	}
	return nil
}

func (m *Defaults) GetStrZero() string {
	if m != nil && m.StrZero != nil {
		return *m.StrZero
	}
	return ""
}

type SubDefaults struct {
	N                *int64 `protobuf:"varint,1,opt,name=n,def=7" json:"n,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *SubDefaults) Reset()         { *m = SubDefaults{} }
func (m *SubDefaults) String() string { return proto.CompactTextString(m) }
func (*SubDefaults) ProtoMessage()    {}

const Default_SubDefaults_N int64 = 7

func (m *SubDefaults) GetN() int64 {
	if m != nil && m.N != nil {
		return *m.N
	}
	return Default_SubDefaults_N
}

type RepeatedEnum struct {
	Color            []RepeatedEnum_Color `protobuf:"varint,1,rep,name=color,enum=testdata.RepeatedEnum_Color" json:"color,omitempty"`
	XXX_unrecognized []byte               `json:"-"`
}

func (m *RepeatedEnum) Reset()         { *m = RepeatedEnum{} }
func (m *RepeatedEnum) String() string { return proto.CompactTextString(m) }
func (*RepeatedEnum) ProtoMessage()    {}

func (m *RepeatedEnum) GetColor() []RepeatedEnum_Color {
	if m != nil {
		return m.Color
	}
	return nil
}

type MoreRepeated struct {
	Bools            []bool   `protobuf:"varint,1,rep,name=bools" json:"bools,omitempty"`
	BoolsPacked      []bool   `protobuf:"varint,2,rep,packed,name=bools_packed" json:"bools_packed,omitempty"`
	Ints             []int32  `protobuf:"varint,3,rep,name=ints" json:"ints,omitempty"`
	IntsPacked       []int32  `protobuf:"varint,4,rep,packed,name=ints_packed" json:"ints_packed,omitempty"`
	Int64SPacked     []int64  `protobuf:"varint,7,rep,packed,name=int64s_packed" json:"int64s_packed,omitempty"`
	Strings          []string `protobuf:"bytes,5,rep,name=strings" json:"strings,omitempty"`
	Fixeds           []uint32 `protobuf:"fixed32,6,rep,name=fixeds" json:"fixeds,omitempty"`
	XXX_unrecognized []byte   `json:"-"`
}

func (m *MoreRepeated) Reset()         { *m = MoreRepeated{} }
func (m *MoreRepeated) String() string { return proto.CompactTextString(m) }
func (*MoreRepeated) ProtoMessage()    {}

func (m *MoreRepeated) GetBools() []bool {
	if m != nil {
		return m.Bools
	}
	return nil
}

func (m *MoreRepeated) GetBoolsPacked() []bool {
	if m != nil {
		return m.BoolsPacked
	}
	return nil
}

func (m *MoreRepeated) GetInts() []int32 {
	if m != nil {
		return m.Ints
	}
	return nil
}

func (m *MoreRepeated) GetIntsPacked() []int32 {
	if m != nil {
		return m.IntsPacked
	}
	return nil
}

func (m *MoreRepeated) GetInt64SPacked() []int64 {
	if m != nil {
		return m.Int64SPacked
	}
	return nil
}

func (m *MoreRepeated) GetStrings() []string {
	if m != nil {
		return m.Strings
	}
	return nil
}

func (m *MoreRepeated) GetFixeds() []uint32 {
	if m != nil {
		return m.Fixeds
	}
	return nil
}

type GroupOld struct {
	G                *GroupOld_G `protobuf:"group,101,opt" json:"g,omitempty"`
	XXX_unrecognized []byte      `json:"-"`
}

func (m *GroupOld) Reset()         { *m = GroupOld{} }
func (m *GroupOld) String() string { return proto.CompactTextString(m) }
func (*GroupOld) ProtoMessage()    {}

func (m *GroupOld) GetG() *GroupOld_G {
	if m != nil {
		return m.G
	}
	return nil
}

type GroupOld_G struct {
	X                *int32 `protobuf:"varint,2,opt,name=x" json:"x,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *GroupOld_G) Reset()         { *m = GroupOld_G{} }
func (m *GroupOld_G) String() string { return proto.CompactTextString(m) }
func (*GroupOld_G) ProtoMessage()    {}

func (m *GroupOld_G) GetX() int32 {
	if m != nil && m.X != nil {
		return *m.X
	}
	return 0
}

type GroupNew struct {
	G                *GroupNew_G `protobuf:"group,101,opt" json:"g,omitempty"`
	XXX_unrecognized []byte      `json:"-"`
}

func (m *GroupNew) Reset()         { *m = GroupNew{} }
func (m *GroupNew) String() string { return proto.CompactTextString(m) }
func (*GroupNew) ProtoMessage()    {}

func (m *GroupNew) GetG() *GroupNew_G {
	if m != nil {
		return m.G
	}
	return nil
}

type GroupNew_G struct {
	X                *int32 `protobuf:"varint,2,opt,name=x" json:"x,omitempty"`
	Y                *int32 `protobuf:"varint,3,opt,name=y" json:"y,omitempty"`
	XXX_unrecognized []byte `json:"-"`
}

func (m *GroupNew_G) Reset()         { *m = GroupNew_G{} }
func (m *GroupNew_G) String() string { return proto.CompactTextString(m) }
func (*GroupNew_G) ProtoMessage()    {}

func (m *GroupNew_G) GetX() int32 {
	if m != nil && m.X != nil {
		return *m.X
	}
	return 0
}

func (m *GroupNew_G) GetY() int32 {
	if m != nil && m.Y != nil {
		return *m.Y
	}
	return 0
}

type FloatingPoint struct {
	F                *float64 `protobuf:"fixed64,1,req,name=f" json:"f,omitempty"`
	XXX_unrecognized []byte   `json:"-"`
}

func (m *FloatingPoint) Reset()         { *m = FloatingPoint{} }
func (m *FloatingPoint) String() string { return proto.CompactTextString(m) }
func (*FloatingPoint) ProtoMessage()    {}

func (m *FloatingPoint) GetF() float64 {
	if m != nil && m.F != nil {
		return *m.F
	}
	return 0
}

var E_Greeting = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessage)(nil),
	ExtensionType: ([]string)(nil),
	Field:         106,
	Name:          "testdata.greeting",
	Tag:           "bytes,106,rep,name=greeting",
}

var E_X201 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         201,
	Name:          "testdata.x201",
	Tag:           "bytes,201,opt,name=x201",
}

var E_X202 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         202,
	Name:          "testdata.x202",
	Tag:           "bytes,202,opt,name=x202",
}

var E_X203 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         203,
	Name:          "testdata.x203",
	Tag:           "bytes,203,opt,name=x203",
}

var E_X204 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         204,
	Name:          "testdata.x204",
	Tag:           "bytes,204,opt,name=x204",
}

var E_X205 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         205,
	Name:          "testdata.x205",
	Tag:           "bytes,205,opt,name=x205",
}

var E_X206 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         206,
	Name:          "testdata.x206",
	Tag:           "bytes,206,opt,name=x206",
}

var E_X207 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         207,
	Name:          "testdata.x207",
	Tag:           "bytes,207,opt,name=x207",
}

var E_X208 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         208,
	Name:          "testdata.x208",
	Tag:           "bytes,208,opt,name=x208",
}

var E_X209 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         209,
	Name:          "testdata.x209",
	Tag:           "bytes,209,opt,name=x209",
}

var E_X210 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         210,
	Name:          "testdata.x210",
	Tag:           "bytes,210,opt,name=x210",
}

var E_X211 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         211,
	Name:          "testdata.x211",
	Tag:           "bytes,211,opt,name=x211",
}

var E_X212 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         212,
	Name:          "testdata.x212",
	Tag:           "bytes,212,opt,name=x212",
}

var E_X213 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         213,
	Name:          "testdata.x213",
	Tag:           "bytes,213,opt,name=x213",
}

var E_X214 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         214,
	Name:          "testdata.x214",
	Tag:           "bytes,214,opt,name=x214",
}

var E_X215 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         215,
	Name:          "testdata.x215",
	Tag:           "bytes,215,opt,name=x215",
}

var E_X216 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         216,
	Name:          "testdata.x216",
	Tag:           "bytes,216,opt,name=x216",
}

var E_X217 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         217,
	Name:          "testdata.x217",
	Tag:           "bytes,217,opt,name=x217",
}

var E_X218 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         218,
	Name:          "testdata.x218",
	Tag:           "bytes,218,opt,name=x218",
}

var E_X219 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         219,
	Name:          "testdata.x219",
	Tag:           "bytes,219,opt,name=x219",
}

var E_X220 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         220,
	Name:          "testdata.x220",
	Tag:           "bytes,220,opt,name=x220",
}

var E_X221 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         221,
	Name:          "testdata.x221",
	Tag:           "bytes,221,opt,name=x221",
}

var E_X222 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         222,
	Name:          "testdata.x222",
	Tag:           "bytes,222,opt,name=x222",
}

var E_X223 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         223,
	Name:          "testdata.x223",
	Tag:           "bytes,223,opt,name=x223",
}

var E_X224 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         224,
	Name:          "testdata.x224",
	Tag:           "bytes,224,opt,name=x224",
}

var E_X225 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         225,
	Name:          "testdata.x225",
	Tag:           "bytes,225,opt,name=x225",
}

var E_X226 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         226,
	Name:          "testdata.x226",
	Tag:           "bytes,226,opt,name=x226",
}

var E_X227 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         227,
	Name:          "testdata.x227",
	Tag:           "bytes,227,opt,name=x227",
}

var E_X228 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         228,
	Name:          "testdata.x228",
	Tag:           "bytes,228,opt,name=x228",
}

var E_X229 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         229,
	Name:          "testdata.x229",
	Tag:           "bytes,229,opt,name=x229",
}

var E_X230 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         230,
	Name:          "testdata.x230",
	Tag:           "bytes,230,opt,name=x230",
}

var E_X231 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         231,
	Name:          "testdata.x231",
	Tag:           "bytes,231,opt,name=x231",
}

var E_X232 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         232,
	Name:          "testdata.x232",
	Tag:           "bytes,232,opt,name=x232",
}

var E_X233 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         233,
	Name:          "testdata.x233",
	Tag:           "bytes,233,opt,name=x233",
}

var E_X234 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         234,
	Name:          "testdata.x234",
	Tag:           "bytes,234,opt,name=x234",
}

var E_X235 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         235,
	Name:          "testdata.x235",
	Tag:           "bytes,235,opt,name=x235",
}

var E_X236 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         236,
	Name:          "testdata.x236",
	Tag:           "bytes,236,opt,name=x236",
}

var E_X237 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         237,
	Name:          "testdata.x237",
	Tag:           "bytes,237,opt,name=x237",
}

var E_X238 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         238,
	Name:          "testdata.x238",
	Tag:           "bytes,238,opt,name=x238",
}

var E_X239 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         239,
	Name:          "testdata.x239",
	Tag:           "bytes,239,opt,name=x239",
}

var E_X240 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         240,
	Name:          "testdata.x240",
	Tag:           "bytes,240,opt,name=x240",
}

var E_X241 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         241,
	Name:          "testdata.x241",
	Tag:           "bytes,241,opt,name=x241",
}

var E_X242 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         242,
	Name:          "testdata.x242",
	Tag:           "bytes,242,opt,name=x242",
}

var E_X243 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         243,
	Name:          "testdata.x243",
	Tag:           "bytes,243,opt,name=x243",
}

var E_X244 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         244,
	Name:          "testdata.x244",
	Tag:           "bytes,244,opt,name=x244",
}

var E_X245 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         245,
	Name:          "testdata.x245",
	Tag:           "bytes,245,opt,name=x245",
}

var E_X246 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         246,
	Name:          "testdata.x246",
	Tag:           "bytes,246,opt,name=x246",
}

var E_X247 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         247,
	Name:          "testdata.x247",
	Tag:           "bytes,247,opt,name=x247",
}

var E_X248 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         248,
	Name:          "testdata.x248",
	Tag:           "bytes,248,opt,name=x248",
}

var E_X249 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         249,
	Name:          "testdata.x249",
	Tag:           "bytes,249,opt,name=x249",
}

var E_X250 = &proto.ExtensionDesc{
	ExtendedType:  (*MyMessageSet)(nil),
	ExtensionType: (*Empty)(nil),
	Field:         250,
	Name:          "testdata.x250",
	Tag:           "bytes,250,opt,name=x250",
}

func init() {
	proto.RegisterEnum("testdata.FOO", FOO_name, FOO_value)
	proto.RegisterEnum("testdata.GoTest_KIND", GoTest_KIND_name, GoTest_KIND_value)
	proto.RegisterEnum("testdata.MyMessage_Color", MyMessage_Color_name, MyMessage_Color_value)
	proto.RegisterEnum("testdata.Defaults_Color", Defaults_Color_name, Defaults_Color_value)
	proto.RegisterEnum("testdata.RepeatedEnum_Color", RepeatedEnum_Color_name, RepeatedEnum_Color_value)
	proto.RegisterExtension(E_Ext_More)
	proto.RegisterExtension(E_Ext_Text)
	proto.RegisterExtension(E_Ext_Number)
	proto.RegisterExtension(E_Greeting)
	proto.RegisterExtension(E_X201)
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	proto.RegisterExtension(E_X204)
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	proto.RegisterExtension(E_X219)
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	proto.RegisterExtension(E_X222)
	proto.RegisterExtension(E_X223)
	proto.RegisterExtension(E_X224)
	proto.RegisterExtension(E_X225)
	proto.RegisterExtension(E_X226)
	proto.RegisterExtension(E_X227)
	proto.RegisterExtension(E_X228)
	proto.RegisterExtension(E_X229)
	proto.RegisterExtension(E_X230)
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	proto.RegisterExtension(E_X232)
	proto.RegisterExtension(E_X233)
	proto.RegisterExtension(E_X234)
	proto.RegisterExtension(E_X235)
	proto.RegisterExtension(E_X236)
	proto.RegisterExtension(E_X237)
	proto.RegisterExtension(E_X238)
	proto.RegisterExtension(E_X239)
	proto.RegisterExtension(E_X240)
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

// A feature-rich test file for the protocol compiler and libraries.

syntax = "proto2";

package testdata;

enum FOO { FOO1 = 1; };

message GoEnum {
  required FOO foo = 1;
}

message GoTestField {
  required string Label = 1;
  required string Type = 2;
}

message GoTest {
  // An enum, for completeness.
  enum KIND {
    VOID = 0;

    // Basic types
    BOOL = 1;
    BYTES = 2;
    FINGERPRINT = 3;
    FLOAT = 4;
    INT = 5;
    STRING = 6;
    TIME = 7;

    // Groupings
    TUPLE = 8;
    ARRAY = 9;
    MAP = 10;

    // Table types
    TABLE = 11;

    // Functions
    FUNCTION = 12;  // last tag
  };

  // Some typical parameters
  required KIND Kind = 1;
  optional string Table = 2;
  optional int32 Param = 3;

  // Required, repeated and optional foreign fields.
  required GoTestField RequiredField = 4;
  repeated GoTestField RepeatedField = 5;
  optional GoTestField OptionalField = 6;

  // Required fields of all basic types
  required bool F_Bool_required = 10;
  required int32 F_Int32_required = 11;
  required int64 F_Int64_required = 12;
  required fixed32 F_Fixed32_required = 13;
  required fixed64 F_Fixed64_required = 14;
  required uint32 F_Uint32_required = 15;
  required uint64 F_Uint64_required = 16;
  required float F_Float_required = 17;
  required double F_Double_required = 18;
  required string F_String_required = 19;
  required bytes F_Bytes_required = 101;
  required sint32 F_Sint32_required = 102;
  required sint64 F_Sint64_required = 103;

  // Repeated fields of all basic types
  repeated bool F_Bool_repeated = 20;
  repeated int32 F_Int32_repeated = 21;
  repeated int64 F_Int64_repeated = 22;
  repeated fixed32 F_Fixed32_repeated = 23;
  repeated fixed64 F_Fixed64_repeated = 24;
  repeated uint32 F_Uint32_repeated = 25;
  repeated uint64 F_Uint64_repeated = 26;
  repeated float F_Float_repeated = 27;
  repeated double F_Double_repeated = 28;
  repeated string F_String_repeated = 29;
  repeated bytes F_Bytes_repeated = 201;
  repeated sint32 F_Sint32_repeated = 202;
  repeated sint64 F_Sint64_repeated = 203;

  // Optional fields of all basic types
  optional bool F_Bool_optional = 30;
  optional int32 F_Int32_optional = 31;
  optional int64 F_Int64_optional = 32;
  optional fixed32 F_Fixed32_optional = 33;
  optional fixed64 F_Fixed64_optional = 34;
  optional uint32 F_Uint32_optional = 35;
  optional uint64 F_Uint64_optional = 36;
  optional float F_Float_optional = 37;
  optional double F_Double_optional = 38;
  optional string F_String_optional = 39;
  optional bytes F_Bytes_optional = 301;
  optional sint32 F_Sint32_optional = 302;
  optional sint64 F_Sint64_optional = 303;

  // Default-valued fields of all basic types
  optional bool F_Bool_defaulted = 40 [default=true];
  optional int32 F_Int32_defaulted = 41 [default=32];
  optional int64 F_Int64_defaulted = 42 [default=64];
  optional fixed32 F_Fixed32_defaulted = 43 [default=320];
  optional fixed64 F_Fixed64_defaulted = 44 [default=640];
  optional uint32 F_Uint32_defaulted = 45 [default=3200];
  optional uint64 F_Uint64_defaulted = 46 [default=6400];
  optional float F_Float_defaulted = 47 [default=314159.];
  optional double F_Double_defaulted = 48 [default=271828.];
  optional string F_String_defaulted = 49 [default="hello, \"world!\"\n"];
  optional bytes F_Bytes_defaulted = 401 [default="Bignose"];
  optional sint32 F_Sint32_defaulted = 402 [default = -32];
  optional sint64 F_Sint64_defaulted = 403 [default = -64];

  // Packed repeated fields (no string or bytes).
  repeated bool F_Bool_repeated_packed = 50 [packed=true];
  repeated int32 F_Int32_repeated_packed = 51 [packed=true];
  repeated int64 F_Int64_repeated_packed = 52 [packed=true];
  repeated fixed32 F_Fixed32_repeated_packed = 53 [packed=true];
  repeated fixed64 F_Fixed64_repeated_packed = 54 [packed=true];
  repeated uint32 F_Uint32_repeated_packed = 55 [packed=true];
  repeated uint64 F_Uint64_repeated_packed = 56 [packed=true];
  repeated float F_Float_repeated_packed = 57 [packed=true];
  repeated double F_Double_repeated_packed = 58 [packed=true];
  repeated sint32 F_Sint32_repeated_packed = 502 [packed=true];
  repeated sint64 F_Sint64_repeated_packed = 503 [packed=true];

  // Required, repeated, and optional groups.
  required group RequiredGroup = 70 {
    required string RequiredField = 71;
  };

  repeated group RepeatedGroup = 80 {
    required string RequiredField = 81;
  };

  optional group OptionalGroup = 90 {
    required string RequiredField = 91;
  };
}

// For testing skipping of unrecognized fields.
// Numbers are all big, larger than tag numbers in GoTestField,
// the message used in the corresponding test.
message GoSkipTest {
  required int32 skip_int32 = 11;
  required fixed32 skip_fixed32 = 12;
  required fixed64 skip_fixed64 = 13;
  required string skip_string = 14;
  required group SkipGroup = 15 {
    required int32 group_int32 = 16;
    required string group_string = 17;
  }
}

// For testing packed/non-packed decoder switching.
// A serialized instance of one should be deserializable as the other.
message NonPackedTest {
  repeated int32 a = 1;
}

message PackedTest {
  repeated int32 b = 1 [packed=true];
}

message MaxTag {
  // Maximum possible tag number.
  optional string last_field = 536870911;
}

message OldMessage {
  message Nested {
    optional string name = 1;
  }
  optional Nested nested = 1;

  optional int32 num = 2;
}

// NewMessage is wire compatible with OldMessage;
// imagine it as a future version.
message NewMessage {
  message Nested {
    optional string name = 1;
    optional string food_group = 2;
  }
  optional Nested nested = 1;

  // This is an int32 in OldMessage.
  optional int64 num = 2;
}

// Smaller tests for ASCII formatting.

message InnerMessage {
  required string host = 1;
  optional int32 port = 2 [default=4000];
  optional bool connected = 3;
}

message OtherMessage {
  optional int64 key = 1;
  optional bytes value = 2;
  optional float weight = 3;
  optional InnerMessage inner = 4;
}

message MyMessage {
  required int32 count = 1;
  optional string name = 2;
  optional string quote = 3;
  repeated string pet = 4;
  optional InnerMessage inner = 5;
  repeated OtherMessage others = 6;
  repeated InnerMessage rep_inner = 12;

  enum Color {
    RED = 0;
    GREEN = 1;
    BLUE = 2;
  };
  optional Color bikeshed = 7;

  optional group SomeGroup = 8 {
    optional int32 group_field = 9;
  }

  // This field becomes [][]byte in the generated code.
  repeated bytes rep_bytes = 10;

  optional double bigfloat = 11;

  extensions 100 to max;
}

message Ext {
  extend MyMessage {
    optional Ext more = 103;
    optional string text = 104;
    optional int32 number = 105;
  }

  optional string data = 1;
}

extend MyMessage {
  repeated string greeting = 106;
}

message MyMessageSet {
  option message_set_wire_format = true;
  extensions 100 to max;
}

message Empty {
}

extend MyMessageSet {
    optional Empty x201 = 201;
    optional Empty x202 = 202;
    optional Empty x203 = 203;
    optional Empty x204 = 204;
    optional Empty x205 = 205;
    optional Empty x206 = 206;
    optional Empty x207 = 207;
    optional Empty x208 = 208;
    optional Empty x209 = 209;
    optional Empty x210 = 210;
    optional Empty x211 = 211;
    optional Empty x212 = 212;
    optional Empty x213 = 213;
    optional Empty x214 = 214;
    optional Empty x215 = 215;
    optional Empty x216 = 216;
    optional Empty x217 = 217;
    optional Empty x218 = 218;
    optional Empty x219 = 219;
    optional Empty x220 = 220;
    optional Empty x221 = 221;
    optional Empty x222 = 222;
    optional Empty x223 = 223;
    optional Empty x224 = 224;
    optional Empty x225 = 225;
    optional Empty x226 = 226;
    optional Empty x227 = 227;
    optional Empty x228 = 228;
    optional Empty x229 = 229;
    optional Empty x230 = 230;
    optional Empty x231 = 231;
    optional Empty x232 = 232;
    optional Empty x233 = 233;
    optional Empty x234 = 234;
    optional Empty x235 = 235;
    optional Empty x236 = 236;
    optional Empty x237 = 237;
    optional Empty x238 = 238;
    optional Empty x239 = 239;
    optional Empty x240 = 240;
    optional Empty x241 = 241;
    optional Empty x242 = 242;
    optional Empty x243 = 243;
    optional Empty x244 = 244;
    optional Empty x245 = 245;
    optional Empty x246 = 246;
    optional Empty x247 = 247;
    optional Empty x248 = 248;
    optional Empty x249 = 249;
    optional Empty x250 = 250;
}

message MessageList {
  repeated group Message = 1 {
    required string name = 2;
    required int32 count = 3;
  }
}

message Strings {
  optional string string_field = 1;
  optional bytes bytes_field = 2;
}

message Defaults {
  enum Color {
    RED = 0;
    GREEN = 1;
    BLUE = 2;
  }

  // Default-valued fields of all basic types.
  // Same as GoTest, but copied here to make testing easier.
  optional bool F_Bool = 1 [default=true];
  optional int32 F_Int32 = 2 [default=32];
  optional int64 F_Int64 = 3 [default=64];
  optional fixed32 F_Fixed32 = 4 [default=320];
  optional fixed64 F_Fixed64 = 5 [default=640];
  optional uint32 F_Uint32 = 6 [default=3200];
  optional uint64 F_Uint64 = 7 [default=6400];
  optional float F_Float = 8 [default=314159.];
  optional double F_Double = 9 [default=271828.];
  optional string F_String = 10 [default="hello, \"world!\"\n"];
  optional bytes F_Bytes = 11 [default="Bignose"];
  optional sint32 F_Sint32 = 12 [default=-32];
  optional sint64 F_Sint64 = 13 [default=-64];
  optional Color F_Enum = 14 [default=GREEN];

  // More fields with crazy defaults.
  optional float F_Pinf = 15 [default=inf];
  optional float F_Ninf = 16 [default=-inf];
  optional float F_Nan = 17 [default=nan];

  // Sub-message.
  optional SubDefaults sub = 18;

  // Redundant but explicit defaults.
  optional string str_zero = 19 [default=""];
}

message SubDefaults {
  optional int64 n = 1 [default=7];
}

message RepeatedEnum {
  enum Color {
    RED = 1;
  }
  repeated Color color = 1;
}

message MoreRepeated {
  repeated bool bools = 1;
  repeated bool bools_packed = 2 [packed=true];
  repeated int32 ints = 3;
  repeated int32 ints_packed = 4 [packed=true];
  repeated int64 int64s_packed = 7 [packed=true];
  repeated string strings = 5;
  repeated fixed32 fixeds = 6;
}

// GroupOld and GroupNew have the same wire format.
// GroupNew has a new field inside a group.

message GroupOld {
  optional group G = 101 {
    optional int32 x = 2;
  }
}

message GroupNew {
  optional group G = 101 {
    optional int32 x = 2;
    optional int32 y = 3;
  }
}

message FloatingPoint {
  required double f = 1;
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto/text.go

// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

// Functions for writing the text protocol buffer format.

import (
	"bufio"
	"bytes"
	"fmt"
	"io"
	"log"
	"math"
	"os"
	"reflect"
	"sort"
	"strings"
)

var (
	newline         = []byte("\n")
	spaces          = []byte("                                        ")
	gtNewline       = []byte(">\n")
	endBraceNewline = []byte("}\n")
	backslashN      = []byte{'\\', 'n'}
	backslashR      = []byte{'\\', 'r'}
	backslashT      = []byte{'\\', 't'}
	backslashDQ     = []byte{'\\', '"'}
	backslashBS     = []byte{'\\', '\\'}
	posInf          = []byte("inf")
	negInf          = []byte("-inf")
	nan             = []byte("nan")
)

type writer interface {
	io.Writer
	WriteByte(byte) error
}

// textWriter is an io.Writer that tracks its indentation level.
type textWriter struct {
	ind      int
	complete bool // if the current position is a complete line
	compact  bool // whether to write out as a one-liner
	w        writer
}

// textMarshaler is implemented by Messages that can marshal themsleves.
// It is identical to encoding.TextMarshaler, introduced in go 1.2,
// which will eventually replace it.
type textMarshaler interface {
	MarshalText() (text []byte, err error)
}

func (w *textWriter) WriteString(s string) (n int, err error) {
	if !strings.Contains(s, "\n") {
		if !w.compact && w.complete {
			w.writeIndent()
		}
		w.complete = false
		return io.WriteString(w.w, s)
	}
	// WriteString is typically called without newlines, so this
	// codepath and its copy are rare.  We copy to avoid
	// duplicating all of Write's logic here.
	return w.Write([]byte(s))
}

func (w *textWriter) Write(p []byte) (n int, err error) {
	newlines := bytes.Count(p, newline)
	if newlines == 0 {
		if !w.compact && w.complete {
			w.writeIndent()
		}
		n, err = w.w.Write(p)
		w.complete = false
		return n, err
	}

	frags := bytes.SplitN(p, newline, newlines+1)
	if w.compact {
		for i, frag := range frags {
			if i > 0 {
				if err := w.w.WriteByte(' '); err != nil {
					return n, err
				}
				n++
			}
			nn, err := w.w.Write(frag)
			n += nn
			if err != nil {
				return n, err
			}
		}
		return n, nil
	}

	for i, frag := range frags {
		if w.complete {
			w.writeIndent()
		}
		nn, err := w.w.Write(frag)
		n += nn
		if err != nil {
			return n, err
		}
		if i+1 < len(frags) {
			if err := w.w.WriteByte('\n'); err != nil {
				return n, err
			}
			n++
		}
	}
	w.complete = len(frags[len(frags)-1]) == 0
	return n, nil
}

func (w *textWriter) WriteByte(c byte) error {
	if w.compact && c == '\n' {
		c = ' '
	}
	if !w.compact && w.complete {
		w.writeIndent()
	}
	err := w.w.WriteByte(c)
	w.complete = c == '\n'
	return err
}

func (w *textWriter) indent() { w.ind++ }

func (w *textWriter) unindent() {
	if w.ind == 0 {
		log.Printf("proto: textWriter unindented too far")
		return
	}
	w.ind--
}

func writeName(w *textWriter, props *Properties) error {
	if _, err := w.WriteString(props.OrigName); err != nil {
		return err
	}
	if props.Wire != "group" {
		return w.WriteByte(':')
	}
	return nil
}

var (
	messageSetType = reflect.TypeOf((*MessageSet)(nil)).Elem()
)

// raw is the interface satisfied by RawMessage.
type raw interface {
	Bytes() []byte
}

func writeStruct(w *textWriter, sv reflect.Value) error {
	if sv.Type() == messageSetType {
		return writeMessageSet(w, sv.Addr().Interface().(*MessageSet))
	}

	st := sv.Type()
	sprops := GetProperties(st)
	for i := 0; i < sv.NumField(); i++ {
		fv := sv.Field(i)
		props := sprops.Prop[i]
		name := st.Field(i).Name

		if strings.HasPrefix(name, "XXX_") {
			// There are two XXX_ fields:
			//   XXX_unrecognized []byte
			//   XXX_extensions   map[int32]proto.Extension
			// The first is handled here;
			// the second is handled at the bottom of this function.
			if name == "XXX_unrecognized" && !fv.IsNil() {
				if err := writeUnknownStruct(w, fv.Interface().([]byte)); err != nil {
					return err
				}
			}
			continue
		}
		if fv.Kind() == reflect.Ptr && fv.IsNil() {
			// Field not filled in. This could be an optional field or
			// a required field that wasn't filled in. Either way, there
			// isn't anything we can show for it.
			continue
		}
		if fv.Kind() == reflect.Slice && fv.IsNil() {
			// Repeated field that is empty, or a bytes field that is unused.
			continue
		}

		if props.Repeated && fv.Kind() == reflect.Slice {
			// Repeated field.
			for j := 0; j < fv.Len(); j++ {
				if err := writeName(w, props); err != nil {
					return err
				}
				if !w.compact {
					if err := w.WriteByte(' '); err != nil {
						return err
					}
				}
				v := fv.Index(j)
				if v.Kind() == reflect.Ptr && v.IsNil() {
					// A nil message in a repeated field is not valid,
					// but we can handle that more gracefully than panicking.
					if _, err := w.Write([]byte("<nil>\n")); err != nil {
						return err
					}
					continue
				}
				if err := writeAny(w, v, props); err != nil {
					return err
				}
				if err := w.WriteByte('\n'); err != nil {
					return err
				}
			}
			continue
		}

		if err := writeName(w, props); err != nil {
			return err
		}
		if !w.compact {
			if err := w.WriteByte(' '); err != nil {
				return err
			}
		}
		if b, ok := fv.Interface().(raw); ok {
			if err := writeRaw(w, b.Bytes()); err != nil {
				return err
			}
			continue
		}

		// Enums have a String method, so writeAny will work fine.
		if err := writeAny(w, fv, props); err != nil {
			return err
		}

		if err := w.WriteByte('\n'); err != nil {
			return err
		}
	}

	// Extensions (the XXX_extensions field).
	pv := sv.Addr()
	if pv.Type().Implements(extendableProtoType) {
		if err := writeExtensions(w, pv); err != nil {
			return err
		}
	}

	return nil
}

// writeRaw writes an uninterpreted raw message.
func writeRaw(w *textWriter, b []byte) error {
	if err := w.WriteByte('<'); err != nil {
		return err
	}
	if !w.compact {
		if err := w.WriteByte('\n'); err != nil {
			return err
		}
	}
	w.indent()
	if err := writeUnknownStruct(w, b); err != nil {
		return err
	}
	w.unindent()
	if err := w.WriteByte('>'); err != nil {
		return err
	}
	return nil
}

// writeAny writes an arbitrary field.
func writeAny(w *textWriter, v reflect.Value, props *Properties) error {
	v = reflect.Indirect(v)

	// Floats have special cases.
	if v.Kind() == reflect.Float32 || v.Kind() == reflect.Float64 {
		x := v.Float()
		var b []byte
		switch {
		case math.IsInf(x, 1):
			b = posInf
		case math.IsInf(x, -1):
			b = negInf
		case math.IsNaN(x):
			b = nan
		}
		if b != nil {
			_, err := w.Write(b)
			return err
		}
		// Other values are handled below.
	}

	// We don't attempt to serialise every possible value type; only those
	// that can occur in protocol buffers.
	switch v.Kind() {
	case reflect.Slice:
		// Should only be a []byte; repeated fields are handled in writeStruct.
		if err := writeString(w, string(v.Interface().([]byte))); err != nil {
			return err
		}
	case reflect.String:
		if err := writeString(w, v.String()); err != nil {
			return err
		}
	case reflect.Struct:
		// Required/optional group/message.
		var bra, ket byte = '<', '>'
		if props != nil && props.Wire == "group" {
			bra, ket = '{', '}'
		}
		if err := w.WriteByte(bra); err != nil {
			return err
		}
		if !w.compact {
			if err := w.WriteByte('\n'); err != nil {
				return err
			}
		}
		w.indent()
		if tm, ok := v.Interface().(textMarshaler); ok {
			text, err := tm.MarshalText()
			if err != nil {
				return err
			}
			if _, err = w.Write(text); err != nil {
				return err
			}
		} else if err := writeStruct(w, v); err != nil {
			return err
		}
		w.unindent()
		if err := w.WriteByte(ket); err != nil {
			return err
		}
	default:
		_, err := fmt.Fprint(w, v.Interface())
		return err
	}
	return nil
}

// equivalent to C's isprint.
func isprint(c byte) bool {
	return c >= 0x20 && c < 0x7f
}

// writeString writes a string in the protocol buffer text format.
// It is similar to strconv.Quote except we don't use Go escape sequences,
// we treat the string as a byte sequence, and we use octal escapes.
// These differences are to maintain interoperability with the other
// languages' implementations of the text format.
func writeString(w *textWriter, s string) error {
	// use WriteByte here to get any needed indent
	if err := w.WriteByte('"'); err != nil {
		return err
	}
	// Loop over the bytes, not the runes.
	for i := 0; i < len(s); i++ {
		var err error
		// Divergence from C++: we don't escape apostrophes.
		// There's no need to escape them, and the C++ parser
		// copes with a naked apostrophe.
		switch c := s[i]; c {
		case '\n':
			_, err = w.w.Write(backslashN)
		case '\r':
			_, err = w.w.Write(backslashR)
		case '\t':
			_, err = w.w.Write(backslashT)
		case '"':
			_, err = w.w.Write(backslashDQ)
		case '\\':
			_, err = w.w.Write(backslashBS)
		default:
			if isprint(c) {
				err = w.w.WriteByte(c)
			} else {
				_, err = fmt.Fprintf(w.w, "\\%03o", c)
			}
		}
		if err != nil {
			return err
		}
	}
	return w.WriteByte('"')
}

func writeMessageSet(w *textWriter, ms *MessageSet) error {
	for _, item := range ms.Item {
		id := *item.TypeId
		if msd, ok := messageSetMap[id]; ok {
			// Known message set type.
			if _, err := fmt.Fprintf(w, "[%s]: <\n", msd.name); err != nil {
				return err
			}
			w.indent()

			pb := reflect.New(msd.t.Elem())
			if err := Unmarshal(item.Message, pb.Interface().(Message)); err != nil {
				if _, err := fmt.Fprintf(w, "/* bad message: %v */\n", err); err != nil {
					return err
				}
			} else {
				if err := writeStruct(w, pb.Elem()); err != nil {
					return err
				}
			}
		} else {
			// Unknown type.
			if _, err := fmt.Fprintf(w, "[%d]: <\n", id); err != nil {
				return err
			}
			w.indent()
			if err := writeUnknownStruct(w, item.Message); err != nil {
				return err
			}
		}
		w.unindent()
		if _, err := w.Write(gtNewline); err != nil {
			return err
		}
	}
	return nil
}

func writeUnknownStruct(w *textWriter, data []byte) (err error) {
	if !w.compact {
		if _, err := fmt.Fprintf(w, "/* %d unknown bytes */\n", len(data)); err != nil {
			return err
		}
	}
	b := NewBuffer(data)
	for b.index < len(b.buf) {
		x, err := b.DecodeVarint()
		if err != nil {
			_, err := fmt.Fprintf(w, "/* %v */\n", err)
			return err
		}
		wire, tag := x&7, x>>3
		if wire == WireEndGroup {
			w.unindent()
			if _, err := w.Write(endBraceNewline); err != nil {
				return err
			}
			continue
		}
		if _, err := fmt.Fprint(w, tag); err != nil {
			return err
		}
		if wire != WireStartGroup {
			if err := w.WriteByte(':'); err != nil {
				return err
			}
		}
		if !w.compact || wire == WireStartGroup {
			if err := w.WriteByte(' '); err != nil {
				return err
			}
		}
		switch wire {
		case WireBytes:
			buf, e := b.DecodeRawBytes(false)
			if e == nil {
				_, err = fmt.Fprintf(w, "%q", buf)
			} else {
				_, err = fmt.Fprintf(w, "/* %v */", e)
			}
		case WireFixed32:
			x, err = b.DecodeFixed32()
			err = writeUnknownInt(w, x, err)
		case WireFixed64:
			x, err = b.DecodeFixed64()
			err = writeUnknownInt(w, x, err)
		case WireStartGroup:
			err = w.WriteByte('{')
			w.indent()
		case WireVarint:
			x, err = b.DecodeVarint()
			err = writeUnknownInt(w, x, err)
		default:
			_, err = fmt.Fprintf(w, "/* unknown wire type %d */", wire)
		}
		if err != nil {
			return err
		}
		if err = w.WriteByte('\n'); err != nil {
			return err
		}
	}
	return nil
}

func writeUnknownInt(w *textWriter, x uint64, err error) error {
	if err == nil {
		_, err = fmt.Fprint(w, x)
	} else {
		_, err = fmt.Fprintf(w, "/* %v */", err)
	}
	return err
}

type int32Slice []int32

func (s int32Slice) Len() int           { return len(s) }
func (s int32Slice) Less(i, j int) bool { return s[i] < s[j] }
func (s int32Slice) Swap(i, j int)      { s[i], s[j] = s[j], s[i] }

// writeExtensions writes all the extensions in pv.
// pv is assumed to be a pointer to a protocol message struct that is extendable.
func writeExtensions(w *textWriter, pv reflect.Value) error {
	emap := extensionMaps[pv.Type().Elem()]
	ep := pv.Interface().(extendableProto)

	// Order the extensions by ID.
	// This isn't strictly necessary, but it will give us
	// canonical output, which will also make testing easier.
	m := ep.ExtensionMap()
	ids := make([]int32, 0, len(m))
	for id := range m {
		ids = append(ids, id)
	}
	sort.Sort(int32Slice(ids))

	for _, extNum := range ids {
		ext := m[extNum]
		var desc *ExtensionDesc
		if emap != nil {
			desc = emap[extNum]
		}
		if desc == nil {
			// Unknown extension.
			if err := writeUnknownStruct(w, ext.enc); err != nil {
				return err
			}
			continue
		}

		pb, err := GetExtension(ep, desc)
		if err != nil {
			if _, err := fmt.Fprintln(os.Stderr, "proto: failed getting extension: ", err); err != nil {
				return err
			}
			continue
		}

		// Repeated extensions will appear as a slice.
		if !desc.repeated() {
			if err := writeExtension(w, desc.Name, pb); err != nil {
				return err
			}
		} else {
			v := reflect.ValueOf(pb)
			for i := 0; i < v.Len(); i++ {
				if err := writeExtension(w, desc.Name, v.Index(i).Interface()); err != nil {
					return err
				}
			}
		}
	}
	return nil
}

func writeExtension(w *textWriter, name string, pb interface{}) error {
	if _, err := fmt.Fprintf(w, "[%s]:", name); err != nil {
		return err
	}
	if !w.compact {
		if err := w.WriteByte(' '); err != nil {
			return err
		}
	}
	if err := writeAny(w, reflect.ValueOf(pb), nil); err != nil {
		return err
	}
	if err := w.WriteByte('\n'); err != nil {
		return err
	}
	return nil
}

func (w *textWriter) writeIndent() {
	if !w.complete {
		return
	}
	remain := w.ind * 2
	for remain > 0 {
		n := remain
		if n > len(spaces) {
			n = len(spaces)
		}
		w.w.Write(spaces[:n])
		remain -= n
	}
	w.complete = false
}

func marshalText(w io.Writer, pb Message, compact bool) error {
	val := reflect.ValueOf(pb)
	if pb == nil || val.IsNil() {
		w.Write([]byte("<nil>"))
		return nil
	}
	var bw *bufio.Writer
	ww, ok := w.(writer)
	if !ok {
		bw = bufio.NewWriter(w)
		ww = bw
	}
	aw := &textWriter{
		w:        ww,
		complete: true,
		compact:  compact,
	}

	if tm, ok := pb.(textMarshaler); ok {
		text, err := tm.MarshalText()
		if err != nil {
			return err
		}
		if _, err = aw.Write(text); err != nil {
			return err
		}
		if bw != nil {
			return bw.Flush()
		}
		return nil
	}
	// Dereference the received pointer so we don't have outer < and >.
	v := reflect.Indirect(val)
	if err := writeStruct(aw, v); err != nil {
		return err
	}
	if bw != nil {
		return bw.Flush()
	}
	return nil
}

// MarshalText writes a given protocol buffer in text format.
// The only errors returned are from w.
func MarshalText(w io.Writer, pb Message) error {
	return marshalText(w, pb, false)
}

// MarshalTextString is the same as MarshalText, but returns the string directly.
func MarshalTextString(pb Message) string {
	var buf bytes.Buffer
	marshalText(&buf, pb, false)
	return buf.String()
}

// CompactText writes a given protocol buffer in compact text format (one line).
func CompactText(w io.Writer, pb Message) error { return marshalText(w, pb, true) }

// CompactTextString is the same as CompactText, but returns the string directly.
func CompactTextString(pb Message) string {
	var buf bytes.Buffer
	marshalText(&buf, pb, true)
	return buf.String()
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto

// Functions for parsing the Text protocol buffer format.
// TODO: message sets.

import (
	"errors"
	"fmt"
	"reflect"
	"strconv"
	"strings"
	"unicode/utf8"
)

// textUnmarshaler is implemented by Messages that can unmarshal themsleves.
// It is identical to encoding.TextUnmarshaler, introduced in go 1.2,
// which will eventually replace it.
type textUnmarshaler interface {
	UnmarshalText(text []byte) error
}

type ParseError struct {
	Message string
	Line    int // 1-based line number
	Offset  int // 0-based byte offset from start of input
}

func (p *ParseError) Error() string {
	if p.Line == 1 {
		// show offset only for first line
		return fmt.Sprintf("line 1.%d: %v", p.Offset, p.Message)
	}
	return fmt.Sprintf("line %d: %v", p.Line, p.Message)
}

type token struct {
	value    string
	err      *ParseError
	line     int    // line number
	offset   int    // byte number from start of input, not start of line
	unquoted string // the unquoted version of value, if it was a quoted string
}

func (t *token) String() string {
	if t.err == nil {
		return fmt.Sprintf("%q (line=%d, offset=%d)", t.value, t.line, t.offset)
	}
	return fmt.Sprintf("parse error: %v", t.err)
}

type textParser struct {
	s            string // remaining input
	done         bool   // whether the parsing is finished (success or error)
	backed       bool   // whether back() was called
	offset, line int
	cur          token
}

func newTextParser(s string) *textParser {
	p := new(textParser)
	p.s = s
	p.line = 1
	p.cur.line = 1
	return p
}

func (p *textParser) errorf(format string, a ...interface{}) *ParseError {
	pe := &ParseError{fmt.Sprintf(format, a...), p.cur.line, p.cur.offset}
	p.cur.err = pe
	p.done = true
	return pe
}

// Numbers and identifiers are matched by [-+._A-Za-z0-9]
func isIdentOrNumberChar(c byte) bool {
	switch {
	case 'A' <= c && c <= 'Z', 'a' <= c && c <= 'z':
		return true
	case '0' <= c && c <= '9':
		return true
	}
	switch c {
	case '-', '+', '.', '_':
		return true
	}
	return false
}

func isWhitespace(c byte) bool {
	switch c {
	case ' ', '\t', '\n', '\r':
		return true
	}
	return false
}

func (p *textParser) skipWhitespace() {
	i := 0
	for i < len(p.s) && (isWhitespace(p.s[i]) || p.s[i] == '#') {
		if p.s[i] == '#' {
			// comment; skip to end of line or input
			for i < len(p.s) && p.s[i] != '\n' {
				i++
			}
			if i == len(p.s) {
				break
			}
		}
		if p.s[i] == '\n' {
			p.line++
		}
		i++
	}
	p.offset += i
	p.s = p.s[i:len(p.s)]
	if len(p.s) == 0 {
		p.done = true
	}
}

func (p *textParser) advance() {
	// Skip whitespace
	p.skipWhitespace()
	if p.done {
		return
	}

	// Start of non-whitespace
	p.cur.err = nil
	p.cur.offset, p.cur.line = p.offset, p.line
	p.cur.unquoted = ""
	switch p.s[0] {
	case '<', '>', '{', '}', ':', '[', ']', ';', ',':
		// Single symbol
		p.cur.value, p.s = p.s[0:1], p.s[1:len(p.s)]
	case '"', '\'':
		// Quoted string
		i := 1
		for i < len(p.s) && p.s[i] != p.s[0] && p.s[i] != '\n' {
			if p.s[i] == '\\' && i+1 < len(p.s) {
				// skip escaped char
				i++
			}
			i++
		}
		if i >= len(p.s) || p.s[i] != p.s[0] {
			p.errorf("unmatched quote")
			return
		}
		unq, err := unquoteC(p.s[1:i], rune(p.s[0]))
		if err != nil {
			p.errorf("invalid quoted string %v", p.s[0:i+1])
			return
		}
		p.cur.value, p.s = p.s[0:i+1], p.s[i+1:len(p.s)]
		p.cur.unquoted = unq
	default:
		i := 0
		for i < len(p.s) && isIdentOrNumberChar(p.s[i]) {
			i++
		}
		if i == 0 {
			p.errorf("unexpected byte %#x", p.s[0])
			return
		}
		p.cur.value, p.s = p.s[0:i], p.s[i:len(p.s)]
	}
	p.offset += len(p.cur.value)
}

var (
	errBadUTF8 = errors.New("proto: bad UTF-8")
	errBadHex  = errors.New("proto: bad hexadecimal")
)

func unquoteC(s string, quote rune) (string, error) {
	// This is based on C++'s tokenizer.cc.
	// Despite its name, this is *not* parsing C syntax.
	// For instance, "\0" is an invalid quoted string.

	// Avoid allocation in trivial cases.
	simple := true
	for _, r := range s {
		if r == '\\' || r == quote {
			simple = false
			break
		}
	}
	if simple {
		return s, nil
	}

	buf := make([]byte, 0, 3*len(s)/2)
	for len(s) > 0 {
		r, n := utf8.DecodeRuneInString(s)
		if r == utf8.RuneError && n == 1 {
			return "", errBadUTF8
		}
		s = s[n:]
		if r != '\\' {
			if r < utf8.RuneSelf {
				buf = append(buf, byte(r))
			} else {
				buf = append(buf, string(r)...)
			}
			continue
		}

		ch, tail, err := unescape(s)
		if err != nil {
			return "", err
		}
		buf = append(buf, ch...)
		s = tail
	}
	return string(buf), nil
}

func unescape(s string) (ch string, tail string, err error) {
	r, n := utf8.DecodeRuneInString(s)
	if r == utf8.RuneError && n == 1 {
		return "", "", errBadUTF8
	}
	s = s[n:]
	switch r {
	case 'a':
		return "\a", s, nil
	case 'b':
		return "\b", s, nil
	case 'f':
		return "\f", s, nil
	case 'n':
		return "\n", s, nil
	case 'r':
		return "\r", s, nil
	case 't':
		return "\t", s, nil
	case 'v':
		return "\v", s, nil
	case '?':
		return "?", s, nil // trigraph workaround
	case '\'', '"', '\\':
		return string(r), s, nil
	case '0', '1', '2', '3', '4', '5', '6', '7', 'x', 'X':
		if len(s) < 2 {
			return "", "", fmt.Errorf(`\%c requires 2 following digits`, r)
		}
		base := 8
		ss := s[:2]
		s = s[2:]
		if r == 'x' || r == 'X' {
			base = 16
		} else {
			ss = string(r) + ss
		}
		i, err := strconv.ParseUint(ss, base, 8)
		if err != nil {
			return "", "", err
		}
		return string([]byte{byte(i)}), s, nil
	case 'u', 'U':
		n := 4
		if r == 'U' {
			n = 8
		}
		if len(s) < n {
			return "", "", fmt.Errorf(`\%c requires %d digits`, r, n)
		}

		bs := make([]byte, n/2)
		for i := 0; i < n; i += 2 {
			a, ok1 := unhex(s[i])
			b, ok2 := unhex(s[i+1])
			if !ok1 || !ok2 {
				return "", "", errBadHex
			}
			bs[i/2] = a<<4 | b
		}
		s = s[n:]
		return string(bs), s, nil
	}
	return "", "", fmt.Errorf(`unknown escape \%c`, r)
}

// Adapted from src/pkg/strconv/quote.go.
func unhex(b byte) (v byte, ok bool) {
	switch {
	case '0' <= b && b <= '9':
		return b - '0', true
	case 'a' <= b && b <= 'f':
		return b - 'a' + 10, true
	case 'A' <= b && b <= 'F':
		return b - 'A' + 10, true
	}
	return 0, false
}

// Back off the parser by one token. Can only be done between calls to next().
// It makes the next advance() a no-op.
func (p *textParser) back() { p.backed = true }

// Advances the parser and returns the new current token.
func (p *textParser) next() *token {
	if p.backed || p.done {
		p.backed = false
		return &p.cur
	}
	p.advance()
	if p.done {
		p.cur.value = ""
	} else if len(p.cur.value) > 0 && p.cur.value[0] == '"' {
		// Look for multiple quoted strings separated by whitespace,
		// and concatenate them.
		cat := p.cur
		for {
			p.skipWhitespace()
			if p.done || p.s[0] != '"' {
				break
			}
			p.advance()
			if p.cur.err != nil {
				return &p.cur
			}
			cat.value += " " + p.cur.value
			cat.unquoted += p.cur.unquoted
		}
		p.done = false // parser may have seen EOF, but we want to return cat
		p.cur = cat
	}
	return &p.cur
}

// Return a RequiredNotSetError indicating which required field was not set.
func (p *textParser) missingRequiredFieldError(sv reflect.Value) *RequiredNotSetError {
	st := sv.Type()
	sprops := GetProperties(st)
	for i := 0; i < st.NumField(); i++ {
		if !isNil(sv.Field(i)) {
			continue
		}

		props := sprops.Prop[i]
		if props.Required {
			return &RequiredNotSetError{fmt.Sprintf("%v.%v", st, props.OrigName)}
		}
	}
	return &RequiredNotSetError{fmt.Sprintf("%v.<unknown field name>", st)} // should not happen
}

// Returns the index in the struct for the named field, as well as the parsed tag properties.
func structFieldByName(st reflect.Type, name string) (int, *Properties, bool) {
	sprops := GetProperties(st)
	i, ok := sprops.decoderOrigNames[name]
	if ok {
		return i, sprops.Prop[i], true
	}
	return -1, nil, false
}

// Consume a ':' from the input stream (if the next token is a colon),
// returning an error if a colon is needed but not present.
func (p *textParser) checkForColon(props *Properties, typ reflect.Type) *ParseError {
	tok := p.next()
	if tok.err != nil {
		return tok.err
	}
	if tok.value != ":" {
		// Colon is optional when the field is a group or message.
		needColon := true
		switch props.Wire {
		case "group":
			needColon = false
		case "bytes":
			// A "bytes" field is either a message, a string, or a repeated field;
			// those three become *T, *string and []T respectively, so we can check for
			// this field being a pointer to a non-string.
			if typ.Kind() == reflect.Ptr {
				// *T or *string
				if typ.Elem().Kind() == reflect.String {
					break
				}
			} else if typ.Kind() == reflect.Slice {
				// []T or []*T
				if typ.Elem().Kind() != reflect.Ptr {
					break
				}
			}
			needColon = false
		}
		if needColon {
			return p.errorf("expected ':', found %q", tok.value)
		}
		p.back()
	}
	return nil
}

func (p *textParser) readStruct(sv reflect.Value, terminator string) error {
	st := sv.Type()
	reqCount := GetProperties(st).reqCount
	var reqFieldErr error
	// A struct is a sequence of "name: value", terminated by one of
	// '>' or '}', or the end of the input.  A name may also be
	// "[extension]".
	for {
		tok := p.next()
		if tok.err != nil {
			return tok.err
		}
		if tok.value == terminator {
			break
		}
		if tok.value == "[" {
			// Looks like an extension.
			//
			// TODO: Check whether we need to handle
			// namespace rooted names (e.g. ".something.Foo").
			tok = p.next()
			if tok.err != nil {
				return tok.err
			}
			var desc *ExtensionDesc
			// This could be faster, but it's functional.
			// TODO: Do something smarter than a linear scan.
			for _, d := range RegisteredExtensions(reflect.New(st).Interface().(Message)) {
				if d.Name == tok.value {
					desc = d
					break
				}
			}
			if desc == nil {
				return p.errorf("unrecognized extension %q", tok.value)
			}
			// Check the extension terminator.
			tok = p.next()
			if tok.err != nil {
				return tok.err
			}
			if tok.value != "]" {
				return p.errorf("unrecognized extension terminator %q", tok.value)
			}

			props := &Properties{}
			props.Parse(desc.Tag)

			typ := reflect.TypeOf(desc.ExtensionType)
			if err := p.checkForColon(props, typ); err != nil {
				return err
			}

			rep := desc.repeated()

			// Read the extension structure, and set it in
			// the value we're constructing.
			var ext reflect.Value
			if !rep {
				ext = reflect.New(typ).Elem()
			} else {
				ext = reflect.New(typ.Elem()).Elem()
			}
			if err := p.readAny(ext, props); err != nil {
				if _, ok := err.(*RequiredNotSetError); !ok {
					return err
				}
				reqFieldErr = err
			}
			ep := sv.Addr().Interface().(extendableProto)
			if !rep {
				SetExtension(ep, desc, ext.Interface())
			} else {
				old, err := GetExtension(ep, desc)
				var sl reflect.Value
				if err == nil {
					sl = reflect.ValueOf(old) // existing slice
				} else {
					sl = reflect.MakeSlice(typ, 0, 1)
				}
				sl = reflect.Append(sl, ext)
				SetExtension(ep, desc, sl.Interface())
			}
		} else {
			// This is a normal, non-extension field.
			fi, props, ok := structFieldByName(st, tok.value)
			if !ok {
				return p.errorf("unknown field name %q in %v", tok.value, st)
			}

			dst := sv.Field(fi)
			isDstNil := isNil(dst)

			// Check that it's not already set if it's not a repeated field.
			if !props.Repeated && !isDstNil {
				return p.errorf("non-repeated field %q was repeated", tok.value)
			}

			if err := p.checkForColon(props, st.Field(fi).Type); err != nil {
				return err
			}

			// Parse into the field.
			if err := p.readAny(dst, props); err != nil {
				if _, ok := err.(*RequiredNotSetError); !ok {
					return err
				}
				reqFieldErr = err
			} else if props.Required {
				reqCount--
			}
		}

		// For backward compatibility, permit a semicolon or comma after a field.
		tok = p.next()
		if tok.err != nil {
			return tok.err
		}
		if tok.value != ";" && tok.value != "," {
			p.back()
		}
	}

	if reqCount > 0 {
		return p.missingRequiredFieldError(sv)
	}
	return reqFieldErr
}

func (p *textParser) readAny(v reflect.Value, props *Properties) error {
	tok := p.next()
	if tok.err != nil {
		return tok.err
	}
	if tok.value == "" {
		return p.errorf("unexpected EOF")
	}

	switch fv := v; fv.Kind() {
	case reflect.Slice:
		at := v.Type()
		if at.Elem().Kind() == reflect.Uint8 {
			// Special case for []byte
			if tok.value[0] != '"' && tok.value[0] != '\'' {
				// Deliberately written out here, as the error after
				// this switch statement would write "invalid []byte: ...",
				// which is not as user-friendly.
				return p.errorf("invalid string: %v", tok.value)
			}
			bytes := []byte(tok.unquoted)
			fv.Set(reflect.ValueOf(bytes))
			return nil
		}
		// Repeated field. May already exist.
		flen := fv.Len()
		if flen == fv.Cap() {
			nav := reflect.MakeSlice(at, flen, 2*flen+1)
			reflect.Copy(nav, fv)
			fv.Set(nav)
		}
		fv.SetLen(flen + 1)

		// Read one.
		p.back()
		return p.readAny(fv.Index(flen), props)
	case reflect.Bool:
		// Either "true", "false", 1 or 0.
		switch tok.value {
		case "true", "1":
			fv.SetBool(true)
			return nil
		case "false", "0":
			fv.SetBool(false)
			return nil
		}
	case reflect.Float32, reflect.Float64:
		v := tok.value
		// Ignore 'f' for compatibility with output generated by C++, but don't
		// remove 'f' when the value is "-inf" or "inf".
		if strings.HasSuffix(v, "f") && tok.value != "-inf" && tok.value != "inf" {
			v = v[:len(v)-1]
		}
		if f, err := strconv.ParseFloat(v, fv.Type().Bits()); err == nil {
			fv.SetFloat(f)
			return nil
		}
	case reflect.Int32:
		if x, err := strconv.ParseInt(tok.value, 0, 32); err == nil {
			fv.SetInt(x)
			return nil
		}

		if len(props.Enum) == 0 {
			break
		}
		m, ok := enumValueMaps[props.Enum]
		if !ok {
			break
		}
		x, ok := m[tok.value]
		if !ok {
			break
		}
		fv.SetInt(int64(x))
		return nil
	case reflect.Int64:
		if x, err := strconv.ParseInt(tok.value, 0, 64); err == nil {
			fv.SetInt(x)
			return nil
		}

	case reflect.Ptr:
		// A basic field (indirected through pointer), or a repeated message/group
		p.back()
		fv.Set(reflect.New(fv.Type().Elem()))
		return p.readAny(fv.Elem(), props)
	case reflect.String:
		if tok.value[0] == '"' || tok.value[0] == '\'' {
			fv.SetString(tok.unquoted)
			return nil
		}
	case reflect.Struct:
		var terminator string
		switch tok.value {
		case "{":
			terminator = "}"
		case "<":
			terminator = ">"
		default:
			return p.errorf("expected '{' or '<', found %q", tok.value)
		}
		// TODO: Handle nested messages which implement textUnmarshaler.
		return p.readStruct(fv, terminator)
	case reflect.Uint32:
		if x, err := strconv.ParseUint(tok.value, 0, 32); err == nil {
			fv.SetUint(uint64(x))
			return nil
		}
	case reflect.Uint64:
		if x, err := strconv.ParseUint(tok.value, 0, 64); err == nil {
			fv.SetUint(x)
			return nil
		}
	}
	return p.errorf("invalid %v: %v", v.Type(), tok.value)
}

// UnmarshalText reads a protocol buffer in Text format. UnmarshalText resets pb
// before starting to unmarshal, so any existing data in pb is always removed.
// If a required field is not set and no other error occurs,
// UnmarshalText returns *RequiredNotSetError.
func UnmarshalText(s string, pb Message) error {
	if um, ok := pb.(textUnmarshaler); ok {
		err := um.UnmarshalText([]byte(s))
		return err
	}
	pb.Reset()
	v := reflect.ValueOf(pb)
	if pe := newTextParser(s).readStruct(v.Elem(), ""); pe != nil {
		return pe
	}
	return nil
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"math"
	"reflect"
	"testing"

	. "./testdata"
	. "github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"
)

type UnmarshalTextTest struct {
	in  string
	err string // if "", no error expected
	out *MyMessage
}

func buildExtStructTest(text string) UnmarshalTextTest {
	msg := &MyMessage{
		Count: Int32(42),
	}
	SetExtension(msg, E_Ext_More, &Ext{
		Data: String("Hello, world!"),
	})
	return UnmarshalTextTest{in: text, out: msg}
}

func buildExtDataTest(text string) UnmarshalTextTest {
	msg := &MyMessage{
		Count: Int32(42),
	}
	SetExtension(msg, E_Ext_Text, String("Hello, world!"))
	SetExtension(msg, E_Ext_Number, Int32(1729))
	return UnmarshalTextTest{in: text, out: msg}
}

func buildExtRepStringTest(text string) UnmarshalTextTest {
	msg := &MyMessage{
		Count: Int32(42),
	}
	if err := SetExtension(msg, E_Greeting, []string{"bula", "hola"}); err != nil {
		panic(err)
	}
	return UnmarshalTextTest{in: text, out: msg}
}

var unMarshalTextTests = []UnmarshalTextTest{
	// Basic
	{
		in: " count:42\n  name:\"Dave\" ",
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("Dave"),
		},
	},

	// Empty quoted string
	{
		in: `count:42 name:""`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String(""),
		},
	},

	// Quoted string concatenation
	{
		in: `count:42 name: "My name is "` + "\n" + `"elsewhere"`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("My name is elsewhere"),
		},
	},

	// Quoted string with escaped apostrophe
	{
		in: `count:42 name: "HOLIDAY - New Year\'s Day"`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("HOLIDAY - New Year's Day"),
		},
	},

	// Quoted string with single quote
	{
		in: `count:42 name: 'Roger "The Ramster" Ramjet'`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String(`Roger "The Ramster" Ramjet`),
		},
	},

	// Quoted string with all the accepted special characters from the C++ test
	{
		in: `count:42 name: ` + "\"\\\"A string with \\' characters \\n and \\r newlines and \\t tabs and \\001 slashes \\\\ and  multiple   spaces\"",
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("\"A string with ' characters \n and \r newlines and \t tabs and \001 slashes \\ and  multiple   spaces"),
		},
	},

	// Quoted string with quoted backslash
	{
		in: `count:42 name: "\\'xyz"`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String(`\'xyz`),
		},
	},

	// Quoted string with UTF-8 bytes.
	{
		in: "count:42 name: '\303\277\302\201\xAB'",
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("\303\277\302\201\xAB"),
		},
	},

	// Bad quoted string
	{
		in:  `inner: < host: "\0" >` + "\n",
		err: `line 1.15: invalid quoted string "\0"`,
	},

	// Number too large for int64
	{
		in:  "count: 1 others { key: 123456789012345678901 }",
		err: "line 1.23: invalid int64: 123456789012345678901",
	},

	// Number too large for int32
	{
		in:  "count: 1234567890123",
		err: "line 1.7: invalid int32: 1234567890123",
	},

	// Number in hexadecimal
	{
		in: "count: 0x2beef",
		out: &MyMessage{
			Count: Int32(0x2beef),
		},
	},

	// Number in octal
	{
		in: "count: 024601",
		out: &MyMessage{
			Count: Int32(024601),
		},
	},

	// Floating point number with "f" suffix
	{
		in: "count: 4 others:< weight: 17.0f >",
		out: &MyMessage{
			Count: Int32(4),
			Others: []*OtherMessage{
				{
					Weight: Float32(17),
				},
			},
		},
	},

	// Floating point positive infinity
	{
		in: "count: 4 bigfloat: inf",
		out: &MyMessage{
			Count:    Int32(4),
			Bigfloat: Float64(math.Inf(1)),
		},
	},

	// Floating point negative infinity
	{
		in: "count: 4 bigfloat: -inf",
		out: &MyMessage{
			Count:    Int32(4),
			Bigfloat: Float64(math.Inf(-1)),
		},
	},

	// Number too large for float32
	{
		in:  "others:< weight: 12345678901234567890123456789012345678901234567890 >",
		err: "line 1.17: invalid float32: 12345678901234567890123456789012345678901234567890",
	},

	// Number posing as a quoted string
	{
		in:  `inner: < host: 12 >` + "\n",
		err: `line 1.15: invalid string: 12`,
	},

	// Quoted string posing as int32
	{
		in:  `count: "12"`,
		err: `line 1.7: invalid int32: "12"`,
	},

	// Quoted string posing a float32
	{
		in:  `others:< weight: "17.4" >`,
		err: `line 1.17: invalid float32: "17.4"`,
	},

	// Enum
	{
		in: `count:42 bikeshed: BLUE`,
		out: &MyMessage{
			Count:    Int32(42),
			Bikeshed: MyMessage_BLUE.Enum(),
		},
	},

	// Repeated field
	{
		in: `count:42 pet: "horsey" pet:"bunny"`,
		out: &MyMessage{
			Count: Int32(42),
			Pet:   []string{"horsey", "bunny"},
		},
	},

	// Repeated message with/without colon and <>/{}
	{
		in: `count:42 others:{} others{} others:<> others:{}`,
		out: &MyMessage{
			Count: Int32(42),
			Others: []*OtherMessage{
				{},
				{},
				{},
				{},
			},
		},
	},

	// Missing colon for inner message
	{
		in: `count:42 inner < host: "cauchy.syd" >`,
		out: &MyMessage{
			Count: Int32(42),
			Inner: &InnerMessage{
				Host: String("cauchy.syd"),
			},
		},
	},

	// Missing colon for string field
	{
		in:  `name "Dave"`,
		err: `line 1.5: expected ':', found "\"Dave\""`,
	},

	// Missing colon for int32 field
	{
		in:  `count 42`,
		err: `line 1.6: expected ':', found "42"`,
	},

	// Missing required field
	{
		in:  `name: "Pawel"`,
		err: `proto: required field "testdata.MyMessage.count" not set`,
		out: &MyMessage{
			Name: String("Pawel"),
		},
	},

	// Repeated non-repeated field
	{
		in:  `name: "Rob" name: "Russ"`,
		err: `line 1.12: non-repeated field "name" was repeated`,
	},

	// Group
	{
		in: `count: 17 SomeGroup { group_field: 12 }`,
		out: &MyMessage{
			Count: Int32(17),
			Somegroup: &MyMessage_SomeGroup{
				GroupField: Int32(12),
			},
		},
	},

	// Semicolon between fields
	{
		in: `count:3;name:"Calvin"`,
		out: &MyMessage{
			Count: Int32(3),
			Name:  String("Calvin"),
		},
	},
	// Comma between fields
	{
		in: `count:4,name:"Ezekiel"`,
		out: &MyMessage{
			Count: Int32(4),
			Name:  String("Ezekiel"),
		},
	},

	// Extension
	buildExtStructTest(`count: 42 [testdata.Ext.more]:<data:"Hello, world!" >`),
	buildExtStructTest(`count: 42 [testdata.Ext.more] {data:"Hello, world!"}`),
	buildExtDataTest(`count: 42 [testdata.Ext.text]:"Hello, world!" [testdata.Ext.number]:1729`),
	buildExtRepStringTest(`count: 42 [testdata.greeting]:"bula" [testdata.greeting]:"hola"`),

	// Big all-in-one
	{
		in: "count:42  # Meaning\n" +
			`name:"Dave" ` +
			`quote:"\"I didn't want to go.\"" ` +
			`pet:"bunny" ` +
			`pet:"kitty" ` +
			`pet:"horsey" ` +
			`inner:<` +
			`  host:"footrest.syd" ` +
			`  port:7001 ` +
			`  connected:true ` +
			`> ` +
			`others:<` +
			`  key:3735928559 ` +
			`  value:"\x01A\a\f" ` +
			`> ` +
			`others:<` +
			"  weight:58.9  # Atomic weight of Co\n" +
			`  inner:<` +
			`    host:"lesha.mtv" ` +
			`    port:8002 ` +
			`  >` +
			`>`,
		out: &MyMessage{
			Count: Int32(42),
			Name:  String("Dave"),
			Quote: String(`"I didn't want to go."`),
			Pet:   []string{"bunny", "kitty", "horsey"},
			Inner: &InnerMessage{
				Host:      String("footrest.syd"),
				Port:      Int32(7001),
				Connected: Bool(true),
			},
			Others: []*OtherMessage{
				{
					Key:   Int64(3735928559),
					Value: []byte{0x1, 'A', '\a', '\f'},
				},
				{
					Weight: Float32(58.9),
					Inner: &InnerMessage{
						Host: String("lesha.mtv"),
						Port: Int32(8002),
					},
				},
			},
		},
	},
}

func TestUnmarshalText(t *testing.T) {
	for i, test := range unMarshalTextTests {
		pb := new(MyMessage)
		err := UnmarshalText(test.in, pb)
		if test.err == "" {
			// We don't expect failure.
			if err != nil {
				t.Errorf("Test %d: Unexpected error: %v", i, err)
			} else if !reflect.DeepEqual(pb, test.out) {
				t.Errorf("Test %d: Incorrect populated \nHave: %v\nWant: %v",
					i, pb, test.out)
			}
		} else {
			// We do expect failure.
			if err == nil {
				t.Errorf("Test %d: Didn't get expected error: %v", i, test.err)
			} else if err.Error() != test.err {
				t.Errorf("Test %d: Incorrect error.\nHave: %v\nWant: %v",
					i, err.Error(), test.err)
			} else if _, ok := err.(*RequiredNotSetError); ok && test.out != nil && !reflect.DeepEqual(pb, test.out) {
				t.Errorf("Test %d: Incorrect populated \nHave: %v\nWant: %v",
					i, pb, test.out)
			}
		}
	}
}

func TestUnmarshalTextCustomMessage(t *testing.T) {
	msg := &textMessage{}
	if err := UnmarshalText("custom", msg); err != nil {
		t.Errorf("Unexpected error from custom unmarshal: %v", err)
	}
	if UnmarshalText("not custom", msg) == nil {
		t.Errorf("Didn't get expected error from custom unmarshal")
	}
}

// Regression test; this caused a panic.
func TestRepeatedEnum(t *testing.T) {
	pb := new(RepeatedEnum)
	if err := UnmarshalText("color: RED", pb); err != nil {
		t.Fatal(err)
	}
	exp := &RepeatedEnum{
		Color: []RepeatedEnum_Color{RepeatedEnum_RED},
	}
	if !Equal(pb, exp) {
		t.Errorf("Incorrect populated \nHave: %v\nWant: %v", pb, exp)
	}
}

var benchInput string

func init() {
	benchInput = "count: 4\n"
	for i := 0; i < 1000; i++ {
		benchInput += "pet: \"fido\"\n"
	}

	// Check it is valid input.
	pb := new(MyMessage)
	err := UnmarshalText(benchInput, pb)
	if err != nil {
		panic("Bad benchmark input: " + err.Error())
	}
}

func BenchmarkUnmarshalText(b *testing.B) {
	pb := new(MyMessage)
	for i := 0; i < b.N; i++ {
		UnmarshalText(benchInput, pb)
	}
	b.SetBytes(int64(len(benchInput)))
}
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// Go support for Protocol Buffers - Google's data interchange format
//
// Copyright 2010 The Go Authors.  All rights reserved.
// http://code.google.com/p/goprotobuf/
//
// Redistribution and use in source and binary forms, with or without
// modification, are permitted provided that the following conditions are
// met:
//
//     * Redistributions of source code must retain the above copyright
// notice, this list of conditions and the following disclaimer.
//     * Redistributions in binary form must reproduce the above
// copyright notice, this list of conditions and the following disclaimer
// in the documentation and/or other materials provided with the
// distribution.
//     * Neither the name of Google Inc. nor the names of its
// contributors may be used to endorse or promote products derived from
// this software without specific prior written permission.
//
// THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
// "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
// LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
// A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
// OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
// SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
// LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
// DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
// THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
// (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
// OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.

package proto_test

import (
	"bytes"
	"errors"
	"io/ioutil"
	"math"
	"strings"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/goprotobuf/proto"

	pb "./testdata"
)

// textMessage implements the methods that allow it to marshal and unmarshal
// itself as text.
type textMessage struct {
}

func (*textMessage) MarshalText() ([]byte, error) {
	return []byte("custom"), nil
}

func (*textMessage) UnmarshalText(bytes []byte) error {
	if string(bytes) != "custom" {
		return errors.New("expected 'custom'")
	}
	return nil
}

func (*textMessage) Reset()         {}
func (*textMessage) String() string { return "" }
func (*textMessage) ProtoMessage()  {}

func newTestMessage() *pb.MyMessage {
	msg := &pb.MyMessage{
		Count: proto.Int32(42),
		Name:  proto.String("Dave"),
		Quote: proto.String(`"I didn't want to go."`),
		Pet:   []string{"bunny", "kitty", "horsey"},
		Inner: &pb.InnerMessage{
			Host:      proto.String("footrest.syd"),
			Port:      proto.Int32(7001),
			Connected: proto.Bool(true),
		},
		Others: []*pb.OtherMessage{
			{
				Key:   proto.Int64(0xdeadbeef),
				Value: []byte{1, 65, 7, 12},
			},
			{
				Weight: proto.Float32(6.022),
				Inner: &pb.InnerMessage{
					Host: proto.String("lesha.mtv"),
					Port: proto.Int32(8002),
				},
			},
		},
		Bikeshed: pb.MyMessage_BLUE.Enum(),
		Somegroup: &pb.MyMessage_SomeGroup{
			GroupField: proto.Int32(8),
		},
		// One normally wouldn't do this.
		// This is an undeclared tag 13, as a varint (wire type 0) with value 4.
		XXX_unrecognized: []byte{13<<3 | 0, 4},
	}
	ext := &pb.Ext{
		Data: proto.String("Big gobs for big rats"),
	}
	if err := proto.SetExtension(msg, pb.E_Ext_More, ext); err != nil {
		panic(err)
	}
	greetings := []string{"adg", "easy", "cow"}
	if err := proto.SetExtension(msg, pb.E_Greeting, greetings); err != nil {
		panic(err)
	}

	// Add an unknown extension. We marshal a pb.Ext, and fake the ID.
	b, err := proto.Marshal(&pb.Ext{Data: proto.String("3G skiing")})
	if err != nil {
		panic(err)
	}
	b = append(proto.EncodeVarint(201<<3|proto.WireBytes), b...)
	proto.SetRawExtension(msg, 201, b)

	// Extensions can be plain fields, too, so let's test that.
	b = append(proto.EncodeVarint(202<<3|proto.WireVarint), 19)
	proto.SetRawExtension(msg, 202, b)

	return msg
}

const text = `count: 42
name: "Dave"
quote: "\"I didn't want to go.\""
pet: "bunny"
pet: "kitty"
pet: "horsey"
inner: <
  host: "footrest.syd"
  port: 7001
  connected: true
>
others: <
  key: 3735928559
  value: "\001A\007\014"
>
others: <
  weight: 6.022
  inner: <
    host: "lesha.mtv"
    port: 8002
  >
>
bikeshed: BLUE
SomeGroup {
  group_field: 8
}
/* 2 unknown bytes */
13: 4
[testdata.Ext.more]: <
  data: "Big gobs for big rats"
>
[testdata.greeting]: "adg"
[testdata.greeting]: "easy"
[testdata.greeting]: "cow"
/* 13 unknown bytes */
201: "\t3G skiing"
/* 3 unknown bytes */
202: 19
`

func TestMarshalText(t *testing.T) {
	buf := new(bytes.Buffer)
	if err := proto.MarshalText(buf, newTestMessage()); err != nil {
		t.Fatalf("proto.MarshalText: %v", err)
	}
	s := buf.String()
	if s != text {
		t.Errorf("Got:\n===\n%v===\nExpected:\n===\n%v===\n", s, text)
	}
}

func TestMarshalTextCustomMessage(t *testing.T) {
	buf := new(bytes.Buffer)
	if err := proto.MarshalText(buf, &textMessage{}); err != nil {
		t.Fatalf("proto.MarshalText: %v", err)
	}
	s := buf.String()
	if s != "custom" {
		t.Errorf("Got %q, expected %q", s, "custom")
	}
}
func TestMarshalTextNil(t *testing.T) {
	want := "<nil>"
	tests := []proto.Message{nil, (*pb.MyMessage)(nil)}
	for i, test := range tests {
		buf := new(bytes.Buffer)
		if err := proto.MarshalText(buf, test); err != nil {
			t.Fatal(err)
		}
		if got := buf.String(); got != want {
			t.Errorf("%d: got %q want %q", i, got, want)
		}
	}
}

func TestMarshalTextUnknownEnum(t *testing.T) {
	// The Color enum only specifies values 0-2.
	m := &pb.MyMessage{Bikeshed: pb.MyMessage_Color(3).Enum()}
	got := m.String()
	const want = `bikeshed:3 `
	if got != want {
		t.Errorf("\n got %q\nwant %q", got, want)
	}
}

func BenchmarkMarshalTextBuffered(b *testing.B) {
	buf := new(bytes.Buffer)
	m := newTestMessage()
	for i := 0; i < b.N; i++ {
		buf.Reset()
		proto.MarshalText(buf, m)
	}
}

func BenchmarkMarshalTextUnbuffered(b *testing.B) {
	w := ioutil.Discard
	m := newTestMessage()
	for i := 0; i < b.N; i++ {
		proto.MarshalText(w, m)
	}
}

func compact(src string) string {
	// s/[ \n]+/ /g; s/ $//;
	dst := make([]byte, len(src))
	space, comment := false, false
	j := 0
	for i := 0; i < len(src); i++ {
		if strings.HasPrefix(src[i:], "/*") {
			comment = true
			i++
			continue
		}
		if comment && strings.HasPrefix(src[i:], "*/") {
			comment = false
			i++
			continue
		}
		if comment {
			continue
		}
		c := src[i]
		if c == ' ' || c == '\n' {
			space = true
			continue
		}
		if j > 0 && (dst[j-1] == ':' || dst[j-1] == '<' || dst[j-1] == '{') {
			space = false
		}
		if c == '{' {
			space = false
		}
		if space {
			dst[j] = ' '
			j++
			space = false
		}
		dst[j] = c
		j++
	}
	if space {
		dst[j] = ' '
		j++
	}
	return string(dst[0:j])
}

var compactText = compact(text)

func TestCompactText(t *testing.T) {
	s := proto.CompactTextString(newTestMessage())
	if s != compactText {
		t.Errorf("Got:\n===\n%v===\nExpected:\n===\n%v\n===\n", s, compactText)
	}
}

func TestStringEscaping(t *testing.T) {
	testCases := []struct {
		in  *pb.Strings
		out string
	}{
		{
			// Test data from C++ test (TextFormatTest.StringEscape).
			// Single divergence: we don't escape apostrophes.
			&pb.Strings{StringField: proto.String("\"A string with ' characters \n and \r newlines and \t tabs and \001 slashes \\ and  multiple   spaces")},
			"string_field: \"\\\"A string with ' characters \\n and \\r newlines and \\t tabs and \\001 slashes \\\\ and  multiple   spaces\"\n",
		},
		{
			// Test data from the same C++ test.
			&pb.Strings{StringField: proto.String("\350\260\267\346\255\214")},
			"string_field: \"\\350\\260\\267\\346\\255\\214\"\n",
		},
		{
			// Some UTF-8.
			&pb.Strings{StringField: proto.String("\x00\x01\xff\x81")},
			`string_field: "\000\001\377\201"` + "\n",
		},
	}

	for i, tc := range testCases {
		var buf bytes.Buffer
		if err := proto.MarshalText(&buf, tc.in); err != nil {
			t.Errorf("proto.MarsalText: %v", err)
			continue
		}
		s := buf.String()
		if s != tc.out {
			t.Errorf("#%d: Got:\n%s\nExpected:\n%s\n", i, s, tc.out)
			continue
		}

		// Check round-trip.
		pb := new(pb.Strings)
		if err := proto.UnmarshalText(s, pb); err != nil {
			t.Errorf("#%d: UnmarshalText: %v", i, err)
			continue
		}
		if !proto.Equal(pb, tc.in) {
			t.Errorf("#%d: Round-trip failed:\nstart: %v\n  end: %v", i, tc.in, pb)
		}
	}
}

// A limitedWriter accepts some output before it fails.
// This is a proxy for something like a nearly-full or imminently-failing disk,
// or a network connection that is about to die.
type limitedWriter struct {
	b     bytes.Buffer
	limit int
}

var outOfSpace = errors.New("proto: insufficient space")

func (w *limitedWriter) Write(p []byte) (n int, err error) {
	var avail = w.limit - w.b.Len()
	if avail <= 0 {
		return 0, outOfSpace
	}
	if len(p) <= avail {
		return w.b.Write(p)
	}
	n, _ = w.b.Write(p[:avail])
	return n, outOfSpace
}

func TestMarshalTextFailing(t *testing.T) {
	// Try lots of different sizes to exercise more error code-paths.
	for lim := 0; lim < len(text); lim++ {
		buf := new(limitedWriter)
		buf.limit = lim
		err := proto.MarshalText(buf, newTestMessage())
		// We expect a certain error, but also some partial results in the buffer.
		if err != outOfSpace {
			t.Errorf("Got:\n===\n%v===\nExpected:\n===\n%v===\n", err, outOfSpace)
		}
		s := buf.b.String()
		x := text[:buf.limit]
		if s != x {
			t.Errorf("Got:\n===\n%v===\nExpected:\n===\n%v===\n", s, x)
		}
	}
}

func TestFloats(t *testing.T) {
	tests := []struct {
		f    float64
		want string
	}{
		{0, "0"},
		{4.7, "4.7"},
		{math.Inf(1), "inf"},
		{math.Inf(-1), "-inf"},
		{math.NaN(), "nan"},
	}
	for _, test := range tests {
		msg := &pb.FloatingPoint{F: &test.f}
		got := strings.TrimSpace(msg.String())
		want := `f:` + test.want
		if got != want {
			t.Errorf("f=%f: got %q, want %q", test.f, got, want)
		}
	}
}

func TestRepeatedNilText(t *testing.T) {
	m := &pb.MessageList{
		Message: []*pb.MessageList_Message{
			nil,
			&pb.MessageList_Message{
				Name: proto.String("Horse"),
			},
			nil,
		},
	}
	want := `Message <nil>
Message {
  name: "Horse"
}
Message <nil>
`
	if s := proto.MarshalTextString(m); s != want {
		t.Errorf(" got: %s\nwant: %s", s, want)
	}
}
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// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plot

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	"image/color"
	"math"
)

// An Axis represents either a horizontal or vertical
// axis of a plot.
type Axis struct {
	// Min and Max are the minimum and maximum data
	// values represented by the axis.
	Min, Max float64

	Label struct {
		// Text is the axis label string.
		Text string

		// TextStyle is the style of the axis label text.
		TextStyle
	}

	// LineStyle is the style of the axis line.
	LineStyle

	// Padding between the axis line and the data.  Having
	// non-zero padding ensures that the data is never drawn
	// on the axis, thus making it easier to see.
	Padding vg.Length

	Tick struct {
		// Label is the TextStyle on the tick labels.
		Label TextStyle

		// LineStyle is the LineStyle of the tick lines.
		LineStyle

		// Length is the length of a major tick mark.
		// Minor tick marks are half of the length of major
		// tick marks.
		Length vg.Length

		// Marker returns the tick marks.  Any tick marks
		// returned by the Marker function that are not in
		// range of the axis are not drawn.
		Marker func(min, max float64) []Tick
	}

	// Scale transforms a value given in the data coordinate system
	// to the normalized coordinate system of the axis—its distance
	// along the axis as a fraction of the axis range.
	Scale func(min, max, x float64) float64
}

// makeAxis returns a default Axis.
//
// The default range is (∞, ∞), and thus any finite
// value is less than Min and greater than Max.
func makeAxis() (Axis, error) {
	labelFont, err := vg.MakeFont(defaultFont, vg.Points(12))
	if err != nil {
		return Axis{}, err
	}

	tickFont, err := vg.MakeFont(defaultFont, vg.Points(10))
	if err != nil {
		return Axis{}, err
	}

	a := Axis{
		Min: math.Inf(1),
		Max: math.Inf(-1),
		LineStyle: LineStyle{
			Color: color.Black,
			Width: vg.Points(0.5),
		},
		Padding: vg.Points(5),
		Scale:   LinearScale,
	}
	a.Label.TextStyle = TextStyle{
		Color: color.Black,
		Font:  labelFont,
	}
	a.Tick.Label = TextStyle{
		Color: color.Black,
		Font:  tickFont,
	}
	a.Tick.LineStyle = LineStyle{
		Color: color.Black,
		Width: vg.Points(0.5),
	}
	a.Tick.Length = vg.Points(8)
	a.Tick.Marker = DefaultTicks

	return a, nil
}

// sanitizeRange ensures that the range of the
// axis makes sense.
func (a *Axis) sanitizeRange() {
	if math.IsInf(a.Min, 0) {
		a.Min = 0
	}
	if math.IsInf(a.Max, 0) {
		a.Max = 0
	}
	if a.Min > a.Max {
		a.Min, a.Max = a.Max, a.Min
	}
	if a.Min == a.Max {
		a.Min -= 1
		a.Max += 1
	}
}

// LinearScale an be used as the value of an Axis.Scale function to
// set the axis to a standard linear scale.
func LinearScale(min, max, x float64) float64 {
	return (x - min) / (max - min)
}

// LocScale can be used as the value of an Axis.Scale function to
// set the axis to a log scale.
func LogScale(min, max, x float64) float64 {
	logMin := log(min)
	return (log(x) - logMin) / (log(max) - logMin)
}

// Norm returns the value of x, given in the data coordinate
// system, normalized to its distance as a fraction of the
// range of this axis.  For example, if x is a.Min then the return
// value is 0, and if x is a.Max then the return value is 1.
func (a *Axis) Norm(x float64) float64 {
	return a.Scale(a.Min, a.Max, x)
}

// drawTicks returns true if the tick marks should be drawn.
func (a *Axis) drawTicks() bool {
	return a.Tick.Width > 0 && a.Tick.Length > 0
}

// A horizontalAxis draws horizontally across the bottom
// of a plot.
type horizontalAxis struct {
	Axis
}

// size returns the height of the axis.
func (a *horizontalAxis) size() (h vg.Length) {
	if a.Label.Text != "" {
		h -= a.Label.Font.Extents().Descent
		h += a.Label.Height(a.Label.Text)
	}
	if marks := a.Tick.Marker(a.Min, a.Max); len(marks) > 0 {
		if a.drawTicks() {
			h += a.Tick.Length
		}
		h += tickLabelHeight(a.Tick.Label, marks)
	}
	h += a.Width / 2
	h += a.Padding
	return
}

// draw draws the axis along the lower edge of a DrawArea.
func (a *horizontalAxis) draw(da DrawArea) {
	y := da.Min.Y
	if a.Label.Text != "" {
		y -= a.Label.Font.Extents().Descent
		da.FillText(a.Label.TextStyle, da.Center().X, y, -0.5, 0, a.Label.Text)
		y += a.Label.Height(a.Label.Text)
	}

	marks := a.Tick.Marker(a.Min, a.Max)
	for _, t := range marks {
		x := da.X(a.Norm(t.Value))
		if !da.ContainsX(x) || t.IsMinor() {
			continue
		}
		da.FillText(a.Tick.Label, x, y, -0.5, 0, t.Label)
	}

	if len(marks) > 0 {
		y += tickLabelHeight(a.Tick.Label, marks)
	} else {
		y += a.Width / 2
	}

	if len(marks) > 0 && a.drawTicks() {
		len := a.Tick.Length
		for _, t := range marks {
			x := da.X(a.Norm(t.Value))
			if !da.ContainsX(x) {
				continue
			}
			start := t.lengthOffset(len)
			da.StrokeLine2(a.Tick.LineStyle, x, y+start, x, y+len)
		}
		y += len
	}

	da.StrokeLine2(a.LineStyle, da.Min.X, y, da.Max().X, y)
}

// GlyphBoxes returns the GlyphBoxes for the tick labels.
func (a *horizontalAxis) GlyphBoxes(*Plot) (boxes []GlyphBox) {
	for _, t := range a.Tick.Marker(a.Min, a.Max) {
		if t.IsMinor() {
			continue
		}
		w := a.Tick.Label.Width(t.Label)
		box := GlyphBox{
			X:    a.Norm(t.Value),
			Rect: Rect{Point{X: -w / 2}, Point{X: w}},
		}
		boxes = append(boxes, box)
	}
	return
}

// A verticalAxis is drawn vertically up the left side of a plot.
type verticalAxis struct {
	Axis
}

// size returns the width of the axis.
func (a *verticalAxis) size() (w vg.Length) {
	if a.Label.Text != "" {
		w -= a.Label.Font.Extents().Descent
		w += a.Label.Height(a.Label.Text)
	}
	if marks := a.Tick.Marker(a.Min, a.Max); len(marks) > 0 {
		if lwidth := tickLabelWidth(a.Tick.Label, marks); lwidth > 0 {
			w += lwidth
			w += a.Label.Width(" ")
		}
		if a.drawTicks() {
			w += a.Tick.Length
		}
	}
	w += a.Width / 2
	w += a.Padding
	return
}

// draw draws the axis along the left side of a DrawArea.
func (a *verticalAxis) draw(da DrawArea) {
	x := da.Min.X
	if a.Label.Text != "" {
		x += a.Label.Height(a.Label.Text)
		da.Push()
		da.Rotate(math.Pi / 2)
		da.FillText(a.Label.TextStyle, da.Center().Y, -x, -0.5, 0, a.Label.Text)
		da.Pop()
		x += -a.Label.Font.Extents().Descent
	}
	marks := a.Tick.Marker(a.Min, a.Max)
	if w := tickLabelWidth(a.Tick.Label, marks); len(marks) > 0 && w > 0 {
		x += w
	}
	major := false
	for _, t := range marks {
		y := da.Y(a.Norm(t.Value))
		if !da.ContainsY(y) || t.IsMinor() {
			continue
		}
		da.FillText(a.Tick.Label, x, y, -1, -0.5, t.Label)
		major = true
	}
	if major {
		x += a.Tick.Label.Width(" ")
	}
	if a.drawTicks() && len(marks) > 0 {
		len := a.Tick.Length
		for _, t := range marks {
			y := da.Y(a.Norm(t.Value))
			if !da.ContainsY(y) {
				continue
			}
			start := t.lengthOffset(len)
			da.StrokeLine2(a.Tick.LineStyle, x+start, y, x+len, y)
		}
		x += len
	}
	da.StrokeLine2(a.LineStyle, x, da.Min.Y, x, da.Max().Y)
}

// GlyphBoxes returns the GlyphBoxes for the tick labels
func (a *verticalAxis) GlyphBoxes(*Plot) (boxes []GlyphBox) {
	for _, t := range a.Tick.Marker(a.Min, a.Max) {
		if t.IsMinor() {
			continue
		}
		h := a.Tick.Label.Height(t.Label)
		box := GlyphBox{
			Y:    a.Norm(t.Value),
			Rect: Rect{Point{Y: -h / 2}, Point{Y: h}},
		}
		boxes = append(boxes, box)
	}
	return
}

// DefaultTicks is suitable for the Tick.Marker field of an Axis,
// it returns a resonable default set of tick marks.
func DefaultTicks(min, max float64) (ticks []Tick) {
	const SuggestedTicks = 3
	if max < min {
		panic("illegal range")
	}
	tens := math.Pow10(int(math.Floor(math.Log10(max - min))))
	n := (max - min) / tens
	for n < SuggestedTicks {
		tens /= 10
		n = (max - min) / tens
	}

	majorMult := int(n / SuggestedTicks)
	switch majorMult {
	case 7:
		majorMult = 6
	case 9:
		majorMult = 8
	}
	majorDelta := float64(majorMult) * tens
	val := math.Floor(min/majorDelta) * majorDelta
	for val <= max {
		if val >= min && val <= max {
			ticks = append(ticks, Tick{Value: val, Label: fmt.Sprintf("%g", float32(val))})
		}
		if math.Nextafter(val, val+majorDelta) == val {
			break
		}
		val += majorDelta
	}

	minorDelta := majorDelta / 2
	switch majorMult {
	case 3, 6:
		minorDelta = majorDelta / 3
	case 5:
		minorDelta = majorDelta / 5
	}

	val = math.Floor(min/minorDelta) * minorDelta
	for val <= max {
		found := false
		for _, t := range ticks {
			if t.Value == val {
				found = true
			}
		}
		if val >= min && val <= max && !found {
			ticks = append(ticks, Tick{Value: val})
		}
		if math.Nextafter(val, val+minorDelta) == val {
			break
		}
		val += minorDelta
	}
	return
}

// LogTicks is suitable for the Tick.Marker field of an Axis,
// it returns tick marks suitable for a log-scale axis.
func LogTicks(min, max float64) []Tick {
	var ticks []Tick
	val := math.Pow10(int(math.Floor(math.Log10(min))))
	if min <= 0 {
		panic("Values must be greater than 0 for a log scale.")
	}
	for val < max*10 {
		for i := 1; i < 10; i++ {
			tick := Tick{Value: val * float64(i)}
			if i == 1 {
				tick.Label = fmt.Sprintf("%g", float32(val)*float32(i))
			}
			ticks = append(ticks, tick)
		}
		val *= 10
	}
	tick := Tick{Value: val, Label: fmt.Sprintf("%g", float32(val))}
	ticks = append(ticks, tick)
	return ticks
}

// ConstantTicks returns a function suitable for the Tick.Marker
// field of an Axis.  This function returns the given set of ticks.
func ConstantTicks(ts []Tick) func(float64, float64) []Tick {
	return func(float64, float64) []Tick {
		return ts
	}
}

// A Tick is a single tick mark on an axis.
type Tick struct {
	// Value is the data value marked by this Tick.
	Value float64

	// Label is the text to display at the tick mark.
	// If Label is an empty string then this is a minor
	// tick mark.
	Label string
}

// IsMinor returns true if this is a minor tick mark.
func (t Tick) IsMinor() bool {
	return t.Label == ""
}

// lengthOffset returns an offset that should be added to the
// tick mark's line to accout for its length.  I.e., the start of
// the line for a minor tick mark must be shifted by half of
// the length.
func (t Tick) lengthOffset(len vg.Length) vg.Length {
	if t.IsMinor() {
		return len / 2
	}
	return 0
}

// tickLabelHeight returns height of the tick mark labels.
func tickLabelHeight(sty TextStyle, ticks []Tick) vg.Length {
	maxHeight := vg.Length(0)
	for _, t := range ticks {
		if t.IsMinor() {
			continue
		}
		h := sty.Height(t.Label)
		if h > maxHeight {
			maxHeight = h
		}
	}
	return maxHeight
}

// tickLabelWidth returns the width of the widest tick mark label.
func tickLabelWidth(sty TextStyle, ticks []Tick) vg.Length {
	maxWidth := vg.Length(0)
	for _, t := range ticks {
		if t.IsMinor() {
			continue
		}
		w := sty.Width(t.Label)
		if w > maxWidth {
			maxWidth = w
		}
	}
	return maxWidth
}

func log(x float64) float64 {
	if x <= 0 {
		panic("Values must be greater than 0 for a log scale.")
	}
	return math.Log(x)
}
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// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plot

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"image/color"
	"math"
	"strings"
)

// A DrawArea is a vector graphics canvas along with
// an associated Rect defining a section of the canvas
// to which drawing should take place.
type DrawArea struct {
	vg.Canvas
	Rect
}

// TextStyle describes what text will look like.
type TextStyle struct {
	// Color is the text color.
	Color color.Color

	// Font is the font description.
	Font vg.Font
}

// LineStyle describes what a line will look like.
type LineStyle struct {
	// Color is the color of the line.
	Color color.Color

	// Width is the width of the line.
	Width vg.Length

	Dashes   []vg.Length
	DashOffs vg.Length
}

// A GlyphStyle specifies the look of a glyph used to draw
// a point on a plot.
type GlyphStyle struct {
	// Color is the color used to draw the glyph.
	color.Color

	// Radius specifies the size of the glyph's radius.
	Radius vg.Length

	// Shape draws the shape of the glyph.
	Shape GlyphDrawer
}

// A GlyphDrawer wraps the DrawGlyph function.
type GlyphDrawer interface {
	// DrawGlyph draws the glyph at the given
	// point, with the given color and radius.
	DrawGlyph(*DrawArea, GlyphStyle, Point)
}

// DrawGlyph draws the given glyph to the draw
// area.  If the point is not within the DrawArea
// or the sty.Shape is nil then nothing is drawn.
func (da *DrawArea) DrawGlyph(sty GlyphStyle, pt Point) {
	if sty.Shape == nil || !da.Contains(pt) {
		return
	}
	da.SetColor(sty.Color)
	sty.Shape.DrawGlyph(da, sty, pt)
}

// DrawGlyphNoClip draws the given glyph to the draw
// area.  If the sty.Shape is nil then nothing is drawn.
func (da *DrawArea) DrawGlyphNoClip(sty GlyphStyle, pt Point) {
	if sty.Shape == nil {
		return
	}
	da.SetColor(sty.Color)
	sty.Shape.DrawGlyph(da, sty, pt)
}

// Rect returns the rectangle surrounding this glyph,
// assuming that it is drawn centered at 0,0
func (g GlyphStyle) Rect() Rect {
	return Rect{Point{-g.Radius, -g.Radius}, Point{g.Radius * 2, g.Radius * 2}}
}

// CircleGlyph is a glyph that draws a solid circle.
type CircleGlyph struct{}

// DrawGlyph implements the GlyphDrawer interface.
func (c CircleGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	var p vg.Path
	p.Move(pt.X+sty.Radius, pt.Y)
	p.Arc(pt.X, pt.Y, sty.Radius, 0, 2*math.Pi)
	p.Close()
	da.Fill(p)
}

// RingGlyph is a glyph that draws the outline of a circle.
type RingGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (RingGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	da.SetLineStyle(LineStyle{Color: sty.Color, Width: vg.Points(0.5)})
	var p vg.Path
	p.Move(pt.X+sty.Radius, pt.Y)
	p.Arc(pt.X, pt.Y, sty.Radius, 0, 2*math.Pi)
	p.Close()
	da.Stroke(p)
}

const (
	cosπover4 = vg.Length(.707106781202420)
	sinπover6 = vg.Length(.500000000025921)
	cosπover6 = vg.Length(.866025403769473)
)

// SquareGlyph is a glyph that draws the outline of a square.
type SquareGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (SquareGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	da.SetLineStyle(LineStyle{Color: sty.Color, Width: vg.Points(0.5)})
	x := (sty.Radius-sty.Radius*cosπover4)/2 + sty.Radius*cosπover4
	var p vg.Path
	p.Move(pt.X-x, pt.Y-x)
	p.Line(pt.X+x, pt.Y-x)
	p.Line(pt.X+x, pt.Y+x)
	p.Line(pt.X-x, pt.Y+x)
	p.Close()
	da.Stroke(p)
}

// BoxGlyph is a glyph that draws a filled square.
type BoxGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (BoxGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	x := (sty.Radius-sty.Radius*cosπover4)/2 + sty.Radius*cosπover4
	var p vg.Path
	p.Move(pt.X-x, pt.Y-x)
	p.Line(pt.X+x, pt.Y-x)
	p.Line(pt.X+x, pt.Y+x)
	p.Line(pt.X-x, pt.Y+x)
	p.Close()
	da.Fill(p)
}

// TriangleGlyph is a glyph that draws the outline of a triangle.
type TriangleGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (TriangleGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	da.SetLineStyle(LineStyle{Color: sty.Color, Width: vg.Points(0.5)})
	r := sty.Radius + (sty.Radius-sty.Radius*sinπover6)/2
	var p vg.Path
	p.Move(pt.X, pt.Y+r)
	p.Line(pt.X-r*cosπover6, pt.Y-r*sinπover6)
	p.Line(pt.X+r*cosπover6, pt.Y-r*sinπover6)
	p.Close()
	da.Stroke(p)
}

// PyramidGlyph is a glyph that draws a filled triangle.
type PyramidGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (PyramidGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	r := sty.Radius + (sty.Radius-sty.Radius*sinπover6)/2
	var p vg.Path
	p.Move(pt.X, pt.Y+r)
	p.Line(pt.X-r*cosπover6, pt.Y-r*sinπover6)
	p.Line(pt.X+r*cosπover6, pt.Y-r*sinπover6)
	p.Close()
	da.Fill(p)
}

// PlusGlyph is a glyph that draws a plus sign
type PlusGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (PlusGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	da.SetLineStyle(LineStyle{Color: sty.Color, Width: vg.Points(0.5)})
	r := sty.Radius
	var p vg.Path
	p.Move(pt.X, pt.Y+r)
	p.Line(pt.X, pt.Y-r)
	da.Stroke(p)
	p = vg.Path{}
	p.Move(pt.X-r, pt.Y)
	p.Line(pt.X+r, pt.Y)
	da.Stroke(p)
}

// CrossGlyph is a glyph that draws a big X.
type CrossGlyph struct{}

// DrawGlyph implements the Glyph interface.
func (CrossGlyph) DrawGlyph(da *DrawArea, sty GlyphStyle, pt Point) {
	da.SetLineStyle(LineStyle{Color: sty.Color, Width: vg.Points(0.5)})
	r := sty.Radius * cosπover4
	var p vg.Path
	p.Move(pt.X-r, pt.Y-r)
	p.Line(pt.X+r, pt.Y+r)
	da.Stroke(p)
	p = vg.Path{}
	p.Move(pt.X-r, pt.Y+r)
	p.Line(pt.X+r, pt.Y-r)
	da.Stroke(p)
}

// MakeDrawArea returns a new DrawArea for a canvas with a
// Size method.
func MakeDrawArea(c interface {
	vg.Canvas
	Size() (vg.Length, vg.Length)
}) DrawArea {
	w, h := c.Size()
	return MakeDrawAreaSize(c, w, h)
}

// MakeDrawAreaSize returns a new DrawArea of the given
// size for a canvas.
func MakeDrawAreaSize(c vg.Canvas, w, h vg.Length) DrawArea {
	return DrawArea{
		Canvas: c,
		Rect:   Rect{Size: Point{w, h}},
	}
}

// Center returns the center point of the area
func (da *DrawArea) Center() Point {
	return Point{
		X: (da.Max().X-da.Min.X)/2 + da.Min.X,
		Y: (da.Max().Y-da.Min.Y)/2 + da.Min.Y,
	}
}

// Contains returns true if the DrawArea contains the point.
func (da *DrawArea) Contains(p Point) bool {
	return da.ContainsX(p.X) && da.ContainsY(p.Y)
}

// Contains returns true if the DrawArea contains the
// x coordinate.
func (da *DrawArea) ContainsX(x vg.Length) bool {
	return x <= da.Max().X+slop && x >= da.Min.X-slop
}

// ContainsY returns true if the DrawArea contains the
// y coordinate.
func (da *DrawArea) ContainsY(y vg.Length) bool {
	return y <= da.Max().Y+slop && y >= da.Min.Y-slop
}

// X returns the value of x, given in the unit range,
// in the drawing coordinates of this draw area.
// A value of 0, for example, will return the minimum
// x value of the draw area and a value of 1 will
// return the maximum.
func (da *DrawArea) X(x float64) vg.Length {
	return vg.Length(x)*(da.Max().X-da.Min.X) + da.Min.X
}

// Y returns the value of x, given in the unit range,
// in the drawing coordinates of this draw area.
// A value of 0, for example, will return the minimum
// y value of the draw area and a value of 1 will
// return the maximum.
func (da *DrawArea) Y(y float64) vg.Length {
	return vg.Length(y)*(da.Max().Y-da.Min.Y) + da.Min.Y
}

// crop returns a new DrawArea corresponding to the receiver
// area with the given number of inches added to the minimum
// and maximum x and y values of the DrawArea's Rect.
func (da DrawArea) crop(minx, miny, maxx, maxy vg.Length) DrawArea {
	minpt := Point{
		X: da.Min.X + minx,
		Y: da.Min.Y + miny,
	}
	sz := Point{
		X: da.Max().X + maxx - minpt.X,
		Y: da.Max().Y + maxy - minpt.Y,
	}
	return DrawArea{
		Canvas: vg.Canvas(da),
		Rect:   Rect{Min: minpt, Size: sz},
	}
}

// SetLineStyle sets the current line style
func (da *DrawArea) SetLineStyle(sty LineStyle) {
	da.SetColor(sty.Color)
	da.SetLineWidth(sty.Width)
	var dashDots []vg.Length
	for _, dash := range sty.Dashes {
		dashDots = append(dashDots, dash)
	}
	da.SetLineDash(dashDots, sty.DashOffs)
}

// StrokeLines draws a line connecting a set of points
// in the given DrawArea.
func (da *DrawArea) StrokeLines(sty LineStyle, lines ...[]Point) {
	if len(lines) == 0 {
		return
	}

	da.SetLineStyle(sty)

	for _, l := range lines {
		if len(l) == 0 {
			continue
		}
		var p vg.Path
		p.Move(l[0].X, l[0].Y)
		for _, pt := range l[1:] {
			p.Line(pt.X, pt.Y)
		}
		da.Stroke(p)
	}
}

// StrokeLine2 draws a line between two points in the given
// DrawArea.
func (da *DrawArea) StrokeLine2(sty LineStyle, x0, y0, x1, y1 vg.Length) {
	da.StrokeLines(sty, []Point{{x0, y0}, {x1, y1}})
}

// ClipLineXY returns a slice of lines that
// represent the given line clipped in both
// X and Y directions.
func (da *DrawArea) ClipLinesXY(lines ...[]Point) [][]Point {
	return da.ClipLinesY(da.ClipLinesX(lines...)...)
}

// ClipLineX returns a slice of lines that
// represent the given line clipped in the
// X direction.
func (da *DrawArea) ClipLinesX(lines ...[]Point) (clipped [][]Point) {
	var lines1 [][]Point
	for _, line := range lines {
		ls := clipLine(isLeft, Point{da.Max().X, da.Min.Y}, Point{-1, 0}, line)
		lines1 = append(lines1, ls...)
	}
	for _, line := range lines1 {
		ls := clipLine(isRight, Point{da.Min.X, da.Min.Y}, Point{1, 0}, line)
		clipped = append(clipped, ls...)
	}
	return
}

// ClipLineY returns a slice of lines that
// represent the given line clipped in the
// Y direction.
func (da *DrawArea) ClipLinesY(lines ...[]Point) (clipped [][]Point) {
	var lines1 [][]Point
	for _, line := range lines {
		ls := clipLine(isAbove, Point{da.Min.X, da.Min.Y}, Point{0, -1}, line)
		lines1 = append(lines1, ls...)
	}
	for _, line := range lines1 {
		ls := clipLine(isBelow, Point{da.Min.X, da.Max().Y}, Point{0, 1}, line)
		clipped = append(clipped, ls...)
	}
	return
}

// clipLine performs clipping of a line by a single
// clipping line specified by the norm, clip point,
// and in function.
func clipLine(in func(Point, Point) bool, clip, norm Point, pts []Point) (lines [][]Point) {
	var l []Point
	for i := 1; i < len(pts); i++ {
		cur, next := pts[i-1], pts[i]
		curIn, nextIn := in(cur, clip), in(next, clip)
		switch {
		case curIn && nextIn:
			l = append(l, cur)

		case curIn && !nextIn:
			l = append(l, cur, isect(cur, next, clip, norm))
			lines = append(lines, l)
			l = []Point{}

		case !curIn && !nextIn:
			// do nothing

		default: // !curIn && nextIn
			l = append(l, isect(cur, next, clip, norm))
		}
		if nextIn && i == len(pts)-1 {
			l = append(l, next)
		}
	}
	if len(l) > 1 {
		lines = append(lines, l)
	}
	return
}

// FillPolygon fills a polygon with the given color.
func (da *DrawArea) FillPolygon(clr color.Color, pts []Point) {
	if len(pts) == 0 {
		return
	}

	da.SetColor(clr)
	var p vg.Path
	p.Move(pts[0].X, pts[0].Y)
	for _, pt := range pts[1:] {
		p.Line(pt.X, pt.Y)
	}
	p.Close()
	da.Fill(p)
}

// ClipPolygonXY returns a slice of lines that
// represent the given polygon clipped in both
// X and Y directions.
func (da *DrawArea) ClipPolygonXY(pts []Point) []Point {
	return da.ClipPolygonY(da.ClipPolygonX(pts))
}

// ClipPolygonX returns a slice of lines that
// represent the given polygon clipped in the
// X direction.
func (da *DrawArea) ClipPolygonX(pts []Point) []Point {
	return clipPoly(isLeft, Point{da.Max().X, da.Min.Y}, Point{-1, 0},
		clipPoly(isRight, Point{da.Min.X, da.Min.Y}, Point{1, 0}, pts))
}

// ClipPolygonY returns a slice of lines that
// represent the given polygon clipped in the
// Y direction.
func (da *DrawArea) ClipPolygonY(pts []Point) []Point {
	return clipPoly(isBelow, Point{da.Min.X, da.Max().Y}, Point{0, 1},
		clipPoly(isAbove, Point{da.Min.X, da.Min.Y}, Point{0, -1}, pts))
}

// clipPoly performs clipping of a polygon by a single
// clipping line specified by the norm, clip point,
// and in function.
func clipPoly(in func(Point, Point) bool, clip, norm Point, pts []Point) (clipped []Point) {
	for i := 0; i < len(pts); i++ {
		j := i + 1
		if i == len(pts)-1 {
			j = 0
		}
		cur, next := pts[i], pts[j]
		curIn, nextIn := in(cur, clip), in(next, clip)
		switch {
		case curIn && nextIn:
			clipped = append(clipped, cur)

		case curIn && !nextIn:
			clipped = append(clipped, cur, isect(cur, next, clip, norm))

		case !curIn && !nextIn:
			// do nothing

		default: // !curIn && nextIn
			clipped = append(clipped, isect(cur, next, clip, norm))
		}
	}
	return
}

// slop is some slop for floating point equality
const slop = 3e-8 // ≈ √1⁻¹⁵

func isLeft(p, clip Point) bool {
	return p.X <= clip.X+slop
}

func isRight(p, clip Point) bool {
	return p.X >= clip.X-slop
}

func isBelow(p, clip Point) bool {
	return p.Y <= clip.Y+slop
}

func isAbove(p, clip Point) bool {
	return p.Y >= clip.Y-slop
}

// isect returns the intersection of a line p0→p1 with the
// clipping line specified by the clip point and normal.
func isect(p0, p1, clip, norm Point) Point {
	// t = (norm · (p0 - clip)) / (norm · (p0 - p1))
	t := p0.minus(clip).dot(norm) / p0.minus(p1).dot(norm)

	// p = p0 + t*(p1 - p0)
	return p1.minus(p0).scale(t).plus(p0)
}

// FillText fills lines of text in the draw area.
// The text is offset by its width times xalign and
// its height times yalign.  x and y give the bottom
// left corner of the text befor e it is offset.
func (da *DrawArea) FillText(sty TextStyle, x, y vg.Length, xalign, yalign float64, txt string) {
	txt = strings.TrimRight(txt, "\n")
	if len(txt) == 0 {
		return
	}

	da.SetColor(sty.Color)

	ht := sty.Height(txt)
	y += ht*vg.Length(yalign) - sty.Font.Extents().Ascent
	nl := textNLines(txt)
	for i, line := range strings.Split(txt, "\n") {
		xoffs := vg.Length(xalign) * sty.Font.Width(line)
		n := vg.Length(nl - i)
		da.FillString(sty.Font, x+xoffs, y+n*sty.Font.Size, line)
	}
}

// Width returns the width of lines of text
// when using the given font.
func (sty TextStyle) Width(txt string) (max vg.Length) {
	txt = strings.TrimRight(txt, "\n")
	for _, line := range strings.Split(txt, "\n") {
		if w := sty.Font.Width(line); w > max {
			max = w
		}
	}
	return
}

// Height returns the height of the text when using
// the given font.
func (sty TextStyle) Height(txt string) vg.Length {
	nl := textNLines(txt)
	if nl == 0 {
		return vg.Length(0)
	}
	e := sty.Font.Extents()
	return e.Height*vg.Length(nl-1) + e.Ascent
}

// Rect returns a rectangle giving the bounds of
// this text assuming that it is drawn at 0, 0
func (sty TextStyle) Rect(txt string) Rect {
	return Rect{Size: Point{sty.Width(txt), sty.Height(txt)}}
}

// textNLines returns the number of lines in the text.
func textNLines(txt string) int {
	txt = strings.TrimRight(txt, "\n")
	if len(txt) == 0 {
		return 0
	}
	n := 1
	for _, r := range txt {
		if r == '\n' {
			n++
		}
	}
	return n
}

// rectPath returns the path of a Rectangle specified by its
// upper left corner, width and height.
func rectPath(r Rect) (p vg.Path) {
	p.Move(r.Min.X, r.Min.Y)
	p.Line(r.Max().X, r.Min.Y)
	p.Line(r.Max().X, r.Max().Y)
	p.Line(r.Min.X, r.Max().Y)
	p.Close()
	return
}

// A Rect represents a Rectangular region of 2d space.
type Rect struct {
	Min, Size Point
}

// Max returns the maxmium x and y values of a Rect.
func (r Rect) Max() Point {
	return Point{
		X: r.Min.X + r.Size.X,
		Y: r.Min.Y + r.Size.Y,
	}
}

// A Point is a location in 2d space.
//
// Points are used for drawing, not for data.  For
// data, see the XYer interface.
type Point struct {
	X, Y vg.Length
}

// Pt returns a point from x, y coordinates.
func Pt(x, y vg.Length) Point {
	return Point{X: x, Y: y}
}

// dot returns the dot product of two points.
func (p Point) dot(q Point) vg.Length {
	return p.X*q.X + p.Y*q.Y
}

// plus returns the component-wise sum of two points.
func (p Point) plus(q Point) Point {
	return Point{p.X + q.X, p.Y + q.Y}
}

// minus returns the component-wise difference of two points.
func (p Point) minus(q Point) Point {
	return Point{p.X - q.X, p.Y - q.Y}
}

// scale returns the component-wise product of a point and a scalar.
func (p Point) scale(s vg.Length) Point {
	return Point{p.X * s, p.Y * s}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot/legend.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plot

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

// A Legend gives a description of the meaning of different
// data elements of the plot.  Each legend entry has a name
// and a thumbnail, where the thumbnail shows a small
// sample of the display style of the corresponding data.
type Legend struct {
	// TextStyle is the style given to the legend
	// entry texts.
	TextStyle

	// Padding is the amount of padding to add
	// betweeneach entry of the legend.  If Padding
	// is zero then entries are spaced based on the
	// font size.
	Padding vg.Length

	// Top and Left specify the location of the legend.
	// If Top is true the legend is located along the top
	// edge of the plot, otherwise it is located along
	// the bottom edge.  If Left is true then the legend
	// is located along the left edge of the plot, and the
	// text is positioned after the icons, otherwise it is
	// located along the right edge and the text is
	// positioned before the icons.
	Top, Left bool

	// XOffs and YOffs are added to the legend's
	// final position.
	XOffs, YOffs vg.Length

	// ThumbnailWidth is the width of legend thumbnails.
	ThumbnailWidth vg.Length

	// entries are all of the legendEntries described
	// by this legend.
	entries []legendEntry
}

// A legendEntry represents a single line of a legend, it
// has a name and an icon.
type legendEntry struct {
	// text is the text associated with this entry.
	text string

	// thumbs is a slice of all of the thumbnails styles
	thumbs []Thumbnailer
}

// Thumbnailer wraps the Thumbnail method, which
// draws the small image in a legend representing the
// style of data.
type Thumbnailer interface {
	// Thumbnail draws an thumbnail representing
	// a legend entry.  The thumbnail will usually show
	// a smaller representation of the style used
	// to plot the corresponding data.
	Thumbnail(da *DrawArea)
}

// makeLegend returns a legend with the default
// parameter settings.
func makeLegend() (Legend, error) {
	font, err := vg.MakeFont(defaultFont, vg.Points(12))
	if err != nil {
		return Legend{}, err
	}
	return Legend{
		ThumbnailWidth: vg.Points(20),
		TextStyle:      TextStyle{Font: font},
	}, nil
}

// draw draws the legend to the given DrawArea.
func (l *Legend) draw(da DrawArea) {
	iconx := da.Min.X
	textx := iconx + l.ThumbnailWidth + l.TextStyle.Width(" ")
	xalign := 0.0
	if !l.Left {
		iconx = da.Max().X - l.ThumbnailWidth
		textx = iconx - l.TextStyle.Width(" ")
		xalign = -1
	}
	textx += l.XOffs
	iconx += l.XOffs

	enth := l.entryHeight()
	y := da.Max().Y - enth
	if !l.Top {
		y = da.Min.Y + (enth+l.Padding)*(vg.Length(len(l.entries))-1)
	}
	y += l.YOffs

	icon := &DrawArea{
		Canvas: da.Canvas,
		Rect:   Rect{Min: Point{iconx, y}, Size: Point{l.ThumbnailWidth, enth}},
	}
	for _, e := range l.entries {
		for _, t := range e.thumbs {
			t.Thumbnail(icon)
		}
		yoffs := (enth - l.TextStyle.Height(e.text)) / 2
		da.FillText(l.TextStyle, textx, icon.Min.Y+yoffs, xalign, 0, e.text)
		icon.Min.Y -= enth + l.Padding
	}
}

// entryHeight returns the height of the tallest legend
// entry text.
func (l *Legend) entryHeight() (height vg.Length) {
	for _, e := range l.entries {
		if h := l.TextStyle.Height(e.text); h > height {
			height = h
		}
	}
	return
}

// Add adds an entry to the legend with the given name.
// The entry's thumbnail is drawn as the composite of all of the
// thumbnails.
func (l *Legend) Add(name string, thumbs ...Thumbnailer) {
	l.entries = append(l.entries, legendEntry{text: name, thumbs: thumbs})
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot/plot.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// plot provides an API for setting up plots, and primitives for
// drawing on plots.
//
// Plot is the basic type for creating a plot, setting the title, axis
// labels, legend, tick marks, etc.  Types implementing the Plotter
// interface can draw to the data area of a plot using the primitives
// made available by this package.  Some standard implementations
// of the Plotter interface can be found in the
// code.google.com/p/plotinum/plotter package
// which is documented here:
// http://godoc.org/code.google.com/p/plotinum/plotter
package plot

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgeps"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgimg"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgpdf"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgsvg"
	"fmt"
	"image/color"
	"io"
	"math"
	"os"
	"path/filepath"
	"strings"
)

const (
	defaultFont = "Times-Roman"
)

// Plot is the basic type representing a plot.
type Plot struct {
	Title struct {
		// Text is the text of the plot title.  If
		// Text is the empty string then the plot
		// will not have a title.
		Text string

		// Padding is the amount of padding
		// between the bottom of the title and
		// the top of the plot.
		Padding vg.Length

		TextStyle
	}

	// BackgroundColor is the background color of the plot.
	// The default is White.
	BackgroundColor color.Color

	// X and Y are the horizontal and vertical axes
	// of the plot respectively.
	X, Y Axis

	// Legend is the plot's legend.
	Legend Legend

	// plotters are drawn by calling their Plot method
	// after the axes are drawn.
	plotters []Plotter
}

// Plotter is an interface that wraps the Plot method.
// Some standard implementations of Plotter can be
// found in the code.google.com/p/plotinum/plotter
// package, documented here:
// http://go.pkgdoc.org/code.google.com/p/plotinum/plotter
type Plotter interface {
	// Plot draws the data to a DrawArea.
	Plot(DrawArea, *Plot)
}

// DataRanger wraps the DataRange method.
type DataRanger interface {
	// DataRange returns the range of X and Y values.
	DataRange() (xmin, xmax, ymin, ymax float64)
}

// New returns a new plot with some reasonable
// default settings.
func New() (*Plot, error) {
	titleFont, err := vg.MakeFont(defaultFont, 12)
	if err != nil {
		return nil, err
	}
	x, err := makeAxis()
	if err != nil {
		return nil, err
	}
	y, err := makeAxis()
	if err != nil {
		return nil, err
	}
	legend, err := makeLegend()
	if err != nil {
		return nil, err
	}
	p := &Plot{
		BackgroundColor: color.White,
		X:               x,
		Y:               y,
		Legend:          legend,
	}
	p.Title.TextStyle = TextStyle{
		Color: color.Black,
		Font:  titleFont,
	}
	return p, nil
}

// Add adds a Plotters to the plot.
//
// If the plotters implements DataRanger then the
// minimum and maximum values of the X and Y
// axes are changed if necessary to fit the range of
// the data.
//
// When drawing the plot, Plotters are drawn in the
// order in which they were added to the plot.
func (p *Plot) Add(ps ...Plotter) {
	for _, d := range ps {
		if x, ok := d.(DataRanger); ok {
			xmin, xmax, ymin, ymax := x.DataRange()
			p.X.Min = math.Min(p.X.Min, xmin)
			p.X.Max = math.Max(p.X.Max, xmax)
			p.Y.Min = math.Min(p.Y.Min, ymin)
			p.Y.Max = math.Max(p.Y.Max, ymax)
		}
	}

	p.plotters = append(p.plotters, ps...)
}

// Draw draws a plot to a DrawArea.
//
// Plotters are drawn in the order in which they were
// added to the plot.  Plotters that  implement the
// GlyphBoxer interface will have their GlyphBoxes
// taken into account when padding the plot so that
// none of their glyphs are clipped.
func (p *Plot) Draw(da DrawArea) {
	if p.BackgroundColor != nil {
		da.SetColor(p.BackgroundColor)
		da.Fill(rectPath(da.Rect))
	}
	if p.Title.Text != "" {
		da.FillText(p.Title.TextStyle, da.Center().X, da.Max().Y, -0.5, -1, p.Title.Text)
		da.Size.Y -= p.Title.Height(p.Title.Text) - p.Title.Font.Extents().Descent
		da.Size.Y -= p.Title.Padding
	}

	p.X.sanitizeRange()
	x := horizontalAxis{p.X}
	p.Y.sanitizeRange()
	y := verticalAxis{p.Y}

	ywidth := y.size()
	x.draw(padX(p, da.crop(ywidth, 0, 0, 0)))
	xheight := x.size()
	y.draw(padY(p, da.crop(0, xheight, 0, 0)))

	dataDa := padY(p, padX(p, da.crop(ywidth, xheight, 0, 0)))
	for _, data := range p.plotters {
		data.Plot(dataDa, p)
	}

	p.Legend.draw(da.crop(ywidth, 0, 0, 0).crop(0, xheight, 0, 0))
}

// DataDrawArea returns a new DrawArea that
// is the subset of the given draw area into which
// the plot data will be drawn.
func (p *Plot) DataDrawArea(da DrawArea) DrawArea {
	if p.Title.Text != "" {
		da.Size.Y -= p.Title.Height(p.Title.Text) - p.Title.Font.Extents().Descent
		da.Size.Y -= p.Title.Padding
	}
	p.X.sanitizeRange()
	x := horizontalAxis{p.X}
	p.Y.sanitizeRange()
	y := verticalAxis{p.Y}
	return padY(p, padX(p, da.crop(y.size(), x.size(), 0, 0)))
}

// DrawGlyphBoxes draws red outlines around the plot's
// GlyphBoxes.  This is intended for debugging.
func (p *Plot) DrawGlyphBoxes(da *DrawArea) {
	da.SetColor(color.RGBA{R: 255, A: 255})
	for _, b := range p.GlyphBoxes(p) {
		b.Rect.Min.X += da.X(b.X)
		b.Rect.Min.Y += da.Y(b.Y)
		da.Stroke(rectPath(b.Rect))
	}
}

// padX returns a DrawArea that is padded horizontally
// so that glyphs will no be clipped.
func padX(p *Plot, da DrawArea) DrawArea {
	glyphs := p.GlyphBoxes(p)
	l := leftMost(&da, glyphs)
	xAxis := horizontalAxis{p.X}
	glyphs = append(glyphs, xAxis.GlyphBoxes(p)...)
	r := rightMost(&da, glyphs)

	minx := da.Min.X - l.Min.X
	maxx := da.Max().X - (r.Min.X + r.Size.X)
	lx := vg.Length(l.X)
	rx := vg.Length(r.X)
	n := (lx*maxx - rx*minx) / (lx - rx)
	m := ((lx-1)*maxx - rx*minx + minx) / (lx - rx)
	return DrawArea{
		Canvas: vg.Canvas(da),
		Rect: Rect{
			Min:  Point{X: n, Y: da.Min.Y},
			Size: Point{X: m - n, Y: da.Size.Y},
		},
	}
}

// rightMost returns the right-most GlyphBox.
func rightMost(da *DrawArea, boxes []GlyphBox) GlyphBox {
	maxx := da.Max().X
	r := GlyphBox{X: 1}
	for _, b := range boxes {
		if b.Size.X <= 0 {
			continue
		}
		if x := da.X(b.X) + b.Min.X + b.Size.X; x > maxx && b.X <= 1 {
			maxx = x
			r = b
		}
	}
	return r
}

// leftMost returns the left-most GlyphBox.
func leftMost(da *DrawArea, boxes []GlyphBox) GlyphBox {
	minx := da.Min.X
	l := GlyphBox{}
	for _, b := range boxes {
		if b.Size.X <= 0 {
			continue
		}
		if x := da.X(b.X) + b.Min.X; x < minx && b.X >= 0 {
			minx = x
			l = b
		}
	}
	return l
}

// padY returns a DrawArea that is padded vertically
// so that glyphs will no be clipped.
func padY(p *Plot, da DrawArea) DrawArea {
	glyphs := p.GlyphBoxes(p)
	b := bottomMost(&da, glyphs)
	yAxis := verticalAxis{p.Y}
	glyphs = append(glyphs, yAxis.GlyphBoxes(p)...)
	t := topMost(&da, glyphs)

	miny := da.Min.Y - b.Min.Y
	maxy := da.Max().Y - (t.Min.Y + t.Size.Y)
	by := vg.Length(b.Y)
	ty := vg.Length(t.Y)
	n := (by*maxy - ty*miny) / (by - ty)
	m := ((by-1)*maxy - ty*miny + miny) / (by - ty)
	return DrawArea{
		Canvas: vg.Canvas(da),
		Rect: Rect{
			Min:  Point{Y: n, X: da.Min.X},
			Size: Point{Y: m - n, X: da.Size.X},
		},
	}
}

// topMost returns the top-most GlyphBox.
func topMost(da *DrawArea, boxes []GlyphBox) GlyphBox {
	maxy := da.Max().Y
	t := GlyphBox{Y: 1}
	for _, b := range boxes {
		if b.Size.Y <= 0 {
			continue
		}
		if y := da.Y(b.Y) + b.Min.Y + b.Size.Y; y > maxy && b.Y <= 1 {
			maxy = y
			t = b
		}
	}
	return t
}

// bottomMost returns the bottom-most GlyphBox.
func bottomMost(da *DrawArea, boxes []GlyphBox) GlyphBox {
	miny := da.Min.Y
	l := GlyphBox{}
	for _, b := range boxes {
		if b.Size.Y <= 0 {
			continue
		}
		if y := da.Y(b.Y) + b.Min.Y; y < miny && b.Y >= 0 {
			miny = y
			l = b
		}
	}
	return l
}

// Transforms returns functions to transfrom
// from the x and y data coordinate system to
// the draw coordinate system of the given
// draw area.
func (p *Plot) Transforms(da *DrawArea) (x, y func(float64) vg.Length) {
	x = func(x float64) vg.Length { return da.X(p.X.Norm(x)) }
	y = func(y float64) vg.Length { return da.Y(p.Y.Norm(y)) }
	return
}

// GlyphBoxer wraps the GlyphBoxes method.
// It should be implemented by things that meet
// the Plotter interface that draw glyphs so that
// their glyphs are not clipped if drawn near the
// edge of the DrawArea.
//
// When computing padding, the plot ignores
// GlyphBoxes as follows:
// If the Size.X > 0 and the X value is not in range
// of the X axis then the box is ignored.
// If Size.Y > 0 and the Y value is not in range of
// the Y axis then the box is ignored.
//
// Also, GlyphBoxes with Size.X <= 0 are ignored
// when computing horizontal padding and
// GlyphBoxes with Size.Y <= 0 are ignored when
// computing vertical padding.  This is useful
// for things like box plots and bar charts where
// the boxes and bars are considered to be glyphs
// in the X direction (and thus need padding), but
// may be clipped in the Y direction (and do not
// need padding).
type GlyphBoxer interface {
	GlyphBoxes(*Plot) []GlyphBox
}

// A GlyphBox describes the location of a glyph
// and the offset/size of its bounding box.
//
// If the Rect.Size.X is non-positive (<= 0) then
// the GlyphBox is ignored when computing the
// horizontal padding, and likewise with
// Rect.Size.Y and the vertical padding.
type GlyphBox struct {
	// The glyph location in normalized coordinates.
	X, Y float64

	// Rect is the offset of the glyph's minimum drawing
	// point relative to the glyph location and its size.
	Rect
}

// GlyphBoxes returns the GlyphBoxes for all plot
// data that meet the GlyphBoxer interface.
func (p *Plot) GlyphBoxes(*Plot) (boxes []GlyphBox) {
	for _, d := range p.plotters {
		gb, ok := d.(GlyphBoxer)
		if !ok {
			continue
		}
		for _, b := range gb.GlyphBoxes(p) {
			if b.Size.X > 0 && (b.X < 0 || b.X > 1) {
				continue
			}
			if b.Size.Y > 0 && (b.Y < 0 || b.Y > 1) {
				continue
			}
			boxes = append(boxes, b)
		}
	}
	return
}

// NominalX configures the plot to have a nominal X
// axis—an X axis with names instead of numbers.  The
// X location corresponding to each name are the integers,
// e.g., the x value 0 is centered above the first name and
// 1 is above the second name, etc.  Labels for x values
// that do not end up in range of the X axis will not have
// tick marks.
func (p *Plot) NominalX(names ...string) {
	p.X.Tick.Width = 0
	p.X.Tick.Length = 0
	p.X.Width = 0
	p.Y.Padding = p.X.Tick.Label.Width(names[0]) / 2
	ticks := make([]Tick, len(names))
	for i, name := range names {
		ticks[i] = Tick{float64(i), name}
	}
	p.X.Tick.Marker = ConstantTicks(ticks)
}

// HideX configures the X axis so that it will not be drawn.
func (p *Plot) HideX() {
	p.X.Tick.Length = 0
	p.X.Width = 0
	p.X.Tick.Marker = ConstantTicks([]Tick{})
}

// HideY configures the Y axis so that it will not be drawn.
func (p *Plot) HideY() {
	p.Y.Tick.Length = 0
	p.Y.Width = 0
	p.Y.Tick.Marker = ConstantTicks([]Tick{})
}

// HideAxes hides the X and Y axes.
func (p *Plot) HideAxes() {
	p.HideX()
	p.HideY()
}

// NominalY is like NominalX, but for the Y axis.
func (p *Plot) NominalY(names ...string) {
	p.Y.Tick.Width = 0
	p.Y.Tick.Length = 0
	p.Y.Width = 0
	p.X.Padding = p.Y.Tick.Label.Height(names[0]) / 2
	ticks := make([]Tick, len(names))
	for i, name := range names {
		ticks[i] = Tick{float64(i), name}
	}
	p.Y.Tick.Marker = ConstantTicks(ticks)
}

// Save saves the plot to an image file.  Width and height
// are specified in inches, and the file format is determined
// by the extension.  Supported extensions are
// .eps, .jpg, .jpeg, .pdf, .png, .svg, and .tiff.
func (p *Plot) Save(width, height float64, file string) (err error) {
	w, h := vg.Inches(width), vg.Inches(height)
	var c interface {
		vg.Canvas
		Size() (w, h vg.Length)
		io.WriterTo
	}
	switch ext := strings.ToLower(filepath.Ext(file)); ext {

	case ".eps":
		c = vgeps.NewTitle(w, h, file)

	case ".jpg", ".jpeg":
		c = vgimg.JpegCanvas{Canvas: vgimg.New(w, h)}

	case ".pdf":
		c = vgpdf.New(w, h)

	case ".png":
		c = vgimg.PngCanvas{Canvas: vgimg.New(w, h)}

	case ".svg":
		c = vgsvg.New(w, h)

	case ".tiff":
		c = vgimg.TiffCanvas{Canvas: vgimg.New(w, h)}

	default:
		return fmt.Errorf("Unsupported file extension: %s", ext)
	}
	p.Draw(MakeDrawArea(c))

	f, err := os.Create(file)
	if err != nil {
		return err
	}
	defer f.Close()
	_, err = c.WriteTo(f)
	return err
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/barchart.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"errors"
	"image/color"
	"math"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

type BarChart struct {
	Values

	// Width is the width of the bars.
	Width vg.Length

	// Color is the fill color of the bars.
	Color color.Color

	// LineStyle is the style of the outline of the bars.
	plot.LineStyle

	// Offset is added to the x location of each bar.
	// When the Offset is zero, the bars are drawn
	// centered at their x location.
	Offset vg.Length

	// XMin is the X location of the first bar.  XMin
	// can be changed to move groups of bars
	// down the X axis in order to make grouped
	// bar charts.
	XMin float64

	// stackedOn is the bar chart upon which
	// this bar chart is stacked.
	stackedOn *BarChart
}

// NewBarChart returns a new bar chart with a single bar for each value.
// The bars heights correspond to the values and their x locations correspond
// to the index of their value in the Valuer.
func NewBarChart(vs Valuer, width vg.Length) (*BarChart, error) {
	if width <= 0 {
		return nil, errors.New("Width parameter was not positive")
	}
	values, err := CopyValues(vs)
	if err != nil {
		return nil, err
	}
	return &BarChart{
		Values:    values,
		Width:     width,
		Color:     color.Black,
		LineStyle: DefaultLineStyle,
	}, nil
}

// BarHeight returns the maximum y value of the
// ith bar, taking into account any bars upon
// which it is stacked.
func (b *BarChart) BarHeight(i int) float64 {
	ht := 0.0
	if b == nil {
		return 0
	}
	if i >= 0 && i < len(b.Values) {
		ht += b.Values[i]
	}
	if b.stackedOn != nil {
		ht += b.stackedOn.BarHeight(i)
	}
	return ht
}

// StackOn stacks a bar chart on top of another,
// and sets the XMin and Offset to that of the
// chart upon which it is being stacked.
func (b *BarChart) StackOn(on *BarChart) {
	b.XMin = on.XMin
	b.Offset = on.Offset
	b.stackedOn = on
}

// Plot implements the plot.Plotter interface.
func (b *BarChart) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)

	for i, ht := range b.Values {
		x := b.XMin + float64(i)
		xmin := trX(float64(x))
		if !da.ContainsX(xmin) {
			continue
		}
		xmin = xmin - b.Width/2 + b.Offset
		xmax := xmin + b.Width
		bottom := b.stackedOn.BarHeight(i)
		ymin := trY(bottom)
		ymax := trY(bottom + ht)

		pts := []plot.Point{
			{xmin, ymin},
			{xmin, ymax},
			{xmax, ymax},
			{xmax, ymin},
		}
		poly := da.ClipPolygonY(pts)
		da.FillPolygon(b.Color, poly)

		pts = append(pts, plot.Pt(xmin, ymin))
		outline := da.ClipLinesY(pts)
		da.StrokeLines(b.LineStyle, outline...)
	}
}

// DataRange implements the plot.DataRanger interface.
func (b *BarChart) DataRange() (xmin, xmax, ymin, ymax float64) {
	xmin = b.XMin
	xmax = xmin + float64(len(b.Values)-1)

	ymin = math.Inf(1)
	ymax = math.Inf(-1)
	for i, y := range b.Values {
		ybot := b.stackedOn.BarHeight(i)
		ytop := ybot + y
		ymin = math.Min(ymin, math.Min(ybot, ytop))
		ymax = math.Max(ymax, math.Max(ybot, ytop))
	}
	return
}

// GlyphBoxes implements the GlyphBoxer interface.
func (b *BarChart) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	boxes := make([]plot.GlyphBox, len(b.Values))
	for i := range b.Values {
		x := b.XMin + float64(i)
		boxes[i].X = plt.X.Norm(x)
		boxes[i].Rect = plot.Rect{
			Min:  plot.Point{X: b.Offset - b.Width/2},
			Size: plot.Point{X: b.Width},
		}
	}
	return boxes
}

func (b *BarChart) Thumbnail(da *plot.DrawArea) {
	pts := []plot.Point{
		{da.Min.X, da.Min.Y},
		{da.Min.X, da.Max().Y},
		{da.Max().X, da.Max().Y},
		{da.Max().X, da.Min.Y},
	}
	poly := da.ClipPolygonY(pts)
	da.FillPolygon(b.Color, poly)

	pts = append(pts, plot.Pt(da.Min.X, da.Min.Y))
	outline := da.ClipLinesY(pts)
	da.StrokeLines(b.LineStyle, outline...)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/boxplot.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"errors"
	"math"
	"sort"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

// fiveStatPlot contains the shared fields for quartile
// and box-whisker plots.
type fiveStatPlot struct {
	// Values is a copy of the values of the values used to
	// create this box plot.
	Values

	// Location is the location of the box along its axis.
	Location float64

	// Median is the median value of the data.
	Median float64

	// Quartile1 and Quartile3 are the first and
	// third quartiles of the data respectively.
	Quartile1, Quartile3 float64

	// AdjLow and AdjHigh are the `adjacent' values
	// on the low and high ends of the data.  The
	// adjacent values are the points to which the
	// whiskers are drawn.
	AdjLow, AdjHigh float64

	// Min and Max are the extreme values of the data.
	Min, Max float64

	// Outside are the indices of Vs for the outside points.
	Outside []int
}

// BoxPlot implements the Plotter interface, drawing
// a boxplot to represent the distribution of values.
type BoxPlot struct {
	fiveStatPlot

	// Offset is added to the x location of each box.
	// When the Offset is zero, the boxes are drawn
	// centered at their x location.
	Offset vg.Length

	// Width is the width used to draw the box.
	Width vg.Length

	// CapWidth is the width of the cap used to top
	// off a whisker.
	CapWidth vg.Length

	// GlyphStyle is the style of the outside point glyphs.
	GlyphStyle plot.GlyphStyle

	// BoxStyle is the line style for the box.
	BoxStyle plot.LineStyle

	// MedianStyle is the line style for the median line.
	MedianStyle plot.LineStyle

	// WhiskerStyle is the line style used to draw the
	// whiskers.
	WhiskerStyle plot.LineStyle
}

// NewBoxPlot returns a new BoxPlot that represents
// the distribution of the given values.  The style of
// the box plot is that used for Tukey's schematic
// plots is ``Exploratory Data Analysis.''
//
// An error is returned if the boxplot is created with
// no values.
//
// The fence values are 1.5x the interquartile before
// the first quartile and after the third quartile.  Any
// value that is outside of the fences are drawn as
// Outside points.  The adjacent values (to which the
// whiskers stretch) are the minimum and maximum
// values that are not outside the fences.
func NewBoxPlot(w vg.Length, loc float64, values Valuer) (*BoxPlot, error) {
	if w < 0 {
		return nil, errors.New("Negative boxplot width")
	}

	b := new(BoxPlot)
	var err error
	if b.fiveStatPlot, err = newFiveStat(w, loc, values); err != nil {
		return nil, err
	}

	b.Width = w
	b.CapWidth = 3 * w / 4

	b.GlyphStyle = DefaultGlyphStyle
	b.BoxStyle = DefaultLineStyle
	b.MedianStyle = DefaultLineStyle
	b.WhiskerStyle = plot.LineStyle{
		Width:  vg.Points(0.5),
		Dashes: []vg.Length{vg.Points(4), vg.Points(2)},
	}

	if len(b.Values) == 0 {
		b.Width = 0
		b.GlyphStyle.Radius = 0
		b.BoxStyle.Width = 0
		b.MedianStyle.Width = 0
		b.WhiskerStyle.Width = 0
	}

	return b, nil
}

func newFiveStat(w vg.Length, loc float64, values Valuer) (fiveStatPlot, error) {
	var b fiveStatPlot
	b.Location = loc

	var err error
	if b.Values, err = CopyValues(values); err != nil {
		return fiveStatPlot{}, err
	}

	sorted := make(Values, len(b.Values))
	copy(sorted, b.Values)
	sort.Float64s(sorted)

	if len(sorted) == 1 {
		b.Median = sorted[0]
		b.Quartile1 = sorted[0]
		b.Quartile3 = sorted[0]
	} else {
		b.Median = median(sorted)
		b.Quartile1 = median(sorted[:len(sorted)/2])
		b.Quartile3 = median(sorted[len(sorted)/2:])
	}
	b.Min = sorted[0]
	b.Max = sorted[len(sorted)-1]

	low := b.Quartile1 - 1.5*(b.Quartile3-b.Quartile1)
	high := b.Quartile3 + 1.5*(b.Quartile3-b.Quartile1)
	b.AdjLow = math.Inf(1)
	b.AdjHigh = math.Inf(-1)
	for i, v := range b.Values {
		if v > high || v < low {
			b.Outside = append(b.Outside, i)
			continue
		}
		if v < b.AdjLow {
			b.AdjLow = v
		}
		if v > b.AdjHigh {
			b.AdjHigh = v
		}
	}

	return b, nil
}

// median returns the median value from a
// sorted Values.
func median(vs Values) float64 {
	if len(vs) == 1 {
		return vs[0]
	}
	med := vs[len(vs)/2]
	if len(vs)%2 == 0 {
		med += vs[len(vs)/2-1]
		med /= 2
	}
	return med
}

func (b *BoxPlot) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	x := trX(b.Location)
	if !da.ContainsX(x) {
		return
	}
	x += b.Offset

	med := trY(b.Median)
	q1 := trY(b.Quartile1)
	q3 := trY(b.Quartile3)
	aLow := trY(b.AdjLow)
	aHigh := trY(b.AdjHigh)

	box := da.ClipLinesY([]plot.Point{
		{x - b.Width/2, q1},
		{x - b.Width/2, q3},
		{x + b.Width/2, q3},
		{x + b.Width/2, q1},
		{x - b.Width/2 - b.BoxStyle.Width/2, q1},
	})
	da.StrokeLines(b.BoxStyle, box...)

	medLine := da.ClipLinesY([]plot.Point{
		{x - b.Width/2, med},
		{x + b.Width/2, med},
	})
	da.StrokeLines(b.MedianStyle, medLine...)

	cap := b.CapWidth / 2
	whisks := da.ClipLinesY([]plot.Point{{x, q3}, {x, aHigh}},
		[]plot.Point{{x - cap, aHigh}, {x + cap, aHigh}},
		[]plot.Point{{x, q1}, {x, aLow}},
		[]plot.Point{{x - cap, aLow}, {x + cap, aLow}})
	da.StrokeLines(b.WhiskerStyle, whisks...)

	for _, out := range b.Outside {
		y := trY(b.Value(out))
		if da.ContainsY(y) {
			da.DrawGlyphNoClip(b.GlyphStyle, plot.Pt(x, y))
		}
	}
}

// DataRange returns the minimum and maximum x
// and y values, implementing the plot.DataRanger
// interface.
func (b *BoxPlot) DataRange() (float64, float64, float64, float64) {
	return b.Location, b.Location, b.Min, b.Max
}

// GlyphBoxes returns a slice of GlyphBoxes for the
// points and for the median line of the boxplot,
// implementing the plot.GlyphBoxer interface
func (b *BoxPlot) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(b.Outside)+1)
	for i, out := range b.Outside {
		bs[i].X = plt.X.Norm(b.Location)
		bs[i].Y = plt.Y.Norm(b.Value(out))
		bs[i].Rect = b.GlyphStyle.Rect()
	}
	bs[len(bs)-1].X = plt.X.Norm(b.Location)
	bs[len(bs)-1].Y = plt.Y.Norm(b.Median)
	bs[len(bs)-1].Rect = plot.Rect{
		Min:  plot.Point{X: b.Offset - (b.Width/2 + b.BoxStyle.Width/2)},
		Size: plot.Point{X: b.Width + b.BoxStyle.Width},
	}
	return bs
}

// OutsideLabels returns a *Labels that will plot
// a label for each of the outside points.  The
// labels are assumed to correspond to the
// points used to create the box plot.
func (b *BoxPlot) OutsideLabels(labels Labeller) (*Labels, error) {
	strs := make([]string, len(b.Outside))
	for i, out := range b.Outside {
		strs[i] = labels.Label(out)
	}
	o := boxPlotOutsideLabels{b, strs}
	ls, err := NewLabels(o)
	if err != nil {
		return nil, err
	}
	ls.XOffset += b.GlyphStyle.Radius / 2
	ls.YOffset += b.GlyphStyle.Radius / 2
	return ls, nil
}

type boxPlotOutsideLabels struct {
	box    *BoxPlot
	labels []string
}

func (o boxPlotOutsideLabels) Len() int {
	return len(o.box.Outside)
}

func (o boxPlotOutsideLabels) XY(i int) (float64, float64) {
	return o.box.Location, o.box.Value(o.box.Outside[i])
}

func (o boxPlotOutsideLabels) Label(i int) string {
	return o.labels[i]
}

// HorizBoxPlot is like a regular BoxPlot, however,
// it draws horizontally instead of Vertically.
type HorizBoxPlot struct{ *BoxPlot }

// MakeHorizBoxPlot returns a HorizBoxPlot,
// plotting the values in a horizontal box plot
// centered along a fixed location of the y axis.
func MakeHorizBoxPlot(w vg.Length, loc float64, vs Valuer) (HorizBoxPlot, error) {
	b, err := NewBoxPlot(w, loc, vs)
	return HorizBoxPlot{b}, err
}

func (b HorizBoxPlot) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	y := trY(b.Location)
	if !da.ContainsY(y) {
		return
	}
	y += b.Offset

	med := trX(b.Median)
	q1 := trX(b.Quartile1)
	q3 := trX(b.Quartile3)
	aLow := trX(b.AdjLow)
	aHigh := trX(b.AdjHigh)

	box := da.ClipLinesX([]plot.Point{
		{q1, y - b.Width/2},
		{q3, y - b.Width/2},
		{q3, y + b.Width/2},
		{q1, y + b.Width/2},
		{q1, y - b.Width/2 - b.BoxStyle.Width/2},
	})
	da.StrokeLines(b.BoxStyle, box...)

	medLine := da.ClipLinesX([]plot.Point{
		{med, y - b.Width/2},
		{med, y + b.Width/2},
	})
	da.StrokeLines(b.MedianStyle, medLine...)

	cap := b.CapWidth / 2
	whisks := da.ClipLinesX([]plot.Point{{q3, y}, {aHigh, y}},
		[]plot.Point{{aHigh, y - cap}, {aHigh, y + cap}},
		[]plot.Point{{q1, y}, {aLow, y}},
		[]plot.Point{{aLow, y - cap}, {aLow, y + cap}})
	da.StrokeLines(b.WhiskerStyle, whisks...)

	for _, out := range b.Outside {
		x := trX(b.Value(out))
		if da.ContainsX(x) {
			da.DrawGlyphNoClip(b.GlyphStyle, plot.Pt(x, y))
		}
	}
}

// DataRange returns the minimum and maximum x
// and y values, implementing the plot.DataRanger
// interface.
func (b HorizBoxPlot) DataRange() (float64, float64, float64, float64) {
	return b.Min, b.Max, b.Location, b.Location
}

// GlyphBoxes returns a slice of GlyphBoxes for the
// points and for the median line of the boxplot,
// implementing the plot.GlyphBoxer interface
func (b HorizBoxPlot) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(b.Outside)+1)
	for i, out := range b.Outside {
		bs[i].X = plt.X.Norm(b.Value(out))
		bs[i].Y = plt.Y.Norm(b.Location)
		bs[i].Rect = b.GlyphStyle.Rect()
	}
	bs[len(bs)-1].X = plt.X.Norm(b.Median)
	bs[len(bs)-1].Y = plt.Y.Norm(b.Location)
	bs[len(bs)-1].Rect = plot.Rect{
		Min:  plot.Point{Y: b.Offset - (b.Width/2 + b.BoxStyle.Width/2)},
		Size: plot.Point{Y: b.Width + b.BoxStyle.Width},
	}
	return bs
}

// OutsideLabels returns a *Labels that will plot
// a label for each of the outside points.  The
// labels are assumed to correspond to the
// points used to create the box plot.
func (b *HorizBoxPlot) OutsideLabels(labels Labeller) (*Labels, error) {
	strs := make([]string, len(b.Outside))
	for i, out := range b.Outside {
		strs[i] = labels.Label(out)
	}
	o := horizBoxPlotOutsideLabels{
		boxPlotOutsideLabels{b.BoxPlot, strs},
	}
	ls, err := NewLabels(o)
	if err != nil {
		return nil, err
	}
	ls.XOffset += b.GlyphStyle.Radius / 2
	ls.YOffset += b.GlyphStyle.Radius / 2
	return ls, nil
}

type horizBoxPlotOutsideLabels struct {
	boxPlotOutsideLabels
}

func (o horizBoxPlotOutsideLabels) XY(i int) (float64, float64) {
	return o.box.Value(o.box.Outside[i]), o.box.Location
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/bubbles.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"errors"
	"image/color"
	"math"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

// Bubbles implements the Plotter interface, drawing
// a bubble plot of x, y, z triples where the z value
// determines the radius of the bubble.
type Bubbles struct {
	XYZs

	// Color is the color of the bubbles.
	color.Color

	// MinRadius and MaxRadius give the minimum
	// and maximum bubble radius respectively.
	// The radii of each bubble is interpolated linearly
	// between these two values.
	MinRadius, MaxRadius vg.Length

	// MinZ and MaxZ are the minimum and
	// maximum Z values from the data.
	MinZ, MaxZ float64
}

// NewBubbles creates as new bubble plot plotter for
// the given data, with a minimum and maximum
// bubble radius.
func NewBubbles(xyz XYZer, min, max vg.Length) (*Bubbles, error) {
	cpy, err := CopyXYZs(xyz)
	if err != nil {
		return nil, err
	}
	if min > max {
		return nil, errors.New("Min bubble radius is greater than the max radius")
	}
	minz := cpy[0].Z
	maxz := cpy[0].Z
	for _, d := range cpy {
		minz = math.Min(minz, d.Z)
		maxz = math.Max(maxz, d.Z)
	}
	return &Bubbles{
		XYZs:      cpy,
		MinRadius: min,
		MaxRadius: max,
		MinZ:      minz,
		MaxZ:      maxz,
	}, nil
}

// Plot implements the Plot method of the plot.Plotter interface.
func (bs *Bubbles) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)

	da.SetColor(bs.Color)

	for _, d := range bs.XYZs {
		x := trX(d.X)
		y := trY(d.Y)
		if !da.Contains(plot.Pt(x, y)) {
			continue
		}

		rad := bs.radius(d.Z)

		// draw a circle centered at x, y
		var p vg.Path
		p.Move(x+rad, y)
		p.Arc(x, y, rad, 0, 2*math.Pi)
		p.Close()
		da.Fill(p)
	}
}

// radius returns the radius of a bubble by linear interpolation.
func (bs *Bubbles) radius(z float64) vg.Length {
	rng := bs.MaxRadius - bs.MinRadius
	if bs.MaxZ == bs.MinZ {
		return rng/2 + bs.MinRadius
	}
	d := (z - bs.MinZ) / (bs.MaxZ - bs.MinZ)
	return vg.Length(d)*rng + bs.MinRadius
}

// DataRange implements the DataRange method
// of the plot.DataRanger interface.
func (bs *Bubbles) DataRange() (xmin, xmax, ymin, ymax float64) {
	return XYRange(XYValues{bs.XYZs})
}

// GlyphBoxes implements the GlyphBoxes method
// of the plot.GlyphBoxer interface.
func (bs *Bubbles) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	boxes := make([]plot.GlyphBox, len(bs.XYZs))
	for i, d := range bs.XYZs {
		boxes[i].X = plt.X.Norm(d.X)
		boxes[i].Y = plt.Y.Norm(d.Y)
		r := bs.radius(d.Z)
		boxes[i].Rect = plot.Rect{
			Min:  plot.Pt(-r, -r),
			Size: plot.Pt(2*r, 2*r),
		}
	}
	return boxes
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/bubbles_test.go

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"testing"
)

func TestBubblesRadius(t *testing.T) {
	b := &Bubbles{
		MinRadius: vg.Length(0),
		MaxRadius: vg.Length(1),
	}

	tests := []struct {
		minz, maxz, z float64
		r             vg.Length
	}{
		{0, 0, 0, vg.Length(0.5)},
		{1, 1, 1, vg.Length(0.5)},
		{0, 1, 0, vg.Length(0)},
		{0, 1, 1, vg.Length(1)},
		{0, 1, 0.5, vg.Length(0.5)},
		{0, 2, 1, vg.Length(0.5)},
		{0, 4, 0, vg.Length(0)},
		{0, 4, 1, vg.Length(0.25)},
		{0, 4, 2, vg.Length(0.5)},
		{0, 4, 3, vg.Length(0.75)},
		{0, 4, 4, vg.Length(1)},
	}

	for _, test := range tests {
		b.MinZ, b.MaxZ = test.minz, test.maxz
		if r := b.radius(test.z); r != test.r {
			t.Errorf("Got incorrect radius (%g) on %v", r, test)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/errbars.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"math"
)

// DefaultCapWidth is the default width of error bar caps.
var DefaultCapWidth = vg.Points(5)

// YErrorBars implements the plot.Plotter, plot.DataRanger,
// and plot.GlyphBoxer interfaces, drawing vertical error
// bars, denoting error in Y values.
type YErrorBars struct {
	XYs

	// YErrors is a copy of the Y errors for each point.
	YErrors

	// LineStyle is the style used to draw the error bars.
	plot.LineStyle

	// CapWidth is the width of the caps drawn at the top
	// of each error bar.
	CapWidth vg.Length
}

// Returns a new YErrorBars plotter, or an error on failure. The error values
// from the YErrorer interface are interpreted as relative to the corresponding
// Y value. The errors for a given Y value are computed by taking the absolute
// value of the error returned by the YErrorer and subtracting the first and
// adding the second to the Y value.
func NewYErrorBars(yerrs interface {
	XYer
	YErrorer
}) (*YErrorBars, error) {

	errors := make(YErrors, yerrs.Len())
	for i := range errors {
		errors[i].Low, errors[i].High = yerrs.YError(i)
		if err := CheckFloats(errors[i].Low, errors[i].High); err != nil {
			return nil, err
		}
	}
	xys, err := CopyXYs(yerrs)
	if err != nil {
		return nil, err
	}

	return &YErrorBars{
		XYs:       xys,
		YErrors:   errors,
		LineStyle: DefaultLineStyle,
		CapWidth:  DefaultCapWidth,
	}, nil
}

// Plot implements the Plotter interface, drawing labels.
func (e *YErrorBars) Plot(da plot.DrawArea, p *plot.Plot) {
	trX, trY := p.Transforms(&da)
	for i, err := range e.YErrors {
		x := trX(e.XYs[i].X)
		ylow := trY(e.XYs[i].Y - math.Abs(err.Low))
		yhigh := trY(e.XYs[i].Y + math.Abs(err.High))

		bar := da.ClipLinesY([]plot.Point{{x, ylow}, {x, yhigh}})
		da.StrokeLines(e.LineStyle, bar...)
		e.drawCap(&da, x, ylow)
		e.drawCap(&da, x, yhigh)
	}
}

// drawCap draws the cap if it is not clipped.
func (e *YErrorBars) drawCap(da *plot.DrawArea, x, y vg.Length) {
	if !da.Contains(plot.Pt(x, y)) {
		return
	}
	da.StrokeLine2(e.LineStyle, x-e.CapWidth/2, y, x+e.CapWidth/2, y)
}

// DataRange implements the plot.DataRanger interface.
func (e *YErrorBars) DataRange() (xmin, xmax, ymin, ymax float64) {
	xmin, xmax = Range(XValues{e})
	ymin = math.Inf(1)
	ymax = math.Inf(-1)
	for i, err := range e.YErrors {
		y := e.XYs[i].Y
		ylow := y - math.Abs(err.Low)
		yhigh := y + math.Abs(err.High)
		ymin = math.Min(math.Min(math.Min(ymin, y), ylow), yhigh)
		ymax = math.Max(math.Max(math.Max(ymax, y), ylow), yhigh)
	}
	return
}

// GlyphBoxes implements the plot.GlyphBoxer interface.
func (e *YErrorBars) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	rect := plot.Rect{
		Min: plot.Point{
			X: -e.CapWidth / 2,
			Y: -e.LineStyle.Width / 2,
		},
		Size: plot.Point{
			X: e.CapWidth,
			Y: e.LineStyle.Width,
		},
	}
	var bs []plot.GlyphBox
	for i, err := range e.YErrors {
		x := plt.X.Norm(e.XYs[i].X)
		y := e.XYs[i].Y
		bs = append(bs,
			plot.GlyphBox{X: x, Y: plt.Y.Norm(y - err.Low), Rect: rect},
			plot.GlyphBox{X: x, Y: plt.Y.Norm(y + err.High), Rect: rect})
	}
	return bs
}

// XErrorBars implements the plot.Plotter, plot.DataRanger,
// and plot.GlyphBoxer interfaces, drawing horizontal error
// bars, denoting error in Y values.
type XErrorBars struct {
	XYs

	// XErrors is a copy of the X errors for each point.
	XErrors

	// LineStyle is the style used to draw the error bars.
	plot.LineStyle

	// CapWidth is the width of the caps drawn at the top
	// of each error bar.
	CapWidth vg.Length
}

// Returns a new XErrorBars plotter, or an error on failure. The error values
// from the XErrorer interface are interpreted as relative to the corresponding
// X value. The errors for a given X value are computed by taking the absolute
// value of the error returned by the XErrorer and subtracting the first and
// adding the second to the X value.
func NewXErrorBars(xerrs interface {
	XYer
	XErrorer
}) (*XErrorBars, error) {

	errors := make(XErrors, xerrs.Len())
	for i := range errors {
		errors[i].Low, errors[i].High = xerrs.XError(i)
		if err := CheckFloats(errors[i].Low, errors[i].High); err != nil {
			return nil, err
		}
	}
	xys, err := CopyXYs(xerrs)
	if err != nil {
		return nil, err
	}

	return &XErrorBars{
		XYs:       xys,
		XErrors:   errors,
		LineStyle: DefaultLineStyle,
		CapWidth:  DefaultCapWidth,
	}, nil
}

// Plot implements the Plotter interface, drawing labels.
func (e *XErrorBars) Plot(da plot.DrawArea, p *plot.Plot) {
	trX, trY := p.Transforms(&da)
	for i, err := range e.XErrors {
		y := trY(e.XYs[i].Y)
		xlow := trX(e.XYs[i].X - math.Abs(err.Low))
		xhigh := trX(e.XYs[i].X + math.Abs(err.High))

		bar := da.ClipLinesX([]plot.Point{{xlow, y}, {xhigh, y}})
		da.StrokeLines(e.LineStyle, bar...)
		e.drawCap(&da, xlow, y)
		e.drawCap(&da, xhigh, y)
	}
}

// drawCap draws the cap if it is not clipped.
func (e *XErrorBars) drawCap(da *plot.DrawArea, x, y vg.Length) {
	if !da.Contains(plot.Pt(x, y)) {
		return
	}
	da.StrokeLine2(e.LineStyle, x, y-e.CapWidth/2, x, y+e.CapWidth/2)
}

// DataRange implements the plot.DataRanger interface.
func (e *XErrorBars) DataRange() (xmin, xmax, ymin, ymax float64) {
	ymin, ymax = Range(YValues{e})
	xmin = math.Inf(1)
	xmax = math.Inf(-1)
	for i, err := range e.XErrors {
		x := e.XYs[i].X
		xlow := x - math.Abs(err.Low)
		xhigh := x + math.Abs(err.High)
		xmin = math.Min(math.Min(math.Min(xmin, x), xlow), xhigh)
		xmax = math.Max(math.Max(math.Max(xmax, x), xlow), xhigh)
	}
	return
}

// GlyphBoxes implements the plot.GlyphBoxer interface.
func (e *XErrorBars) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	rect := plot.Rect{
		Min: plot.Point{
			X: -e.LineStyle.Width / 2,
			Y: -e.CapWidth / 2,
		},
		Size: plot.Point{
			X: e.LineStyle.Width,
			Y: e.CapWidth,
		},
	}
	var bs []plot.GlyphBox
	for i, err := range e.XErrors {
		x := e.XYs[i].X
		y := plt.Y.Norm(e.XYs[i].Y)
		bs = append(bs,
			plot.GlyphBox{X: plt.X.Norm(x - err.Low), Y: y, Rect: rect},
			plot.GlyphBox{X: plt.X.Norm(x + err.High), Y: y, Rect: rect})
	}
	return bs
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/functions.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
)

// Function implements the Plotter interface,
// drawing a line for the given function.
type Function struct {
	F       func(float64) float64
	Samples int
	plot.LineStyle
}

// NewFunction returns a Function that plots F using
// the default line style with 50 samples.
func NewFunction(f func(float64) float64) *Function {
	return &Function{
		F:         f,
		Samples:   50,
		LineStyle: DefaultLineStyle,
	}
}

// Plot implements the Plotter interface, drawing a line
// that connects each point in the Line.
func (f *Function) Plot(da plot.DrawArea, p *plot.Plot) {
	trX, trY := p.Transforms(&da)

	d := (p.X.Max - p.X.Min) / float64(f.Samples-1)
	line := make([]plot.Point, f.Samples)
	for i := range line {
		x := p.X.Min + float64(i)*d
		line[i].X = trX(x)
		line[i].Y = trY(f.F(x))
	}
	da.StrokeLines(f.LineStyle, da.ClipLinesXY(line)...)
}

// Thumbnail draws a line in the given style down the
// center of a DrawArea as a thumbnail representation
// of the LineStyle of the function.
func (f Function) Thumbnail(da *plot.DrawArea) {
	y := da.Center().Y
	da.StrokeLine2(f.LineStyle, da.Min.X, y, da.Max().X, y)
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/glyphbox.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"image/color"
)

// GlyphBoxes implements the Plotter interface, drawing
// all of the glyph boxes of the plot.  This is intended for
// debugging.
type GlyphBoxes struct {
	plot.LineStyle
}

func NewGlyphBoxes() *GlyphBoxes {
	g := new(GlyphBoxes)
	g.Color = color.RGBA{R: 255, A: 255}
	g.Width = vg.Points(0.25)
	return g
}

func (g GlyphBoxes) Plot(da plot.DrawArea, plt *plot.Plot) {
	for _, b := range plt.GlyphBoxes(plt) {
		x := da.X(b.X) + b.Rect.Min.X
		y := da.Y(b.Y) + b.Rect.Min.Y
		da.StrokeLines(g.LineStyle, []plot.Point{
			{x, y},
			{x + b.Rect.Size.X, y},
			{x + b.Rect.Size.X, y + b.Rect.Size.Y},
			{x, y + b.Rect.Size.Y},
			{x, y},
		})
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/grid.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"image/color"
)

var (
	// DefaultGridLineStyle is the default style for grid lines.
	DefaultGridLineStyle = plot.LineStyle{
		Color: color.Gray{128},
		Width: vg.Points(0.25),
	}
)

// Grid implements the plot.Plotter interface, drawing
// a set of grid lines at the major tick marks.
type Grid struct {
	// Vertical is the style of the vertical lines.
	Vertical plot.LineStyle

	// Horizontal is the style of the horizontal lines.
	Horizontal plot.LineStyle
}

// NewGrid returns a new grid with both vertical and
// horizontal lines using the default grid line style.
func NewGrid() *Grid {
	return &Grid{
		Vertical:   DefaultGridLineStyle,
		Horizontal: DefaultGridLineStyle,
	}
}

// Plot implements the plot.Plotter interface.
func (g *Grid) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)

	if g.Vertical.Color == nil {
		goto horiz
	}
	for _, tk := range plt.X.Tick.Marker(plt.X.Min, plt.X.Max) {
		if tk.IsMinor() {
			continue
		}
		x := trX(tk.Value)
		da.StrokeLine2(g.Vertical, x, da.Min.Y, x, da.Min.Y+da.Size.Y)
	}

horiz:
	if g.Horizontal.Color == nil {
		return
	}
	for _, tk := range plt.Y.Tick.Marker(plt.Y.Min, plt.Y.Max) {
		if tk.IsMinor() {
			continue
		}
		y := trY(tk.Value)
		da.StrokeLine2(g.Horizontal, da.Min.X, y, da.Min.X+da.Size.X, y)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/histogram.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"errors"
	"fmt"
	"image/color"
	"math"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
)

// Histogram implements the Plotter interface,
// drawing a histogram of the data.
type Histogram struct {
	// Bins is the set of bins for this histogram.
	Bins []HistogramBin

	// Width is the width of each bin.
	Width float64

	// FillColor is the color used to fill each
	// bar of the histogram.  If the color is nil
	// then the bars are not filled.
	FillColor color.Color

	// LineStyle is the style of the outline of each
	// bar of the histogram.
	plot.LineStyle
}

// NewHistogram returns a new histogram
// that represents the distribution of values
// using the given number of bins.
//
// Each y value is assumed to be the frequency
// count for the corresponding x.
//
// If the number of bins is non-positive than
// a reasonable default is used.
func NewHistogram(xy XYer, n int) (*Histogram, error) {
	if n <= 0 {
		return nil, errors.New("Histogram with non-positive number of bins")
	}
	bins, width := binPoints(xy, n)
	return &Histogram{
		Bins:      bins,
		Width:     width,
		FillColor: color.Gray{128},
		LineStyle: DefaultLineStyle,
	}, nil
}

// NewHist returns a new histogram, as in
// NewHistogram, except that it accepts a Valuer
// instead of an XYer.
func NewHist(vs Valuer, n int) (*Histogram, error) {
	return NewHistogram(unitYs{vs}, n)
}

type unitYs struct {
	Valuer
}

func (u unitYs) XY(i int) (float64, float64) {
	return u.Value(i), 1.0
}

// Plot implements the Plotter interface, drawing a line
// that connects each point in the Line.
func (h *Histogram) Plot(da plot.DrawArea, p *plot.Plot) {
	trX, trY := p.Transforms(&da)

	for _, bin := range h.Bins {
		pts := []plot.Point{
			{trX(bin.Min), trY(0)},
			{trX(bin.Max), trY(0)},
			{trX(bin.Max), trY(bin.Weight)},
			{trX(bin.Min), trY(bin.Weight)},
		}
		if h.FillColor != nil {
			da.FillPolygon(h.FillColor, da.ClipPolygonXY(pts))
		}
		pts = append(pts, plot.Pt(trX(bin.Min), trY(0)))
		da.StrokeLines(h.LineStyle, da.ClipLinesXY(pts)...)
	}
}

// DataRange returns the minimum and maximum X and Y values
func (h *Histogram) DataRange() (xmin, xmax, ymin, ymax float64) {
	xmin = math.Inf(1)
	xmax = math.Inf(-1)
	ymax = math.Inf(-1)
	for _, bin := range h.Bins {
		if bin.Max > xmax {
			xmax = bin.Max
		}
		if bin.Min < xmin {
			xmin = bin.Min
		}
		if bin.Weight > ymax {
			ymax = bin.Weight
		}
	}
	return
}

// Normalize normalizes the histogram so that the
// total area beneath it sums to a given value.
func (h *Histogram) Normalize(sum float64) {
	mass := 0.0
	for _, b := range h.Bins {
		mass += b.Weight
	}
	for i := range h.Bins {
		h.Bins[i].Weight *= sum / (h.Width * mass)
	}
}

// binPoints returns a slice containing the
// given number of bins, and the width of
// each bin.
//
// If the given number of bins is not positive
// then a reasonable default is used.  The
// default is the square root of the sum of
// the y values.
func binPoints(xys XYer, n int) ([]HistogramBin, float64) {
	xmin, xmax := Range(XValues{xys})
	if n <= 0 {
		m := 0.0
		for i := 0; i < xys.Len(); i++ {
			_, y := xys.XY(i)
			m += math.Max(y, 1.0)
		}
		n = int(math.Ceil(math.Sqrt(m)))
	}
	if n < 1 || xmax <= xmin {
		n = 1
	}

	bins := make([]HistogramBin, n)

	w := (xmax - xmin) / float64(n)
	for i := range bins {
		bins[i].Min = xmin + float64(i)*w
		bins[i].Max = xmin + float64(i+1)*w
	}

	for i := 0; i < xys.Len(); i++ {
		x, y := xys.XY(i)
		bin := int((x - xmin) / w)
		if x == xmax {
			bin = n - 1
		}
		if bin < 0 || bin >= n {
			panic(fmt.Sprintf("%g, xmin=%g, xmax=%g, w=%g, bin=%d, n=%d\n",
				x, xmin, xmax, w, bin, n))
		}
		bins[bin].Weight += y
	}
	return bins, w
}

// A HistogramBin approximates the number of values
// within a range by a single number (the weight).
type HistogramBin struct {
	Min, Max float64
	Weight   float64
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/labels.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"errors"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

var (
	// DefaultFont is the default font name.
	DefaultFont = "Times-Roman"

	// DefaultFontSize is the default font.
	DefaultFontSize = vg.Points(10)
)

// Labels implements the Plotter interface,
// drawing a set of labels at specified points.
type Labels struct {
	XYs

	// Labels is the set of labels corresponding
	// to each point.
	Labels []string

	// TextStyle is the style of the label text.
	plot.TextStyle

	// XAlign and YAlign are multiplied by the width
	// and height of each label respectively and the
	// added to the final location.  E.g., XAlign=-0.5
	// and YAlign=-0.5 centers the label at the given
	// X, Y location, and XAlign=0, YAlign=0 aligns
	// the text to the left of the point, and XAlign=-1,
	// YAlign=0 aligns the text to the right of the point.
	XAlign, YAlign float64

	// XOffset and YOffset are added directly to the final
	// label X and Y location respectively.
	XOffset, YOffset vg.Length
}

// NewLabels returns a new Labels using the DefaultFont and
// the DefaultFontSize.
func NewLabels(d interface {
	XYer
	Labeller
}) (*Labels, error) {
	xys, err := CopyXYs(d)
	if err != nil {
		return nil, err
	}

	if d.Len() != len(xys) {
		return nil, errors.New("Number of points does not match the number of labels")
	}

	strs := make([]string, d.Len())
	for i := range strs {
		strs[i] = d.Label(i)
	}

	fnt, err := vg.MakeFont(DefaultFont, DefaultFontSize)
	if err != nil {
		return nil, err
	}

	return &Labels{
		XYs:       xys,
		Labels:    strs,
		TextStyle: plot.TextStyle{Font: fnt},
	}, nil
}

// Plot implements the Plotter interface, drawing labels.
func (l *Labels) Plot(da plot.DrawArea, p *plot.Plot) {
	trX, trY := p.Transforms(&da)
	for i, label := range l.Labels {
		x := trX(l.XYs[i].X)
		y := trY(l.XYs[i].Y)
		if !da.Contains(plot.Pt(x, y)) {
			continue
		}
		x += l.XOffset
		y += l.YOffset
		da.FillText(l.TextStyle, x, y, l.XAlign, l.YAlign, label)
	}
}

// DataRange returns the minimum and maximum X and Y values
func (l *Labels) DataRange() (xmin, xmax, ymin, ymax float64) {
	return XYRange(l)
}

// GlyphBoxes returns a slice of GlyphBoxes,
// one for each of the labels, implementing the
// plot.GlyphBoxer interface.
func (l *Labels) GlyphBoxes(p *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(l.Labels))
	for i, label := range l.Labels {
		bs[i].X = p.X.Norm(l.XYs[i].X)
		bs[i].Y = p.Y.Norm(l.XYs[i].Y)
		w := l.Width(label)
		h := l.Height(label)
		bs[i].Rect.Min.X = w*vg.Length(l.XAlign) + l.XOffset
		bs[i].Rect.Min.Y = h*vg.Length(l.YAlign) + l.YOffset
		bs[i].Rect.Size.X = w
		bs[i].Rect.Size.Y = h
	}
	return bs
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/line.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"image/color"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

// Line implements the Plotter interface, drawing a line.
type Line struct {
	// XYs is a copy of the points for this line.
	XYs

	// LineStyle is the style of the line connecting
	// the points.
	plot.LineStyle

	// ShadeColor is the color of the shaded area.
	ShadeColor *color.Color
}

// NewLine returns a Line that uses the default line style and
// does not draw glyphs.
func NewLine(xys XYer) (*Line, error) {
	data, err := CopyXYs(xys)
	if err != nil {
		return nil, err
	}
	return &Line{
		XYs:       data,
		LineStyle: DefaultLineStyle,
	}, nil
}

// Plot draws the Line, implementing the plot.Plotter
// interface.
func (pts *Line) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	ps := make([]plot.Point, len(pts.XYs))

	for i, p := range pts.XYs {
		ps[i].X = trX(p.X)
		ps[i].Y = trY(p.Y)
	}

	if pts.ShadeColor != nil && len(ps) > 0 {
		da.SetColor(*pts.ShadeColor)
		minY := trY(plt.Y.Min)
		var pa vg.Path
		pa.Move(ps[0].X, minY)
		for i := range pts.XYs {
			pa.Line(ps[i].X, ps[i].Y)
		}
		pa.Line(ps[len(pts.XYs)-1].X, minY)
		pa.Close()
		da.Fill(pa)
	}

	da.StrokeLines(pts.LineStyle, da.ClipLinesXY(ps)...)
}

// DataRange returns the minimum and maximum
// x and y values, implementing the plot.DataRanger
// interface.
func (pts *Line) DataRange() (xmin, xmax, ymin, ymax float64) {
	return XYRange(pts)
}

// Thumbnail the thumbnail for the Line,
// implementing the plot.Thumbnailer interface.
func (pts *Line) Thumbnail(da *plot.DrawArea) {
	if pts.ShadeColor != nil {
		points := []plot.Point{
			{da.Min.X, da.Min.Y},
			{da.Min.X, da.Max().Y},
			{da.Max().X, da.Max().Y},
			{da.Max().X, da.Min.Y},
		}
		poly := da.ClipPolygonY(points)
		da.FillPolygon(*pts.ShadeColor, poly)

		points = append(points, plot.Pt(da.Min.X, da.Min.Y))
	} else {
		y := da.Center().Y
		da.StrokeLine2(pts.LineStyle, da.Min.X, y, da.Max().X, y)
	}
}

// NewLinePoints returns both a Line and a
// Points for the given point data.
func NewLinePoints(xys XYer) (*Line, *Scatter, error) {
	s, err := NewScatter(xys)
	if err != nil {
		return nil, nil, err
	}
	l := &Line{
		XYs:       s.XYs,
		LineStyle: DefaultLineStyle,
	}
	return l, s, nil
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/main.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// +build ignore

// A simple test program to test plotters.
package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	"image/color"
	"math"
	"math/rand"
)

var examples = []struct {
	name   string
	mkplot func() *plot.Plot
}{
	{"example_logo", Example_logo},
	{"example_functions", Example_functions},
	{"example_boxPlots", Example_boxPlots},
	{"example_groupedBoxPlots", Example_groupedBoxPlots},
	{"example_groupedHorizontalBoxPlots", Example_groupedHorizontalBoxPlots},
	{"example_quartPlots", Example_quartPlots},
	{"example_groupedQuartPlots", Example_groupedQuartPlots},
	{"example_groupedHorizontalQuartPlots", Example_groupedHorizontalQuartPlots},
	{"example_verticalBoxPlots", Example_verticalBoxPlots},
	{"example_verticalQuartPlots", Example_verticalQuartPlots},
	{"example_horizontalBoxPlots", Example_horizontalBoxPlots},
	{"example_horizontalQuartPlots", Example_horizontalQuartPlots},
	{"example_points", Example_points},
	{"example_errBars", Example_errBars},
	{"example_bubbles", Example_bubbles},
	{"example_histogram", Example_histogram},
	{"example_barChart", Example_barChart},
	{"example_stackedBarChart", Example_stackedBarChart},
}

func main() {
	for _, ex := range examples {
		drawEps(ex.name, ex.mkplot)
		drawSvg(ex.name, ex.mkplot)
		drawPng(ex.name, ex.mkplot)
		drawTiff(ex.name, ex.mkplot)
		drawJpg(ex.name, ex.mkplot)
		drawPdf(ex.name, ex.mkplot)
	}
}

func drawEps(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".eps"); err != nil {
		panic(err)
	}
}

func drawPdf(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".pdf"); err != nil {
		panic(err)
	}
}

func drawSvg(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".svg"); err != nil {
		panic(err)
	}
}

func drawPng(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".png"); err != nil {
		panic(err)
	}
}

func drawTiff(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".tiff"); err != nil {
		panic(err)
	}
}

func drawJpg(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".jpg"); err != nil {
		panic(err)
	}
}

// Draw the plotinum logo.
func Example_logo() *plot.Plot {
	p, err := plot.New()
	if err != nil {
		panic(err)
	}

	plotter.DefaultLineStyle.Width = vg.Points(1)
	plotter.DefaultGlyphStyle.Radius = vg.Points(3)

	p.Y.Tick.Marker = plot.ConstantTicks([]plot.Tick{
		{0, "0"}, {0.25, ""}, {0.5, "0.5"}, {0.75, ""}, {1, "1"},
	})
	p.X.Tick.Marker = plot.ConstantTicks([]plot.Tick{
		{0, "0"}, {0.25, ""}, {0.5, "0.5"}, {0.75, ""}, {1, "1"},
	})

	pts := plotter.XYs{{0, 0}, {0, 1}, {0.5, 1}, {0.5, 0.6}, {0, 0.6}}
	line := must(plotter.NewLine(pts)).(*plotter.Line)
	scatter := must(plotter.NewScatter(pts)).(*plotter.Scatter)
	p.Add(line, scatter)

	pts = plotter.XYs{{1, 0}, {0.75, 0}, {0.75, 0.75}}
	line = must(plotter.NewLine(pts)).(*plotter.Line)
	scatter = must(plotter.NewScatter(pts)).(*plotter.Scatter)
	p.Add(line, scatter)

	pts = plotter.XYs{{0.5, 0.5}, {1, 0.5}}
	line = must(plotter.NewLine(pts)).(*plotter.Line)
	scatter = must(plotter.NewScatter(pts)).(*plotter.Scatter)
	p.Add(line, scatter)

	return p
}

// Example_functions draws some functions.
func Example_functions() *plot.Plot {
	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Functions"
	p.X.Label.Text = "X"
	p.Y.Label.Text = "Y"

	quad := plotter.NewFunction(func(x float64) float64 { return x * x })
	quad.Color = color.RGBA{B: 255, A: 255}

	exp := plotter.NewFunction(func(x float64) float64 { return math.Pow(2, x) })
	exp.Dashes = []vg.Length{vg.Points(2), vg.Points(2)}
	exp.Width = vg.Points(2)
	exp.Color = color.RGBA{G: 255, A: 255}

	sin := plotter.NewFunction(func(x float64) float64 { return 10*math.Sin(x) + 50 })
	sin.Dashes = []vg.Length{vg.Points(4), vg.Points(5)}
	sin.Width = vg.Points(4)
	sin.Color = color.RGBA{R: 255, A: 255}

	p.Add(quad, exp, sin)
	p.Legend.Add("x^2", quad)
	p.Legend.Add("2^x", exp)
	p.Legend.Add("10*sin(x)+50", sin)
	p.Legend.ThumbnailWidth = vg.Inches(0.5)

	p.X.Min = 0
	p.X.Max = 10
	p.Y.Min = 0
	p.Y.Max = 100
	return p
}

// Example_boxPlots draws vertical boxplots.
func Example_boxPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	// Make boxes for our data and add them to the plot.
	p.Add(must(plotter.NewBoxPlot(vg.Points(20), 0, uniform)).(*plotter.BoxPlot),
		must(plotter.NewBoxPlot(vg.Points(20), 1, normal)).(*plotter.BoxPlot),
		must(plotter.NewBoxPlot(vg.Points(20), 2, expon)).(*plotter.BoxPlot))

	// Set the X axis of the plot to nominal with
	// the given names for x=0, x=1 and x=2.
	p.NominalX("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

// Example_groupedBoxPlots draws vertical boxplots.
func Example_groupedBoxPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	w := vg.Points(20)
	for x := 0.0; x < 3.0; x++ {
		b0 := must(plotter.NewBoxPlot(w, x, uniform)).(*plotter.BoxPlot)
		b0.Offset = -w - vg.Points(3)
		b1 := must(plotter.NewBoxPlot(w, x, normal)).(*plotter.BoxPlot)
		b2 := must(plotter.NewBoxPlot(w, x, expon)).(*plotter.BoxPlot)
		b2.Offset = w + vg.Points(3)
		p.Add(b0, b1, b2)
	}

	// Set the X axis of the plot to nominal with
	// the given names for x=0, x=1 and x=2.
	p.NominalX("Group 0", "Group 1", "Group 2")
	return p
}

// Example_groupedHorizontalBoxPlots draws vertical boxplots.
func Example_groupedHorizontalBoxPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	w := vg.Points(20)
	for y := 0.0; y < 3.0; y++ {
		b0 := must(plotter.MakeHorizBoxPlot(w, y, uniform)).(plotter.HorizBoxPlot)
		b0.Offset = -w - vg.Points(3)
		b1 := must(plotter.MakeHorizBoxPlot(w, y, normal)).(plotter.HorizBoxPlot)
		b2 := must(plotter.MakeHorizBoxPlot(w, y, expon)).(plotter.HorizBoxPlot)
		b2.Offset = w + vg.Points(3)
		p.Add(b0, b1, b2)
	}
	p.NominalY("Group 0", "Group 1", "Group 2")
	return p
}

// Example_quartPlots draws vertical quartile plots.
func Example_quartPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Quartile Plot"
	p.Y.Label.Text = "plotter.Values"

	p.Add(must(plotter.NewQuartPlot(0, uniform)).(*plotter.QuartPlot),
		must(plotter.NewQuartPlot(1, normal)).(*plotter.QuartPlot),
		must(plotter.NewQuartPlot(2, expon)).(*plotter.QuartPlot))

	// Set the X axis of the plot to nominal with
	// the given names for x=0, x=1 and x=2.
	p.NominalX("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

func Example_groupedQuartPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	w := vg.Points(10)
	for x := 0.0; x < 3.0; x++ {
		b0 := must(plotter.NewQuartPlot(x, uniform)).(*plotter.QuartPlot)
		b0.Offset = -w
		b1 := must(plotter.NewQuartPlot(x, normal)).(*plotter.QuartPlot)
		b2 := must(plotter.NewQuartPlot(x, expon)).(*plotter.QuartPlot)
		b2.Offset = w
		p.Add(b0, b1, b2)
	}
	p.Add(plotter.NewGlyphBoxes())

	p.NominalX("Group 0", "Group 1", "Group 2")
	return p
}

func Example_groupedHorizontalQuartPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(plotter.Values, n)
	normal := make(plotter.Values, n)
	expon := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		uniform[i] = rand.Float64()
		normal[i] = rand.NormFloat64()
		expon[i] = rand.ExpFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	w := vg.Points(10)
	for x := 0.0; x < 3.0; x++ {
		b0 := must(plotter.MakeHorizQuartPlot(x, uniform)).(plotter.HorizQuartPlot)
		b0.Offset = -w
		b1 := must(plotter.MakeHorizQuartPlot(x, normal)).(plotter.HorizQuartPlot)
		b2 := must(plotter.MakeHorizQuartPlot(x, expon)).(plotter.HorizQuartPlot)
		b2.Offset = w
		p.Add(b0, b1, b2)
	}
	p.Add(plotter.NewGlyphBoxes())

	p.NominalY("Group 0", "Group 1", "Group 2")
	return p
}

// Example_verticalBoxPlots draws vertical boxplots
// with some labels on their points.
func Example_verticalBoxPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(valueLabels, n)
	normal := make(valueLabels, n)
	expon := make(valueLabels, n)
	for i := 0; i < n; i++ {
		uniform[i].Value = rand.Float64()
		uniform[i].Label = fmt.Sprintf("%4.4f", uniform[i].Value)
		normal[i].Value = rand.NormFloat64()
		normal[i].Label = fmt.Sprintf("%4.4f", normal[i].Value)
		expon[i].Value = rand.ExpFloat64()
		expon[i].Label = fmt.Sprintf("%4.4f", expon[i].Value)
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Box Plot"
	p.Y.Label.Text = "plotter.Values"

	// Make boxes for our data and add them to the plot.
	uniBox := must(plotter.NewBoxPlot(vg.Points(20), 0, uniform)).(*plotter.BoxPlot)
	uniLabels, err := uniBox.OutsideLabels(uniform)
	if err != nil {
		panic(err)
	}

	normBox := must(plotter.NewBoxPlot(vg.Points(20), 1, normal)).(*plotter.BoxPlot)
	normLabels, err := normBox.OutsideLabels(normal)
	if err != nil {
		panic(err)
	}

	expBox := must(plotter.NewBoxPlot(vg.Points(20), 2, expon)).(*plotter.BoxPlot)
	expLabels, err := expBox.OutsideLabels(expon)
	if err != nil {
		panic(err)
	}

	p.Add(uniBox, uniLabels, normBox, normLabels, expBox, expLabels)

	// Set the X axis of the plot to nominal with
	// the given names for x=0, x=1 and x=2.
	p.NominalX("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

// Example_verticalQuartPlots draws vertical boxplots
// with some labels on their points.
func Example_verticalQuartPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(valueLabels, n)
	normal := make(valueLabels, n)
	expon := make(valueLabels, n)
	for i := 0; i < n; i++ {
		uniform[i].Value = rand.Float64()
		uniform[i].Label = fmt.Sprintf("%4.4f", uniform[i].Value)
		normal[i].Value = rand.NormFloat64()
		normal[i].Label = fmt.Sprintf("%4.4f", normal[i].Value)
		expon[i].Value = rand.ExpFloat64()
		expon[i].Label = fmt.Sprintf("%4.4f", expon[i].Value)
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Quart Plot"
	p.Y.Label.Text = "plotter.Values"

	uniBox := must(plotter.NewQuartPlot(0, uniform)).(*plotter.QuartPlot)
	uniLabels, err := uniBox.OutsideLabels(uniform)
	if err != nil {
		panic(err)
	}

	normBox := must(plotter.NewQuartPlot(1, normal)).(*plotter.QuartPlot)
	normLabels, err := normBox.OutsideLabels(normal)
	if err != nil {
		panic(err)
	}

	expBox := must(plotter.NewQuartPlot(2, expon)).(*plotter.QuartPlot)
	expLabels, err := expBox.OutsideLabels(expon)
	if err != nil {
		panic(err)
	}

	p.Add(uniBox, uniLabels, normBox, normLabels, expBox, expLabels)

	// Set the X axis of the plot to nominal with
	// the given names for x=0, x=1 and x=2.
	p.NominalX("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

// valueLabels implements both the Valuer
// and Labellel interfaces.
type valueLabels []struct {
	Value float64
	Label string
}

func (vs valueLabels) Len() int {
	return len(vs)
}

func (vs valueLabels) Value(i int) float64 {
	return vs[i].Value
}

func (vs valueLabels) Label(i int) string {
	return vs[i].Label
}

// Example_horizontalBoxPlots draws horizontal boxplots
// with some labels on their points.
func Example_horizontalBoxPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(valueLabels, n)
	normal := make(valueLabels, n)
	expon := make(valueLabels, n)
	for i := 0; i < n; i++ {
		uniform[i].Value = rand.Float64()
		uniform[i].Label = fmt.Sprintf("%4.4f", uniform[i].Value)
		normal[i].Value = rand.NormFloat64()
		normal[i].Label = fmt.Sprintf("%4.4f", normal[i].Value)
		expon[i].Value = rand.ExpFloat64()
		expon[i].Label = fmt.Sprintf("%4.4f", expon[i].Value)
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Horizontal Box Plot"
	p.X.Label.Text = "plotter.Values"

	// Make boxes for our data and add them to the plot.
	uniBox := must(plotter.MakeHorizBoxPlot(vg.Points(20), 0, uniform)).(plotter.HorizBoxPlot)
	uniLabels, err := uniBox.OutsideLabels(uniform)
	if err != nil {
		panic(err)
	}

	normBox := must(plotter.MakeHorizBoxPlot(vg.Points(20), 1, normal)).(plotter.HorizBoxPlot)
	normLabels, err := normBox.OutsideLabels(normal)
	if err != nil {
		panic(err)
	}

	expBox := must(plotter.MakeHorizBoxPlot(vg.Points(20), 2, expon)).(plotter.HorizBoxPlot)
	expLabels, err := expBox.OutsideLabels(expon)
	if err != nil {
		panic(err)
	}
	p.Add(uniBox, uniLabels, normBox, normLabels, expBox, expLabels)

	// Add a GlyphBox plotter for debugging.
	p.Add(plotter.NewGlyphBoxes())

	// Set the Y axis of the plot to nominal with
	// the given names for y=0, y=1 and y=2.
	p.NominalY("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

// Example_horizontalQuartPlots draws horizontal quartile plots
// with some labels on their points.
func Example_horizontalQuartPlots() *plot.Plot {
	rand.Seed(int64(0))
	n := 100
	uniform := make(valueLabels, n)
	normal := make(valueLabels, n)
	expon := make(valueLabels, n)
	for i := 0; i < n; i++ {
		uniform[i].Value = rand.Float64()
		uniform[i].Label = fmt.Sprintf("%4.4f", uniform[i].Value)
		normal[i].Value = rand.NormFloat64()
		normal[i].Label = fmt.Sprintf("%4.4f", normal[i].Value)
		expon[i].Value = rand.ExpFloat64()
		expon[i].Label = fmt.Sprintf("%4.4f", expon[i].Value)
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Horizontal Quartile Plot"
	p.X.Label.Text = "plotter.Values"

	// Make boxes for our data and add them to the plot.
	uniBox := must(plotter.MakeHorizQuartPlot(0, uniform)).(plotter.HorizQuartPlot)
	uniLabels, err := uniBox.OutsideLabels(uniform)
	if err != nil {
		panic(err)
	}

	normBox := must(plotter.MakeHorizQuartPlot(1, normal)).(plotter.HorizQuartPlot)
	normLabels, err := normBox.OutsideLabels(normal)
	if err != nil {
		panic(err)
	}

	expBox := must(plotter.MakeHorizQuartPlot(2, expon)).(plotter.HorizQuartPlot)
	expLabels, err := expBox.OutsideLabels(expon)
	if err != nil {
		panic(err)
	}
	p.Add(uniBox, uniLabels, normBox, normLabels, expBox, expLabels)

	// Add a GlyphBox plotter for debugging.
	p.Add(plotter.NewGlyphBoxes())

	// Set the Y axis of the plot to nominal with
	// the given names for y=0, y=1 and y=2.
	p.NominalY("Uniform\nDistribution", "Normal\nDistribution",
		"Exponential\nDistribution")
	return p
}

// Example_points draws some scatter points, a line,
// and a line with points.
func Example_points() *plot.Plot {
	rand.Seed(int64(0))

	n := 15
	scatterData := randomPoints(n)
	lineData := randomPoints(n)
	linePointsData := randomPoints(n)

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Points Example"
	p.X.Label.Text = "X"
	p.Y.Label.Text = "Y"
	p.Add(plotter.NewGrid())

	s := must(plotter.NewScatter(scatterData)).(*plotter.Scatter)
	s.GlyphStyle.Color = color.RGBA{R: 255, B: 128, A: 255}
	s.GlyphStyle.Radius = vg.Points(3)

	l := must(plotter.NewLine(lineData)).(*plotter.Line)
	l.LineStyle.Width = vg.Points(1)
	l.LineStyle.Dashes = []vg.Length{vg.Points(5), vg.Points(5)}
	l.LineStyle.Color = color.RGBA{B: 255, A: 255}

	lpLine, lpPoints, err := plotter.NewLinePoints(linePointsData)
	if err != nil {
		panic(err)
	}
	lpLine.Color = color.RGBA{G: 255, A: 255}
	lpPoints.Shape = plot.CircleGlyph{}
	lpPoints.Color = color.RGBA{R: 255, A: 255}

	p.Add(s, l, lpLine, lpPoints)
	p.Legend.Add("scatter", s)
	p.Legend.Add("line", l)
	p.Legend.Add("line points", lpLine, lpPoints)

	return p
}

// randomPoints returns some random x, y points
// with some interesting kind of trend.
func randomPoints(n int) plotter.XYs {
	pts := make(plotter.XYs, n)
	for i := range pts {
		if i == 0 {
			pts[i].X = rand.Float64()
		} else {
			pts[i].X = pts[i-1].X + rand.Float64()
		}
		pts[i].Y = pts[i].X + 10*rand.Float64()
	}
	return pts
}

// Example_errBars draws points and error bars.
func Example_errBars() *plot.Plot {

	type errPoints struct {
		plotter.XYs
		plotter.YErrors
		plotter.XErrors
	}

	rand.Seed(int64(0))
	n := 15
	data := errPoints{
		XYs:     randomPoints(n),
		YErrors: plotter.YErrors(randomError(n)),
		XErrors: plotter.XErrors(randomError(n)),
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	scatter := must(plotter.NewScatter(data)).(*plotter.Scatter)
	scatter.Shape = plot.CrossGlyph{}
	xerrs, err := plotter.NewXErrorBars(data)
	if err != nil {
		panic(err)
	}
	yerrs, err := plotter.NewYErrorBars(data)
	if err != nil {
		panic(err)
	}
	p.Add(scatter, xerrs, yerrs)
	p.Add(plotter.NewGlyphBoxes())

	return p
}

func randomError(n int) plotter.Errors {
	err := make(plotter.Errors, n)
	for i := range err {
		err[i].Low = rand.Float64()
		err[i].High = rand.Float64()
	}
	return err
}

func Example_bubbles() *plot.Plot {
	rand.Seed(int64(0))
	n := 10
	bubbleData := randomTriples(n)

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Bubbles"
	p.X.Label.Text = "X"
	p.Y.Label.Text = "Y"

	bs, err := plotter.NewBubbles(bubbleData, vg.Points(1), vg.Points(20))
	if err != nil {
		panic(err)
	}
	bs.Color = color.RGBA{R: 196, B: 128, A: 255}
	p.Add(bs)

	return p
}

// randomTriples returns some random x, y, z triples
// with some interesting kind of trend.
func randomTriples(n int) plotter.XYZs {
	data := make(plotter.XYZs, n)
	for i := range data {
		if i == 0 {
			data[i].X = rand.Float64()
		} else {
			data[i].X = data[i-1].X + 2*rand.Float64()
		}
		data[i].Y = data[i].X + 10*rand.Float64()
		data[i].Z = data[i].X
	}
	return data
}

// An example of making a histogram.
func Example_histogram() *plot.Plot {
	rand.Seed(int64(0))
	n := 10000
	vals := make(plotter.Values, n)
	for i := 0; i < n; i++ {
		vals[i] = rand.NormFloat64()
	}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Histogram"
	h, err := plotter.NewHist(vals, 16)
	if err != nil {
		panic(err)
	}
	h.Normalize(1)
	p.Add(h)

	// The normal distribution function
	norm := plotter.NewFunction(stdNorm)
	norm.Color = color.RGBA{R: 255, A: 255}
	norm.Width = vg.Points(2)
	p.Add(norm)

	return p
}

// stdNorm returns the probability of drawing a
// value from a standard normal distribution.
func stdNorm(x float64) float64 {
	const sigma = 1.0
	const mu = 0.0
	const root2Ï€ = 2.50662827459517818309
	return 1.0 / (sigma * root2Ï€) * math.Exp(-((x-mu)*(x-mu))/(2*sigma*sigma))
}

// An example of making a bar chart.
func Example_barChart() *plot.Plot {
	groupA := plotter.Values{20, 35, 30, 35, 27}
	groupB := plotter.Values{25, 32, 34, 20, 25}
	groupC := plotter.Values{12, 28, 15, 21, 8}
	groupD := plotter.Values{30, 42, 6, 9, 12}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Bar chart"
	p.Y.Label.Text = "Heights"

	w := vg.Points(8)

	barsA := must(plotter.NewBarChart(groupA, w)).(*plotter.BarChart)
	barsA.Color = color.RGBA{R: 255, A: 255}
	barsA.Offset = -w / 2

	barsB := must(plotter.NewBarChart(groupB, w)).(*plotter.BarChart)
	barsB.Color = color.RGBA{R: 196, G: 196, A: 255}
	barsB.Offset = w / 2

	barsC := must(plotter.NewBarChart(groupC, w)).(*plotter.BarChart)
	barsC.Color = color.RGBA{B: 255, A: 255}
	barsC.XMin = 6
	barsC.Offset = -w / 2

	barsD := must(plotter.NewBarChart(groupD, w)).(*plotter.BarChart)
	barsD.Color = color.RGBA{B: 255, R: 255, A: 255}
	barsD.XMin = 6
	barsD.Offset = w / 2

	p.Add(barsA, barsB, barsC, barsD)
	p.Legend.Add("A", barsA)
	p.Legend.Add("B", barsB)
	p.Legend.Add("C", barsC)
	p.Legend.Add("D", barsD)
	p.Legend.Top = true
	p.NominalX("Zero", "One", "Two", "Three", "Four", "",
		"Six", "Seven", "Eight", "Nine", "Ten")

	return p
}

// An example of making a stacked bar chart.
func Example_stackedBarChart() *plot.Plot {
	groupA := plotter.Values{20, 35, 30, 35, 27}
	groupB := plotter.Values{25, 32, 34, 20, 25}
	groupC := plotter.Values{12, 28, 15, 21, 8}
	groupD := plotter.Values{30, 42, 6, 9, 12}

	p, err := plot.New()
	if err != nil {
		panic(err)
	}
	p.Title.Text = "Bar chart"
	p.Y.Label.Text = "Heights"

	w := vg.Points(15)

	barsA := must(plotter.NewBarChart(groupA, w)).(*plotter.BarChart)
	barsA.Color = color.RGBA{R: 255, A: 255}
	barsA.Offset = -w / 2

	barsB := must(plotter.NewBarChart(groupB, w)).(*plotter.BarChart)
	barsB.Color = color.RGBA{R: 196, G: 196, A: 255}
	barsB.StackOn(barsA)

	barsC := must(plotter.NewBarChart(groupC, w)).(*plotter.BarChart)
	barsC.Color = color.RGBA{B: 255, A: 255}
	barsC.Offset = w / 2

	barsD := must(plotter.NewBarChart(groupD, w)).(*plotter.BarChart)
	barsD.Color = color.RGBA{B: 255, R: 255, A: 255}
	barsD.StackOn(barsC)

	p.Add(barsA, barsB, barsC, barsD)
	p.Legend.Add("A", barsA)
	p.Legend.Add("B", barsB)
	p.Legend.Add("C", barsC)
	p.Legend.Add("D", barsD)
	p.Legend.Top = true
	p.NominalX("Zero", "One", "Two", "Three", "Four", "",
		"Six", "Seven", "Eight", "Nine", "Ten")

	return p
}

func must(p plot.Plotter, err error) plot.Plotter {
	if err != nil {
		panic(err)
	}
	return p
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/plotter.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

/*
The plotter package defines a variety of standard Plotters for the
Plotinum plot package.

Plotters use the primitives provided by the plot package to draw to
the data area of a plot. This package provides some standard data
styles such as lines, scatter plots, box plots, labels, and more.

New* functions return an error if the data contains Inf, NaN, or is
empty. Some of the New* functions return other plotter-specific errors
too.
*/
package plotter

import (
	"errors"
	"image/color"
	"math"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
)

var (
	// DefaultLineStyle is the default style for drawing
	// lines.
	DefaultLineStyle = plot.LineStyle{
		Color:    color.Black,
		Width:    vg.Points(1),
		Dashes:   []vg.Length{},
		DashOffs: 0,
	}

	// DefaultGlyphStyle is the default style used
	// for gyph marks.
	DefaultGlyphStyle = plot.GlyphStyle{
		Color:  color.Black,
		Radius: vg.Points(2.5),
		Shape:  plot.RingGlyph{},
	}
)

// Valuer wraps the Len and Value methods.
type Valuer interface {
	// Len returns the number of values.
	Len() int

	// Value returns a value.
	Value(int) float64
}

// Range returns the minimum and maximum values.
func Range(vs Valuer) (min, max float64) {
	min = math.Inf(1)
	max = math.Inf(-1)
	for i := 0; i < vs.Len(); i++ {
		v := vs.Value(i)
		min = math.Min(min, v)
		max = math.Max(max, v)
	}
	return
}

// Values implements the Valuer interface.
type Values []float64

var (
	ErrInfinity = errors.New("Infinite data point")
	ErrNaN      = errors.New("NaN data point")
	ErrNoData   = errors.New("No data points")
)

// CheckFloats returns an error if any of the arguments are NaN or Infinity.
func CheckFloats(fs ...float64) error {
	for _, f := range fs {
		switch {
		case math.IsNaN(f):
			return ErrNaN
		case math.IsInf(f, 0):
			return ErrInfinity
		}
	}
	return nil
}

// CopyValues returns a Values that is a copy of the values
// from a Valuer, or an error if there are no values, or if one of
// the copied values is a NaN or Infinity.
func CopyValues(vs Valuer) (Values, error) {
	if vs.Len() == 0 {
		return nil, ErrNoData
	}
	cpy := make(Values, vs.Len())
	for i := 0; i < vs.Len(); i++ {
		cpy[i] = vs.Value(i)
		if err := CheckFloats(cpy[i]); err != nil {
			return nil, err
		}
	}
	return cpy, nil
}

func (vs Values) Len() int {
	return len(vs)
}

func (vs Values) Value(i int) float64 {
	return vs[i]
}

// XYer wraps the Len and XY methods.
type XYer interface {
	// Len returns the number of x, y pairs.
	Len() int

	// XY returns an x, y pair.
	XY(int) (x, y float64)
}

// XYRange returns the minimum and maximum
// x and y values.
func XYRange(xys XYer) (xmin, xmax, ymin, ymax float64) {
	xmin, xmax = Range(XValues{xys})
	ymin, ymax = Range(YValues{xys})
	return
}

// XYs implements the XYer interface.
type XYs []struct{ X, Y float64 }

// CopyXYs returns an XYs that is a copy of the x and y values from
// an XYer, or an error if one of the data points contains a NaN or
// Infinity.
func CopyXYs(data XYer) (XYs, error) {
	cpy := make(XYs, data.Len())
	for i := range cpy {
		cpy[i].X, cpy[i].Y = data.XY(i)
		if err := CheckFloats(cpy[i].X, cpy[i].Y); err != nil {
			return nil, err
		}
	}
	return cpy, nil
}

func (xys XYs) Len() int {
	return len(xys)
}

func (xys XYs) XY(i int) (float64, float64) {
	return xys[i].X, xys[i].Y
}

// XValues implements the Valuer interface,
// returning the x value from an XYer.
type XValues struct {
	XYer
}

func (xs XValues) Value(i int) float64 {
	x, _ := xs.XY(i)
	return x
}

// YValues implements the Valuer interface,
// returning the y value from an XYer.
type YValues struct {
	XYer
}

func (ys YValues) Value(i int) float64 {
	_, y := ys.XY(i)
	return y
}

// XYZer wraps the Len and XYZ methods.
type XYZer interface {
	// Len returns the number of x, y, z triples.
	Len() int

	// XYZ returns an x, y, z triple.
	XYZ(int) (float64, float64, float64)
}

// XYZs implements the XYZer interface using a slice.
type XYZs []struct{ X, Y, Z float64 }

// Len implements the Len method of the XYZer interface.
func (xyz XYZs) Len() int {
	return len(xyz)
}

// XYZ implements the XYZ method of the XYZer interface.
func (xyz XYZs) XYZ(i int) (float64, float64, float64) {
	return xyz[i].X, xyz[i].Y, xyz[i].Z
}

// CopyXYZs copies an XYZer.
func CopyXYZs(data XYZer) (XYZs, error) {
	cpy := make(XYZs, data.Len())
	for i := range cpy {
		cpy[i].X, cpy[i].Y, cpy[i].Z = data.XYZ(i)
		if err := CheckFloats(cpy[i].X, cpy[i].Y, cpy[i].Z); err != nil {
			return nil, err
		}
	}
	return cpy, nil
}

// XYValues implements the XYer interface, returning
// the x and y values from an XYZer.
type XYValues struct{ XYZer }

// XY implements the XY method of the XYer interface.
func (xy XYValues) XY(i int) (float64, float64) {
	x, y, _ := xy.XYZ(i)
	return x, y
}

// Labeller wraps the Label methods.
type Labeller interface {
	// Label returns a label.
	Label(int) string
}

// XErrorer wraps the XError method.
type XErrorer interface {
	// XError returns two error values for X data.
	XError(int) (float64, float64)
}

// Errors is a slice of low and high error values.
type Errors []struct{ Low, High float64 }

// XErrors implements the XErrorer interface.
type XErrors Errors

func (xe XErrors) XError(i int) (float64, float64) {
	return xe[i].Low, xe[i].High
}

// YErrorer wraps the YError method.
type YErrorer interface {
	// YError returns two error values for Y data.
	YError(int) (float64, float64)
}

// YErrors implements the YErrorer interface.
type YErrors Errors

func (ye YErrors) YError(i int) (float64, float64) {
	return ye[i].Low, ye[i].High
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/quartile.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"

	"image/color"
)

var (
	// DefaultQuartMedianStyle is a fat dot.
	DefaultQuartMedianStyle = plot.GlyphStyle{
		Color:  color.Black,
		Radius: vg.Points(1.5),
		Shape:  plot.CircleGlyph{},
	}

	// DefaultQuartWhiskerStyle is a hairline.
	DefaultQuartWhiskerStyle = plot.LineStyle{
		Color:    color.Black,
		Width:    vg.Points(0.5),
		Dashes:   []vg.Length{},
		DashOffs: 0,
	}
)

// QuartPlot implements the Plotter interface, drawing
// a plot to represent the distribution of values.
//
// This style of the plot appears in Tufte's "The Visual
// Display of Quantitative Information".
type QuartPlot struct {
	fiveStatPlot

	// Offset is added to the x location of each plot.
	// When the Offset is zero, the plot is drawn
	// centered at its x location.
	Offset vg.Length

	// MedianStyle is the line style for the median point.
	MedianStyle plot.GlyphStyle

	// WhiskerStyle is the line style used to draw the
	// whiskers.
	WhiskerStyle plot.LineStyle
}

// NewQuartPlot returns a new QuartPlot that represents
// the distribution of the given values.
//
// An error is returned if the plot is created with
// no values.
//
// The fence values are 1.5x the interquartile before
// the first quartile and after the third quartile.  Any
// value that is outside of the fences are drawn as
// Outside points.  The adjacent values (to which the
// whiskers stretch) are the minimum and maximum
// values that are not outside the fences.
func NewQuartPlot(loc float64, values Valuer) (*QuartPlot, error) {
	b := new(QuartPlot)
	var err error
	if b.fiveStatPlot, err = newFiveStat(0, loc, values); err != nil {
		return nil, err
	}

	b.MedianStyle = DefaultQuartMedianStyle
	b.WhiskerStyle = DefaultQuartWhiskerStyle

	return b, err
}

func (b *QuartPlot) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	x := trX(b.Location)
	if !da.ContainsX(x) {
		return
	}
	x += b.Offset

	med := plot.Pt(x, trY(b.Median))
	q1 := trY(b.Quartile1)
	q3 := trY(b.Quartile3)
	aLow := trY(b.AdjLow)
	aHigh := trY(b.AdjHigh)

	da.StrokeLine2(b.WhiskerStyle, x, aHigh, x, q3)
	if da.ContainsY(med.Y) {
		da.DrawGlyphNoClip(b.MedianStyle, med)
	}
	da.StrokeLine2(b.WhiskerStyle, x, aLow, x, q1)

	ostyle := b.MedianStyle
	ostyle.Radius = b.MedianStyle.Radius / 2
	for _, out := range b.Outside {
		y := trY(b.Value(out))
		if da.ContainsY(y) {
			da.DrawGlyphNoClip(ostyle, plot.Pt(x, y))
		}
	}
}

// DataRange returns the minimum and maximum x
// and y values, implementing the plot.DataRanger
// interface.
func (b *QuartPlot) DataRange() (float64, float64, float64, float64) {
	return b.Location, b.Location, b.Min, b.Max
}

// GlyphBoxes returns a slice of GlyphBoxes for the plot,
// implementing the plot.GlyphBoxer interface.
func (b *QuartPlot) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(b.Outside)+1)

	ostyle := b.MedianStyle
	ostyle.Radius = b.MedianStyle.Radius / 2
	for i, out := range b.Outside {
		bs[i].X = plt.X.Norm(b.Location)
		bs[i].Y = plt.Y.Norm(b.Value(out))
		bs[i].Rect = ostyle.Rect()
		bs[i].Rect.Min.X += b.Offset
	}
	bs[len(bs)-1].X = plt.X.Norm(b.Location)
	bs[len(bs)-1].Y = plt.Y.Norm(b.Median)
	bs[len(bs)-1].Rect = b.MedianStyle.Rect()
	bs[len(bs)-1].Rect.Min.X += b.Offset
	return bs
}

// OutsideLabels returns a *Labels that will plot
// a label for each of the outside points.  The
// labels are assumed to correspond to the
// points used to create the plot.
func (b *QuartPlot) OutsideLabels(labels Labeller) (*Labels, error) {
	strs := make([]string, len(b.Outside))
	for i, out := range b.Outside {
		strs[i] = labels.Label(out)
	}
	o := quartPlotOutsideLabels{b, strs}
	ls, err := NewLabels(o)
	if err != nil {
		return nil, err
	}
	ls.XOffset += b.MedianStyle.Radius / 2
	ls.YOffset += b.MedianStyle.Radius / 2
	return ls, nil
}

type quartPlotOutsideLabels struct {
	qp     *QuartPlot
	labels []string
}

func (o quartPlotOutsideLabels) Len() int {
	return len(o.qp.Outside)
}

func (o quartPlotOutsideLabels) XY(i int) (float64, float64) {
	return o.qp.Location, o.qp.Value(o.qp.Outside[i])
}

func (o quartPlotOutsideLabels) Label(i int) string {
	return o.labels[i]
}

// HorizQuartPlot is like a regular QuartPlot, however,
// it draws horizontally instead of Vertically.
type HorizQuartPlot struct{ *QuartPlot }

// MakeHorizQuartPlot returns a HorizQuartPlot,
// plotting the values in a horizontal plot
// centered along a fixed location of the y axis.
func MakeHorizQuartPlot(loc float64, vs Valuer) (HorizQuartPlot, error) {
	q, err := NewQuartPlot(loc, vs)
	return HorizQuartPlot{q}, err
}

func (b HorizQuartPlot) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	y := trY(b.Location)
	if !da.ContainsY(y) {
		return
	}
	y += b.Offset

	med := plot.Pt(trX(b.Median), y)
	q1 := trX(b.Quartile1)
	q3 := trX(b.Quartile3)
	aLow := trX(b.AdjLow)
	aHigh := trX(b.AdjHigh)

	da.StrokeLine2(b.WhiskerStyle, aHigh, y, q3, y)
	if da.ContainsX(med.X) {
		da.DrawGlyphNoClip(b.MedianStyle, med)
	}
	da.StrokeLine2(b.WhiskerStyle, aLow, y, q1, y)

	ostyle := b.MedianStyle
	ostyle.Radius = b.MedianStyle.Radius / 2
	for _, out := range b.Outside {
		x := trX(b.Value(out))
		if da.ContainsX(x) {
			da.DrawGlyphNoClip(ostyle, plot.Pt(x, y))
		}
	}
}

// DataRange returns the minimum and maximum x
// and y values, implementing the plot.DataRanger
// interface.
func (b HorizQuartPlot) DataRange() (float64, float64, float64, float64) {
	return b.Min, b.Max, b.Location, b.Location
}

// GlyphBoxes returns a slice of GlyphBoxes for the plot,
// implementing the plot.GlyphBoxer interface.
func (b HorizQuartPlot) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(b.Outside)+1)

	ostyle := b.MedianStyle
	ostyle.Radius = b.MedianStyle.Radius / 2
	for i, out := range b.Outside {
		bs[i].X = plt.X.Norm(b.Value(out))
		bs[i].Y = plt.Y.Norm(b.Location)
		bs[i].Rect = ostyle.Rect()
		bs[i].Rect.Min.Y += b.Offset
	}
	bs[len(bs)-1].X = plt.X.Norm(b.Median)
	bs[len(bs)-1].Y = plt.Y.Norm(b.Location)
	bs[len(bs)-1].Rect = b.MedianStyle.Rect()
	bs[len(bs)-1].Rect.Min.Y += b.Offset
	return bs
}

// OutsideLabels returns a *Labels that will plot
// a label for each of the outside points.  The
// labels are assumed to correspond to the
// points used to create the plot.
func (b *HorizQuartPlot) OutsideLabels(labels Labeller) (*Labels, error) {
	strs := make([]string, len(b.Outside))
	for i, out := range b.Outside {
		strs[i] = labels.Label(out)
	}
	o := horizQuartPlotOutsideLabels{
		quartPlotOutsideLabels{b.QuartPlot, strs},
	}
	ls, err := NewLabels(o)
	if err != nil {
		return nil, err
	}
	ls.XOffset += b.MedianStyle.Radius / 2
	ls.YOffset += b.MedianStyle.Radius / 2
	return ls, nil
}

type horizQuartPlotOutsideLabels struct {
	quartPlotOutsideLabels
}

func (o horizQuartPlotOutsideLabels) XY(i int) (float64, float64) {
	return o.qp.Value(o.qp.Outside[i]), o.qp.Location
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter/scatter.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package plotter

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
)

// Scatter implements the Plotter interface, drawing
// a glyph for each of a set of points.
type Scatter struct {
	// XYs is a copy of the points for this scatter.
	XYs

	// GlyphStyle is the style of the glyphs drawn
	// at each point.
	plot.GlyphStyle
}

// NewScatter returns a Scatter that uses the
// default glyph style.
func NewScatter(xys XYer) (*Scatter, error) {
	data, err := CopyXYs(xys)
	if err != nil {
		return nil, err
	}
	return &Scatter{
		XYs:        data,
		GlyphStyle: DefaultGlyphStyle,
	}, err
}

// Plot draws the Scatter, implementing the plot.Plotter
// interface.
func (pts *Scatter) Plot(da plot.DrawArea, plt *plot.Plot) {
	trX, trY := plt.Transforms(&da)
	for _, p := range pts.XYs {
		da.DrawGlyph(pts.GlyphStyle, plot.Pt(trX(p.X), trY(p.Y)))
	}
}

// DataRange returns the minimum and maximum
// x and y values, implementing the plot.DataRanger
// interface.
func (pts *Scatter) DataRange() (xmin, xmax, ymin, ymax float64) {
	return XYRange(pts)
}

// GlyphBoxes returns a slice of plot.GlyphBoxes,
// implementing the plot.GlyphBoxer interface.
func (pts *Scatter) GlyphBoxes(plt *plot.Plot) []plot.GlyphBox {
	bs := make([]plot.GlyphBox, len(pts.XYs))
	for i, p := range pts.XYs {
		bs[i].X = plt.X.Norm(p.X)
		bs[i].Y = plt.Y.Norm(p.Y)
		bs[i].Rect = pts.GlyphStyle.Rect()
	}
	return bs
}

// Thumbnail the thumbnail for the Scatter,
// implementing the plot.Thumbnailer interface.
func (pts *Scatter) Thumbnail(da *plot.DrawArea) {
	da.DrawGlyph(pts.GlyphStyle, da.Center())
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotutil/add.go

package plotutil

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"errors"
	"fmt"
)

type combineXYs struct{ xs, ys plotter.Valuer }

func (c combineXYs) Len() int                    { return c.xs.Len() }
func (c combineXYs) XY(i int) (float64, float64) { return c.xs.Value(i), c.ys.Value(i) }

// AddStackedAreaPlots adds stacked area plot plotters to a plot.
// The variadic arguments must be either strings
// or plotter.Valuers.  Each valuer adds a stacked area
// plot to the plot below the stacked area plots added
// before it.  If a plotter.Valuer is immediately
// preceeded by a string then the string value is used to
// label the legend.
// Plots should be added in order of tallest to shortest,
// because they will be drawn in the order they are added
// (i.e. later plots will be painted over earlier plots).
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddStackedAreaPlots(plt *plot.Plot, xs plotter.Valuer, vs ...interface{}) error {
	var ps []plot.Plotter
	names := make(map[*plotter.Line]string)
	name := ""
	var i int

	for _, v := range vs {
		switch t := v.(type) {
		case string:
			name = t

		case plotter.Valuer:
			if xs.Len() != t.Len() {
				return errors.New("X/Y length mismatch")
			}

			// Make a line plotter and set its style.
			l, err := plotter.NewLine(combineXYs{xs: xs, ys: t})
			if err != nil {
				return err
			}

			l.LineStyle.Width = vg.Points(0)
			color := Color(i)
			i++
			l.ShadeColor = &color

			ps = append(ps, l)

			if name != "" {
				names[l] = name
				name = ""
			}

		default:
			panic(fmt.Sprintf("AddStackedAreaPlots handles strings and plotter.Valuers, got %T", t))
		}
	}

	plt.Add(ps...)
	for p, n := range names {
		plt.Legend.Add(n, p)
	}

	return nil
}

// AddBoxPlots adds box plot plotters to a plot and
// sets the X axis of the plot to be nominal.
// The variadic arguments must be either strings
// or plotter.Valuers.  Each valuer adds a box plot
// to the plot at the X location corresponding to
// the number of box plots added before it.  If a
// plotter.Valuer is immediately preceeded by a
// string then the string value is used to label the
// tick mark for the box plot's X location.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddBoxPlots(plt *plot.Plot, width vg.Length, vs ...interface{}) error {
	var ps []plot.Plotter
	var names []string
	name := ""
	for _, v := range vs {
		switch t := v.(type) {
		case string:
			name = t

		case plotter.Valuer:
			b, err := plotter.NewBoxPlot(width, float64(len(names)), t)
			if err != nil {
				return err
			}
			ps = append(ps, b)
			names = append(names, name)
			name = ""

		default:
			panic(fmt.Sprintf("AddBoxPlots handles strings and plotter.Valuers, got %T", t))
		}
	}
	plt.Add(ps...)
	plt.NominalX(names...)
	return nil
}

// AddScatters adds Scatter plotters to a plot.
// The variadic arguments must be either strings
// or plotter.XYers.  Each plotter.XYer is added to
// the plot using the next color, and glyph shape
// via the Color and Shape functions. If a
// plotter.XYer is immediately preceeded by
// a string then a legend entry is added to the plot
// using the string as the name.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddScatters(plt *plot.Plot, vs ...interface{}) error {
	var ps []plot.Plotter
	names := make(map[*plotter.Scatter]string)
	name := ""
	var i int
	for _, v := range vs {
		switch t := v.(type) {
		case string:
			name = t

		case plotter.XYer:
			s, err := plotter.NewScatter(t)
			if err != nil {
				return err
			}
			s.Color = Color(i)
			s.Shape = Shape(i)
			i++
			ps = append(ps, s)
			if name != "" {
				names[s] = name
				name = ""
			}

		default:
			panic(fmt.Sprintf("AddScatters handles strings and plotter.XYers, got %T", t))
		}
	}
	plt.Add(ps...)
	for p, n := range names {
		plt.Legend.Add(n, p)
	}
	return nil
}

// AddLines adds Line plotters to a plot.
// The variadic arguments must be either strings
// or plotter.XYers.  Each plotter.XYer is added to
// the plot using the next color and dashes
// shape via the Color and Dashes functions.
// If a plotter.XYer is immediately preceeded by
// a string then a legend entry is added to the plot
// using the string as the name.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddLines(plt *plot.Plot, vs ...interface{}) error {
	var ps []plot.Plotter
	names := make(map[*plotter.Line]string)
	name := ""
	var i int
	for _, v := range vs {
		switch t := v.(type) {
		case string:
			name = t

		case plotter.XYer:
			l, err := plotter.NewLine(t)
			if err != nil {
				return err
			}
			l.Color = Color(i)
			l.Dashes = Dashes(i)
			i++
			ps = append(ps, l)
			if name != "" {
				names[l] = name
				name = ""
			}

		default:
			panic(fmt.Sprintf("AddLines handles strings and plotter.XYers, got %T", t))
		}
	}
	plt.Add(ps...)
	for p, n := range names {
		plt.Legend.Add(n, p)
	}
	return nil
}

// AddLinePoints adds Line and Scatter plotters to a
// plot.  The variadic arguments must be either strings
// or plotter.XYers.  Each plotter.XYer is added to
// the plot using the next color, dashes, and glyph
// shape via the Color, Dashes, and Shape functions.
// If a plotter.XYer is immediately preceeded by
// a string then a legend entry is added to the plot
// using the string as the name.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddLinePoints(plt *plot.Plot, vs ...interface{}) error {
	var ps []plot.Plotter
	names := make(map[[2]plot.Thumbnailer]string)
	name := ""
	var i int
	for _, v := range vs {
		switch t := v.(type) {
		case string:
			name = t

		case plotter.XYer:
			l, s, err := plotter.NewLinePoints(t)
			if err != nil {
				return err
			}
			l.Color = Color(i)
			l.Dashes = Dashes(i)
			s.Color = Color(i)
			s.Shape = Shape(i)
			i++
			ps = append(ps, l, s)
			if name != "" {
				names[[2]plot.Thumbnailer{l, s}] = name
				name = ""
			}

		default:
			panic(fmt.Sprintf("AddLinePoints handles strings and plotter.XYers, got %T", t))
		}
	}
	plt.Add(ps...)
	for ps, n := range names {
		plt.Legend.Add(n, ps[0], ps[1])
	}
	return nil
}

// AddErrorBars adds XErrorBars and YErrorBars
// to a plot.  The variadic arguments must be
// of type plotter.XYer, and must be either a
// plotter.XErrorer, plotter.YErrorer, or both.
// Each errorer is added to the plot the color from
// the Colors function corresponding to its position
// in the argument list.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddErrorBars(plt *plot.Plot, vs ...interface{}) error {
	var ps []plot.Plotter
	for i, v := range vs {
		added := false

		if xerr, ok := v.(interface {
			plotter.XYer
			plotter.XErrorer
		}); ok {
			e, err := plotter.NewXErrorBars(xerr)
			if err != nil {
				return err
			}
			e.Color = Color(i)
			ps = append(ps, e)
			added = true
		}

		if yerr, ok := v.(interface {
			plotter.XYer
			plotter.YErrorer
		}); ok {
			e, err := plotter.NewYErrorBars(yerr)
			if err != nil {
				return err
			}
			e.Color = Color(i)
			ps = append(ps, e)
			added = true
		}

		if added {
			continue
		}
		panic(fmt.Sprintf("AddErrorBars expects plotter.XErrorer or plotter.YErrorer, got %T", v))
	}
	plt.Add(ps...)
	return nil
}

// AddXErrorBars adds XErrorBars to a plot.
// The variadic arguments must be
// of type plotter.XYer, and plotter.XErrorer.
// Each errorer is added to the plot the color from
// the Colors function corresponding to its position
// in the argument list.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddXErrorBars(plt *plot.Plot, es ...interface {
	plotter.XYer
	plotter.XErrorer
}) error {
	var ps []plot.Plotter
	for i, e := range es {
		bars, err := plotter.NewXErrorBars(e)
		if err != nil {
			return err
		}
		bars.Color = Color(i)
		ps = append(ps, bars)
	}
	plt.Add(ps...)
	return nil
}

// AddYErrorBars adds YErrorBars to a plot.
// The variadic arguments must be
// of type plotter.XYer, and plotter.YErrorer.
// Each errorer is added to the plot the color from
// the Colors function corresponding to its position
// in the argument list.
//
// If an error occurs then none of the plotters are added
// to the plot, and the error is returned.
func AddYErrorBars(plt *plot.Plot, es ...interface {
	plotter.XYer
	plotter.YErrorer
}) error {
	var ps []plot.Plotter
	for i, e := range es {
		bars, err := plotter.NewYErrorBars(e)
		if err != nil {
			return err
		}
		bars.Color = Color(i)
		ps = append(ps, bars)
	}
	plt.Add(ps...)
	return nil
}
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package plotutil

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"math"
	"sort"
)

// ErrorPoints holds a set of x, y pairs along
// with their X and Y errors.
type ErrorPoints struct {
	plotter.XYs
	plotter.XErrors
	plotter.YErrors
}

// NewErrorPoints returns a new ErrorPoints where each
// point in the ErrorPoints is given by evaluating the
// center function on the Xs and Ys for the corresponding
// set of XY values in the pts parameter.  The XError
// and YError are computed likewise, using the err
// function.
//
// This function can be useful for summarizing sets of
// scatter points using a single point and error bars for
// each element of the scatter.
func NewErrorPoints(f func([]float64) (c, l, h float64), pts ...plotter.XYer) (*ErrorPoints, error) {

	c := &ErrorPoints{
		XYs:     make(plotter.XYs, len(pts)),
		XErrors: make(plotter.XErrors, len(pts)),
		YErrors: make(plotter.YErrors, len(pts)),
	}

	for i, xy := range pts {
		xs := make([]float64, xy.Len())
		ys := make([]float64, xy.Len())
		for j := 0; j < xy.Len(); j++ {
			xs[j], ys[j] = xy.XY(j)
			if err := plotter.CheckFloats(xs[j], ys[j]); err != nil {
				return nil, err
			}
		}
		c.XYs[i].X, c.XErrors[i].Low, c.XErrors[i].High = f(xs)
		if err := plotter.CheckFloats(c.XYs[i].X, c.XErrors[i].Low, c.XErrors[i].High); err != nil {
			return nil, err
		}
		c.XYs[i].Y, c.YErrors[i].Low, c.YErrors[i].High = f(ys)
		if err := plotter.CheckFloats(c.XYs[i].Y, c.YErrors[i].Low, c.YErrors[i].High); err != nil {
			return nil, err
		}
	}

	return c, nil
}

// MeanAndConf95 returns the mean
// and the magnitude of the 95% confidence
// interval on the mean as low and high
// error values.
//
// MeanAndConf95 may be used as
// the f argument to NewErrorPoints.
func MeanAndConf95(vls []float64) (mean, lowerr, higherr float64) {
	n := float64(len(vls))

	sum := 0.0
	for _, v := range vls {
		sum += v
	}
	mean = sum / n

	sum = 0.0
	for _, v := range vls {
		diff := v - mean
		sum += diff * diff
	}
	stdev := math.Sqrt(sum / n)

	conf := 1.96 * stdev / math.Sqrt(n)
	return mean, conf, conf
}

// MedianAndMinMax returns the median
// value and error on the median given
// by the minimum and maximum data
// values.
//
// MedianAndMinMax may be used as
// the f argument to NewErrorPoints.
func MedianAndMinMax(vls []float64) (med, lowerr, higherr float64) {
	n := len(vls)
	if n == 0 {
		panic("MedianAndMinMax: No values")
	}
	if n == 1 {
		return vls[0], 0, 0
	}
	sort.Float64s(vls)
	if n%2 == 0 {
		med = (vls[n/2+1]-vls[n/2])/2 + vls[n/2]
	} else {
		med = vls[n/2]
	}

	min := vls[0]
	max := vls[0]
	for _, v := range vls {
		min = math.Min(min, v)
		max = math.Max(max, v)
	}

	return med, med - min, max - med
}
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package plotutil

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"math/rand"
)

func ExampleErrorPoints() {
	// Get some random data.
	n, m := 5, 10
	pts := make([]plotter.XYer, n)
	for i := range pts {
		xys := make(plotter.XYs, m)
		pts[i] = xys
		center := float64(i)
		for j := range xys {
			xys[j].X = center + (rand.Float64() - 0.5)
			xys[j].Y = center + (rand.Float64() - 0.5)
		}
	}

	plt, err := plot.New()
	if err != nil {
		panic(err)
	}

	mean95, err := NewErrorPoints(MeanAndConf95, pts...)
	if err != nil {
		panic(err)
	}
	medMinMax, err := NewErrorPoints(MedianAndMinMax, pts...)
	if err != nil {
		panic(err)
	}
	err = AddLinePoints(plt,
		"mean and 95% confidence", mean95,
		"median and minimum and maximum", medMinMax)
	if err != nil {
		panic(err)
	}
	if err := AddErrorBars(plt, mean95, medMinMax); err != nil {
		panic(err)
	}
	if err := AddScatters(plt, pts[0], pts[1], pts[2], pts[3], pts[4]); err != nil {
		panic(err)
	}

	plt.Save(4, 4, "centroids.png")
}
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// +build ignore

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotter"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotutil"
	"math/rand"
)

var examples = []struct {
	name   string
	mkplot func() *plot.Plot
}{
	{"example_errpoints", Example_errpoints},
	{"example_stackedAreaChart", Example_stackedAreaChart},
}

func main() {
	for _, ex := range examples {
		drawEps(ex.name, ex.mkplot)
		drawSvg(ex.name, ex.mkplot)
		drawPng(ex.name, ex.mkplot)
		drawTiff(ex.name, ex.mkplot)
		drawJpg(ex.name, ex.mkplot)
		drawPdf(ex.name, ex.mkplot)
	}
}

func drawEps(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".eps"); err != nil {
		panic(err)
	}
}

func drawPdf(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".pdf"); err != nil {
		panic(err)
	}
}

func drawSvg(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".svg"); err != nil {
		panic(err)
	}
}

func drawPng(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".png"); err != nil {
		panic(err)
	}
}

func drawTiff(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".tiff"); err != nil {
		panic(err)
	}
}

func drawJpg(name string, mkplot func() *plot.Plot) {
	if err := mkplot().Save(4, 4, name+".jpg"); err != nil {
		panic(err)
	}
}

// Example_errpoints draws some error points.
func Example_errpoints() *plot.Plot {
	// Get some random data.
	n, m := 5, 10
	pts := make([]plotter.XYer, n)
	for i := range pts {
		xys := make(plotter.XYs, m)
		pts[i] = xys
		center := float64(i)
		for j := range xys {
			xys[j].X = center + (rand.Float64() - 0.5)
			xys[j].Y = center + (rand.Float64() - 0.5)
		}
	}

	plt, err := plot.New()
	if err != nil {
		panic(err)
	}

	mean95, err := plotutil.NewErrorPoints(plotutil.MeanAndConf95, pts...)
	if err != nil {
		panic(err)
	}
	medMinMax, err := plotutil.NewErrorPoints(plotutil.MedianAndMinMax, pts...)
	if err != nil {
		panic(err)
	}
	plotutil.AddLinePoints(plt,
		"mean and 95% confidence", mean95,
		"median and minimum and maximum", medMinMax)
	if err := plotutil.AddErrorBars(plt, mean95, medMinMax); err != nil {
		panic(err)
	}
	if err := plotutil.AddScatters(plt, pts[0], pts[1], pts[2], pts[3], pts[4]); err != nil {
		panic(err)
	}

	return plt
}

type stackValues struct{ vs []plotter.Values }

func (n stackValues) Len() int { return n.vs[0].Len() }
func (n stackValues) Value(i int) float64 {
	sum := 0.0
	for _, v := range n.vs {
		sum += v.Value(i)
	}
	return sum
}

// An example of making a stacked area chart.
func Example_stackedAreaChart() *plot.Plot {
	p, err := plot.New()
	if err != nil {
		panic(err)
	}

	p.Title.Text = "Example: Software Version Comparison"
	p.X.Label.Text = "Date"
	p.Y.Label.Text = "Users (in thousands)"

	p.Legend.Top = true
	p.Legend.Left = true

	vals := []plotter.Values{
		plotter.Values{0.02, 0.015, 0, 0, 0, 0, 0},
		plotter.Values{0, 0.48, 0.36, 0.34, 0.32, 0.32, 0.28},
		plotter.Values{0, 0, 0.87, 1.4, 0.64, 0.32, 0.28},
		plotter.Values{0, 0, 0, 1.26, 0.34, 0.12, 0.09},
		plotter.Values{0, 0, 0, 0, 2.48, 2.68, 2.13},
		plotter.Values{0, 0, 0, 0, 0, 1.32, 0.54},
		plotter.Values{0, 0, 0, 0, 0, 0.68, 5.67},
	}

	err = plotutil.AddStackedAreaPlots(p, plotter.Values{2007, 2008, 2009, 2010, 2011, 2012, 2013},
		"Version 3.0",
		stackValues{vs: vals[0:7]},
		"Version 2.1",
		stackValues{vs: vals[0:6]},
		"Version 2.0.1",
		stackValues{vs: vals[0:5]},
		"Version 2.0",
		stackValues{vs: vals[0:4]},
		"Version 1.1",
		stackValues{vs: vals[0:3]},
		"Version 1.0",
		stackValues{vs: vals[0:2]},
		"Beta",
		stackValues{vs: vals[0:1]},
	)

	if err != nil {
		panic(err)
	}

	return p
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plotutil/plotutil.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

/*
The plotutil package contains a small number of utilites for creating
plots.


This package is under active development so portions of it may change.
*/
package plotutil

import (
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/plot"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"image/color"
)

// DefaultColors is a set of colors used by the Color function.
var DefaultColors = SoftColors

var DarkColors = []color.Color{
	rgb(238, 46, 47),
	rgb(0, 140, 72),
	rgb(24, 90, 169),
	rgb(244, 125, 35),
	rgb(102, 44, 145),
	rgb(162, 29, 33),
	rgb(180, 56, 148),
}

var SoftColors = []color.Color{
	rgb(241, 90, 96),
	rgb(122, 195, 106),
	rgb(90, 155, 212),
	rgb(250, 167, 91),
	rgb(158, 103, 171),
	rgb(206, 112, 88),
	rgb(215, 127, 180),
}

func rgb(r, g, b uint8) color.RGBA {
	return color.RGBA{r, g, b, 255}
}

// Color returns the ith default color, wrapping
// if i is less than zero or greater than the max
// number of colors in the DefaultColors slice.
func Color(i int) color.Color {
	n := len(DefaultColors)
	if i < 0 {
		return DefaultColors[i%n+n]
	}
	return DefaultColors[i%n]
}

// DefaultGlyphShapes is a set of GlyphDrawers used by
// the Shape function.
var DefaultGlyphShapes = []plot.GlyphDrawer{
	plot.RingGlyph{},
	plot.SquareGlyph{},
	plot.TriangleGlyph{},
	plot.CrossGlyph{},
	plot.PlusGlyph{},
	plot.CircleGlyph{},
	plot.BoxGlyph{},
	plot.PyramidGlyph{},
}

// Shape returns the ith default glyph shape,
// wrapping if i is less than zero or greater
// than the max number of GlyphDrawers
// in the DefaultGlyphShapes slice.
func Shape(i int) plot.GlyphDrawer {
	n := len(DefaultGlyphShapes)
	if i < 0 {
		return DefaultGlyphShapes[i%n+n]
	}
	return DefaultGlyphShapes[i%n]
}

// DefaultDashes is a set of dash patterns used by
// the Dashes function.
var DefaultDashes = [][]vg.Length{
	{},

	{vg.Points(6), vg.Points(2)},

	{vg.Points(2), vg.Points(2)},

	{vg.Points(1), vg.Points(1)},

	{vg.Points(5), vg.Points(2), vg.Points(1), vg.Points(2)},

	{vg.Points(10), vg.Points(2), vg.Points(2), vg.Points(2),
		vg.Points(2), vg.Points(2), vg.Points(2), vg.Points(2)},

	{vg.Points(10), vg.Points(2), vg.Points(2), vg.Points(2)},

	{vg.Points(5), vg.Points(2), vg.Points(5), vg.Points(2),
		vg.Points(2), vg.Points(2), vg.Points(2), vg.Points(2)},

	{vg.Points(4), vg.Points(2), vg.Points(4), vg.Points(1),
		vg.Points(1), vg.Points(1), vg.Points(1), vg.Points(1),
		vg.Points(1), vg.Points(1)},
}

// Dashes returns the ith default dash pattern,
// wrapping if i is less than zero or greater
// than the max number of dash patters
// in the DefaultDashes slice.
func Dashes(i int) []vg.Length {
	n := len(DefaultDashes)
	if i < 0 {
		return DefaultDashes[i%n+n]
	}
	return DefaultDashes[i%n]
}
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// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// Some of this code (namely the code for computing the
// width of a string in a given font) was copied from
// code.google.com/p/freetype-go/freetype/ which includes
// the following copyright notice:
// Copyright 2010 The Freetype-Go Authors. All rights reserved.

package vg

import (
	"errors"
	"go/build"
	"io/ioutil"
	"os"
	"path/filepath"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/freetype-go/freetype/truetype"
)

const (
	// importString is the import string expected for
	// this package.  It is used to find the font
	// directory included with the package source.
	importString = "code.google.com/p/plotinum/vg"
)

var (
	// FontMap maps Postscript/PDF font names to compatible
	// free fonts (TrueType converted ghostscript fonts).
	// Fonts that are not keys of this map are not supported.
	FontMap = map[string]string{

		// At the moment, we use fonts from GNU's freefont
		// project.

		"Courier":             "NimbusMonL-Regu",
		"Courier-Bold":        "NimbusMonL-Bold",
		"Courier-Oblique":     "NimbusMonL-ReguObli",
		"Courier-BoldOblique": "NimbusMonL-BoldObli",

		"Helvetica":             "NimbusSanL-Regu",
		"Helvetica-Bold":        "NimbusSanL-Bold",
		"Helvetica-Oblique":     "NimbusSanL-ReguItal",
		"Helvetica-BoldOblique": "NimbusSanL-BoldItal",

		"Times-Roman":      "NimbusRomNo9L-Regu",
		"Times-Bold":       "NimbusRomNo9L-Medi",
		"Times-Italic":     "NimbusRomNo9L-ReguItal",
		"Times-BoldItalic": "NimbusRomNo9L-MediItal",
	}

	// loadedFonts is indexed by a font name and it
	// caches the associated *truetype.Font.
	loadedFonts = make(map[string]*truetype.Font)

	// FontLock protects access to the loadedFonts map.
	fontLock sync.RWMutex
)

// A Font represents one of the supported font
// faces.
type Font struct {
	// Size is the size of the font.  The font size can
	// be used as a reasonable value for the vertical
	// distance between two successive lines of text.
	Size Length

	// name is the name of this font.
	name string

	// This is a little bit of a hack, but the truetype
	// font is currently only needed to determine the
	// dimensions of strings drawn in this font.
	// The actual drawing of the strings is handled
	// separately by different back-ends:
	// Both Postscript and PDF are capable of drawing
	// their own fonts and draw2d loads its own copy of
	// the truetype fonts for its own output.
	//
	// This isn't a necessity--some future backend is
	// free to use this field--however it is a consequence
	// of the fact that the current backends were
	// developed independently of this package.

	// font is the truetype font pointer for this
	// font.
	font *truetype.Font
}

// MakeFont returns a font object.  The name of the font must
// be a key of the FontMap.  The font file is located by searching
// the FontDirs slice for a directory containing the relevant font
// file.  The font file name is name mapped by FontMap with the
// .ttf extension.  For example, the font file for the font name
// Courier is NimbusMonL-Regu.ttf.
func MakeFont(name string, size Length) (font Font, err error) {
	font.Size = size
	font.name = name
	font.font, err = getFont(name)
	return
}

// Name returns the name of the font.
func (f *Font) Name() string {
	return f.name
}

// Font returns the corresponding truetype.Font.
func (f *Font) Font() *truetype.Font {
	return f.font
}

// SetName sets the name of the font, effectively
// changing the font.  If an error is returned then
// the font is left unchanged.
func (f *Font) SetName(name string) error {
	font, err := getFont(name)
	if err != nil {
		return err
	}
	f.name = name
	f.font = font
	return nil
}

// FontExtents contains font metric information.
type FontExtents struct {
	// Ascent is the distance that the text
	// extends above the baseline.
	Ascent Length

	// Descent is the distance that the text
	// extends below the baseline.  The descent
	// is given as a negative value.
	Descent Length

	// Height is the distance from the lowest
	// descending point to the highest ascending
	// point.
	Height Length
}

// Extents returns the FontExtents for a font.
func (f *Font) Extents() FontExtents {
	bounds := f.font.Bounds(f.Font().FUnitsPerEm())
	scale := f.Size / Points(float64(f.Font().FUnitsPerEm()))
	return FontExtents{
		Ascent:  Points(float64(bounds.YMax)) * scale,
		Descent: Points(float64(bounds.YMin)) * scale,
		Height:  Points(float64(bounds.YMax-bounds.YMin)) * scale,
	}
}

// Width returns width of a string when drawn using the font.
func (f *Font) Width(s string) Length {
	// scale converts truetype.FUnit to float64
	scale := f.Size / Points(float64(f.font.FUnitsPerEm()))

	width := 0
	prev, hasPrev := truetype.Index(0), false
	for _, rune := range s {
		index := f.font.Index(rune)
		if hasPrev {
			width += int(f.font.Kerning(f.font.FUnitsPerEm(), prev, index))
		}
		width += int(f.font.HMetric(f.font.FUnitsPerEm(), index).AdvanceWidth)
		prev, hasPrev = index, true
	}
	return Points(float64(width)) * scale
}

// getFont returns the truetype.Font for the given font name or an error.
func getFont(name string) (*truetype.Font, error) {
	fontLock.RLock()
	f, ok := loadedFonts[name]
	fontLock.RUnlock()
	if ok {
		return f, nil
	}

	path, err := fontPath(name)
	if err != nil {
		return nil, err
	}

	file, err := os.Open(path)
	if err != nil {
		return nil, errors.New("Failed to open font file: " + err.Error())
	}
	defer file.Close()

	bytes, err := ioutil.ReadAll(file)
	if err != nil {
		return nil, errors.New("Failed to read font file: " + err.Error())
	}

	font, err := freetype.ParseFont(bytes)
	if err == nil {
		fontLock.Lock()
		loadedFonts[name] = font
		fontLock.Unlock()
	} else {
		err = errors.New("Failed to parse font file: " + err.Error())
	}

	return font, err
}

// FontPath returns the path for a font name or an error if it is not found.
func fontPath(name string) (string, error) {
	fname, err := fontFile(name)
	if err != nil {
		return "", err
	}

	for _, d := range FontDirs {
		p := filepath.Join(d, fname)
		if _, err := os.Stat(p); err != nil {
			continue
		}
		return p, nil
	}

	return "", errors.New("Failed to locate a font file " + fname + " for font name " + name)
}

// FontDirs is a slice of directories searched for font data files.
// If the first font file found is unreadable or cannot be parsed, then
// subsequent directories are not tried, and the font will fail to load.
//
// The default slice contains, in the following order, the values of the
// environment variable VGFONTPATH if it is defined, then the vg
// source fonts directory if it is found (i.e., if vg was installed by
// go get).  If the resulting FontDirs slice is empty then the current
// directory is added to it.  This slice may be changed to load fonts
// from different locations.
var FontDirs = initFontDirs()

// InitFontDirs returns the initial value for the FontDirectories variable.
func initFontDirs() []string {
	dirs := filepath.SplitList(os.Getenv("VGFONTPATH"))

	if pkg, err := build.Import(importString, "", build.FindOnly); err == nil {
		p := filepath.Join(pkg.Dir, "fonts")
		if _, err := os.Stat(p); err == nil {
			dirs = append(dirs, p)
		}
	}

	if len(dirs) == 0 {
		dirs = []string{"./fonts"}
	}

	return dirs
}

// FontFile returns the font file name for a font name or an error
// if it is an unknown font (i.e., not in the FontMap).
func fontFile(name string) (string, error) {
	var err error
	n, ok := FontMap[name]
	if !ok {
		errStr := "Unknown font: " + name + ".  Available fonts are:"
		for n := range FontMap {
			errStr += " " + n
		}
		err = errors.New(errStr)
	}
	return n + ".ttf", err
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/fonts/COPYING

		    GNU GENERAL PUBLIC LICENSE
		       Version 2, June 1991

 Copyright (C) 1989, 1991 Free Software Foundation, Inc.
     59 Temple Place, Suite 330, Boston, MA  02111-1307  USA
 Everyone is permitted to copy and distribute verbatim copies
 of this license document, but changing it is not allowed.

			    Preamble

  The licenses for most software are designed to take away your
freedom to share and change it.  By contrast, the GNU General Public
License is intended to guarantee your freedom to share and change free
software--to make sure the software is free for all its users.  This
General Public License applies to most of the Free Software
Foundation's software and to any other program whose authors commit to
using it.  (Some other Free Software Foundation software is covered by
the GNU Library General Public License instead.)  You can apply it to
your programs, too.

  When we speak of free software, we are referring to freedom, not
price.  Our General Public Licenses are designed to make sure that you
have the freedom to distribute copies of free software (and charge for
this service if you wish), that you receive source code or can get it
if you want it, that you can change the software or use pieces of it
in new free programs; and that you know you can do these things.

  To protect your rights, we need to make restrictions that forbid
anyone to deny you these rights or to ask you to surrender the rights.
These restrictions translate to certain responsibilities for you if you
distribute copies of the software, or if you modify it.

  For example, if you distribute copies of such a program, whether
gratis or for a fee, you must give the recipients all the rights that
you have.  You must make sure that they, too, receive or can get the
source code.  And you must show them these terms so they know their
rights.

  We protect your rights with two steps: (1) copyright the software, and
(2) offer you this license which gives you legal permission to copy,
distribute and/or modify the software.

  Also, for each author's protection and ours, we want to make certain
that everyone understands that there is no warranty for this free
software.  If the software is modified by someone else and passed on, we
want its recipients to know that what they have is not the original, so
that any problems introduced by others will not reflect on the original
authors' reputations.

  Finally, any free program is threatened constantly by software
patents.  We wish to avoid the danger that redistributors of a free
program will individually obtain patent licenses, in effect making the
program proprietary.  To prevent this, we have made it clear that any
patent must be licensed for everyone's free use or not licensed at all.

  The precise terms and conditions for copying, distribution and
modification follow.
�
		    GNU GENERAL PUBLIC LICENSE
   TERMS AND CONDITIONS FOR COPYING, DISTRIBUTION AND MODIFICATION

  0. This License applies to any program or other work which contains
a notice placed by the copyright holder saying it may be distributed
under the terms of this General Public License.  The "Program", below,
refers to any such program or work, and a "work based on the Program"
means either the Program or any derivative work under copyright law:
that is to say, a work containing the Program or a portion of it,
either verbatim or with modifications and/or translated into another
language.  (Hereinafter, translation is included without limitation in
the term "modification".)  Each licensee is addressed as "you".

Activities other than copying, distribution and modification are not
covered by this License; they are outside its scope.  The act of
running the Program is not restricted, and the output from the Program
is covered only if its contents constitute a work based on the
Program (independent of having been made by running the Program).
Whether that is true depends on what the Program does.

  1. You may copy and distribute verbatim copies of the Program's
source code as you receive it, in any medium, provided that you
conspicuously and appropriately publish on each copy an appropriate
copyright notice and disclaimer of warranty; keep intact all the
notices that refer to this License and to the absence of any warranty;
and give any other recipients of the Program a copy of this License
along with the Program.

You may charge a fee for the physical act of transferring a copy, and
you may at your option offer warranty protection in exchange for a fee.

  2. You may modify your copy or copies of the Program or any portion
of it, thus forming a work based on the Program, and copy and
distribute such modifications or work under the terms of Section 1
above, provided that you also meet all of these conditions:

    a) You must cause the modified files to carry prominent notices
    stating that you changed the files and the date of any change.

    b) You must cause any work that you distribute or publish, that in
    whole or in part contains or is derived from the Program or any
    part thereof, to be licensed as a whole at no charge to all third
    parties under the terms of this License.

    c) If the modified program normally reads commands interactively
    when run, you must cause it, when started running for such
    interactive use in the most ordinary way, to print or display an
    announcement including an appropriate copyright notice and a
    notice that there is no warranty (or else, saying that you provide
    a warranty) and that users may redistribute the program under
    these conditions, and telling the user how to view a copy of this
    License.  (Exception: if the Program itself is interactive but
    does not normally print such an announcement, your work based on
    the Program is not required to print an announcement.)
�
These requirements apply to the modified work as a whole.  If
identifiable sections of that work are not derived from the Program,
and can be reasonably considered independent and separate works in
themselves, then this License, and its terms, do not apply to those
sections when you distribute them as separate works.  But when you
distribute the same sections as part of a whole which is a work based
on the Program, the distribution of the whole must be on the terms of
this License, whose permissions for other licensees extend to the
entire whole, and thus to each and every part regardless of who wrote it.

Thus, it is not the intent of this section to claim rights or contest
your rights to work written entirely by you; rather, the intent is to
exercise the right to control the distribution of derivative or
collective works based on the Program.

In addition, mere aggregation of another work not based on the Program
with the Program (or with a work based on the Program) on a volume of
a storage or distribution medium does not bring the other work under
the scope of this License.

  3. You may copy and distribute the Program (or a work based on it,
under Section 2) in object code or executable form under the terms of
Sections 1 and 2 above provided that you also do one of the following:

    a) Accompany it with the complete corresponding machine-readable
    source code, which must be distributed under the terms of Sections
    1 and 2 above on a medium customarily used for software interchange; or,

    b) Accompany it with a written offer, valid for at least three
    years, to give any third party, for a charge no more than your
    cost of physically performing source distribution, a complete
    machine-readable copy of the corresponding source code, to be
    distributed under the terms of Sections 1 and 2 above on a medium
    customarily used for software interchange; or,

    c) Accompany it with the information you received as to the offer
    to distribute corresponding source code.  (This alternative is
    allowed only for noncommercial distribution and only if you
    received the program in object code or executable form with such
    an offer, in accord with Subsection b above.)

The source code for a work means the preferred form of the work for
making modifications to it.  For an executable work, complete source
code means all the source code for all modules it contains, plus any
associated interface definition files, plus the scripts used to
control compilation and installation of the executable.  However, as a
special exception, the source code distributed need not include
anything that is normally distributed (in either source or binary
form) with the major components (compiler, kernel, and so on) of the
operating system on which the executable runs, unless that component
itself accompanies the executable.

If distribution of executable or object code is made by offering
access to copy from a designated place, then offering equivalent
access to copy the source code from the same place counts as
distribution of the source code, even though third parties are not
compelled to copy the source along with the object code.
�
  4. You may not copy, modify, sublicense, or distribute the Program
except as expressly provided under this License.  Any attempt
otherwise to copy, modify, sublicense or distribute the Program is
void, and will automatically terminate your rights under this License.
However, parties who have received copies, or rights, from you under
this License will not have their licenses terminated so long as such
parties remain in full compliance.

  5. You are not required to accept this License, since you have not
signed it.  However, nothing else grants you permission to modify or
distribute the Program or its derivative works.  These actions are
prohibited by law if you do not accept this License.  Therefore, by
modifying or distributing the Program (or any work based on the
Program), you indicate your acceptance of this License to do so, and
all its terms and conditions for copying, distributing or modifying
the Program or works based on it.

  6. Each time you redistribute the Program (or any work based on the
Program), the recipient automatically receives a license from the
original licensor to copy, distribute or modify the Program subject to
these terms and conditions.  You may not impose any further
restrictions on the recipients' exercise of the rights granted herein.
You are not responsible for enforcing compliance by third parties to
this License.

  7. If, as a consequence of a court judgment or allegation of patent
infringement or for any other reason (not limited to patent issues),
conditions are imposed on you (whether by court order, agreement or
otherwise) that contradict the conditions of this License, they do not
excuse you from the conditions of this License.  If you cannot
distribute so as to satisfy simultaneously your obligations under this
License and any other pertinent obligations, then as a consequence you
may not distribute the Program at all.  For example, if a patent
license would not permit royalty-free redistribution of the Program by
all those who receive copies directly or indirectly through you, then
the only way you could satisfy both it and this License would be to
refrain entirely from distribution of the Program.

If any portion of this section is held invalid or unenforceable under
any particular circumstance, the balance of the section is intended to
apply and the section as a whole is intended to apply in other
circumstances.

It is not the purpose of this section to induce you to infringe any
patents or other property right claims or to contest validity of any
such claims; this section has the sole purpose of protecting the
integrity of the free software distribution system, which is
implemented by public license practices.  Many people have made
generous contributions to the wide range of software distributed
through that system in reliance on consistent application of that
system; it is up to the author/donor to decide if he or she is willing
to distribute software through any other system and a licensee cannot
impose that choice.

This section is intended to make thoroughly clear what is believed to
be a consequence of the rest of this License.
�
  8. If the distribution and/or use of the Program is restricted in
certain countries either by patents or by copyrighted interfaces, the
original copyright holder who places the Program under this License
may add an explicit geographical distribution limitation excluding
those countries, so that distribution is permitted only in or among
countries not thus excluded.  In such case, this License incorporates
the limitation as if written in the body of this License.

  9. The Free Software Foundation may publish revised and/or new versions
of the General Public License from time to time.  Such new versions will
be similar in spirit to the present version, but may differ in detail to
address new problems or concerns.

Each version is given a distinguishing version number.  If the Program
specifies a version number of this License which applies to it and "any
later version", you have the option of following the terms and conditions
either of that version or of any later version published by the Free
Software Foundation.  If the Program does not specify a version number of
this License, you may choose any version ever published by the Free Software
Foundation.

  10. If you wish to incorporate parts of the Program into other free
programs whose distribution conditions are different, write to the author
to ask for permission.  For software which is copyrighted by the Free
Software Foundation, write to the Free Software Foundation; we sometimes
make exceptions for this.  Our decision will be guided by the two goals
of preserving the free status of all derivatives of our free software and
of promoting the sharing and reuse of software generally.

			    NO WARRANTY

  11. BECAUSE THE PROGRAM IS LICENSED FREE OF CHARGE, THERE IS NO WARRANTY
FOR THE PROGRAM, TO THE EXTENT PERMITTED BY APPLICABLE LAW.  EXCEPT WHEN
OTHERWISE STATED IN WRITING THE COPYRIGHT HOLDERS AND/OR OTHER PARTIES
PROVIDE THE PROGRAM "AS IS" WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESSED
OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF
MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE.  THE ENTIRE RISK AS
TO THE QUALITY AND PERFORMANCE OF THE PROGRAM IS WITH YOU.  SHOULD THE
PROGRAM PROVE DEFECTIVE, YOU ASSUME THE COST OF ALL NECESSARY SERVICING,
REPAIR OR CORRECTION.

  12. IN NO EVENT UNLESS REQUIRED BY APPLICABLE LAW OR AGREED TO IN WRITING
WILL ANY COPYRIGHT HOLDER, OR ANY OTHER PARTY WHO MAY MODIFY AND/OR
REDISTRIBUTE THE PROGRAM AS PERMITTED ABOVE, BE LIABLE TO YOU FOR DAMAGES,
INCLUDING ANY GENERAL, SPECIAL, INCIDENTAL OR CONSEQUENTIAL DAMAGES ARISING
OUT OF THE USE OR INABILITY TO USE THE PROGRAM (INCLUDING BUT NOT LIMITED
TO LOSS OF DATA OR DATA BEING RENDERED INACCURATE OR LOSSES SUSTAINED BY
YOU OR THIRD PARTIES OR A FAILURE OF THE PROGRAM TO OPERATE WITH ANY OTHER
PROGRAMS), EVEN IF SUCH HOLDER OR OTHER PARTY HAS BEEN ADVISED OF THE
POSSIBILITY OF SUCH DAMAGES.

		     END OF TERMS AND CONDITIONS
�
	    How to Apply These Terms to Your New Programs

  If you develop a new program, and you want it to be of the greatest
possible use to the public, the best way to achieve this is to make it
free software which everyone can redistribute and change under these terms.

  To do so, attach the following notices to the program.  It is safest
to attach them to the start of each source file to most effectively
convey the exclusion of warranty; and each file should have at least
the "copyright" line and a pointer to where the full notice is found.

    <one line to give the program's name and a brief idea of what it does.>
    Copyright (C) <year>  <name of author>

    This program is free software; you can redistribute it and/or modify
    it under the terms of the GNU General Public License as published by
    the Free Software Foundation; either version 2 of the License, or
    (at your option) any later version.

    This program is distributed in the hope that it will be useful,
    but WITHOUT ANY WARRANTY; without even the implied warranty of
    MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
    GNU General Public License for more details.

    You should have received a copy of the GNU General Public License
    along with this program; if not, write to the Free Software
    Foundation, Inc., 59 Temple Place, Suite 330, Boston, MA  02111-1307  USA


Also add information on how to contact you by electronic and paper mail.

If the program is interactive, make it output a short notice like this
when it starts in an interactive mode:

    Gnomovision version 69, Copyright (C) year  name of author
    Gnomovision comes with ABSOLUTELY NO WARRANTY; for details type `show w'.
    This is free software, and you are welcome to redistribute it
    under certain conditions; type `show c' for details.

The hypothetical commands `show w' and `show c' should show the appropriate
parts of the General Public License.  Of course, the commands you use may
be called something other than `show w' and `show c'; they could even be
mouse-clicks or menu items--whatever suits your program.

You should also get your employer (if you work as a programmer) or your
school, if any, to sign a "copyright disclaimer" for the program, if
necessary.  Here is a sample; alter the names:

  Yoyodyne, Inc., hereby disclaims all copyright interest in the program
  `Gnomovision' (which makes passes at compilers) written by James Hacker.

  <signature of Ty Coon>, 1 April 1989
  Ty Coon, President of Vice

This General Public License does not permit incorporating your program into
proprietary programs.  If your program is a subroutine library, you may
consider it more useful to permit linking proprietary applications with the
library.  If this is what you want to do, use the GNU Library General
Public License instead of this License.
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// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

package vg

// TODO(eaburns): These should be more like time.Duration.  I.e., 5*vg.Inch, 6*vg.Centimeter, etc., instead of requiring a function for each.

const (
	// PtInch is the number of points in an inch.
	ptInch = 72

	// PtCentimeter is the number of points in a centimeter.
	ptCentimeter = 28.3464567

	// PtMillimeter is the number of ponints in a millimeter.
	ptMillimeter = ptCentimeter / 10
)

// A Length is a unit-independent representation of length.
// Internally, the length is stored in postscript points.
type Length float64

// Points returns a length for the given number of points.
func Points(pt float64) Length {
	return Length(pt)
}

// Inches returns a length for the given numer of inches.
func Inches(in float64) Length {
	return Length(in * ptInch)
}

// Centimeters returns a length for the given number of centimeters.
func Centimeters(cm float64) Length {
	return Length(cm * ptCentimeter)
}

// Millimeters returns a length for the given number of millimeters.
func Millimeters(mm float64) Length {
	return Length(mm * ptMillimeter)
}

// Dots returns the length in dots for the given Canvas.
func (l Length) Dots(c Canvas) float64 {
	return float64(l) / ptInch * c.DPI()
}

// Points returns the length in postscript points.
func (l Length) Points() float64 {
	return float64(l)
}

// Inches returns the length in inches.
func (l Length) Inches() float64 {
	return float64(l) / ptInch
}

// Centimeters returns the length in centimeters.
func (l Length) Centimeters() float64 {
	return float64(l) / ptCentimeter
}

// Millimeters returns the length in millimeters.
func (l Length) Millimeters() float64 {
	return float64(l) / ptMillimeter
}
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// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// vg defines an interface for drawing 2D vector graphics.
// This package is designed with the hope that many different
// vector graphics back-ends can conform to the interface.
package vg

import (
	"image/color"
)

// A Canvas is the main drawing interface for 2D vector
// graphics.  The origin is in the bottom left corner.
type Canvas interface {
	// SetLineWidth sets the width of stroked paths.
	// If the width is set to 0 then stroked lines are
	// not drawn.
	//
	// The initial line width is 1 point.
	SetLineWidth(Length)

	// SetLineDash sets the dash pattern for lines.
	// The first argument is the pattern (units on,
	// units off, etc.) and the second argument
	// is the initial offset into the pattern.
	//
	// The inital dash pattern is a solid line.
	SetLineDash([]Length, Length)

	// SetColor sets the current drawing color.
	// Note that fill color and stroke color are
	// the same so if you want different fill
	// and stroke colorls then you must use two
	// separate calls to SetColor.
	//
	// The initial color is black.  If SetColor is
	// called with a nil color then black is used.
	SetColor(color.Color)

	// Rotate applies a rotation transform to the
	// context.  The parameter is specified in
	// radians.
	Rotate(float64)

	// Translate applies a translational transform
	// to the context.
	Translate(Length, Length)

	// Scale applies a scaling transform to the
	// context.
	Scale(float64, float64)

	// Push saves the current line width, the
	// current dash pattern, the current
	// transforms, and the current color
	// onto a stack so that the state can later
	// be restored by calling Pop().
	Push()

	// Pop restores the context saved by the
	// corresponding call to Push().
	Pop()

	// Stroke strokes the given path.
	Stroke(Path)

	// Fill fills the given path.
	Fill(Path)

	// FillString fills in text at the specified
	// location using the given font.
	FillString(Font, Length, Length, string)

	// DPI returns the number of canvas dots in
	// an inch.
	DPI() float64
}

// Initialize sets all of the canvas's values to their
// initial values.
func Initialize(c Canvas) {
	c.SetLineWidth(Points(1))
	c.SetLineDash([]Length{}, 0)
	c.SetColor(color.Black)
}

type Path []PathComp

// Move moves the current location of the path to
// the given point.
func (p *Path) Move(x, y Length) {
	*p = append(*p, PathComp{Type: MoveComp, X: x, Y: y})
}

// Line draws a line from the current point to the
// given point.
func (p *Path) Line(x, y Length) {
	*p = append(*p, PathComp{Type: LineComp, X: x, Y: y})
}

// Arc adds an arc to the path defined by the center
// point of the arc's circle, the radius of the circle
// and the start and sweep angles.
func (p *Path) Arc(x, y, rad Length, s, a float64) {
	*p = append(*p, PathComp{
		Type:   ArcComp,
		X:      x,
		Y:      y,
		Radius: rad,
		Start:  s,
		Angle:  a,
	})
}

// Close closes the path by connecting the current
// location to the start location with a line.
func (p *Path) Close() {
	*p = append(*p, PathComp{Type: CloseComp})
}

// Constants that tag the type of each path
// component.
const (
	MoveComp = iota
	LineComp
	ArcComp
	CloseComp
)

// A PathComp is a component of a path structure.
type PathComp struct {
	// Type is the type of a particluar component.
	// Based on the type, each of the following
	// fields may have a different meaning or may
	// be meaningless.
	Type int

	// The X and Y fields are used as the destination
	// of a MoveComp or LineComp and are the center
	// point of an ArcComp.  They are not used in
	// the CloseComp.
	X, Y Length

	// Radius is only used for ArcComps, it is
	// the radius of the circle defining the arc.
	Radius Length

	// Start and Angle are only used for ArcComps.
	// They define the start angle and sweep angle of
	// the arc around the circle.  The units of the
	// angle are radians.
	Start, Angle float64
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgeps/vgeps.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// The vgeps implemens the vg.Canvas interface using
// encapsulated postscript.
package vgeps

import (
	"bufio"
	"bytes"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	"image/color"
	"io"
	"math"
	"time"
)

type Canvas struct {
	stk  []ctx
	w, h vg.Length
	buf  *bytes.Buffer
}

type ctx struct {
	color  color.Color
	width  vg.Length
	dashes []vg.Length
	offs   vg.Length
	font   string
	fsize  vg.Length
}

// pr is the amount of precision to use when outputting float64s.
const pr = 5

// New returns a new Canvas.
func New(w, h vg.Length) *Canvas {
	return NewTitle(w, h, "")
}

// NewTitle returns a new Canvas with the given title string.
func NewTitle(w, h vg.Length, title string) *Canvas {
	c := &Canvas{
		stk: []ctx{ctx{}},
		w:   w,
		h:   h,
		buf: new(bytes.Buffer),
	}
	c.buf.WriteString("%%!PS-Adobe-3.0 EPSF-3.0\n")
	c.buf.WriteString("%%Creator code.google.com/p/plotinum/vg/veceps\n")
	c.buf.WriteString("%%Title: " + title + "\n")
	c.buf.WriteString(fmt.Sprintf("%%%%BoundingBox: 0 0 %.*g %.*g\n",
		pr, w.Dots(c),
		pr, h.Dots(c)))
	c.buf.WriteString(fmt.Sprintf("%%%%CreationDate: %s\n", time.Now()))
	c.buf.WriteString("%%Orientation: Portrait\n")
	c.buf.WriteString("%%EndComments\n")
	c.buf.WriteString("\n")
	vg.Initialize(c)
	return c
}

func (c *Canvas) Size() (w, h vg.Length) {
	return c.w, c.h
}

// cur returns the top context on the stack.
func (e *Canvas) cur() *ctx {
	return &e.stk[len(e.stk)-1]
}

func (e *Canvas) SetLineWidth(w vg.Length) {
	if e.cur().width != w {
		e.cur().width = w
		fmt.Fprintf(e.buf, "%.*g setlinewidth\n", pr, w.Dots(e))
	}
}

func (e *Canvas) SetLineDash(dashes []vg.Length, o vg.Length) {
	cur := e.cur().dashes
	dashEq := len(dashes) == len(cur)
	for i := 0; dashEq && i < len(dashes); i++ {
		if dashes[i] != cur[i] {
			dashEq = false
		}
	}
	if !dashEq || e.cur().offs != o {
		e.cur().dashes = dashes
		e.cur().offs = o
		e.buf.WriteString("[")
		for _, d := range dashes {
			fmt.Fprintf(e.buf, " %.*g", pr, d.Dots(e))
		}
		e.buf.WriteString(" ] ")
		fmt.Fprintf(e.buf, "%.*g setdash\n", pr, o.Dots(e))
	}
}

func (e *Canvas) SetColor(c color.Color) {
	if c == nil {
		c = color.Black
	}
	if e.cur().color != c {
		e.cur().color = c
		r, g, b, _ := c.RGBA()
		mx := float64(math.MaxUint16)
		fmt.Fprintf(e.buf, "%.*g %.*g %.*g setrgbcolor\n", pr, float64(r)/mx,
			pr, float64(g)/mx, pr, float64(b)/mx)
	}
}

func (e *Canvas) Rotate(r float64) {
	fmt.Fprintf(e.buf, "%.*g rotate\n", pr, r*180/math.Pi)
}

func (e *Canvas) Translate(x, y vg.Length) {
	fmt.Fprintf(e.buf, "%.*g %.*g translate\n",
		pr, x.Dots(e), pr, y.Dots(e))
}

func (e *Canvas) Scale(x, y float64) {
	fmt.Fprintf(e.buf, "%.*g %.*g scale\n", pr, x, pr, y)
}

func (e *Canvas) Push() {
	e.stk = append(e.stk, *e.cur())
	e.buf.WriteString("gsave\n")
}

func (e *Canvas) Pop() {
	e.stk = e.stk[:len(e.stk)-1]
	e.buf.WriteString("grestore\n")
}

func (e *Canvas) Stroke(path vg.Path) {
	if e.cur().width == 0 {
		return
	}
	e.trace(path)
	e.buf.WriteString("stroke\n")
}

func (e *Canvas) Fill(path vg.Path) {
	e.trace(path)
	e.buf.WriteString("fill\n")
}

func (e *Canvas) trace(path vg.Path) {
	e.buf.WriteString("newpath\n")
	for _, comp := range path {
		switch comp.Type {
		case vg.MoveComp:
			fmt.Fprintf(e.buf, "%.*g %.*g moveto\n", pr, comp.X, pr, comp.Y)
		case vg.LineComp:
			fmt.Fprintf(e.buf, "%.*g %.*g lineto\n", pr, comp.X, pr, comp.Y)
		case vg.ArcComp:
			end := comp.Start + comp.Angle
			arcOp := "arc"
			if comp.Angle < 0 {
				arcOp = "arcn"
			}
			fmt.Fprintf(e.buf, "%.*g %.*g %.*g %.*g %.*g %s\n", pr, comp.X, pr, comp.Y,
				pr, comp.Radius, pr, comp.Start*180/math.Pi, pr,
				end*180/math.Pi, arcOp)
		case vg.CloseComp:
			e.buf.WriteString("closepath\n")
		default:
			panic(fmt.Sprintf("Unknown path component type: %d\n", comp.Type))
		}
	}
}

func (e *Canvas) FillString(fnt vg.Font, x, y vg.Length, str string) {
	if e.cur().font != fnt.Name() || e.cur().fsize != fnt.Size {
		e.cur().font = fnt.Name()
		e.cur().fsize = fnt.Size
		fmt.Fprintf(e.buf, "/%s findfont %.*g scalefont setfont\n",
			fnt.Name(), pr, fnt.Size)
	}
	fmt.Fprintf(e.buf, "%.*g %.*g moveto\n", pr, x.Dots(e), pr, y.Dots(e))
	fmt.Fprintf(e.buf, "(%s) show\n", str)
}

func (e *Canvas) DPI() float64 {
	return 72
}

// WriteTo writes the canvas to an io.Writer.
func (e *Canvas) WriteTo(w io.Writer) (int64, error) {
	b := bufio.NewWriter(w)
	n, err := e.buf.WriteTo(b)
	if err != nil {
		return n, err
	}
	m, err := fmt.Fprintln(b, "showpage")
	n += int64(m)
	if err != nil {
		return n, err
	}
	return n, b.Flush()
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgimg/vgimg.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// vgimg implements the vg.Canvas interface using
// draw2d (code.google.com/p/draw2d/draw2d)
// as a backend to output raster images.
package vgimg

import (
	"bufio"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/draw2d/draw2d"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.image/tiff"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	"image"
	"image/color"
	"image/draw"
	"image/jpeg"
	"image/png"
	"io"
)

// dpi is the number of dots per inch.
const dpi = 96

// Canvas implements the vg.Canvas interface,
// drawing to an image.Image using draw2d.
type Canvas struct {
	gc    draw2d.GraphicContext
	img   image.Image
	w, h  vg.Length
	color []color.Color

	// width is the current line width.
	width vg.Length
}

// New returns a new image canvas with
// the size specified  rounded up to the
// nearest pixel.
func New(width, height vg.Length) *Canvas {
	w := width.Inches() * dpi
	h := height.Inches() * dpi
	img := image.NewRGBA(image.Rect(0, 0, int(w+0.5), int(h+0.5)))

	return NewImage(img)
}

// NewImage returns a new image canvas
// that draws to the given image.  The
// minimum point of the given image
// should probably be 0,0.
func NewImage(img draw.Image) *Canvas {
	w := float64(img.Bounds().Max.X - img.Bounds().Min.X)
	h := float64(img.Bounds().Max.Y - img.Bounds().Min.Y)
	draw.Draw(img, img.Bounds(), image.White, image.ZP, draw.Src)
	gc := draw2d.NewGraphicContext(img)
	gc.SetDPI(dpi)
	gc.Scale(1, -1)
	gc.Translate(0, -h)
	c := &Canvas{
		gc:    gc,
		img:   img,
		w:     vg.Inches(w / dpi),
		h:     vg.Inches(h / dpi),
		color: []color.Color{color.Black},
	}
	vg.Initialize(c)
	return c
}

func (c *Canvas) Size() (w, h vg.Length) {
	return c.w, c.h
}

func (c *Canvas) SetLineWidth(w vg.Length) {
	c.width = w
	c.gc.SetLineWidth(w.Dots(c))
}

func (c *Canvas) SetLineDash(ds []vg.Length, offs vg.Length) {
	dashes := make([]float64, len(ds))
	for i, d := range ds {
		dashes[i] = d.Dots(c)
	}
	c.gc.SetLineDash(dashes, offs.Dots(c))
}

func (c *Canvas) SetColor(clr color.Color) {
	if clr == nil {
		clr = color.Black
	}
	c.gc.SetFillColor(clr)
	c.gc.SetStrokeColor(clr)
	c.color[len(c.color)-1] = clr
}

func (c *Canvas) Rotate(t float64) {
	c.gc.Rotate(t)
}

func (c *Canvas) Translate(x, y vg.Length) {
	c.gc.Translate(x.Dots(c), y.Dots(c))
}

func (c *Canvas) Scale(x, y float64) {
	c.gc.Scale(x, y)
}

func (c *Canvas) Push() {
	c.color = append(c.color, c.color[len(c.color)-1])
	c.gc.Save()
}

func (c *Canvas) Pop() {
	c.color = c.color[:len(c.color)-1]
	c.gc.Restore()
}

func (c *Canvas) Stroke(p vg.Path) {
	if c.width == 0 {
		return
	}
	c.outline(p)
	c.gc.Stroke()
}

func (c *Canvas) Fill(p vg.Path) {
	c.outline(p)
	c.gc.Fill()
}

func (c *Canvas) outline(p vg.Path) {
	c.gc.BeginPath()
	for _, comp := range p {
		switch comp.Type {
		case vg.MoveComp:
			c.gc.MoveTo(comp.X.Dots(c), comp.Y.Dots(c))

		case vg.LineComp:
			c.gc.LineTo(comp.X.Dots(c), comp.Y.Dots(c))

		case vg.ArcComp:
			c.gc.ArcTo(comp.X.Dots(c), comp.Y.Dots(c),
				comp.Radius.Dots(c), comp.Radius.Dots(c),
				comp.Start, comp.Angle)

		case vg.CloseComp:
			c.gc.Close()

		default:
			panic(fmt.Sprintf("Unknown path component: %d", comp.Type))
		}
	}
}

func (c *Canvas) DPI() float64 {
	return float64(c.gc.GetDPI())
}

func (c *Canvas) FillString(font vg.Font, x, y vg.Length, str string) {
	c.gc.Save()
	defer c.gc.Restore()

	data, ok := fontMap[font.Name()]
	if !ok {
		panic(fmt.Sprintf("Font name %s is unknown", font.Name()))
	}
	if !registeredFont[font.Name()] {
		draw2d.RegisterFont(data, font.Font())
		registeredFont[font.Name()] = true
	}
	c.gc.SetFontData(data)
	c.gc.Translate(x.Dots(c), y.Dots(c))
	c.gc.Scale(1, -1)
	c.gc.FillString(str)
}

var (
	// RegisteredFont contains the set of font names
	// that have already been registered with draw2d.
	registeredFont = map[string]bool{}

	// FontMap contains a mapping from vg's font
	// names to draw2d.FontData for the corresponding
	// font.  This is needed to register the  fonts with
	// draw2d.
	fontMap = map[string]draw2d.FontData{
		"Courier": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilyMono,
			Style:  draw2d.FontStyleNormal,
		},
		"Courier-Bold": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilyMono,
			Style:  draw2d.FontStyleBold,
		},
		"Courier-Oblique": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilyMono,
			Style:  draw2d.FontStyleItalic,
		},
		"Courier-BoldOblique": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilyMono,
			Style:  draw2d.FontStyleItalic | draw2d.FontStyleBold,
		},
		"Helvetica": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySans,
			Style:  draw2d.FontStyleNormal,
		},
		"Helvetica-Bold": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySans,
			Style:  draw2d.FontStyleBold,
		},
		"Helvetica-Oblique": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySans,
			Style:  draw2d.FontStyleItalic,
		},
		"Helvetica-BoldOblique": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySans,
			Style:  draw2d.FontStyleItalic | draw2d.FontStyleBold,
		},
		"Times-Roman": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySerif,
			Style:  draw2d.FontStyleNormal,
		},
		"Times-Bold": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySerif,
			Style:  draw2d.FontStyleBold,
		},
		"Times-Italic": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySerif,
			Style:  draw2d.FontStyleItalic,
		},
		"Times-BoldItalic": draw2d.FontData{
			Name:   "Nimbus",
			Family: draw2d.FontFamilySerif,
			Style:  draw2d.FontStyleItalic | draw2d.FontStyleBold,
		},
	}
)

// WriterCounter implements the io.Writer interface, and counts
// the total number of bytes written.
type writerCounter struct {
	io.Writer
	n int64
}

func (w *writerCounter) Write(p []byte) (int, error) {
	n, err := w.Writer.Write(p)
	w.n += int64(n)
	return n, err
}

// A JpegCanvas is an image canvas with a WriteTo method
// that writes a jpeg image.
type JpegCanvas struct {
	*Canvas
}

// WriteTo implements the io.WriterTo interface, writing a jpeg image.
func (c JpegCanvas) WriteTo(w io.Writer) (int64, error) {
	wc := writerCounter{Writer: w}
	b := bufio.NewWriter(&wc)
	if err := jpeg.Encode(b, c.img, nil); err != nil {
		return wc.n, err
	}
	err := b.Flush()
	return wc.n, err
}

// A PngCanvas is an image canvas with a WriteTo method that
// writes a png image.
type PngCanvas struct {
	*Canvas
}

// WriteTo implements the io.WriterTo interface, writing a png image.
func (c PngCanvas) WriteTo(w io.Writer) (int64, error) {
	wc := writerCounter{Writer: w}
	b := bufio.NewWriter(&wc)
	if err := png.Encode(b, c.img); err != nil {
		return wc.n, err
	}
	err := b.Flush()
	return wc.n, err
}

// A TiffCanvas is an image canvas with a WriteTo method that
// writes a tiff image.
type TiffCanvas struct {
	*Canvas
}

// WriteTo implements the io.WriterTo interface, writing a tiff image.
func (c TiffCanvas) WriteTo(w io.Writer) (int64, error) {
	wc := writerCounter{Writer: w}
	b := bufio.NewWriter(&wc)
	if err := tiff.Encode(b, c.img, nil); err != nil {
		return wc.n, err
	}
	err := b.Flush()
	return wc.n, err
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgpdf/vgpdf.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// The vgpdf implemens the vg.Canvas interface
// using gopdf (bitbucket.org/zombiezen/gopdf/pdf).
package vgpdf

import (
	"github.com/relab/goxos/Godeps/_workspace/src/bitbucket.org/zombiezen/gopdf/pdf"
	"bufio"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	"image/color"
	"io"
	"math"
)

// Canvas implements the vg.Canvas interface,
// drawing to a PDF.
type Canvas struct {
	doc         *pdf.Document
	w, h        vg.Length
	page        *pdf.Canvas
	lineVisible bool
}

// New creates a new PDF Canvas.
func New(w, h vg.Length) *Canvas {
	c := &Canvas{
		doc:         pdf.New(),
		w:           w,
		h:           h,
		lineVisible: true,
	}
	c.page = c.doc.NewPage(unit(w), unit(h))
	vg.Initialize(c)
	return c
}

func (c *Canvas) Size() (w, h vg.Length) {
	return c.w, c.h
}

func (c *Canvas) SetLineWidth(w vg.Length) {
	c.page.SetLineWidth(unit(w))
	c.lineVisible = w != 0
}

func (c *Canvas) SetLineDash(dashes []vg.Length, offs vg.Length) {
	ds := make([]pdf.Unit, len(dashes))
	for i, d := range dashes {
		ds[i] = unit(d)
	}
	c.page.SetLineDash(unit(offs), ds)
}

func (c *Canvas) SetColor(clr color.Color) {
	c.page.SetStrokeColor(pdfColor(clr))
	c.page.SetColor(pdfColor(clr))
}

func (c *Canvas) Rotate(r float64) {
	c.page.Rotate(float32(r))
}

func (c *Canvas) Translate(x vg.Length, y vg.Length) {
	c.page.Translate(unit(x), unit(y))
}

func (c *Canvas) Scale(x float64, y float64) {
	c.page.Scale(float32(x), float32(y))
}

func (c *Canvas) Push() {
	c.page.Push()
}

func (c *Canvas) Pop() {
	c.page.Pop()
}

func (c *Canvas) Stroke(p vg.Path) {
	if c.lineVisible {
		c.page.Stroke(pdfPath(c, p))
	}
}

func (c *Canvas) Fill(p vg.Path) {
	c.page.Fill(pdfPath(c, p))
}

func (c *Canvas) FillString(fnt vg.Font, x, y vg.Length, str string) {
	t := new(pdf.Text)
	t.SetFont(fnt.Name(), unit(fnt.Size))
	t.NextLineOffset(unit(x), unit(y))
	t.Text(str)
	c.page.DrawText(t)
}

func (*Canvas) DPI() float64 {
	return float64(pdf.Inch)
}

// pdfPath returns a pdf.Path from a vg.Path.
func pdfPath(c *Canvas, path vg.Path) *pdf.Path {
	p := new(pdf.Path)
	for _, comp := range path {
		switch comp.Type {
		case vg.MoveComp:
			p.Move(pdfPoint(comp.X, comp.Y))
		case vg.LineComp:
			p.Line(pdfPoint(comp.X, comp.Y))
		case vg.ArcComp:
			arc(p, comp)
		case vg.CloseComp:
			p.Close()
		default:
			panic(fmt.Sprintf("Unknown path component type: %d\n", comp.Type))
		}
	}
	return p
}

// Approximate a circular arc using multiple
// cubic Bézier curves, one for each π/2 segment.
//
// This is from:
// 	http://hansmuller-flex.blogspot.com/2011/04/approximating-circular-arc-with-cubic.html
func arc(p *pdf.Path, comp vg.PathComp) {
	x0 := comp.X + comp.Radius*vg.Length(math.Cos(comp.Start))
	y0 := comp.Y + comp.Radius*vg.Length(math.Sin(comp.Start))
	p.Line(pdfPoint(x0, y0))

	a1 := comp.Start
	end := a1 + comp.Angle
	sign := 1.0
	if end < a1 {
		sign = -1.0
	}
	left := math.Abs(comp.Angle)

	// Square root of the machine epsilon for IEEE 64-bit floating
	// point values.  This is the equality threshold recommended
	// in Numerical Recipes, if I recall correctly—it's small enough.
	const epsilon = 1.4901161193847656e-08

	for left > epsilon {
		a2 := a1 + sign*math.Min(math.Pi/2, left)
		partialArc(p, comp.X, comp.Y, comp.Radius, a1, a2)
		left -= math.Abs(a2 - a1)
		a1 = a2
	}
}

// Approximate a circular arc of fewer than π/2
// radians with cubic Bézier curve.
func partialArc(p *pdf.Path, x, y, r vg.Length, a1, a2 float64) {
	a := (a2 - a1) / 2
	x4 := r * vg.Length(math.Cos(a))
	y4 := r * vg.Length(math.Sin(a))
	x1 := x4
	y1 := -y4

	const k = 0.5522847498 // some magic constant
	f := k * vg.Length(math.Tan(a))
	x2 := x1 + f*y4
	y2 := y1 + f*x4
	x3 := x2
	y3 := -y2

	// Rotate and translate points into position.
	ar := a + a1
	sinar := vg.Length(math.Sin(ar))
	cosar := vg.Length(math.Cos(ar))
	x2r := x2*cosar - y2*sinar + x
	y2r := x2*sinar + y2*cosar + y
	x3r := x3*cosar - y3*sinar + x
	y3r := x3*sinar + y3*cosar + y
	x4 = r*vg.Length(math.Cos(a2)) + x
	y4 = r*vg.Length(math.Sin(a2)) + y
	p.Curve(pdfPoint(x2r, y2r), pdfPoint(x3r, y3r), pdfPoint(x4, y4))
}

func pdfPoint(x, y vg.Length) pdf.Point {
	return pdf.Point{X: unit(x), Y: unit(y)}
}

func pdfColor(clr color.Color) (float32, float32, float32) {
	if clr == nil {
		clr = color.Black
	}
	r, g, b, _ := clr.RGBA()
	return float32(r) / math.MaxUint16,
		float32(g) / math.MaxUint16,
		float32(b) / math.MaxUint16
}

// unit returns a pdf.Unit, converted from a vg.Length.
func unit(l vg.Length) pdf.Unit {
	return pdf.Unit(l.Points()) * pdf.Pt
}

// WriterCounter implements the io.Writer interface, and counts
// the total number of bytes written.
type writerCounter struct {
	io.Writer
	n int64
}

func (w *writerCounter) Write(p []byte) (int, error) {
	n, err := w.Writer.Write(p)
	w.n += int64(n)
	return n, err
}

// WriteTo writes the Canvas to an io.Writer.
// After calling Write, the canvas is closed
// and may no longer be used for drawing.
func (c *Canvas) WriteTo(w io.Writer) (int64, error) {
	c.page.Close()
	wc := writerCounter{Writer: w}
	b := bufio.NewWriter(&wc)
	if err := c.doc.Encode(b); err != nil {
		return wc.n, err
	}
	err := b.Flush()
	return wc.n, err
}







github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/vgsvg/vgsvg.go

// Copyright 2012 The Plotinum Authors. All rights reserved.
// Use of this source code is governed by an MIT-style license
// that can be found in the LICENSE file.

// The vgsvg package uses svgo (github.com/ajstarks/svgo)
// as a backend for vg.
package vgsvg

import (
	"bufio"
	"bytes"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg"
	"fmt"
	svgo "github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"image/color"
	"io"
	"math"
)

const (
	// inkscape, Chrome, FireFox, and gpicview all seem
	// to use 90 dots-per-inch.  I can't find anywhere that
	// this is actually specified, however.
	dpi = 90

	// pr is the amount of precision to use when outputting float64s.
	pr = 5
)

type Canvas struct {
	svg  *svgo.SVG
	w, h vg.Length
	buf  *bytes.Buffer
	ht   float64
	stk  []context
}

type context struct {
	color      color.Color
	dashArray  []vg.Length
	dashOffset vg.Length
	lineWidth  vg.Length
	gEnds      int
}

func New(w, h vg.Length) *Canvas {
	buf := new(bytes.Buffer)
	c := &Canvas{
		svg: svgo.New(buf),
		w:   w,
		h:   h,
		buf: buf,
		ht:  w.Points(),
		stk: []context{context{}},
	}

	// This is like svg.Start, except it uses floats
	// and specifies the units.
	fmt.Fprintf(buf, `<?xml version="1.0"?>
<!-- Generated by SVGo and Plotinum VG -->
<svg width="%.*gin" height="%.*gin"
	xmlns="http://www.w3.org/2000/svg" 
	xmlns:xlink="http://www.w3.org/1999/xlink">`+"\n",
		pr, w.Inches(), pr, h.Inches())

	// Swap the origin to the bottom left.
	// This must be matched with a </g> when saving,
	// before the closing </svg>.
	c.svg.Gtransform(fmt.Sprintf("scale(1, -1) translate(0, -%.*g)", pr, h.Dots(c)))

	vg.Initialize(c)
	return c
}

func (c *Canvas) Size() (w, h vg.Length) {
	return c.w, c.h
}

func (c *Canvas) cur() *context {
	return &c.stk[len(c.stk)-1]
}

func (c *Canvas) SetLineWidth(w vg.Length) {
	c.cur().lineWidth = w
}

func (c *Canvas) SetLineDash(dashes []vg.Length, offs vg.Length) {
	c.cur().dashArray = dashes
	c.cur().dashOffset = offs
}

func (c *Canvas) SetColor(clr color.Color) {
	c.cur().color = clr
}

func (c *Canvas) Rotate(rot float64) {
	rot = rot * 180 / math.Pi
	c.svg.Rotate(rot)
	c.cur().gEnds++
}

func (c *Canvas) Translate(x, y vg.Length) {
	c.svg.Gtransform(fmt.Sprintf("translate(%.*g, %.*g)", pr, x.Dots(c), pr, y.Dots(c)))
	c.cur().gEnds++
}

func (c *Canvas) Scale(x, y float64) {
	c.svg.ScaleXY(x, y)
	c.cur().gEnds++
}

func (c *Canvas) Push() {
	top := *c.cur()
	top.gEnds = 0
	c.stk = append(c.stk, top)
}

func (c *Canvas) Pop() {
	for i := 0; i < c.cur().gEnds; i++ {
		c.svg.Gend()
	}
	c.stk = c.stk[:len(c.stk)-1]
}

func (c *Canvas) Stroke(path vg.Path) {
	c.svg.Path(c.pathData(path),
		style(elm("fill", "#000000", "none"),
			elm("stroke", "none", colorString(c.cur().color)),
			elm("stroke-opacity", "1", opacityString(c.cur().color)),
			elm("stroke-width", "1", "%.*g", pr, c.cur().lineWidth.Dots(c)),
			elm("stroke-dasharray", "none", dashArrayString(c)),
			elm("stroke-dashoffset", "0", "%.*g", pr, c.cur().dashOffset.Dots(c))))
}

func (c *Canvas) Fill(path vg.Path) {
	c.svg.Path(c.pathData(path),
		style(elm("fill", "#000000", colorString(c.cur().color)),
			elm("fill-opacity", "1", opacityString(c.cur().color))))
}

func (c *Canvas) pathData(path vg.Path) string {
	buf := new(bytes.Buffer)
	var x, y float64
	for _, comp := range path {
		switch comp.Type {
		case vg.MoveComp:
			fmt.Fprintf(buf, "M%.*g,%.*g", pr, comp.X.Dots(c), pr, comp.Y.Dots(c))
			x = comp.X.Dots(c)
			y = comp.Y.Dots(c)
		case vg.LineComp:
			fmt.Fprintf(buf, "L%.*g,%.*g", pr, comp.X.Dots(c), pr, comp.Y.Dots(c))
			x = comp.X.Dots(c)
			y = comp.Y.Dots(c)
		case vg.ArcComp:
			r := comp.Radius.Dots(c)
			x0 := comp.X.Dots(c) + r*math.Cos(comp.Start)
			y0 := comp.Y.Dots(c) + r*math.Sin(comp.Start)
			if x0 != x || y0 != y {
				fmt.Fprintf(buf, "L%.*g,%.*g", pr, x0, pr, y0)
			}
			if math.Abs(comp.Angle) >= 2*math.Pi {
				x, y = circle(buf, c, &comp)
			} else {
				x, y = arc(buf, c, &comp)
			}
		case vg.CloseComp:
			buf.WriteString("Z")
		default:
			panic(fmt.Sprintf("Unknown path component type: %d\n", comp.Type))
		}
	}
	return buf.String()
}

// circle adds circle path data to the given writer.
// Circles must be drawn using two arcs because
// SVG disallows the start and end point of an arc
// from being at the same location.
func circle(w io.Writer, c *Canvas, comp *vg.PathComp) (x, y float64) {
	angle := 2 * math.Pi
	if comp.Angle < 0 {
		angle = -2 * math.Pi
	}
	angle += remainder(comp.Angle, 2*math.Pi)
	if angle >= 4*math.Pi {
		panic("Impossible angle")
	}

	r := comp.Radius.Dots(c)
	x0 := comp.X.Dots(c) + r*math.Cos(comp.Start+angle/2)
	y0 := comp.Y.Dots(c) + r*math.Sin(comp.Start+angle/2)
	x = comp.X.Dots(c) + r*math.Cos(comp.Start+angle)
	y = comp.Y.Dots(c) + r*math.Sin(comp.Start+angle)

	fmt.Fprintf(w, "A%.*g,%.*g 0 %d %d %.*g,%.*g", pr, r, pr, r,
		large(angle/2), sweep(angle/2), pr, x0, pr, y0) //
	fmt.Fprintf(w, "A%.*g,%.*g 0 %d %d %.*g,%.*g", pr, r, pr, r,
		large(angle/2), sweep(angle/2), pr, x, pr, y)
	return
}

// remainder returns the remainder of x/y.
// We don't use math.Remainder because it
// seems to return incorrect values due to how
// IEEE defines the remainder operation…
func remainder(x, y float64) float64 {
	return (x/y - math.Trunc(x/y)) * y
}

// arc adds arc path data to the given writer.
// Arc can only be used if the arc's angle is
// less than a full circle, if it is greater then
// circle should be used instead.
func arc(w io.Writer, c *Canvas, comp *vg.PathComp) (x, y float64) {
	r := comp.Radius.Dots(c)
	x = comp.X.Dots(c) + r*math.Cos(comp.Start+comp.Angle)
	y = comp.Y.Dots(c) + r*math.Sin(comp.Start+comp.Angle)
	fmt.Fprintf(w, "A%.*g,%.*g 0 %d %d %.*g,%.*g", pr, r, pr, r,
		large(comp.Angle), sweep(comp.Angle), pr, x, pr, y)
	return
}

// sweep returns the arc sweep flag value for
// the given angle.
func sweep(a float64) int {
	if a < 0 {
		return 0
	}
	return 1
}

// large returns the arc's large flag value for
// the given angle.
func large(a float64) int {
	if math.Abs(a) >= math.Pi {
		return 1
	}
	return 0
}

func (c *Canvas) FillString(font vg.Font, x, y vg.Length, str string) {
	fontStr, ok := fontMap[font.Name()]
	if !ok {
		panic(fmt.Sprintf("Unknown font: %s", font.Name()))
	}
	sty := style(fontStr,
		elm("font-size", "medium", "%.*gpt", pr, font.Size.Points()),
		elm("fill", "#000000", colorString(c.cur().color)))
	if sty != "" {
		sty = "\n\t" + sty
	}
	fmt.Fprintf(c.buf, `<text x="%.*g" y="%.*g" transform="scale(1, -1)"%s>%s</text>`+"\n",
		pr, x.Dots(c), pr, -y.Dots(c), sty, str)
}

var (
	// fontMap maps Postscript-style font names to their
	// corresponding SVG style string.
	fontMap = map[string]string{
		"Courier":               "font-family:Courier;font-weight:normal;font-style:normal",
		"Courier-Bold":          "font-family:Courier;font-weight:bold;font-style:normal",
		"Courier-Oblique":       "font-family:Courier;font-weight:normal;font-style:oblique",
		"Courier-BoldOblique":   "font-family:Courier;font-weight:bold;font-style:oblique",
		"Helvetica":             "font-family:Helvetica;font-weight:normal;font-style:normal",
		"Helvetica-Bold":        "font-family:Helvetica;font-weight:bold;font-style:normal",
		"Helvetica-Oblique":     "font-family:Helvetica;font-weight:normal;font-style:oblique",
		"Helvetica-BoldOblique": "font-family:Helvetica;font-weight:bold;font-style:oblique",
		"Times-Roman":           "font-family:Times;font-weight:normal;font-style:normal",
		"Times-Bold":            "font-family:Times;font-weight:bold;font-style:normal",
		"Times-Italic":          "font-family:Times;font-weight:normal;font-style:italic",
		"Times-BoldItalic":      "font-family:Times;font-weight:bold;font-style:italic",
	}
)

func (c *Canvas) DPI() float64 {
	return dpi
}

// WriteTo writes the canvas to an io.Writer.
func (c *Canvas) WriteTo(w io.Writer) (int64, error) {
	b := bufio.NewWriter(w)
	n, err := c.buf.WriteTo(b)
	if err != nil {
		return n, err
	}

	// Close the groups and svg in the output buffer
	// so that the Canvas is not closed and can be
	// used again if needed.
	for i := 0; i < c.nEnds(); i++ {
		m, err := fmt.Fprintln(b, "</g>")
		n += int64(m)
		if err != nil {
			return n, err
		}
	}

	m, err := fmt.Fprintln(b, "</svg>")
	n += int64(m)
	if err != nil {
		return n, err
	}

	return n, b.Flush()
}

// nEnds returns the number of group ends
// needed before the SVG is saved.
func (c *Canvas) nEnds() int {
	n := 1 // close the transform that moves the origin
	for _, ctx := range c.stk {
		n += ctx.gEnds
	}
	return n
}

// style returns a style string composed of
// all of the given elements.  If the elements
// are all empty then the empty string is
// returned.
func style(elms ...string) string {
	str := ""
	for _, e := range elms {
		if e == "" {
			continue
		}
		if str != "" {
			str += ";"
		}
		str += e
	}
	if str == "" {
		return ""
	}
	return "style=\"" + str + "\""
}

// elm returns a style element string with the
// given key and value.  If the value matches
// default then the empty string is returned.
func elm(key, def, f string, vls ...interface{}) string {
	value := fmt.Sprintf(f, vls...)
	if value == def {
		return ""
	}
	return key + ":" + value
}

// dashArrayString returns a string representing the
// dash array specification.
func dashArrayString(c *Canvas) string {
	str := ""
	for i, d := range c.cur().dashArray {
		str += fmt.Sprintf("%.*g", pr, d.Dots(c))
		if i < len(c.cur().dashArray)-1 {
			str += ","
		}
	}
	if str == "" {
		str = "none"
	}
	return str
}

// colorString returns the hexadecimal string representation of the color
func colorString(clr color.Color) string {
	if clr == nil {
		clr = color.Black
	}
	r, g, b, _a := clr.RGBA()
	a := 255.0 / float64(_a)
	return fmt.Sprintf("#%02X%02X%02X", int(float64(r)*a),
		int(float64(g)*a), int(float64(b)*a))
}

// opacityString returns the opacity value of the given color.
func opacityString(clr color.Color) string {
	if clr == nil {
		clr = color.Black
	}
	_, _, _, a := clr.RGBA()
	return fmt.Sprintf("%.*g", pr, float64(a)/math.MaxUint16)
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/android/android.go

// android draws bugdroid, the Android mascot
// +build !appengine

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	width  = 500
	height = 500
	canvas = svg.New(os.Stdout)
)

const androidcolor = "rgb(164,198,57)"

func background(v int) { canvas.Rect(0, 0, width, height, canvas.RGB(v, v, v)) }

func android(x, y int, fill string, opacity float64) {
	var linestyle = []string{`stroke="` + fill + `"`, `stroke-linecap="round"`, `stroke-width="5"`}
	globalstyle := fmt.Sprintf("fill:%s;opacity:%.2f", fill, opacity)
	canvas.Gstyle(globalstyle)
	canvas.Arc(x+30, y+70, 35, 35, 0, false, true, x+130, y+70)                     // head
	canvas.Line(x+60, y+25, x+50, y+10, linestyle[0], linestyle[1], linestyle[2])   // left antenna
	canvas.Line(x+100, y+25, x+110, y+10, linestyle[0], linestyle[1], linestyle[2]) // right antenna
	canvas.Circle(x+60, y+45, 5, "fill:white")                                      // left eye
	canvas.Circle(x+100, y+45, 5, `fill="white"`)                                   // right eye
	canvas.Roundrect(x+30, y+75, 100, 90, 10, 10)                                   // body
	canvas.Rect(x+30, y+75, 100, 80)
	canvas.Roundrect(x+5, y+80, 20, 70, 10, 10)   // left arm
	canvas.Roundrect(x+135, y+80, 20, 70, 10, 10) // right arm
	canvas.Roundrect(x+50, y+150, 20, 50, 10, 10) // left leg
	canvas.Roundrect(x+90, y+150, 20, 50, 10, 10) // right leg
	canvas.Gend()
}

func main() {
	canvas.Start(width, height)
	canvas.Title("Android")
	background(255)

	android(100, 100, androidcolor, 1.0)
	canvas.Scale(3.0)
	android(50, 50, "gray", 0.5)
	canvas.Gend()

	canvas.Scale(0.5)
	android(100, 100, "red", 1.0)
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/barchart/barchart.go

// barchart - bar chart
package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"io"
	"math"
	"os"
	"strconv"
	"strings"
)

var (
	width, height, iscale, fontsize, barheight, gutter, cornerRadius, labelimit int
	bgcolor, barcolor, title, inbar, valformat                                  string
	showtitle, showdata, showgrid, showscale, endtitle, trace                   bool
)

const (
	gstyle      = "font-family:Calibri,sans-serif;font-size:%dpx"
	borderstyle = "stroke:lightgray;stroke-width:1px"
	scalestyle  = "text-anchor:middle;font-size:75%"
	btitlestyle = "font-style:italic;font-size:150%;text-anchor:"
	notestyle   = "font-style:italic;text-anchor:"
	datastyle   = "text-anchor:end;fill:"
	titlestyle  = "text-anchor:start;font-size:300%"
	labelstyle  = "fill:black;baseline-shift:-25%"
)

// a Barchart Defintion
// <barchart title="Bullet Graph" top="50" left="250" right="50">
//    <note>This is a note</note>
//    <note>More expository text</note>
//    <bdata title="Browser Market Share" scale="0,100,20" showdata="true" color="red" unit="%"/>
//    	<bitem name="Firefox"  value="22.5" color="green"/>
//    	<bitem name="Chrome" value="12.3"/>
//		<bitem name="IE8" value="63.5"/>
//	  <bdata>
// </barchart>

type Barchart struct {
	Top   int     `xml:"top,attr"`
	Left  int     `xml:"left,attr"`
	Right int     `xml:"right,attr"`
	Title string  `xml:"title,attr"`
	Bdata []bdata `xml:"bdata"`
	Note  []note  `xml:"note"`
}

type bdata struct {
	Title    string   `xml:"title,attr"`
	Scale    string   `xml:"scale,attr"`
	Color    string   `xml:"color,attr"`
	Unit     string   `xml:"unit,attr"`
	Showdata bool     `xml:"showdata,attr"`
	Showgrid bool     `xml:"showgrid,attr"`
	Samebar  bool     `xml:"samebar,attr"`
	Bitem    []bitem  `xml:"bitem"`
	Bstack   []bstack `xml:"bstack"`
	Note     []note   `xml:"note"`
}

type bitem struct {
	Name    string  `xml:"name,attr"`
	Value   float64 `xml:"value,attr"`
	Color   string  `xml:"color,attr"`
	Samebar bool    `xml:"samebar,attr"`
}

type bstack struct {
	Name  string `xml:"name,attr"`
	Value string `xml:"value,attr"`
	Color string `xml:"color,attr"`
}

type note struct {
	Text string `xml:",chardata"`
}

// dobc does file i/o
func dobc(location string, s *svg.SVG) {
	var f *os.File
	var err error
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err == nil {
		readbc(f, s)
		f.Close()
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// readbc reads and parses the XML specification
func readbc(r io.Reader, s *svg.SVG) {
	var bc Barchart
	if err := xml.NewDecoder(r).Decode(&bc); err == nil {
		drawbc(bc, s)
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// drawbc draws the bar chart
func drawbc(bg Barchart, canvas *svg.SVG) {

	if bg.Left == 0 {
		bg.Left = 250
	}
	if bg.Right == 0 {
		bg.Right = 50
	}
	if bg.Top == 0 {
		bg.Top = 50
	}
	if len(title) > 0 {
		bg.Title = title
	}
	labelimit = bg.Left / 8
	cr := cornerRadius
	maxwidth := width - (bg.Left + bg.Right)
	x := bg.Left
	y := bg.Top
	sep := 10
	color := barcolor
	scfmt := "%v"
	canvas.Title(bg.Title)

	// for each bdata element...
	for _, b := range bg.Bdata {
		if trace {
			fmt.Fprintf(os.Stderr, "# %s\n", b.Title)
		}
		// overide the color if specified
		if len(b.Color) > 0 {
			color = b.Color
		} else {
			color = barcolor
		}
		// extract the scale data from the XML attributes
		// if not specified, compute the scale factors
		sc := strings.Split(b.Scale, ",")
		var scalemin, scalemax, scaleincr float64

		if len(sc) != 3 {
			if len(b.Bitem) > 0 {
				scalemin, scalemax, scaleincr = scalevalues(b.Bitem)
			}

			if len(b.Bstack) > 0 {
				scalemin, scalemax, scaleincr = scalestack(b.Bstack)
			}
		} else {
			scalemin, _ = strconv.ParseFloat(sc[0], 64)
			scalemax, _ = strconv.ParseFloat(sc[1], 64)
			scaleincr, _ = strconv.ParseFloat(sc[2], 64)
		}
		// label the graph
		canvas.Text(x, y, b.Title, btitlestyle+anchor())

		y += sep * 2
		chartop := y

		// draw the data items
		canvas.Gstyle(datastyle + color)

		// stacked bars
		for _, stack := range b.Bstack {
			if trace {
				fmt.Fprintf(os.Stderr, "%s~%s\n", stack.Value, stack.Name)
			}
			stackdata := stackvalues(stack.Value)
			if len(stackdata) < 1 {
				continue
			}
			sx := x
			canvas.Text(x-sep, y+barheight/2, textlimit(stack.Name, labelimit), labelstyle)
			barop := colorange(1.0, 0.3, len(stackdata))
			for ns, sd := range stackdata {
				dw := vmap(sd, scalemin, scalemax, 0, float64(maxwidth))
				if len(stack.Color) > 0 {
					canvas.Roundrect(sx, y, int(dw), barheight, cr, cr, fmt.Sprintf("fill:%s;fill-opacity:%.2f", stack.Color, barop[ns]))
				} else {
					canvas.Roundrect(sx, y, int(dw), barheight, cr, cr, fmt.Sprintf("fill-opacity:%.2f", barop[ns]))
				}

				if (showdata || b.Showdata) && sd > 0 {
					var valuestyle = "fill-opacity:1;font-style:italic;font-size:75%;text-anchor:middle;baseline-shift:-25%;"
					var ditem string
					var datax int
					if len(b.Unit) > 0 {
						ditem = fmt.Sprintf(valformat+"%s", sd, b.Unit)
					} else {
						ditem = fmt.Sprintf(valformat, sd)
					}
					if len(inbar) > 0 {
						valuestyle += inbar
					} else {
						valuestyle += "fill:black"
					}
					datax = sx + int(dw)/2
					canvas.Text(datax, y+barheight/2, ditem, valuestyle)
				}
				sx += int(dw)
			}
			y += barheight + gutter
		}

		// plain bars
		for _, d := range b.Bitem {
			if trace {
				fmt.Fprintf(os.Stderr, "%.2f~%s\n", d.Value, d.Name)
			}
			canvas.Text(x-sep, y+barheight/2, textlimit(d.Name, labelimit), labelstyle)
			dw := vmap(d.Value, scalemin, scalemax, 0, float64(maxwidth))
			var barop float64
			if b.Samebar {
				barop = 0.3
			} else {
				barop = 1.0
			}
			if len(d.Color) > 0 {
				canvas.Roundrect(x, y, int(dw), barheight, cr, cr, fmt.Sprintf("fill:%s;fill-opacity:%.2f", d.Color, barop))
			} else {
				canvas.Roundrect(x, y, int(dw), barheight, cr, cr, fmt.Sprintf("fill-opacity:%.2f", barop))
			}
			if showdata || b.Showdata {
				var valuestyle = "fill-opacity:1;font-style:italic;font-size:75%;text-anchor:start;baseline-shift:-25%;"
				var ditem string
				var datax int
				if len(b.Unit) > 0 {
					ditem = fmt.Sprintf(valformat+"%s", d.Value, b.Unit)
				} else {
					ditem = fmt.Sprintf(valformat, d.Value)
				}
				if len(inbar) > 0 {
					valuestyle += inbar
					datax = x + fontsize/2
				} else {
					valuestyle += "fill:black"
					datax = x + int(dw) + fontsize/2
				}
				canvas.Text(datax, y+barheight/2, ditem, valuestyle)
			}
			if !d.Samebar {
				y += barheight + gutter
			}
		}
		canvas.Gend()

		// draw the scale and borders
		chartbot := y + gutter
		if showgrid || b.Showgrid {
			canvas.Line(x, chartop, x+maxwidth, chartop, borderstyle)                 // top border
			canvas.Line(x, chartbot-gutter, x+maxwidth, chartbot-gutter, borderstyle) // bottom border
		}
		if showscale {
			if scaleincr < 1 {
				scfmt = "%.1f"
			} else {
				scfmt = "%0.f"
			}
			canvas.Gstyle(scalestyle)
			for sc := scalemin; sc <= scalemax; sc += scaleincr {
				scx := vmap(sc, scalemin, scalemax, 0, float64(maxwidth))
				canvas.Text(x+int(scx), chartbot+fontsize, fmt.Sprintf(scfmt, sc))
				if showgrid || b.Showgrid {
					canvas.Line(x+int(scx), chartbot, x+int(scx), chartop, borderstyle) // grid line
				}
			}
			canvas.Gend()
		}

		// apply the note if present
		if len(b.Note) > 0 {
			canvas.Gstyle(notestyle + anchor())
			y += fontsize * 2
			leading := 3
			for _, note := range b.Note {
				canvas.Text(bg.Left, y, note.Text)
				y += fontsize + leading
			}
			canvas.Gend()
		}
		y += sep * 7 // advance vertically for the next chart
	}
	// if requested, place the title below the last chart
	if showtitle && len(bg.Title) > 0 {
		y += fontsize * 2
		canvas.Text(bg.Left, y, bg.Title, titlestyle)
	}
	// apply overall note if present
	if len(bg.Note) > 0 {
		canvas.Gstyle(notestyle + anchor())
		y += fontsize * 2
		leading := 3
		for _, note := range bg.Note {
			canvas.Text(bg.Left, y, note.Text)
			y += fontsize + leading
		}
		canvas.Gend()
	}
}

func anchor() string {
	if endtitle {
		return "end"
	}
	return "start"
}

// vmap maps one interval to another
func vmap(value float64, low1 float64, high1 float64, low2 float64, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)
}

// maxitem finds the maxima is a collection of bar items
func maxitem(data []bitem) float64 {
	max := -math.SmallestNonzeroFloat64
	for _, d := range data {
		if d.Value > max {
			max = d.Value
		}
	}
	return max
}

// maxstack finds the maxima is a stack of bars
func maxstack(stacks []bstack) float64 {
	max := -math.SmallestNonzeroFloat64
	for _, s := range stacks {
		sv := stackvalues(s.Value)
		sum := 0.0
		for _, d := range sv {
			sum += d
		}
		if sum > max {
			max = sum
		}
	}
	return max
}

// scale values returns the min, max, increment from a set of bar items
func scalevalues(data []bitem) (float64, float64, float64) {
	var m, max, increment float64
	rui := 5
	m = maxitem(data)
	max = roundup(m, 100)
	if max > 2 {
		increment = roundup(max/float64(rui), 10)
	} else {
		increment = 0.4
	}
	return 0, max, increment
}

// scalestack returns the min, max, increment from a stack of bars
func scalestack(data []bstack) (float64, float64, float64) {
	var m, max, increment float64
	rui := 5
	m = maxstack(data)
	max = roundup(m, 100)
	if max > 2 {
		increment = roundup(max/float64(rui), 10)
	} else {
		increment = 0.4
	}
	return 0, max, increment
}

// roundup rouds a floating point number up
func roundup(n float64, m int) float64 {
	i := int(n)
	if i <= 2 {
		return 2
	}
	for ; i%m != 0; i++ {
	}
	return float64(i)
}

// stack value returns the values from the value string of a stack
func stackvalues(s string) []float64 {
	v := strings.Split(s, "/")
	if len(v) <= 0 {
		return nil
	}
	vals := make([]float64, len(v))
	for i, x := range v {
		f, err := strconv.ParseFloat(x, 64)
		if err != nil {
			vals[i] = 0
		} else {
			vals[i] = f
		}
	}
	return vals
}

// colorange evenly distributes opacity across a range of values
func colorange(start, end float64, n int) []float64 {
	v := make([]float64, n)
	v[0] = start
	v[n-1] = end
	if n == 2 {
		return v
	}
	incr := (end - start) / float64(n-1)
	for i := 1; i < n-1; i++ {
		v[i] = v[i-1] + incr
	}
	return v
}

func textlimit(s string, n int) string {
	l := len(s)
	if l <= n {
		return s
	}

	return s[0:n-3] + "..."
}

// init sets up the command flags
func init() {
	flag.StringVar(&bgcolor, "bg", "white", "background color")
	flag.StringVar(&barcolor, "bc", "rgb(200,200,200)", "bar color")
	flag.StringVar(&valformat, "vfmt", "%v", "value format")
	flag.IntVar(&width, "w", 1024, "width")
	flag.IntVar(&height, "h", 800, "height")
	flag.IntVar(&barheight, "bh", 20, "bar height")
	flag.IntVar(&gutter, "g", 5, "gutter")
	flag.IntVar(&cornerRadius, "cr", 0, "corner radius")
	flag.IntVar(&fontsize, "f", 18, "fontsize (px)")
	flag.BoolVar(&showscale, "showscale", true, "show scale")
	flag.BoolVar(&showgrid, "showgrid", false, "show grid")
	flag.BoolVar(&showdata, "showdata", false, "show data values")
	flag.BoolVar(&showtitle, "showtitle", false, "show title")
	flag.BoolVar(&endtitle, "endtitle", false, "align title to the end")
	flag.BoolVar(&trace, "trace", false, "show name/value pairs")
	flag.StringVar(&inbar, "inbar", "", "data in bar format")
	flag.StringVar(&title, "t", "", "title")
}

// for every input file (or stdin), draw a bar graph
// as specified by command flags
func main() {
	flag.Parse()
	canvas := svg.New(os.Stdout)
	canvas.Start(width, height)
	canvas.Rect(0, 0, width, height, "fill:"+bgcolor)
	canvas.Gstyle(fmt.Sprintf(gstyle, fontsize))
	if len(flag.Args()) == 0 {
		dobc("", canvas)
	} else {
		for _, f := range flag.Args() {
			dobc(f, canvas)
		}
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/benchviz/benchviz.go

// benchviz: visualize benchmark data from benchcmp
package main

import (
	"bufio"
	"bytes"
	"flag"
	"fmt"
	"io"
	"math"
	"os"
	"strconv"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// geometry defines the layout of the visualization
type geometry struct {
	top, left, width, height, vwidth, vp, barHeight int
	dolines, coldata                                bool
	title, rcolor, scolor, style                    string
	deltamax, speedupmax                            float64
}

// process reads the input and calls the visualization function
func process(canvas *svg.SVG, filename string, g geometry) int {
	if filename == "" {
		return g.visualize(canvas, filename, os.Stdin)
	}
	f, err := os.Open(filename)
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return 0
	}
	defer f.Close()
	return g.visualize(canvas, filename, f)
}

// vmap maps world to canvas coordinates
func vmap(value, low1, high1, low2, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)
}

// visualize performs the visualization of the input, reading a line a time
func (g *geometry) visualize(canvas *svg.SVG, filename string, f io.Reader) int {
	var (
		err               error
		line, vs, bmtitle string
		dmin, dmax        float64
	)

	bh := g.barHeight
	vizwidth := g.vwidth
	vspacing := g.barHeight + (g.barHeight / 3) // vertical spacing
	bmtype := "delta"

	in := bufio.NewReader(f)
	canvas.Gstyle(fmt.Sprintf("font-size:%dpx;font-family:sans-serif", bh))
	if g.title == "" {
		bmtitle = filename
	} else {
		bmtitle = g.title
	}
	canvas.Text(g.left, g.top, bmtitle, "font-size:150%")

	height := 0
	for x, y, nr := g.left+g.vp, g.top+vspacing, 0; err == nil; nr++ {
		line, err = in.ReadString('\n')
		fields := strings.Split(strings.TrimSpace(line), ` `)

		if len(fields) <= 1 || len(line) < 2 {
			continue
		}
		name := fields[0]
		value := fields[len(fields)-1]
		if len(value) > 2 {
			vs = value[:len(value)-1]
		}
		v, _ := strconv.ParseFloat(vs, 64)
		av := math.Abs(v)

		switch {
		case strings.HasPrefix(value, "delt"):
			bmtype = "delta"
			dmin = 0.0
			dmax = g.deltamax // 100.0
			y += vspacing * 2
			continue

		case strings.HasPrefix(value, "speed"):
			bmtype = "speedup"
			dmin = 0.0
			dmax = g.speedupmax // 10.0
			y += vspacing * 2
			continue

		case strings.HasPrefix(name, "#"):
			y += vspacing
			canvas.Text(g.left, y, line[1:], "font-style:italic;fill:gray")
			continue
		}

		bw := int(vmap(av, dmin, dmax, 0, float64(vizwidth)))
		switch g.style {
		case "bar":
			g.bars(canvas, x, y, bw, bh, vspacing/2, bmtype, name, value, v)
		case "inline":
			g.inline(canvas, g.left, y, bw, bh, bmtype, name, value, v)
		default:
			g.bars(canvas, x, y, bw, bh, vspacing/2, bmtype, name, value, v)
		}
		y += vspacing
		height = y
	}
	canvas.Gend()
	return height
}

// inline makes the inline style pf visualization
func (g *geometry) inline(canvas *svg.SVG, x, y, w, h int, bmtype, name, value string, v float64) {
	var color string
	switch bmtype {
	case "delta":
		if v > 0 {
			color = g.rcolor
		} else {
			color = g.scolor
		}
	case "speedup":
		if v < 1.0 {
			color = g.rcolor
		} else {
			color = g.scolor
		}
	}
	canvas.Text(x-10, y, value, "text-anchor:end")
	canvas.Text(x, y, name)
	canvas.Rect(x, y-h, w, h, "fill-opacity:0.3;fill:"+color)
}

// bars creates barchart style visualization
func (g *geometry) bars(canvas *svg.SVG, x, y, w, h, vs int, bmtype, name, value string, v float64) {
	canvas.Gstyle("font-style:italic;font-size:75%")
	toffset := h / 4
	var tx int
	var tstyle string
	switch bmtype {
	case "delta":
		if v > 0 {
			canvas.Rect(x-w, y-h/2, w, h, "fill-opacity:0.3;fill:"+g.rcolor)
			tx = x - w - toffset
			tstyle = "text-anchor:end"
		} else {
			canvas.Rect(x, y-h/2, w, h, "fill-opacity:0.3;fill:"+g.scolor)
			tx = x + w + toffset
			tstyle = "text-anchor:start"
		}
	case "speedup":
		if v < 1.0 {
			canvas.Rect(x-w, y-h/2, w, h, "fill-opacity:0.3;fill:"+g.rcolor)
			tx = x - w - toffset
			tstyle = "text-anchor:end"
		} else {
			canvas.Rect(x, y-h/2, w, h, "fill-opacity:0.3;fill:"+g.scolor)
			tx = x + w + toffset
			tstyle = "text-anchor:start"
		}
	}
	if g.coldata {
		canvas.Text(x-toffset, y+toffset, value, "text-anchor:end")
	} else {
		canvas.Text(tx, y+toffset, value, tstyle)
	}
	canvas.Gend()
	canvas.Text(g.left, y+(h/2), name, "text-anchor:start")
	if g.dolines {
		canvas.Line(g.left, y+vs, g.left+(g.width-g.left), y+vs, "stroke:lightgray;stroke-width:1")
	}
}

func main() {
	var (
		width        = flag.Int("w", 1024, "width")
		top          = flag.Int("top", 50, "top")
		left         = flag.Int("left", 100, "left margin")
		vp           = flag.Int("vp", 512, "visualization point")
		vw           = flag.Int("vw", 300, "visual area width")
		bh           = flag.Int("bh", 20, "bar height")
		smax         = flag.Float64("sm", 10, "maximum speedup")
		dmax         = flag.Float64("dm", 100, "maximum delta")
		title        = flag.String("title", "", "title")
		speedcolor   = flag.String("scolor", "green", "speedup color")
		regresscolor = flag.String("rcolor", "red", "regression color")
		style        = flag.String("style", "bar", "set the style (bar or inline)")
		lines        = flag.Bool("line", false, "show lines between entries")
		coldata      = flag.Bool("col", false, "show data in a single column")
	)
	flag.Parse()

	g := geometry{
		width:      *width,
		top:        *top,
		left:       *left,
		vp:         *vp,
		vwidth:     *vw,
		barHeight:  *bh,
		title:      *title,
		scolor:     *speedcolor,
		rcolor:     *regresscolor,
		style:      *style,
		dolines:    *lines,
		coldata:    *coldata,
		speedupmax: *smax,
		deltamax:   *dmax,
	}

	// For every named file or stdin, render the SVG in memory, accumulating the height.
	var b bytes.Buffer
	canvas := svg.New(&b)
	height := 0
	if len(flag.Args()) > 0 {
		for _, f := range flag.Args() {
			height = process(canvas, f, g)
			g.top = height + 50
		}
	} else {
		height = process(canvas, "", g)
	}
	g.height = height + 15

	// Write the rendered SVG to stdout
	out := svg.New(os.Stdout)
	out.Start(g.width, g.height)
	out.Rect(0, 0, g.width, g.height, "fill:white;stroke-width:2px;stroke:lightgray")
	b.WriteTo(os.Stdout)
	out.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/bubtrail/bubtrail.go

// bubtrail draws a randmonized trail of bubbles
// +build !appengine

package main

import (
	"flag"
	"fmt"
	"math/rand"
	"os"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	width   = 1200
	height  = 600
	opacity = 0.5
	size    = 40
	niter   = 200
	canvas  = svg.New(os.Stdout)
)

func init() {
	flag.IntVar(&size, "s", 40, "bubble size")
	flag.IntVar(&niter, "n", 200, "number of iterations")
	flag.Float64Var(&opacity, "o", 0.5, "opacity")
	flag.Parse()
	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
}

func background(v int) { canvas.Rect(0, 0, width, height, canvas.RGB(v, v, v)) }

func random(howsmall, howbig int) int {
	if howsmall >= howbig {
		return howsmall
	}
	return rand.Intn(howbig-howsmall) + howsmall
}

func main() {
	var style string

	canvas.Start(width, height)
	canvas.Title("Bubble Trail")
	background(200)
	canvas.Gstyle(fmt.Sprintf("fill-opacity:%.2f;stroke:none", opacity))
	for i := 0; i < niter; i++ {
		x := random(0, width)
		y := random(height/3, (height*2)/3)
		r := random(0, 10000)
		switch {
		case r >= 0 && r <= 2500:
			style = "fill:rgb(255,255,255)"
		case r > 2500 && r <= 5000:
			style = "fill:rgb(127,0,0)"
		case r > 5000 && r <= 7500:
			style = "fill:rgb(127,127,127)"
		case r > 7500 && r <= 10000:
			style = "fill:rgb(0,0,0)"
		}
		canvas.Circle(x, y, size, style)
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/bulletgraph/bulletgraph.go

// bulletgraph - bullet graphs
// (Design Specification http://www.perceptualedge.com/articles/misc/Bullet_Graph_Design_Spec.pdf)
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"io"
	"os"
	"strconv"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	width, height, fontsize, barheight, gutter, circleradius int
	bgcolor, barcolor, datacolor, compcolor, title, font     string
	showtitle, circlemark                                    bool
	gstyle                                                   = "font-family:'%s',sans-serif;font-size:%dpx"
)

// a Bulletgraph Defintion
// <bulletgraph title="Bullet Graph" top="50" left="250" right="50">
//    <note>This is a note</note>
//    <note>More expository text</note>
//    <bdata title="Revenue 2005" subtitle="USD (1,000)" scale="0,300,50" qmeasure="150,225" cmeasure="250" measure="275"/>
//    <bdata title="Profit"  subtitle="%" scale="0,30,5" qmeasure="20,25" cmeasure="27" measure="22.5"/>
//    <bdata title="Avg Order Size subtitle="USD" scale="0,600,100" qmeasure="350,500" cmeasure="550" measure="320"/>
//    <bdata title="New Customers" subtitle="Count" scale="0,2500,500" qmeasure="1700,2000" cmeasure="2100" measure="1750"/>
//    <bdata title="Cust Satisfaction" subtitle="Top rating of 5" scale="0,5,1" qmeasure="3.5,4.5" cmeasure="4.7" measure="4.85"/>
// </bulletgraph>

// Bulletgraph is the top-level drawing
type Bulletgraph struct {
	Top   int     `xml:"top,attr"`
	Left  int     `xml:"left,attr"`
	Right int     `xml:"right,attr"`
	Title string  `xml:"title,attr"`
	Bdata []bdata `xml:"bdata"`
	Note  []note  `xml:"note"`
}

type bdata struct {
	Title    string  `xml:"title,attr"`
	Subtitle string  `xml:"subtitle,attr"`
	Scale    string  `xml:"scale,attr"`
	Qmeasure string  `xml:"qmeasure,attr"`
	Cmeasure float64 `xml:"cmeasure,attr"`
	Measure  float64 `xml:"measure,attr"`
}

type note struct {
	Text string `xml:",chardata"`
}

// dobg does file i/o
func dobg(location string, s *svg.SVG) {
	var f *os.File
	var err error
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err == nil {
		readbg(f, s)
		f.Close()
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// readbg reads and parses the XML specification
func readbg(r io.Reader, s *svg.SVG) {
	var bg Bulletgraph
	if err := xml.NewDecoder(r).Decode(&bg); err == nil {
		drawbg(bg, s)
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// drawbg draws the bullet graph
func drawbg(bg Bulletgraph, canvas *svg.SVG) {
	qmheight := barheight / 3

	if bg.Left == 0 {
		bg.Left = 250
	}
	if bg.Right == 0 {
		bg.Right = 50
	}
	if bg.Top == 0 {
		bg.Top = 50
	}
	if len(title) > 0 {
		bg.Title = title
	}

	maxwidth := width - (bg.Left + bg.Right)
	x := bg.Left
	y := bg.Top
	scalesep := 4
	tx := x - fontsize

	canvas.Title(bg.Title)
	// for each bdata element...
	for _, v := range bg.Bdata {

		// extract the data from the XML attributes
		sc := strings.Split(v.Scale, ",")
		qm := strings.Split(v.Qmeasure, ",")

		// you must have min,max,increment for the scale, at least one qualitative measure
		if len(sc) != 3 || len(qm) < 1 {
			continue
		}
		// get the qualitative measures
		qmeasures := make([]float64, len(qm))
		for i, q := range qm {
			qmeasures[i], _ = strconv.ParseFloat(q, 64)
		}
		scalemin, _ := strconv.ParseFloat(sc[0], 64)
		scalemax, _ := strconv.ParseFloat(sc[1], 64)
		scaleincr, _ := strconv.ParseFloat(sc[2], 64)

		// label the graph
		canvas.Text(tx, y+(barheight/2), fmt.Sprintf("%s (%g)", v.Title, v.Measure), "text-anchor:end;font-weight:bold")
		canvas.Text(tx, y+(barheight/2)+fontsize, v.Subtitle, "fill:darkgray;text-anchor:end;font-size:75%")

		// draw the scale
		scfmt := "%g"
		if fraction(scaleincr) > 0 {
			scfmt = "%.1f"
		}
		canvas.Gstyle("text-anchor:middle;font-size:75%")
		for sc := scalemin; sc <= scalemax; sc += scaleincr {
			scx := vmap(sc, scalemin, scalemax, 0, float64(maxwidth))
			canvas.Text(x+int(scx), y+scalesep+barheight+fontsize/2, fmt.Sprintf(scfmt, sc))
		}
		canvas.Gend()

		// draw the qualitative measures
		canvas.Gstyle("fill-opacity:0.5;fill:" + barcolor)
		canvas.Rect(x, y, maxwidth, barheight)
		for _, q := range qmeasures {
			qbarlength := vmap(q, scalemin, scalemax, 0, float64(maxwidth))
			canvas.Rect(x, y, int(qbarlength), barheight)
		}
		canvas.Gend()

		// draw the measure and the comparative measure
		barlength := int(vmap(v.Measure, scalemin, scalemax, 0, float64(maxwidth)))
		canvas.Rect(x, y+qmheight, barlength, qmheight, "fill:"+datacolor)
		cmx := int(vmap(v.Cmeasure, scalemin, scalemax, 0, float64(maxwidth)))
		if circlemark {
			canvas.Circle(x+cmx, y+barheight/2, circleradius, "fill-opacity:0.3;fill:"+compcolor)
		} else {
			cbh := barheight / 4
			canvas.Line(x+cmx, y+cbh, x+cmx, y+barheight-cbh, "stroke-width:3;stroke:"+compcolor)
		}

		y += barheight + gutter // adjust vertical position for the next iteration
	}
	// if requested, place the title below the last bar
	if showtitle && len(bg.Title) > 0 {
		y += fontsize * 2
		canvas.Text(bg.Left, y, bg.Title, "text-anchor:start;font-size:200%")
	}

	if len(bg.Note) > 0 {
		canvas.Gstyle("font-size:100%;text-anchor:start")
		y += fontsize * 2
		leading := 3
		for _, note := range bg.Note {
			canvas.Text(bg.Left, y, note.Text)
			y += fontsize + leading
		}
		canvas.Gend()
	}
}

//vmap maps one interval to another
func vmap(value float64, low1 float64, high1 float64, low2 float64, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)
}

// fraction returns the fractions portion of a floating point number
func fraction(n float64) float64 {
	i := int(n)
	return n - float64(i)
}

// init sets up the command flags
func init() {
	flag.StringVar(&bgcolor, "bg", "white", "background color")
	flag.StringVar(&barcolor, "bc", "rgb(240,240,240)", "bar color")
	flag.StringVar(&datacolor, "dc", "rgb(200,200,200)", "data color")
	flag.StringVar(&compcolor, "cc", "rgb(127,0,0)", "comparative color")
	flag.StringVar(&font, "font", "Calibri", "font")
	flag.IntVar(&width, "w", 1024, "width")
	flag.IntVar(&height, "h", 800, "height")
	flag.IntVar(&barheight, "bh", 32, "bar height")
	flag.IntVar(&circleradius, "cr", 8, "circle radius")
	flag.IntVar(&gutter, "g", 36, "gutter")
	flag.IntVar(&fontsize, "f", 18, "fontsize (px)")
	flag.BoolVar(&circlemark, "circle", false, "circle mark")
	flag.BoolVar(&showtitle, "showtitle", true, "show title")
	flag.StringVar(&title, "t", "", "title")
	flag.Parse()
}

// for every input file (or stdin), draw a bullet graph
// as specified by command flags
func main() {
	canvas := svg.New(os.Stdout)
	canvas.Start(width, height)
	canvas.Rect(0, 0, width, height, "fill:"+bgcolor)
	canvas.Gstyle(fmt.Sprintf(gstyle, font, fontsize))
	if len(flag.Args()) == 0 {
		dobg("", canvas)
	} else {
		for _, f := range flag.Args() {
			dobg(f, canvas)
		}
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/codepic/codepic.go

// codepic -- produce code+output sample suitable for slides
// +build !appengine

package main

import (
	"bufio"
	"encoding/xml"
	"flag"
	"fmt"
	"io"
	"os"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	canvas                                                    = svg.New(os.Stdout)
	font                                                      string
	codeframe, picframe, syntax                               bool
	linespacing, fontsize, top, left, boxwidth, width, height int
)

const (
	framestyle = "stroke:gray;stroke-dasharray:1,1;fill:none"
	codefmt    = "font-family:%s;font-size:%dpx"
	labelfmt   = "text-anchor:middle;" + codefmt
	kwfmt      = `<tspan %s>%s</tspan>`
	commentfmt = `<tspan font-style="italic" fill="rgb(127,127,127)">%s</tspan>`
	textfmt    = "<text x=\"%d\" y=\"%d\" xml:space=\"preserve\">%s</text>\n"
	svgofmt    = `font-weight="bold"  fill="rgb(0,0,127)"`
	gokwfmt    = `font-style="italic" fill="rgb(127,0,0)"`
)

// SVG is the incoming SVG file, capture everything into between <svg..> and </svg>
// in the Doc string.  This code will be translated to form the "picture" portion
type SVG struct {
	Width  int    `xml:"width,attr"`
	Height int    `xml:"height,attr"`
	Doc    string `xml:",innerxml"`
}

var gokw = []string{
	"defer ", "go ", "range ", "chan ", " continue", "if ", "for ", "func ",
	"uint8", "uint", "uint16", "uint32", "complex64", "complex128", " byte", "int8", "int16", "int32",
	"int64", " int", "float64", "float32", " string", "import ", "const ",
	"package ", "return", "var ", "type ", "switch ", "case ", "default:",
}

var svgokw = []string{
	".Start", ".Startview,", ".End", ".Script", ".Gstyle", ".Gtransform", ".Scale", ".Offcolor",
	".ScaleXY", ".SkewX", ".SkewY", ".SkewXY,", ".Rotate", ".TranslateRotate", ".RotateTranslate", ".Translate",
	".Group", ".Gid", ".Gend", ".ClipPath", ".ClipEnd", ".DefEnd", ".Def", ".Desc", ".Title", ".Linkf",
	".LinkEnd", ".Use", ".Mask", ".MaskEnd", ".Circle", ".Ellipse", ".Polygon", ".Rect", ".CenterRect",
	".Roundrect", ".Square", ".Path", ".Arc", ".Bezier", ".Qbez", ".Qbezier", ".Line", ".Polyline", ".Image",
	".Textpath", ".Textlines,", ".Text", ".RGBA", ".RGB", ".LinearGradient", ".RadialGradient", ".Grid",
}

// codepic makes a code+picture SVG file, given a go source file
// and conventionally named output -- given <name>.go, <name>.svg
func codepic(filename string) {
	var basename string

	bn := strings.Split(filename, ".")
	if len(bn) > 0 {
		basename = bn[0]
	} else {
		fmt.Fprintf(os.Stderr, "cannot get the basename for %s\n", filename)
		return
	}
	canvas.Start(width, height)
	canvas.Title(basename)
	canvas.Rect(0, 0, width, height, "fill:white")
	placepic(width/2, top, basename)
	canvas.Gstyle(fmt.Sprintf(codefmt, font, fontsize))
	placecode(left+fontsize, top+fontsize*2, filename)
	canvas.Gend()
	canvas.End()
}

// placecode places the code section on the left
func placecode(x, y int, filename string) {
	var rerr error
	var line string
	var ic bool
	f, err := os.Open(filename)
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return
	}
	defer f.Close()
	in := bufio.NewReader(f)

	for xp := left + fontsize; rerr == nil; y += linespacing {
		line, rerr = in.ReadString('\n')
		if len(line) > 0 {
			line, ic = svgtext(xp, y, line[0:len(line)-1])
			if !ic && syntax {
				line = keyword(line, gokwfmt, gokw)
				line = keyword(line, svgofmt, svgokw)
			}
			io.WriteString(canvas.Writer, line)
		}
	}
	if codeframe {
		canvas.Rect(top, left, left+boxwidth, y, framestyle)
	}
}

// keyword styles keywords in a line of code
func keyword(line string, style string, kw []string) string {
	for _, k := range kw {
		line = strings.Replace(line, k, fmt.Sprintf(kwfmt, style, k), 1)
	}
	return line
}

// svgtext
func svgtext(x, y int, s string) (string, bool) {
	var iscomment = false
	s = strings.Replace(s, "&", "&amp;", -1)
	s = strings.Replace(s, "<", "&lt;", -1)
	s = strings.Replace(s, ">", "&gt;", -1)

	if syntax {
		i := strings.Index(s, "// ")
		if i >= 0 {
			iscomment = true
			s = strings.Replace(s, s[i:], fmt.Sprintf(commentfmt, s[i:]), 1)
		}
	}
	return fmt.Sprintf(textfmt, x, y, s), iscomment
}

// placepic places the picture on the right
func placepic(x, y int, basename string) {
	var s SVG
	f, err := os.Open(basename + ".svg")
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return
	}
	defer f.Close()
	if err := xml.NewDecoder(f).Decode(&s); err != nil {
		fmt.Fprintf(os.Stderr, "Unable to parse (%v)\n", err)
		return
	}
	canvas.Text(x, height-10, basename+".go", fmt.Sprintf(labelfmt, font, fontsize*2))
	canvas.Group(`clip-path="url(#pic)"`, fmt.Sprintf(`transform="translate(%d,%d)"`, x, y))
	canvas.ClipPath(`id="pic"`)
	canvas.Rect(0, 0, s.Width, s.Height)
	canvas.ClipEnd()
	io.WriteString(canvas.Writer, s.Doc)
	canvas.Gend()
	if picframe {
		canvas.Rect(x, y, s.Width, s.Height, framestyle)
	}
}

// init initializes flags
func init() {
	flag.BoolVar(&codeframe, "codeframe", false, "frame the code")
	flag.BoolVar(&picframe, "picframe", false, "frame the picture")
	flag.BoolVar(&syntax, "syntax", false, "syntax coloring")
	flag.IntVar(&width, "w", 1024, "width")
	flag.IntVar(&height, "h", 768, "height")
	flag.IntVar(&linespacing, "ls", 16, "linespacing")
	flag.IntVar(&fontsize, "fs", 14, "fontsize")
	flag.IntVar(&top, "top", 20, "top")
	flag.IntVar(&left, "left", 20, "left")
	flag.IntVar(&boxwidth, "boxwidth", 450, "boxwidth")
	flag.StringVar(&font, "font", "Inconsolata", "font name")
	flag.Parse()
}

// for every file, make a code+pic SVG file
func main() {
	for _, f := range flag.Args() {
		codepic(f)
	}
}
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// colortab -- make a color/code placemat
// +build !appengine

package main

import (
	"bufio"
	"flag"
	"fmt"
	"os"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

func main() {
	var (
		canvas                 = svg.New(os.Stdout)
		filename               = flag.String("f", "svgcolors.txt", "input file")
		fontname               = flag.String("font", "Calibri,sans-serif", "fontname")
		outline                = flag.Bool("o", false, "outline")
		neg                    = flag.Bool("n", false, "negative")
		showrgb                = flag.Bool("rgb", false, "show RGB")
		showcode               = flag.Bool("showcode", true, "only show colors")
		circsw                 = flag.Bool("circle", true, "circle swatch")
		fontsize               = flag.Int("fs", 12, "fontsize")
		width                  = flag.Int("w", 1600, "width")
		height                 = flag.Int("h", 900, "height")
		rowsize                = flag.Int("r", 32, "rowsize")
		colw                   = flag.Int("c", 320, "column size")
		swatch                 = flag.Int("s", 16, "swatch size")
		gutter                 = flag.Int("g", 11, "gutter")
		err                    error
		colorfmt, tcolor, line string
	)

	flag.Parse()
	f, oerr := os.Open(*filename)
	if oerr != nil {
		fmt.Fprintf(os.Stderr, "%v\n", oerr)
		return
	}
	canvas.Start(*width, *height)
	canvas.Title("SVG Color Table")
	if *neg {
		canvas.Rect(0, 0, *width, *height, "fill:black")
		tcolor = "white"
	} else {
		canvas.Rect(0, 0, *width, *height, "fill:white")
		tcolor = "black"
	}
	top := 32
	left := 32
	in := bufio.NewReader(f)
	canvas.Gstyle(fmt.Sprintf("font-family:%s;font-size:%dpt;fill:%s",
		*fontname, *fontsize, tcolor))
	for x, y, nr := left, top, 0; err == nil; nr++ {
		line, err = in.ReadString('\n')
		fields := strings.Split(strings.TrimSpace(line), "\t")
		if nr%*rowsize == 0 && nr > 0 {
			x += *colw
			y = top
		}
		if len(fields) == 3 {
			colorfmt = "fill:" + fields[1]
			if *outline {
				colorfmt = colorfmt + ";stroke-width:1;stroke:" + tcolor
			}
			if *circsw {
				canvas.Circle(x, y, *swatch/2, colorfmt)
			} else {
				canvas.CenterRect(x, y, *swatch, *swatch, colorfmt)
			}
			canvas.Text(x+*swatch+*fontsize/2, y+(*swatch/4), fields[0], "stroke:none")
			var label string
			if *showcode {
				if *showrgb {
					label = fields[1]
				} else {
					label = fields[2]
				}
				canvas.Text(x+((*colw*4)/5), y+(*swatch/4), label, "text-anchor:end;fill:gray")
			}
		}
		y += (*swatch + *gutter)
	}
	canvas.Gend()
	canvas.End()
}
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			aliceblue	#F0F8FF	240			248			255


			antiquewhite	#FAEBD7	250			235			215


			aqua	#00FFFF	0			255			25


			aquamarine	#7FFFD4	127			255			21


			azure	#F0FFFF	240			255			255


			beige	#F5F5DC	245			245			220


			bisque	#FFE4C4	255			228			196


			black	#000000	0			0			0


			blanchedalmond	#FFEBCD	255			235			205


			blue	#0000FF	0			0			255


			blueviolet	#8A2BE2	138			43			226


			brown	#A52A2A	165			42			42


			burlywood	#DEB887	222			184			135


			cadetblue	#5F9EA0	95			158			160


			chartreuse	#7FFF00	127			255			0


			chocolate	#D2691E	210			105			30


			coral	#FF7F50	255			127			80


			cornflowerblue	#6495ED	100			149			237


			cornsilk	#FFF8DC	255			248			220


			crimson	#DC143C	220			20			60


			cyan	#00FFFF	0			255			255


			darkblue	#00008B	0			0			139


			darkcyan	#008B8B	0			139			139


			darkgoldenrod	#B8860B	184			134			11


			darkgray	#A9A9A9	169			169			169


			darkgreen	#006400	0			100			0


			darkgrey	#A9A9A9	169			169			169


			darkkhaki	#BDB76B	189			183			107


			darkmagenta	#8B008B	139			0			139


			darkolivegreen	#556B2F	85			107			47


			darkorange	#FF8C00	255			140			0


			darkorchid	#9932CC	153			50			204


			darkred	#8B0000	139			0			0


			darksalmon	#E9967A	233			150			122


			darkseagreen	#8FBC8F	143			188			143


			darkslateblue	#483D8B	72			61			139


			darkslategray	#2F4F4F	47			79			79


			darkslategrey	#2F4F4F	47			79			79


			darkturquoise	#00CED1	0			206			209


			darkviolet	#9400D3	148			0			211


			deeppink	#FF1493	255			20			147


			deepskyblue	#00BFFF	0			191			255


			dimgray	#696969	105			105			105


			dimgrey	#696969	105			105			105


			dodgerblue	#1E90FF	30			144			255


			firebrick	#B22222	178			34			34


			floralwhite	#FFFAF0	255			250			240


			forestgreen	#228B22	34			139			34


			fuchsia	#FF00FF	255			0			255


			gainsboro	#DCDCDC	220			220			220


			ghostwhite	#F8F8FF	248			248			255


			gold	#FFD700	255			215			0


			goldenrod	#DAA520	218			165			32


			gray	#808080	128			128			128


			green	#008000	0			128			0


			greenyellow	#ADFF2F	173			255			47


			grey	#808080	128			128			128


			honeydew	#F0FFF0	240			255			240


			hotpink	#FF69B4	255			105			180


			indianred	#CD5C5C	205			92			92


			indigo	#4B0082	75			0			130


			ivory	#FFFFF0	255			255			240


			khaki	#F0E68C	240			230			140


			lavender	#E6E6FA	230			230			250


			lavenderblush	#FFF0F5	255			240			245


			lawngreen	#7CFC00	124			252			0


			lemonchiffon	#FFFACD	255			250			205


			lightblue	#ADD8E6	173			216			230


			lightcoral	#F08080	240			128			128


			lightcyan	#E0FFFF	224			255			255


			lightgoldenrodyellow	#FAFAD2	250			250			210


			lightgray	#D3D3D3	211			211			211


			lightgreen	#90EE90	144			238			144


			lightgrey	#D3D3D3	211			211			211


			lightpink	#FFB6C1	255			182			193


			lightsalmon	#FFA07A	255			160			122


			lightseagreen	#20B2AA	32			178			170


			lightskyblue	#87CEFA	135			206			250


			lightslategray	#778899	119			136			153


			lightslategrey	#778899	119			136			153


			lightsteelblue	#B0C4DE	176			196			222


			lightyellow	#FFFFE0	255			255			224


			lime	#00FF00	0			255			0


			limegreen	#32CD32	50			205			50


			linen	#FAF0E6	250			240			230


			magenta	#FF00FF	255			0			255


			maroon	#800000	128			0			0


			mediumaquamarine	#66CDAA	102			205			170


			mediumblue	#0000CD	0			0			205


			mediumorchid	#BA55D3	186			85			211


			mediumpurple	#9370DB	147			112			219


			mediumseagreen	#3CB371	60			179			113


			mediumslateblue	#7B68EE	123			104			238


			mediumspringgreen	#00FA9A	0			250			154


			mediumturquoise	#48D1CC	72			209			204


			mediumvioletred	#C71585	199			21			133


			midnightblue	#191970	25			25			112


			mintcream	#F5FFFA	245			255			250


			mistyrose	#FFE4E1	255			228			225


			moccasin	#FFE4B5	255			228			181


			navajowhite	#FFDEAD	255			222			173


			navy	#000080	0			0			128


			oldlace	#FDF5E6	253			245			230


			olive	#808000	128			128			0


			olivedrab	#6B8E23	107			142			35


			orange	#FFA500	255			165			0


			orangered	#FF4500	255			69			0


			orchid	#DA70D6	218			112			214


			palegoldenrod	#EEE8AA	238			232			170


			palegreen	#98FB98	152			251			152


			paleturquoise	#AFEEEE	175			238			238


			palevioletred	#DB7093	219			112			147


			papayawhip	#FFEFD5	255			239			213


			peachpuff	#FFDAB9	255			218			185


			peru	#CD853F	205			133			63


			pink	#FFC0CB	255			192			203


			plum	#DDA0DD	221			160			221


			powderblue	#B0E0E6	176			224			230


			purple	#800080	128			0			128


			red	#FF0000	255			0			0


			rosybrown	#BC8F8F	188			143			143


			royalblue	#4169E1	65			105			225


			saddlebrown	#8B4513	139			69			19


			salmon	#FA8072	250			128			114


			sandybrown	#F4A460	244			164			96


			seagreen	#2E8B57	46			139			87


			seashell	#FFF5EE	255			245			238


			sienna	#A0522D	160			82			45


			silver	#C0C0C0	192			192			192


			skyblue	#87CEEB	135			206			235


			slateblue	#6A5ACD	106			90			205


			slategray	#708090	112			128			144


			slategrey	#708090	112			128			144


			snow	#FFFAFA	255			250			250


			springgreen	#00FF7F	0			255			127


			steelblue	#4682B4	70			130			180


			tan	#D2B48C	210			180			140


			teal	#008080	0			128			128


			thistle	#D8BFD8	216			191			216


			tomato	#FF6347	255			99			71


			turquoise	#40E0D0	64			224			208


			violet	#EE82EE	238			130			238


			wheat	#F5DEB3	245			222			179


			white	#FFFFFF	255			255			255


			whitesmoke	#F5F5F5	245			245			245


			yellow	#FFFF00	255			255			0


			yellowgreen	#9ACD32	154			205			50
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// compx: display components and connections on a grid, given a XML description
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"io"
	"math"
	"os"
	"strconv"
	"strings"
	"time"
)

// Component XML structures
type Component struct {
	Top    int      `xml:"top,attr"`
	Left   int      `xml:"left,attr"`
	Gutter int      `xml:"gutter,attr"`
	Gw     int      `xml:"gw,attr"`
	Gh     int      `xml:"gh,attr"`
	Gc     string   `xml:"gc,attr"`
	Legend []legend `xml:"legend"`
	Note   []note   `xml:"note"`
	Group  []group  `xml:"group"`
	Comp   []comp   `xml:"comp"`
}

type group struct {
	Brow    int     `xml:"brow,attr"`
	Bcol    int     `xml:"bcol,attr"`
	Erow    int     `xml:"erow,attr"`
	Ecol    int     `xml:"ecol,attr"`
	Width   int     `xml:"width,attr"`
	Height  int     `xml:"height,attr"`
	Label   string  `xml:"label,attr"`
	Color   string  `xml:"color,attr"`
	Opacity float64 `xml:"opacity,attr"`
}

type note struct {
	Row     int     `xml:"row,attr"`
	Col     int     `xml:"col,attr"`
	Width   int     `xml:"width,attr"`
	Height  int     `xml:"height,attr"`
	Size    int     `xml:"size,attr"`
	Spacing int     `xml:"spacing,attr"`
	Align   string  `xml:"align,attr"`
	Nitem   []nitem `xml:"nitem"`
}

type legend struct {
	Title  string  `xml:"title,attr"`
	Row    int     `xml:"row,attr"`
	Col    int     `xml:"col,attr"`
	Width  int     `xml:"width,attr"`
	Height int     `xml:"height,attr"`
	Size   int     `xml:"size,attr"`
	Litem  []litem `xml:"litem"`
}

type comp struct {
	Id      string    `xml:"id,attr"`
	Col     int       `xml:"col,attr"`
	Row     int       `xml:"row,attr"`
	Width   int       `xml:"width,attr"`
	Height  int       `xml:"height,attr"`
	Name    string    `xml:"name,attr"`
	Os      string    `xml:"os,attr"`
	Sw      string    `xml:"sw,attr"`
	Color   string    `xml:"color,attr"`
	Shape   string    `xml:"shape,attr"`
	Image   string    `xml:"image,attr"`
	Connect []Connect `xml:"connect"`
}

type litem struct {
	Color string `xml:"color,attr"`
	Type  string `xml:"type,attr"`
	Label string `xml:",chardata"`
}

type nitem struct {
	Color string `xml:"color,attr"`
	Align string `xml:"align,attr"`
	Text  string `xml:",chardata"`
}

// Connect defines connections
type Connect struct {
	Sloc  string `xml:"sloc,attr"`
	Dloc  string `xml:"dloc,attr"`
	Dest  string `xml:"dest,attr"`
	Mark  string `xml:"mark,attr"`
	Color string `xml:"color,attr"`
	Dir   string `xml:"dir,attr"`
	Label string `xml:",chardata"`
}

type gcomp struct {
	x, y, w, h int
}

var (
	width, height, fontscale                             int
	linesize, labelfs, notchsize, groupmargin            int
	showtitle, showtimestamp, roundbox, arc, italiclabel bool
	title, bgcolor, guide                                string
	gridw                                                = 0
	gridh                                                = 0
	globalcolor                                          = "black"
	canvas                                               = svg.New(os.Stdout)
)

const (
	lcolor      = "rgb(190,190,190)"
	boxradius   = 10
	lopacity    = "1.0"
	defcolor    = "black"
	linefmt     = "stroke:%s;fill:none"
	globalstyle = "font-family:Calibri;font-size:%dpx;fill:black;text-anchor:middle;stroke-linecap:round;stroke-width:%dpx;stroke-opacity:%s"
	ltstyle     = "text-anchor:%s;fill:black"
	legendstyle = "text-anchor:start;fill:black;font-size:%dpx"
	gridstyle   = "fill:none; stroke:gray; stroke-opacity:0.3"
	notefmt     = "font-size:%dpx"
	ntfmt       = "text-anchor:%s;fill:%s"
)

func background(fc string) { canvas.Rect(0, 0, width, height, "fill:"+fc) }

// docomp does XML file processing
func docomp(location string) {
	var f *os.File
	var err error
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}

	if err == nil {
		readcomp(f)
		f.Close()
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// readcomp reads the XML into the component data structure
func readcomp(r io.Reader) {
	var c Component
	if err := xml.NewDecoder(r).Decode(&c); err == nil {
		drawc(c)
	} else {
		fmt.Fprintf(os.Stderr, "Unable to parse components (%v)\n", err)
	}
}

// drawc interprets the compoment data structure, and displays it
func drawc(c Component) {
	gridw = c.Gw
	gridh = c.Gh
	if len(c.Gc) == 0 {
		globalcolor = c.Gc
	} else {
		globalcolor = c.Gc
	}

	// Groups
	for _, group := range c.Group {
		dogroup(group, c.Top, c.Left, c.Gutter)
	}

	// Legends
	for _, leg := range c.Legend {
		dolegend(leg, c.Top, c.Left, c.Gutter, labelfs, labelfs+4)
	}

	// Notes
	for _, note := range c.Note {
		donote(note, c.Top, c.Left, c.Gutter)
	}

	// Components
	for _, x := range c.Comp {
		for _, y := range x.Connect {
			connect(gc(x, c.Top, c.Left, c.Gutter), y.Sloc,
				lookup(y.Dest, c.Comp, c.Top, c.Left, c.Gutter),
				y.Dloc, y.Label, y.Mark, y.Dir, y.Color)
		}
		display(x, c.Top, c.Left, c.Gutter)
	}

	if len(guide) > 0 {
		grid(c.Top, c.Left, c.Gutter)
	}
	if showtitle {
		dotitle(c.Left, 30, title)
	}
	if showtimestamp {
		timestamp(30)
	}
}

// lookup returns a graphic object given an id
func lookup(id string, c []comp, t, l, g int) gcomp {
	var x gcomp
	for _, v := range c {
		if id == v.Id {
			return gc(v, t, l, g)
		}
	}
	return x
}

// dotitle positions the title relative to the bottom of the drawing
func dotitle(left, offset int, t string) {
	canvas.Text(left, height-offset, t, "font-size:200%;text-anchor:start")
}

// timestamp draws a timestamp in the lower right of the drawing
func timestamp(offset int) {
	t := time.Now()
	canvas.Text(width-offset, height-offset, t.Format(time.ANSIC), "text-anchor:end")
}

// grid displays a grid overlay, useful for determining optimal positioning
func grid(top, left, gutter int) {
	gs := strings.SplitN(guide, `x`, 4)
	if len(gs) != 4 {
		return
	}
	w, _ := strconv.Atoi(gs[0])
	h, _ := strconv.Atoi(gs[1])
	nr, _ := strconv.Atoi(gs[2])
	nc, _ := strconv.Atoi(gs[3])
	canvas.Gstyle(gridstyle)
	y := top
	for r := 0; r < nr; r++ {
		x := left
		for c := 0; c < nc; c++ {
			canvas.Rect(x, y, w, h)
			canvas.Text(x+w/2, y+h/2, fmt.Sprintf("%d,%d", r, c),
				"font-size:150%;fill:lightgray;stroke:none")
			x += w + gutter
		}
		y += h + gutter
	}
	canvas.Gend()
}

// dogroup displays a colored rectangular area
func dogroup(g group, top, left, gutter int) {
	margin := groupmargin
	bx := colx(g.Bcol, g.Width, gutter, left)
	by := rowy(g.Brow, g.Height, gutter, top)
	ex := colx(g.Ecol, g.Width, gutter, left)
	ey := rowy(g.Erow, g.Height, gutter, top)
	gw := (ex + g.Width) - bx
	gh := (ey + g.Height) - by
	var gop float64
	if g.Opacity <= 0 {
		gop = 1.0
	} else {
		gop = g.Opacity
	}
	canvas.Rect(bx-margin, by-margin, gw+margin*2, gh+margin*2,
		fmt.Sprintf("fill-opacity:%.2f;fill:%s", gop, g.Color))
	if len(g.Label) > 0 {
		canvas.Text(bx+gw/2, by+gh/2, g.Label, "fill:gray")
	}
}

// dolegend displays the legend
func dolegend(leg legend, top, left, gutter, fs, ls int) {
	if leg.Size > 0 {
		fs = leg.Size
		ls = fs + 4
	}
	fsh := fs / 2
	x := colx(leg.Col, leg.Width, gutter, left)
	y := rowy(leg.Row, leg.Height, gutter, top)

	canvas.Gstyle(fmt.Sprintf(legendstyle, fs))
	for _, v := range leg.Litem {
		if v.Type == "line" {
			canvas.Rect(x, y+fs/4, fs, fs/4, "fill:"+v.Color)
		} else {
			canvas.Square(x, y, fs, "fill:"+v.Color)
		}
		canvas.Text(x+(fs*2), y+fsh, v.Label, "baseline-shift:-30%")
		y += ls
	}
	canvas.Gend()
}

// donote displays a note
func donote(n note, top, left, gutter int) {
	var align, color string

	size := n.Size
	ls := n.Spacing
	x := colx(n.Col, n.Width, gutter, left)
	y := rowy(n.Row, n.Height, gutter, top)
	if n.Align == "middle" {
		y += n.Height / 2
	}
	if size <= 0 {
		size = labelfs
	}
	if ls == 0 {
		ls = size + 2
	}
	xp := x
	canvas.Gstyle(fmt.Sprintf(notefmt, size))
	for _, v := range n.Nitem {
		switch v.Align {
		case "left", "start", "begin":
			align = "start"
			xp = x
		case "right", "end":
			align = "end"
			xp = x + n.Width
		case "middle", "mid", "center":
			align = "middle"
			xp = x + (n.Width / 2)
		default:
			align = "start"
			xp = x
		}
		if len(v.Color) == 0 {
			color = "black"
		} else {
			color = v.Color
		}
		canvas.Text(xp, y, v.Text, fmt.Sprintf(ntfmt, align, color))
		y += ls
	}
	canvas.Gend()
}

// gc computes the components coordinates
func gc(c comp, top, left, gutter int) gcomp {
	var g gcomp

	// the object and grid dimensions equal, unless explicitly overridden

	if gridw > 0 && gridh > 0 {
		g.x = colx(c.Col, gridw, gutter, left)
		g.y = rowy(c.Row, gridh, gutter, top)
	} else {
		g.x = colx(c.Col, c.Width, gutter, left)
		g.y = rowy(c.Row, c.Height, gutter, top)
	}
	g.w = c.Width
	g.h = c.Height
	return g
}

// display a component in the context of the grid
func display(c comp, top, left, gutter int) {
	g := gc(c, top, left, gutter)
	component(g, c)
}

// component positions and draws a components and its attributes
func component(g gcomp, c comp) {
	x := g.x
	y := g.y
	w := g.w
	h := g.h
	fs := w / fontscale
	fs2 := fs / 2
	w2 := w / 2
	h3 := h / 3

	var boxcolor string
	if len(c.Color) == 0 {
		boxcolor = globalcolor
	} else {
		boxcolor = c.Color
	}
	rectstyle := fmt.Sprintf("stroke:%s;stroke-width:1;fill:%s", boxcolor, boxcolor)

	if len(c.Image) > 0 {
		canvas.Image(x, y, w, h, c.Image)
		if len(c.Name) > 0 {
			canvas.Text(x+w2, y+h/3, c.Name,
				fmt.Sprintf("font-size:%dpx;fill:%s;baseline-shift:50%%", fs, boxcolor))
		}
		return
	}

	if strings.HasPrefix(c.Shape, "#") {
		uselibrary(x, y, w, h, c.Shape)
		return
	}

	switch c.Shape {

	case "mobile", "screen":
		screen(x, y, w, h, 10, boxcolor, bgcolor)
		canvas.Gstyle(fmt.Sprintf("font-size:%dpx", fs))
		canvas.Text(x+w/2, y+h/3, c.Name)
		if len(c.Os) > 0 {
			canvas.Text(x+w/2, y+h3+fs+2, c.Os, "font-size:60%")
		}
		if len(c.Sw) > 0 {
			canvas.Text(x+w/2, y+h3+fs*2, c.Sw, "font-size:75%")
		}
		canvas.Gend()

	case "server":
		server(x, y, w, h, 10, boxcolor, lcolor)
		canvas.Text(x+w/2, y+h-10, c.Name, fmt.Sprintf("font-size:%dpx;fill:white", fs))

	case "desktop":
		l := h / 20
		desktop(x, y, w, h, l, boxcolor, bgcolor)
		canvas.Gstyle(fmt.Sprintf("font-size:%dpx", fs))
		canvas.Text(x+w/2, y+h/3, c.Name)
		if len(c.Os) > 0 {
			canvas.Text(x+w/2, y+h3+fs+2, c.Os, "font-size:60%")
		}
		if len(c.Sw) > 0 {
			canvas.Text(x+w/2, y+h3+fs*2, c.Sw, "font-size:75%")
		}
		canvas.Gend()

	case "message":
		l := h / 20
		pmy := h / 8
		message(x, y, w, h, l, lcolor, boxcolor)
		canvas.Gstyle(fmt.Sprintf("font-size:%dpx;fill:white", fs))
		if len(c.Os) > 0 {
			canvas.Text(x+w2, y+pmy+fs, c.Os, "font-size:75%")
		}
		canvas.Text(x+w2, y+h-10, c.Name, fmt.Sprintf("font-size:%dpx;fill:%s", fs, bgcolor))
		canvas.Gend()

	case "cloud":
		r := w / 3
		xc := (x + w/2) + r/4
		yc := y + h/2
		cloud(xc, yc, r, boxcolor)
		canvas.Text(xc-(r/4), yc+r/2, c.Name, fmt.Sprintf("font-size:%dpx;fill:white", fs))

	case "db":
		cylinder(x, y+(h/4), w, h-(h/2), h/4, lcolor, boxcolor)
		canvas.Text(x+w2, y+h3, c.Name, fmt.Sprintf("font-size:%dpx;fill:white", fs))
		if len(c.Sw) > 0 {
			canvas.Text(x+w2, y+2*h3, c.Sw, "font-size:75%")
		}

	case "folder":
		l := w / 10
		folder(x, y, w, h, l, boxcolor, lcolor)
		yp := y + h/2
		canvas.Gstyle(fmt.Sprintf("font-size:%dpx;fill:white", fs))
		canvas.Text(x+w/2, yp, c.Name)
		if len(c.Os) > 0 {
			canvas.Text(x+w/2, yp+fs+2, c.Os, "font-size:60%")
		}
		if len(c.Sw) > 0 {
			canvas.Text(x+w/2, yp+fs*2, c.Sw, "font-size:75%")
		}
		canvas.Gend()

	case "face":
		fr := (w / 4) - (fs / 2) // (h*3)/8
		face(x+w/2, y+h/2, fr, linesize, boxcolor, bgcolor)
		canvas.Text(x+w/2, y+(h/2)+fr+15, c.Name, fmt.Sprintf("font-size:%dpx;fill:black", fs))

	case "role":
		role(x, y, w, h, boxcolor)
		canvas.Text(x+w/2, y+h-5, c.Name, fmt.Sprintf("font-size:%dpx;fill:%s", fs, bgcolor))

	case "eaec":
		l := w / 10
		eaec(x, y, w, h, l, boxcolor, bgcolor)
		canvas.Text(x+w/2, y+h-5, c.Name, fmt.Sprintf("font-size:%dpx;fill:%s", fs, bgcolor))

	case "plain":
		if roundbox {
			canvas.Roundrect(x, y, w, h, fs2, fs2, rectstyle)
		} else {
			canvas.Rect(x, y, w, h, rectstyle)
		}
		canvas.Text(x+w2, y+(h/2), c.Name, fmt.Sprintf("font-size:%dpx;fill:white;baseline-shift:-25%%", fs))

	default:
		canvas.Rect(x, y, w, h3, rectstyle)
		canvas.Rect(x, y+h3, w, h-h3, "fill:white;stroke-width:1;stroke:gray")
		canvas.Gstyle(fmt.Sprintf("font-size:%dpx", fs))
		canvas.Text(x+w2, y+h3, c.Name, "fill:white;baseline-shift:50%")
		canvas.Text(x+w2, y+h3+fs2, c.Os, "font-size:60%")
		wordstack(x+w2, (y+h)-fs2, fs, strings.Split(c.Sw, `\n`), "fill-opacity:0.75;font-size:75%")
		canvas.Gend()
	}
}

// uselibrary draws a previously defined object
func uselibrary(x, y, w, h int, name string) {
	canvas.Use(x, y, name, fmt.Sprintf(`width="%d"`, w), fmt.Sprintf(`height="%d"`, h))
}

// Object functions
func cylinder(x, y, w, h, eh int, fill, tfill string) {
	f := "fill:" + fill
	tf := "fill:" + tfill
	canvas.Rect(x, y, w, h, f)
	canvas.Ellipse(x+w/2, y+h, w/2, eh, f)
	canvas.Ellipse(x+w/2, y, w/2, eh, tf)
}

// folder object
func folder(x, y, w, h, l int, bcolor, color string) {
	nl := w / 10
	xl := x + nl
	xw := x + w
	yl := y + nl
	yh := y + h
	l2 := nl * 2
	l3 := nl * 3
	lh := nl / 2
	var (
		xn = []int{xl, xl + l2, xl + l3, xw, xw, xl}
		yn = []int{y, y, y + lh, y + lh, yh, yh}
		xf = []int{xw, xw - l, x, x + l}
		yf = []int{yh, yl + lh, yl + lh, yh}
	)
	canvas.Polygon(xn, yn, "fill:"+color)
	canvas.Polygon(xf, yf, "fill:"+bcolor)
}

// cloud object
func cloud(x, y, r int, style string) {
	small := r / 2
	medium := (r * 6) / 10
	canvas.Gstyle("fill:" + style)
	canvas.Circle(x, y, r)
	canvas.Circle(x+r, y+small, small)
	canvas.Circle(x-r-small, y+small, small)
	canvas.Circle(x-r, y, medium)
	canvas.Rect(x-r-small, y, r*2+small, r)
	canvas.Gend()
}

// message object
func message(x, y, w, h, l int, bcolor, scolor string) {
	et := h / 3
	w2 := w / 2
	px := w / 8
	py := h / 8
	e1x := []int{x, x, x + w, x + w, x + w2, x}
	e1y := []int{y + et, y + h, y + h, y + et, y + (et * 2), y + et}
	e2x := []int{x, x + w2, x + w, x + w2, x}
	e2y := []int{y + et, y, y + et, y + (et * 2), y + et}

	canvas.Polygon(e2x, e2y, "fill:"+bcolor)
	canvas.Polygon(e1x, e1y, "fill:"+scolor)
	canvas.Roundrect(x+px, y+py, w-(px*2), h-py, l, l, "fill:"+scolor)
	canvas.Line(x, y+et, x+w2, y+(et*2), "stroke-width:1;stroke:"+bcolor)
	canvas.Line(x+w, y+et, x+w2, y+(et*2), "stroke-width:1;stroke:"+bcolor)
}

// eaec person object
func eaec(x, y, w, h, l int, scolor, bcolor string) {
	wu := w / 8
	hu := h / 12
	wh := w / 2
	hh := h / 2
	sx := []int{x + wu*2, x + wu*6, x + wh}
	sy := []int{y + hu*6, y + hu*6, y + hu*11}
	tx := []int{x + wh, x + wh + wu, x + wh, x + wh - wu, x + wh}
	ty := []int{y + hu*6, y + hu*7, y + hu*10, y + hu*7, y + hu*6}

	canvas.Ellipse(x+wh, y+hu*4, wu+wu/2, hu*2, "fill:"+bcolor)
	canvas.Roundrect(x+wu, y+hh, w-wu*2, hu*6, l, l, "fill:"+bcolor)
	canvas.Polygon(sx, sy, "fill:"+scolor)
	canvas.Polygon(tx, ty, "fill:"+bcolor)
}

// screen object
func screen(x, y, w, h, l int, bcolor, color string) {
	canvas.Roundrect(x, y, w, h, l, l, "fill:"+bcolor)
	canvas.Rect(x+l, y+l, w-(l*2), h-(l*2), "fill:"+color)
}

// kb (keyboard) object
func kb(x, y, w, h, l int, color string) {
	var xp = []int{x + l, x, x + w, x + w - l}
	var yp = []int{y, y + h, y + h, y}
	canvas.Polygon(xp, yp, "fill:"+color)
}

// desktop object
func desktop(x, y, w, h, l int, bcolor, color string) {
	screen(x, y, w, h-l*3, l, bcolor, color)
	kb(x, y+h-(l*2), w+l, l*2, l*2, bcolor)
}

// face object
func face(x, y, r, l int, color, fcolor string) {
	fu := r / 10 // "face unit"
	ep := 3 * fu
	my := y + ep
	canvas.Circle(x, y, r, fmt.Sprintf("fill:%s;stroke-width:%dpx;stroke:%s", fcolor, l, color))
	canvas.Circle(x+ep, y-ep, r/10, "fill:"+color)
	canvas.Circle(x-ep, y-ep, r/10, "fill:"+color)
	canvas.Qbez(x+ep, my, x, y+ep*2, x-ep, my, fmt.Sprintf("fill:%s;stroke-width:%dpx;stroke:%s", color, l, color))
}

// server object
func server(x, y, w, h, l int, bcolor, color string) {
	var xp = []int{x + (l * 2), (x + w) - (l * 2), (x + w) - l, x + l}
	var yp = []int{y, y, y + l, y + l}
	canvas.Polygon(xp, yp, "fill:"+color)
	canvas.Roundrect(x, y+l, w, h-l, 5, 5, "fill:"+bcolor)
	canvas.Gstyle("stroke:" + color)
	yl := y + (l / 2) + h/4
	spacing := w / 5
	for r := 0; r < 2; r++ {
		xl := x + l
		for c := 0; c < 2; c++ {
			canvas.Line(xl, yl, xl+spacing, yl)
			xl += spacing + 10
		}
		yl += h / 4
	}
	canvas.Gend()
	canvas.Circle((x+w)-l, y+h/2, l/2, "fill:"+color)
}

// role object
func role(x, y, w, h int, color string) {
	hs := h / 20
	var xp = []int{x, x, x + w/3, x + w/2, x + (w / 2) + (w / 6), x + w, x + w}
	var yp = []int{y + h, y + (16 * hs), y + (12 * hs), y + (14 * hs), y + (12 * hs), y + (16 * hs), y + h}

	// var xp = []int{x, x, x + w/2, x + w, x + w}
	// var yp = []int{y + h, y + (h5 * 4), y + (h5 * 2), y + (h5 * 4), y + h}
	canvas.Gstyle("fill:" + color)
	canvas.Polygon(xp, yp)
	canvas.Ellipse(x+w/2, (y + h/3), w/5, h/3) //  "stroke:white;stroke-width:2")
	canvas.Gend()
}

// sloper computes the slope and r of a line
func sloper(x1, y1, x2, y2 int) (m, r float64) {
	dy := float64(y1 - y2)
	dx := float64(x1 - x2)
	m = dy / dx
	r = math.Atan2(dy, dx) * (180 / math.Pi)
	return m, r
}

// rowy computes the y position of a row
func rowy(n, h, g, t int) int { return t + (n * g) + (n * h) }

// colx computes the x position of a column
func colx(n, w, g, l int) int { return l + (n * g) + (n * w) }

// compass returns the coordinates of a compass point
func compass(g gcomp, point string) (cx, cy int, dir string) {
	switch point {
	case "nw":
		cx, cy, dir = g.x, g.y, "r"
	case "nnw":
		cx, cy, dir = g.x+g.w/4, g.y, "d"
	case "nne":
		cx, cy, dir = (g.x+g.w)-(g.w/4), g.y, "d"
	case "n":
		cx, cy, dir = g.x+(g.w/2), g.y, "d"
	case "ne":
		cx, cy, dir = g.x+g.w, g.y, "l"
	case "w":
		cx, cy, dir = g.x, g.y+g.h/2, "r"
	case "wnw":
		cx, cy, dir = g.x, g.y+g.h/4, "r"
	case "wsw":
		cx, cy, dir = g.x, (g.y+g.h)-(g.h/4), "r"
	case "ese":
		cx, cy, dir = g.x+g.w, (g.y+g.h)-(g.h/4), "l"
	case "ene":
		cx, cy, dir = g.x+g.w, g.y+(g.h/4), "l"
	case "c":
		cx, cy, dir = g.x+(g.w/2), g.y+(g.h/2), "n"
	case "e":
		cx, cy, dir = g.x+g.w, g.y+(g.h/2), "l"
	case "sw":
		cx, cy, dir = g.x, g.y+g.h, "r"
	case "ssw":
		cx, cy, dir = g.x+(g.w/4), g.y+g.h, "u"
	case "sse":
		cx, cy, dir = (g.x+g.w)-(g.w/4), g.y+g.h, "u"
	case "s":
		cx, cy, dir = g.x+(g.w/2), g.y+g.h, "u"
	case "se":
		cx, cy, dir = g.x+g.w, g.y+g.h, "l"
	}
	return cx, cy, dir
}

// connect two components
func connect(c1 gcomp, p1 string, c2 gcomp, p2 string, label string, mark string, dir string, color string) {
	x1, y1, d1 := compass(c1, p1)
	x2, y2, d2 := compass(c2, p2)
	linelabel(x1, y1, x2, y2, label, mark, d1, d2, dir, color)
}

// linestyle returns the style for lines
func linestyle(color string) string {
	return fmt.Sprintf(linefmt, color)
}

// linelabel determines the connection and arrow geometry
func linelabel(x1, y1, x2, y2 int, label string, mark string, d1 string, d2 string, dir string, color string) {
	aw := linesize * 4
	ah := linesize * 3

	if len(color) == 0 {
		color = lcolor
	}
	switch mark {
	case "b":
		lx1, ly1 := arrow(x1, y1, aw, ah, d1, color)
		lx2, ly2 := arrow(x2, y2, aw, ah, d2, color)
		doline(lx1, ly1, lx2, ly2, linestyle(color), dir, label)

	case "s":
		lx1, ly1 := arrow(x1, y1, aw, ah, d1, color)
		doline(lx1, ly1, x2, y2, linestyle(color), dir, label)

	case "d":
		lx2, ly2 := arrow(x2, y2, aw, ah, d2, color)
		doline(x1, y1, lx2, ly2, linestyle(color), dir, label)

	default:
		doline(x1, y1, x2, y2, linestyle(color), dir, label)
	}
}

// doline draws a line between to coordinates
func doline(x1, y1, x2, y2 int, style, direction, label string) {
	var labelstyle string
	var upflag bool

	if italiclabel {
		labelstyle = "font-style:italic;"
	}

	tadjust := 6
	mx := (x2 - x1) / 2
	my := (y2 - y1) / 2
	lx := x1 + mx
	ly := y1 + my
	m, _ := sloper(x1, y1, x2, y2)
	hline := m == 0
	vline := m == math.Inf(-1) || m == math.Inf(1)
	straight := hline || vline

	switch {
	case m < 0: // upwards line
		upflag = true
		labelstyle += "text-anchor:end;"
		lx -= tadjust
	case hline: // horizontal line
		labelstyle += "text-anchor:middle;baseline-shift:20%;"
		ly -= tadjust
	case m > 0: // downwards line
		upflag = false
		labelstyle += "text-anchor:start;"
		lx += tadjust
	}
	if arc && !straight {
		cx, cy := x1, y2 // initial control points
		// fmt.Fprintf(os.Stderr, "%s slope = %.3f\n", label, m)
		if upflag {
			if direction == "ccw" {
				cx, cy = x2, y1
			} else {
				cx, cy = x1, y2
			}
		} else {
			if direction == "ccw" {
				cx, cy = x1, y2
			} else {
				cx, cy = x2, y1
			}
		}
		canvas.Qbez(x1, y1, cx, cy, x2, y2, style)
		labelstyle += "text-anchor:middle"
		canvas.Text(lx, ly, label, labelstyle)
	} else {
		canvas.Line(x1, y1, x2, y2, style)
		canvas.Text(lx, ly, label, labelstyle) // midpoint
	}
}

// wordstack displays text in a left-justified stack
func wordstack(x, y, fs int, s []string, style ...string) {
	ls := fs + 2
	for i := len(s); i > 0; i-- {
		canvas.Text(x, y, s[i-1], style...)
		y -= ls
	}
}

// arrow constructs line-ending arrows according to connecting points
func arrow(x, y, w, h int, dir string, color string) (xl, yl int) {
	var xp = []int{x, x, x, x}
	var yp = []int{y, y, y, y}

	n := notchsize
	switch dir {
	case "r":
		xp[1] = x - w
		yp[1] = y - h/2
		xp[2] = (x - w) + n
		yp[2] = y
		xp[3] = x - w
		yp[3] = y + h/2
		xl, yl = xp[2], y
	case "l":
		xp[1] = x + w
		yp[1] = y - h/2
		xp[2] = (x + w) - n
		yp[2] = y
		xp[3] = x + w
		yp[3] = y + h/2
		xl, yl = xp[2], y
	case "u":
		xp[1] = x - w/2
		yp[1] = y + h
		xp[2] = x
		yp[2] = (y + h) - n
		xp[3] = x + w/2
		yp[3] = y + h
		xl, yl = x, yp[2]
	case "d":
		xp[1] = x - w/2
		yp[1] = y - h
		xp[2] = x
		yp[2] = (y - h) + n
		xp[3] = x + w/2
		yp[3] = y - h
		xl, yl = x, yp[2]
	}
	canvas.Polygon(xp, yp, "fill:"+color+";fill-opacity:"+lopacity)
	return xl, yl
}

// init processes command line arguments
func init() {
	flag.IntVar(&width, "w", 1024, "width")
	flag.IntVar(&height, "h", 768, "height")
	flag.IntVar(&linesize, "l", 4, "line weight")
	flag.IntVar(&labelfs, "lf", 16, "label font size (px)")
	flag.IntVar(&fontscale, "f", 10, "font scaling factor")
	flag.IntVar(&notchsize, "n", 0, "arrow notch size")
	flag.IntVar(&groupmargin, "gm", 10, "group margin")
	flag.StringVar(&bgcolor, "bg", "white", "background color")
	flag.StringVar(&title, "t", "comp grid", "title")
	flag.BoolVar(&italiclabel, "il", false, "italic labels")
	flag.BoolVar(&showtitle, "showtitle", false, "Show the title")
	flag.BoolVar(&showtimestamp, "time", false, "Show a timestamp")
	flag.BoolVar(&roundbox, "roundbox", false, "make boxes round")
	flag.BoolVar(&arc, "arc", false, "use arcs to connect")
	flag.StringVar(&guide, "g", "", "grid guide: WxHxRxC")
	flag.Parse()
}

// for every file (or stdin) make a component diagram
func main() {
	canvas.Start(width, height)
	canvas.Title(title)
	background(bgcolor)
	canvas.Gstyle(fmt.Sprintf(globalstyle, labelfs, linesize, lopacity))

	if len(flag.Args()) == 0 {
		docomp("")
	} else {
		for _, f := range flag.Args() {
			docomp(f)
		}
	}
	canvas.Gend()
	canvas.End()
}
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     Component
     Another Thing
  
   
     Public
     Confidential
     Restricted
     Highly Restricted
  
   
     Note
     This is the test pattern for compx
     for best results, set the width to be
     at least 1300
     
     the management
  
   
     Here is another Note
     This one is bigger
  
   
     a stupid note
     you did not specify anything
  
   
   
   
   
   
   
   
   
   
   
     
  
   
     [1]
     [2]
     [3]
     North to East
  
   
     [4]
     [5]
     [6]
     [7]
     [8]
     West to North
  
   
     [9]
     [10]
     [11]
     South to West
  
   
     [12]
     [13]
     [14]
     [15]
     [16]
     East to South
  







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/doc.go

/*
Package svg generates SVG as defined by the Scalable Vector Graphics 1.1 Specification (<http://www.w3.org/TR/SVG11/>).
Output goes to the specified io.Writer.

Supported SVG elements and functions

Shapes, lines, text

 circle, ellipse, polygon, polyline, rect (including roundrects), line, text

Paths

 general, arc, cubic and quadratic bezier paths,

Image and Gradients

 image, linearGradient, radialGradient,

Transforms

 translate, rotate, scale, skewX, skewY

Filter Effects

 filter, feBlend, feColorMatrix, feColorMatrix, feComponentTransfer, feComposite, feConvolveMatrix, feDiffuseLighting,
 feDisplacementMap, feDistantLight, feFlood, feGaussianBlur, feImage, feMerge, feMorphology, feOffset, fePointLight,
 feSpecularLighting, feSpotLight,feTile, feTurbulence


Metadata elements

 desc, defs, g (style, transform, id), mask, marker, pattern, title, (a)ddress, link, script, use

Usage: (assuming GOPATH is set)

	go get github.com/ajstarks/svgo
	go install github.com/ajstarks/svgo/...


You can use godoc to browse the documentation from the command line:

	$ godoc github.com/ajstarks/svgo


a minimal program, to generate SVG to standard output.

	package main

	import (
		"github.com/ajstarks/svgo"
		"os"
	)

	func main() {
		width := 500
		height := 500
		canvas := svg.New(os.Stdout)
		canvas.Start(width, height)
		canvas.Circle(width/2, height/2, 100)
		canvas.Text(width/2, height/2, "Hello, SVG", "text-anchor:middle;font-size:30px;fill:white")
		canvas.End()
	}

Drawing in a web server: (http://localhost:2003/circle)

	package main

	import (
		"log"
		"github.com/ajstarks/svgo"
		"net/http"
	)

	func main() {
		http.Handle("/circle", http.HandlerFunc(circle))
		err := http.ListenAndServe(":2003", nil)
		if err != nil {
			log.Fatal("ListenAndServe:", err)
		}
	}

	func circle(w http.ResponseWriter, req *http.Request) {
	  w.Header().Set("Content-Type", "image/svg+xml")
	  s := svg.New(w)
	  s.Start(500, 500)
	  s.Circle(250, 250, 125, "fill:none;stroke:black")
	  s.End()
	}

Functions and types

Many functions use x, y to specify an object's location, and w, h to specify the object's width and height.
Where applicable, a final optional argument specifies the style to be applied to the object.
The style strings follow the SVG standard; name:value pairs delimited by semicolons, or a
series of name="value" pairs. For example: `"fill:none; opacity:0.3"` or  `fill="none" opacity="0.3"` (see: <http://www.w3.org/TR/SVG11/styling.html>)

The Offcolor type:

	type Offcolor struct {
		Offset  uint8
		Color   string
		Opacity float
	}

is used to specify the offset, color, and opacity of stop colors in linear and radial gradients

The Filterspec type:

	type Filterspec struct {
		In string
		In2 string
		Result string
	}

is used to specify inputs and results for filter effects

*/
package svg







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/f50/f50.go

// f50 -- given a search term, display 10x5 image grid, sorted by interestingness
// +build !appengine

package main

import (
	"encoding/xml"
	"fmt"
	"net/http"
	"net/url"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// FlickrResp defines the Flickr response
type FlickrResp struct {
	Stat   string `xml:"stat,attr"`
	Photos Photos `xml:"photos"`
}

// Photos defines a set of Flickr photos
type Photos struct {
	Page    string  `xml:"page,attr"`
	Pages   string  `xml:"pages,attr"`
	Perpage string  `xml:"perpage,attr"`
	Total   string  `xml:"total,attr"`
	Photo   []Photo `xml:"photo"`
}

// Photo defines a Flickr photo
type Photo struct {
	Id       string `xml:"id,attr"`
	Owner    string `xml:"owner,attr"`
	Secret   string `xml:"secret,attr"`
	Server   string `xml:"server,attr"`
	Farm     string `xml:"farm,attr"`
	Title    string `xml:"title,attr"`
	Ispublic string `xml:"ispublic,attr"`
	Isfriend string `xml:"isfriend,attr"`
	IsFamily string `xml:"isfamily,attr"`
}

var (
	width  = 805
	height = 500
	canvas = svg.New(os.Stdout)
)

const (
	apifmt      = "http://api.flickr.com/services/rest/?method=%s&api_key=%s&%s=%s&per_page=50&sort=interestingness-desc"
	urifmt      = "http://farm%s.static.flickr.com/%s/%s.jpg"
	apiKey      = "YOURKEY"
	textStyle   = "font-family:Calibri,sans-serif; font-size:48px; fill:white; text-anchor:start"
	imageWidth  = 75
	imageHeight = 75
)

// FlickrAPI calls the API given a method with single name/value pair
func flickrAPI(method, name, value string) string {
	return fmt.Sprintf(apifmt, method, apiKey, name, value)
}

// makeURI converts the elements of a photo into a Flickr photo URI
func makeURI(p Photo, imsize string) string {
	im := p.Id + "_" + p.Secret

	if len(imsize) > 0 {
		im += "_" + imsize
	}
	return fmt.Sprintf(urifmt, p.Farm, p.Server, im)
}

// imageGrid reads the response from Flickr, and creates a grid of images
func imageGrid(f FlickrResp, x, y, cols, gutter int, imgsize string) {
	if f.Stat != "ok" {
		fmt.Fprintf(os.Stderr, "Status: %v\n", f.Stat)
		return
	}
	xpos := x
	for i, p := range f.Photos.Photo {
		if i%cols == 0 && i > 0 {
			xpos = x
			y += (imageHeight + gutter)
		}
		canvas.Link(makeURI(p, ""), p.Title)
		canvas.Image(xpos, y, imageWidth, imageHeight, makeURI(p, "s"))
		canvas.LinkEnd()
		xpos += (imageWidth + gutter)
	}
}

// fs calls the Flickr API to perform a photo search
func fs(s string) {
	var f FlickrResp
	r, weberr := http.Get(flickrAPI("flickr.photos.search", "text", s))
	if weberr != nil {
		fmt.Fprintf(os.Stderr, "%v\n", weberr)
		return
	}
	defer r.Body.Close()
	xmlerr := xml.NewDecoder(r.Body).Decode(&f)
	if xmlerr != nil || r.StatusCode != http.StatusOK {
		fmt.Fprintf(os.Stderr, "%v (status=%d)\n", xmlerr, r.StatusCode)
		return
	}
	canvas.Title(s)
	imageGrid(f, 5, 5, 10, 5, "s")
	canvas.Text(20, height-40, s, textStyle)
}

// for each search term on the commandline, create a photo grid
func main() {
	for i := 1; i < len(os.Args); i++ {
		canvas.Start(width, height)
		canvas.Rect(0, 0, width, height, "fill:black")
		fs(url.QueryEscape(os.Args[i]))
		canvas.End()
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/fe/fe.go

// fe: SVG Filter Effect example from http://www.w3.org/TR/SVG/filters.html#AnExample
// +build !appengine

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"os"
)

func main() {

	canvas := svg.New(os.Stdout)
	width := 410
	height := 120

	canvas.Start(width, height)
	canvas.Title(`SVGo Filter Example`)
	canvas.Desc(`Combines multiple filter primitives to produce a 3D lighting effect`)

	gfs := svg.Filterspec{In: "SourceAlpha", Result: "blur"}
	ofs := svg.Filterspec{In: "blur", Result: "offsetBlur"}
	sfs := svg.Filterspec{In: "blur", Result: "specOut"}
	cfs1 := svg.Filterspec{In: "specOut", In2: "SourceAlpha", Result: "specOut"}
	cfs2 := svg.Filterspec{In: "SourceGraphic", In2: "specOut", Result: "litPaint"}

	// define the filters
	canvas.Def()
	canvas.Filter("myFilter")
	canvas.FeGaussianBlur(gfs, 4, 4)
	canvas.FeOffset(ofs, 4, 4)
	canvas.FeSpecularLighting(sfs, 5, .75, 20, "#bbbbbb")
	canvas.FePointLight(-5000, -10000, 20000)
	canvas.FeSpecEnd()
	canvas.FeComposite(cfs1, "in", 0, 0, 0, 0)
	canvas.FeComposite(cfs2, "arithmetic", 0, 1, 1, 0)
	canvas.FeMerge([]string{ofs.Result, cfs2.Result})
	canvas.Fend()
	canvas.DefEnd()

	// specify the graphic
	canvas.Gid("SVG")
	canvas.Path("M50,90 C0,90 0,30 50,30 L150,30 C200,30 200,90 150,90 z", "fill:none;stroke:#D90000;stroke-width:10")
	canvas.Path("M60,80 C30,80 30,40 60,40 L140,40 C170,40 170,80 140,80 z", "fill:#D90000")
	canvas.Text(52, 76, "SVG", "fill:white;stroke:black;font-size:45;font-family:Verdana")
	canvas.Gend()

	canvas.Rect(0, 0, width, height, "stroke:black;fill:white")
	canvas.Use(0, 0, "#SVG")                              // plain graphic
	canvas.Use(200, 0, "#SVG", `filter="url(#myFilter)"`) // filter applied
	canvas.End()
}
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// flower - draw random flowers, inspired by Evelyn Eastmond's DesignBlocks gererated "grain2"
// +build !appengine

package main

import (
	"flag"
	"fmt"
	"math"
	"math/rand"
	"os"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	canvas    = svg.New(os.Stdout)
	niter     = flag.Int("n", 200, "number of iterations")
	width     = flag.Int("w", 500, "width")
	height    = flag.Int("h", 500, "height")
	thickness = flag.Int("t", 10, "max petal thinkness")
	np        = flag.Int("p", 15, "max number of petals")
	psize     = flag.Int("s", 30, "max length of petals")
	opacity   = flag.Int("o", 50, "max opacity (10-100)")
)

const flowerfmt = `stroke:rgb(%d,%d,%d); stroke-opacity:%.2f; stroke-width:%d`

func radial(xp int, yp int, n int, l int, style ...string) {
	var x, y, r, t, limit float64
	limit = 2.0 * math.Pi
	r = float64(l)
	canvas.Gstyle(style[0])
	for t = 0.0; t < limit; t += limit / float64(n) {
		x = r * math.Cos(t)
		y = r * math.Sin(t)
		canvas.Line(xp, yp, xp+int(x), yp+int(y))
	}
	canvas.Gend()
}

func random(howsmall, howbig int) int {
	if howsmall >= howbig {
		return howsmall
	}
	return rand.Intn(howbig-howsmall) + howsmall
}

func randrad(w int, h int, n int) {
	var x, y, r, g, b, o, s, t, p int
	for i := 0; i < n; i++ {
		x = rand.Intn(w)
		y = rand.Intn(h)
		r = rand.Intn(255)
		g = rand.Intn(255)
		b = rand.Intn(255)
		o = random(10, *opacity)
		s = random(10, *psize)
		t = random(2, *thickness)
		p = random(10, *np)
		radial(x, y, p, s, fmt.Sprintf(flowerfmt, r, g, b, float64(o)/100.0, t))
	}
}

func background(v int) { canvas.Rect(0, 0, *width, *height, canvas.RGB(v, v, v)) }

func init() {
	flag.Parse()
	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
}

func main() {
	canvas.Start(*width, *height)
	canvas.Title("Random Flowers")
	background(255)
	randrad(*width, *height, *niter)
	canvas.End()
}
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// fontcompare: compare two fonts
// +build !appengine

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	canvas = svg.New(os.Stdout)
	width  = 1000
	height = 600
	chars  = "ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789(){}[],.:;-+*/\\&_^%$#@!~`'\"<>"
	gstyle = "font-family:%s;font-size:%dpt;text-anchor:middle;fill:%s;fill-opacity:%.2f"
)

func letters(top, left int, font, color string, opacity float32) {
	rows := 7
	cols := 13
	glyph := 0
	fontsize := 32
	spacing := fontsize * 2
	x := left
	y := top
	canvas.Gstyle(fmt.Sprintf(gstyle, font, fontsize, color, opacity))
	for r := 0; r < rows; r++ {
		for c := 0; c < cols; c++ {
			canvas.Text(x, y, chars[glyph:glyph+1])
			glyph++
			x += spacing
		}
		x = left
		y += spacing
	}
	canvas.Gend()
}

func main() {
	if len(os.Args) > 2 {
		canvas.Start(width, height)
		canvas.Rect(0, 0, width, height, "fill:white")
		canvas.Text(80, 540, os.Args[1], "font-size:14pt; fill:blue; font-family:"+os.Args[1])
		canvas.Text(80, 560, os.Args[2], "font-size:14pt; fill:red;  font-family:"+os.Args[2])
		letters(100, 100, os.Args[1], "blue", 0.5)
		letters(100, 100, os.Args[2], "red", 0.5)
		canvas.End()
	}
}
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// funnel draws a funnel-like shape
// +build !appengine

package main

import (
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)
var width = 320
var height = 480

func funnel(bg int, fg int, grid int, dim int) {
	h := dim / 2
	canvas.Rect(0, 0, width, height, canvas.RGB(bg, bg, bg))
	for size := grid; size < width; size += grid {
		canvas.Ellipse(h, size, size/2, size/2, canvas.RGBA(fg, fg, fg, 0.2))
	}
}

func main() {
	canvas.Start(width, height)
	canvas.Title("Funnel")
	funnel(0, 255, 25, width)
	canvas.End()
}
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// gradient shows sample gradient fills
// +build !appengine

package main

import (
	"os"
	"strconv"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

func main() {
	width := 500
	height := 500

	lg := []svg.Offcolor{
		{0, "rgb(255,255,0)", 1.0},
		{100, "rgb(255,0,0)", .5},
		{0, "rgb(200,200,200)", 0.0},
		{100, "rgb(0,0,255)", 1.0}}

	rainbow := []svg.Offcolor{
		{10, "#00cc00", 1},
		{30, "#006600", 1},
		{70, "#cc0000", 1},
		{90, "#000099", 1}}

	rg := []svg.Offcolor{
		{1, "powderblue", 1},
		{10, "lightskyblue", 1},
		{100, "darkblue", 1}}

	g := svg.New(os.Stdout)
	g.Start(width, height)
	g.Title("Gradients")
	g.Rect(0, 0, width, height, "fill:white")
	g.Def()
	g.LinearGradient("h", 0, 100, 0, 0, lg)
	g.LinearGradient("v", 0, 0, 100, 0, lg)
	g.LinearGradient("rainbow", 0, 0, 100, 0, rainbow)
	g.RadialGradient("rad100", 50, 50, 100, 25, 25, rg)
	g.RadialGradient("rad50", 50, 50, 50, 20, 50, rg)
	for i := 50; i < 100; i += 10 {
		g.RadialGradient("grad"+strconv.Itoa(i), 50, 50, uint8(i), 20, 50, rg)
	}
	g.DefEnd()

	g.Ellipse(width/2, height/2, 100, 100, "fill:url(#rad100)")
	g.Rect(300, 200, 100, 100, "fill:url(#h)")
	g.Rect(100, 200, 100, 100, "fill:url(#v)")
	g.Roundrect(10, 10, width-20, 50, 10, 10, "fill:url(#rainbow)")

	for i := 50; i < 100; i += 10 {
		g.Circle(i*5, 100, 15, "fill:url(#grad"+strconv.Itoa(i)+")")
	}
	g.End()
}
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// html5logo draws the w3c HTML5 logo, with scripting added
// +build !appengine

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"os"
)

func main() {
	// HTML5 logo data from
	// "Understanding and Optimizing Web Graphics", Session 508,
	// Dean Jackson, Apple WWDC 2011
	//
	// Draggable elements via Jeff Schiller's dragsvg Javascript library

	// shield
	var sx = []int{71, 30, 481, 440, 255}
	var sy = []int{460, 0, 0, 460, 512}
	// highlight
	var hx = []int{256, 405, 440, 256}
	var hy = []int{472, 431, 37, 37}
	// "five"
	var fx = []int{181, 176, 392, 393, 396, 397, 114, 115, 129, 325, 318, 256, 192, 188, 132, 139, 256, 371, 372, 385, 387, 371}
	var fy = []int{208, 150, 150, 138, 109, 94, 94, 109, 265, 265, 338, 355, 338, 293, 293, 382, 414, 382, 372, 223, 208, 208}

	canvas := svg.New(os.Stdout)
	width := 512
	height := 512

	// begin the document with the onload event, and namespace for dragging
	canvas.Start(width, height, `onload="initializeDraggableElements();"`, `xmlns:drag="http://www.codedread.com/dragsvg"`)
	canvas.Title("HTML5 Logo")
	canvas.Rect(0, 0, width, height)                                               // black background
	canvas.Script("application/javascript", "http://www.codedread.com/dragsvg.js") // reference the drag script
	canvas.Polygon(sx, sy, `drag:enable="true"`, canvas.RGB(227, 79, 38))          // draggable shield
	canvas.Polygon(hx, hy, `drag:enable="true"`, canvas.RGBA(255, 255, 255, 0.3))  // draggable highlight
	canvas.Polygon(fx, fy, `drag:enable="true"`, canvas.RGB(219, 219, 219))        // draggable five
	canvas.End()
}
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// imfade progressively fades the Go gopher image
// +build !appengine

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

func main() {
	width := 768
	height := 128
	image := "gophercolor128x128.png"
	if len(os.Args) > 1 {
		image = os.Args[1]
	}
	canvas.Start(width, height)
	canvas.Title("Image Fade")
	opacity := 1.0
	for i := 0; i < width-128; i += 100 {
		canvas.Image(i, 0, 128, 128, image, fmt.Sprintf("opacity:%.2f", opacity))
		opacity -= 0.10
	}
	canvas.Grid(0, 0, width, height, 16, "stroke:gray; opacity:0.2")

	canvas.End()
}
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// lewitt: inspired by by Sol LeWitt's Wall Drawing 91:
// +build !appengine

package main

//
// A six-inch (15 cm) grid covering the wall.
// Within each square, not straight lines from side to side, using
// red, yellow and blue pencils.  Each square contains at least
//  one line of each color.
//
// This version violates the original instructions in that straight lines
// as well as arcs are used

import (
	"flag"
	"fmt"
	"math/rand"
	"os"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

const tilestyle = `stroke-width:1; stroke:rgb(128,128,128); stroke-opacity:0.5; fill:white`
const penstyle = `stroke:rgb%s; fill:none; stroke-opacity:%.2f; stroke-width:%d`

var width = 720
var height = 720

var nlines = flag.Int("n", 20, "number of lines/square")
var nw = flag.Int("w", 3, "maximum pencil width")
var pencils = []string{"(250, 13, 44)", "(247, 212, 70)", "(52, 114, 245)"}

func background(v int) { canvas.Rect(0, 0, width, height, canvas.RGB(v, v, v)) }

func lewitt(x int, y int, gsize int, n int, w int) {
	var x1, x2, y1, y2 int
	var op float64
	canvas.Rect(x, y, gsize, gsize, tilestyle)
	for i := 0; i < n; i++ {
		choice := rand.Intn(len(pencils))
		op = float64(random(1, 10)) / 10.0
		x1 = random(x, x+gsize)
		y1 = random(y, y+gsize)
		x2 = random(x, x+gsize)
		y2 = random(y, y+gsize)
		if random(0, 100) > 50 {
			canvas.Line(x1, y1, x2, y2, fmt.Sprintf(penstyle, pencils[choice], op, random(1, w)))
		} else {
			canvas.Arc(x1, y1, gsize, gsize, 0, false, true, x2, y2, fmt.Sprintf(penstyle, pencils[choice], op, random(1, w)))
		}
	}
}

func random(howsmall, howbig int) int {
	if howsmall >= howbig {
		return howsmall
	}
	return rand.Intn(howbig-howsmall) + howsmall
}

func init() {
	flag.Parse()
	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
}

func main() {

	canvas.Start(width, height)
	canvas.Title("Sol Lewitt's Wall Drawing 91")
	background(255)
	gsize := 120
	nc := width / gsize
	nr := height / gsize
	for cols := 0; cols < nc; cols++ {
		for rows := 0; rows < nr; rows++ {
			lewitt(cols*gsize, rows*gsize, gsize, *nlines, *nw)
		}
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/LICENSE

The contents of this repository are Licensed under 
the Creative Commons Attribution 3.0 license as described in
http://creativecommons.org/licenses/by/3.0/us/
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// ltr: Layer Tennis remixes

package main

import (
	"flag"
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	canvas                            = svg.New(os.Stdout)
	poster, opacity, row, col, offset bool
	title                             string
	width, height                     int
)

const (
	stdwidth  = 900
	stdheight = 280
	ni        = 11
)

// imagefiles returns a list of files in the specifed directory
// or nil on error. Each file includes the prepended directory name
func imagefiles(directory string) []string {
	f, ferr := os.Open(directory)
	if ferr != nil {
		return nil
	}
	defer f.Close()
	files, derr := f.Readdir(-1)
	if derr != nil || len(files) == 0 {
		return nil
	}
	names := make([]string, len(files))
	for i, v := range files {
		names[i] = directory + "/" + v.Name()
	}
	return names
}

// ltposter creates poster style: a title, followed by a list
// of volleys
func ltposter(x, y, w, h int, f []string) {
	canvas.Image(x, y, w*2, h*2, f[0]) // first file, assumed to be the banner
	y = y + (h * 2)
	for i := 1; i < len(f); i += 2 {
		canvas.Image(x, y, w, h, f[i])
		canvas.Image(x+w, y, w, h, f[i+1])
		if i%2 == 1 {
			y += h
		}
	}
}

// ltcol creates a single column of volley images
func ltcol(x, y, w, h int, f []string) {
	for i := 0; i < len(f); i++ {
		canvas.Image(x, y, w, h, f[i])
		y += h
	}
}

// ltop creates a view with each volley stacked together with
// semi-transparent opacity
func ltop(x, y, w, h int, f []string) {
	for i := 1; i < len(f); i++ { // skip the first file, assumed to be the banner
		canvas.Image(x, y, w, h, f[i], "opacity:0.2")
	}
}

// ltrow creates a row-wise view of volley images.
func ltrow(x, y, w, h int, f []string) {
	for i := 0; i < len(f); i++ {
		canvas.Image(x, y, w, h, f[i])
		x += w
	}
}

// ltoffset creates a view where each volley is offset from its opposing volley.
func ltoffset(x, y, w, h int, f []string) {
	for i := 1; i < len(f); i++ { // skip the first file, assumed to be the banner

		if i%2 == 0 {
			x += w
		} else {
			x = 0
		}
		canvas.Image(x, y, w, h, f[i])
		y += h
	}
}

// dotitle creates the title
func dotitle(s string) {
	if len(title) > 0 {
		canvas.Title(title)
	} else {
		canvas.Title(s)
	}
}

// init sets up the command line flags.
func init() {
	flag.BoolVar(&poster, "poster", false, "poster style")
	flag.BoolVar(&opacity, "opacity", false, "opacity style")
	flag.BoolVar(&row, "row", false, "display is a single row")
	flag.BoolVar(&col, "col", false, "display in a single column")
	flag.BoolVar(&offset, "offset", false, "display in a row, even layers offset")
	flag.IntVar(&width, "width", stdwidth, "image width")
	flag.IntVar(&height, "height", stdheight, "image height")
	flag.StringVar(&title, "title", "", "title")
	flag.Parse()
}

func main() {
	x := 0
	y := 0
	nd := len(flag.Args())
	for i, dir := range flag.Args() {
		filelist := imagefiles(dir)
		if len(filelist) != ni || filelist == nil {
			fmt.Fprintf(os.Stderr, "in the %s directory, need %d images, read %d\n", dir, ni, len(filelist))
			continue
		}
		switch {

		case opacity:
			if i == 0 {
				canvas.Start(width*nd, height*nd)
				dotitle(dir)
			}
			ltop(x, y, width, height, filelist)
			y += height

		case poster:
			if i == 0 {
				canvas.Start(width, ((height*(ni-1)/4)+height)*nd)
				dotitle(dir)
			}
			ltposter(x, y, width/2, height/2, filelist)
			y += (height * 3) + (height / 2)

		case col:
			if i == 0 {
				canvas.Start(width*nd, height*ni)
				dotitle(dir)
			}
			ltcol(x, y, width, height, filelist)
			x += width

		case row:
			if i == 0 {
				canvas.Start(width*ni, height*nd)
				dotitle(dir)
			}
			ltrow(x, y, width, height, filelist)
			y += height

		case offset:
			n := ni - 1
			pw := width * 2
			ph := nd * (height * (n))
			if i == 0 {
				canvas.Start(pw, ph)
				canvas.Rect(0, 0, pw, ph, "fill:white")
				dotitle(dir)
			}
			ltoffset(x, y, width, height, filelist)
			y += n * height

		}
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/marker/marker.go

// marker test
// +build !appengine

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"os"
)

func main() {
	canvas := svg.New(os.Stdout)
	canvas.Start(500, 500)
	canvas.Title("Marker")

	canvas.Def()
	canvas.Marker("dot", 5, 5, 8, 8)
	canvas.Circle(5, 5, 3, "fill:black")
	canvas.MarkerEnd()

	canvas.Marker("box", 5, 5, 8, 8)
	canvas.CenterRect(5, 5, 6, 6, "fill:green")
	canvas.MarkerEnd()

	canvas.Marker("arrow", 2, 6, 13, 13)
	canvas.Path("M2,2 L2,11 L10,6 L2,2", "fill:blue")
	canvas.MarkerEnd()
	canvas.DefEnd()

	x := []int{100, 250, 100}
	y := []int{100, 250, 400}
	canvas.Polyline(x, y,
		`fill="none"`,
		`stroke="red"`,
		`marker-start="url(#dot)"`,
		`marker-mid="url(#arrow)"`,
		`marker-end="url(#box)"`)
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/newsvg

#!/bin/sh

if test $# -lt 1
then
    echo "specify a file"
    exit 2
fi

if test ! -f $1 
then
cat <<!  > $1
package main

import (
  "github.com/ajstarks/svgo"
  "os"
)

var (
  width = 500
  height = 500
  canvas = svg.New(os.Stdout)
)

func background(v int) { canvas.Rect(0, 0, width, height, canvas.RGB(v, v, v)) }


func main() {
  canvas.Start(width, height)
  background(255)
  
  // your code here
  
  canvas.Grid(0, 0, width, height, 10, "stroke:black;opacity:0.1")
  canvas.End()
}
!
fi
$EDITOR $1







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/paths/paths.go

// paths draws the W3C logo as a paths
// +build !appengine

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

func w3c() {
	w3path := `M36,5l12,41l12-41h33v4l-13,21c30,10,2,69-21,28l7-2c15,27,33,-22,3,-19v-4l12-20h-15l-17,59h-1l-13-42l-12,42h-1l-20-67h9l12,41l8-28l-4-13h9`
	cpath := `M94,53c15,32,30,14,35,7l-1-7c-16,26-32,3-34,0M122,16c-10-21-34,0-21,30c-5-30 16,-38 23,-21l5-10l-2-9`
	canvas.Path(w3path, "fill:#005A9C")
	canvas.Path(cpath)
}

func main() {
	canvas.Startview(700, 200, 0, 0, 700, 200)
	canvas.Title("Paths")
	for i := 0; i < 5; i++ {
		canvas.Gtransform(fmt.Sprintf("translate(%d,0)", i*130))
		w3c()
		canvas.Gend()
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/pattern/pattern.go

// pattern: test the pattern function
package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"fmt"
	"os"
)

func main() {
	canvas := svg.New(os.Stdout)
	w, h := 500, 500
	pct := 5
	pw, ph := (w*pct)/100, (h*pct)/100
	canvas.Start(w, h)

	// define the pattern
	canvas.Def()
	canvas.Pattern("hatch", 0, 0, pw, ph, "user")
	canvas.Gstyle("fill:none;stroke-width:1")
	canvas.Path(fmt.Sprintf("M0,0 l%d,%d", pw, ph), "stroke:red")
	canvas.Path(fmt.Sprintf("M%d,0 l-%d,%d", pw, pw, ph), "stroke:blue")
	canvas.Gend()
	canvas.PatternEnd()
	canvas.DefEnd()

	// use the pattern
	canvas.Gstyle("stroke:black; stroke-width:2")
	canvas.Circle(w/2, h/2, h/8, "fill:url(#hatch)")
	canvas.CenterRect((w*4)/5, h/2, h/4, h/4, "fill:url(#hatch)")
	canvas.Gend()
	canvas.End()
}
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github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/planets/planets.go

// planets: an exploration of scale
// +build !appengine

package main

import (
	"flag"
	"image/png"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var ssDist = []float64{
	0.00,  // Sun
	0.34,  // Mercury
	0.72,  // Venus
	1.00,  // Earth
	1.54,  // Mars
	5.02,  // Jupiter
	9.46,  // Saturn
	20.11, // Uranus
	30.08} // Netpune

var ssRad = []float64{ // Miles
	423200.0, // Sun
	1516.0,   // Mercury
	3760.0,   // Venus
	3957.0,   // Earth
	2104.0,   // Mars
	42980.0,  // Jupiter
	35610.0,  // Saturn
	15700.0,  // Uranus
	15260.0}  // Neptune

var ssColor = []string{ // R, G, B
	//  Eyeballed from image
	"F7730C", // Sun
	"FAF8F2", // Mercury
	"FFFFF2", // Venus
	"0B5CE3", // Earth
	"F0C61D", // Mars
	"FDC791", // Jupiter
	"E0C422", // Saturn
	"DCF1F5", // Uranus
	"39B6F7"} // Neptune

var ssImages = []string{
	"sun.png",
	"mercury.png",
	"venus.png",
	"earth.png",
	"mars.png",
	"jupiter.png",
	"saturn.png",
	"uranus.png",
	"neptune.png"}

var showdisk = flag.Bool("d", false, "show disk")
var canvas = svg.New(os.Stdout)

func vmap(value float64, low1 float64, high1 float64, low2 float64, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)
}

func main() {

	width := 1200
	height := 200

	flag.Parse()
	canvas.Start(width, height)
	canvas.Title("Planets")
	canvas.Rect(0, 0, width, height, "fill:black")
	nobj := len(ssDist)
	y := height / 2
	margin := 100
	minsize := 7.0
	labeloc := height / 4

	var x, r, imScale, maxh float64
	var px, po int

	if *showdisk {
		maxh = float64(height) / minsize
	} else {
		maxh = float64(height) / 4.0
	}
	for i := 1; i < nobj; i++ {
		x = vmap(ssDist[i], ssDist[1], ssDist[nobj-1], float64(margin), float64(width-margin))
		r = (vmap(ssRad[i], ssRad[1], ssRad[nobj-1], minsize, maxh)) / 2
		px = int(x)
		if *showdisk {
			po = 0
			canvas.Circle(px, y, int(r), "fill:#"+ssColor[i])
		} else { // show images
			f, err := os.Open(ssImages[i])
			if err != nil {
				println("bad image file:", ssImages[i])
				continue
			}
			defer f.Close()
			p, perr := png.DecodeConfig(f)
			if perr != nil {
				println("bad decode:", ssImages[i])
				continue
			}
			imScale = r / float64(p.Width)
			hs := float64(p.Height) * imScale
			dy := y - (int(hs) / 2) // center the image
			po = int(r) / 2
			canvas.Image(px, dy, int(r), int(hs), ssImages[i])
		}
		if ssDist[i] == 1.0 { // earth
			canvas.Line(px+po, y-po, px+po, y-labeloc,
				"stroke-width:1px;stroke:white")
			canvas.Text(px+po, y-labeloc-10, "You are here",
				"fill:white; font-size:14px; font-family:Calibri; text-anchor:middle")
		}
	}
	canvas.End()
}
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github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/pmap/pmap.go

// pmap percentage maps
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"io"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// Pmap defines a porportional map
type Pmap struct {
	Top   int     `xml:"top,attr"`
	Left  int     `xml:"left,attr"`
	Title string  `xml:"title,attr"`
	Pdata []Pdata `xml:"pdata"`
}

// Pdata defines data with a portpotional map
type Pdata struct {
	Legend    string `xml:"legend,attr"`
	Stagger   string `xml:"stagger,attr"`
	Alternate string `xml:"alternate,attr"`
	Item      []Item `xml:"item"`
}

// Item defines an item with porpotional map data
type Item struct {
	Name  string  `xml:",chardata"`
	Value float64 `xml:"value,attr"`
}

var (
	width, height, fontsize, fontscale, round, gutter, pred, pgreen, pblue, oflen int
	bgcolor, olcolor, colorspec, title                                            string
	showpercent, showdata, alternate, showtitle, stagger, showlegend, showtotal   bool
	ofpct                                                                         float64
	leftmargin                                                                    = 40
	topmargin                                                                     = 40
	canvas                                                                        = svg.New(os.Stdout)
)

const (
	globalfmt   = "stroke-width:1;font-family:Calibri,sans-serif;text-anchor:middle;font-size:%dpt"
	legendstyle = "text-anchor:start;font-size:150%"
	linefmt     = "stroke:%s"
)

func dopmap(location string) {
	var f *os.File
	var err error
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err == nil {
		readpmap(f)
		f.Close()
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

func readpmap(r io.Reader) {
	var pm Pmap
	if err := xml.NewDecoder(r).Decode(&pm); err == nil {
		drawpmap(pm)
	} else {
		fmt.Fprintf(os.Stderr, "Unable to parse pmap (%v)\n", err)
	}
}

func drawpmap(m Pmap) {
	fs := fontsize
	if m.Left > 0 {
		leftmargin = m.Left
	}
	if m.Top > 0 {
		topmargin = m.Top
	} else {
		topmargin = fs * fontscale
	}
	x := leftmargin
	y := topmargin
	if len(m.Title) > 0 {
		title = m.Title
	}
	canvas.Title(title)
	if showtitle {
		dotitle(title)
	}
	for _, p := range m.Pdata {
		pmap(x, y, fs, p)
		y += fs*fontscale + (gutter + fs*2)
	}
}

func pmap(x, y, fs int, m Pdata) {
	var tfill, vfmt, oc string
	var up bool
	h := fs * fontscale
	fw := fs * 80
	slen := fs + (fs / 2)
	up = false

	sum := 0.0
	for _, v := range m.Item {
		sum += v.Value
	}

	if len(olcolor) > 0 {
		oc = olcolor
	} else {
		oc = bgcolor
	}
	loffset := (fs * fontscale) + fs
	gline := fmt.Sprintf(linefmt, "gray")
	wline := fmt.Sprintf(linefmt, oc)
	if len(m.Legend) > 0 && showlegend {
		if showtotal {
			canvas.Text(x, y-fs, fmt.Sprintf("%s (total: "+floatfmt(sum)+")", m.Legend, sum), legendstyle)
		} else {
			canvas.Text(x, y-fs, m.Legend, legendstyle)
		}
	}
	for i, p := range m.Item {
		k := p.Name
		v := p.Value
		if v == 0.0 {
			continue
		}
		pct := v / sum
		pw := int(pct * float64(fw))
		xw := x + (pw / 2)
		yh := y + (h / 2)
		if pct >= .4 {
			tfill = "fill:white"
		} else {
			tfill = "fill:black"
		}
		if round > 0 {
			canvas.Roundrect(x, y, pw, h, round, round, canvas.RGBA(pred, pgreen, pblue, pct))
		} else {
			canvas.Rect(x, y, pw, h, canvas.RGBA(pred, pgreen, pblue, pct))
		}

		dy := yh + fs + (fs / 2)
		if pct <= ofpct || len(k) > oflen { // overflow label
			if up {
				dy -= loffset
				yh -= loffset
				canvas.Line(xw, y, xw, dy+(fs/2), gline)
			} else {
				dy += loffset
				yh += loffset
				canvas.Line(xw, y+h, xw, dy-(fs*3), gline)
			}
			if alternate {
				up = !up
				slen = fs * 2
			} else {
				slen = fs * 3
			}
			if stagger {
				loffset += slen
			}
			tfill = "fill:black"
		}
		canvas.Text(xw, yh, k, tfill)
		dpfmt := tfill + ";font-size:75%"
		vfmt = floatfmt(v)
		switch {
		case showpercent && !showdata:
			canvas.Text(xw, dy, fmt.Sprintf("%.1f%%", pct*100), dpfmt)
		case showpercent && showdata:
			canvas.Text(xw, dy, fmt.Sprintf(vfmt+", %.1f%%", v, pct*100), dpfmt)
		case showdata && !showpercent:
			canvas.Text(xw, dy, fmt.Sprintf(vfmt, v), dpfmt)
		}
		x += pw
		if i < len(m.Item) {
			canvas.Line(x, y, x, y+h, wline)
		}
	}
}

func floatfmt(v float64) string {
	var vfmt = "%.1f"
	if v-float64(int(v)) == 0.0 {
		vfmt = "%.0f"
	}
	return vfmt
}

func dotitle(s string) {
	offset := 40
	canvas.Text(leftmargin, height-offset, s, "text-anchor:start;font-size:250%")
}

func init() {
	flag.IntVar(&width, "w", 1024, "width")
	flag.IntVar(&height, "h", 768, "height")
	flag.IntVar(&fontsize, "f", 12, "font size (pt)")
	flag.IntVar(&fontscale, "s", 5, "font scaling factor")
	flag.IntVar(&round, "r", 0, "rounded corner size")
	flag.IntVar(&gutter, "g", 100, "gutter")
	flag.IntVar(&oflen, "ol", 20, "overflow length")
	flag.StringVar(&bgcolor, "bg", "white", "background color")
	flag.StringVar(&olcolor, "oc", "", "outline color")
	flag.StringVar(&colorspec, "c", "0,0,0", "color (r,g,b)")
	flag.StringVar(&title, "t", "Proportions", "title")
	flag.BoolVar(&showpercent, "p", false, "show percentage")
	flag.BoolVar(&showdata, "d", false, "show data")
	flag.BoolVar(&alternate, "a", false, "alternate overflow labels")
	flag.BoolVar(&stagger, "stagger", false, "stagger labels")
	flag.BoolVar(&showlegend, "showlegend", true, "show the legend")
	flag.BoolVar(&showtitle, "showtitle", false, "show the title")
	flag.BoolVar(&showtotal, "showtotal", false, "show totals in the legend")
	flag.Float64Var(&ofpct, "op", 0.05, "overflow percentage")
	flag.Parse()
	fmt.Sscanf(colorspec, "%d,%d,%d", &pred, &pgreen, &pblue)
}

func main() {
	canvas.Start(width, height)
	canvas.Rect(0, 0, width, height, "fill:"+bgcolor)
	canvas.Gstyle(fmt.Sprintf(globalfmt, fontsize))

	if len(flag.Args()) == 0 {
		dopmap("")
	} else {
		for _, f := range flag.Args() {
			dopmap(f)
		}
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/randcomp/randcomp.go

// randcomp visualizes random number generators
// +build !appengine

package main

import (
	"fmt"
	"math/rand"
	"os"
	"strconv"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

func main() {
	width := 512
	height := 256
	var n = 256
	var rx, ry int

	if len(os.Args) > 1 {
		n, _ = strconv.Atoi(os.Args[1])
	}

	f, _ := os.Open("/dev/urandom")
	x := make([]byte, n)
	y := make([]byte, n)
	f.Read(x)
	f.Read(y)
	f.Close()

	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
	canvas.Start(600, 400)
	canvas.Title("Random Integer Comparison")
	canvas.Desc("Comparison of Random integers: the random device & the Go rand package")
	canvas.Rect(0, 0, width/2, height, "fill:white; stroke:gray")
	canvas.Rect(width/2, 0, width/2, height, "fill:white; stroke:gray")

	canvas.Desc("Left: Go rand package (red), Right: /dev/urandom")
	canvas.Gstyle("stroke:none; fill-opacity:0.5")
	for i := 0; i < n; i++ {
		rx = rand.Intn(255)
		ry = rand.Intn(255)
		canvas.Circle(rx, ry, 5, canvas.RGB(127, 0, 0))
		canvas.Circle(int(x[i])+255, int(y[i]), 5, "fill:black")
	}
	canvas.Gend()

	canvas.Desc("Legends")
	canvas.Gstyle("text-anchor:middle; font-size:18; font-family:Calibri")
	canvas.Text(128, 280, "Go rand package", "")
	canvas.Text(384, 280, "/dev/urandom")
	canvas.Text(256, 280, fmt.Sprintf("n=%d", n), "font-size:12")
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/README.markdown

#SVGo: A Go library for SVG generation#

The library generates SVG as defined by the Scalable Vector Graphics 1.1 Specification (<http://www.w3.org/TR/SVG11/>). 
Output goes to the specified io.Writer.

## Supported SVG elements and functions ##

### Shapes, lines, text
 
 circle, ellipse, polygon, polyline, rect (including roundrects), line, text
 
### Paths 
 
 general, arc, cubic and quadratic bezier paths, 
 
### Image and Gradients
 
 image, linearGradient, radialGradient, 
 
### Transforms ###
 
 translate, rotate, scale, skewX, skewY
 
### Filter Effects 
 
 filter, feBlend, feColorMatrix, feColorMatrix, feComponentTransfer, feComposite, feConvolveMatrix, feDiffuseLighting,
 feDisplacementMap, feDistantLight, feFlood, feGaussianBlur, feImage, feMerge, feMorphology, feOffset, fePointLight,
 feSpecularLighting, feSpotLight,feTile, feTurbulence


### Metadata elements ###

 desc, defs, g (style, transform, id), marker, mask, pattern, title, (a)ddress, link, script, use

## Building and Usage ##

See svgdef.[svg|png|pdf] for a graphical view of the function calls


Usage: (assuming GOPATH is set)

	go get github.com/ajstarks/svgo
	go install github.com/ajstarks/svgo/...
	
	
You can use godoc to browse the documentation from the command line:

	$ godoc github.com/ajstarks/svgo
	

a minimal program, to generate SVG to standard output.

	package main
	
	import (
		"github.com/ajstarks/svgo"
		"os"
	)
	
	func main() {
		width := 500
		height := 500
		canvas := svg.New(os.Stdout)
		canvas.Start(width, height)
		canvas.Circle(width/2, height/2, 100)
		canvas.Text(width/2, height/2, "Hello, SVG", "text-anchor:middle;font-size:30px;fill:white")
		canvas.End()
	}

Drawing in a web server: (http://localhost:2003/circle)

	package main
	
	import (
		"log"
		"github.com/ajstarks/svgo"
		"net/http"
	)
	
	func main() {
		http.Handle("/circle", http.HandlerFunc(circle))
		err := http.ListenAndServe(":2003", nil)
		if err != nil {
			log.Fatal("ListenAndServe:", err)
		}
	}
	
	func circle(w http.ResponseWriter, req *http.Request) {
	  w.Header().Set("Content-Type", "image/svg+xml")
	  s := svg.New(w)
	  s.Start(500, 500)
	  s.Circle(250, 250, 125, "fill:none;stroke:black")
	  s.End()
	}

You may view the SVG output with a browser that supports SVG (tested on Chrome, Opera, Firefox and Safari), or any other SVG user-agent such as Batik Squiggle.

### Graphics Sketching with SVGo and svgplay ###

Combined with the svgplay command, SVGo can be used to "sketch" with code in a browser.  

To use svgplay and SVGo, first go to a directory with your code, and run:

	$ svgplay
	2014/06/25 22:05:28 ☠ ☠ ☠ Warning: this server allows a client connecting to 127.0.0.1:1999 to execute code on this computer ☠ ☠ ☠	
	
Next open your browser to the svgplay server you just started.
svgplay only listens on localhost, and uses port 1999 (guess which year SVG was first introduced) by default

	http://localhost:1999/

Enter your code in the textarea, and when you are ready to run press Shift--Enter.  The code will be compiled, with the results
on the right.  To update, change the code and repeat. Note that compilation errors are shown in red under the code. In order for svgplay/SVGo to work, make sure that the io.Writer specified with the New function is os.Stdout.


If you want to sketch with an existing file, enter its URL:

	http://localhost:1999/foo.go
	
![SVGplay](https://farm4.staticflickr.com/3859/14322978157_31c0114850.jpg)


### SVGo Papers and presentations  ###

* SVGo paper from SVGOpen 2011 <http://www.svgopen.org/2011/papers/34-SVGo_a_Go_Library_for_SVG_generation>

* Programming Pictures with SVGo <https://speakerdeck.com/u/ajstarks/p/programming-pictures-with-svgo>

* SVGo Workshop <https://speakerdeck.com/u/ajstarks/p/svgo-workshop>


### Tutorial Video ###

A video describing how to use the package can be seen on YouTube at <http://www.youtube.com/watch?v=ze6O2Dj5gQ4>

## Package contents ##

* svg.go:		Library
* newsvg:		Coding template command
* svgdef:	Creates a SVG representation of the API
* android:	The Android logo
* bubtrail: Bubble trails
* bulletgraph:	Bullet Graphs (via Stephen Few)
* colortab: Display SVG named colors with RGB values
* compx:  Component diagrams
* flower:	Random "flowers"
* fontcompare:	Compare two fonts
* f50:		Get 50 photos from Flickr based on a query
* fe:	Filter effects
* funnel:	Funnel from transparent circles
* gradient:	Linear and radial gradients
* html5logo:	HTML5 logo with draggable elements
* imfade:	Show image fading
* lewitt:	Version of Sol Lewitt's Wall Drawing 91
* ltr:		Layer Tennis Remixes
* marker: Test markers
* paths:		Demonstrate SVG paths
* pattern:	Test patterns
* planets:	Show the scale of the Solar system
* pmap:		Proportion maps
* randcomp:	Compare random number generators
* richter:	Gerhard Richter's 256 colors
* rl:			Random lines (port of a Processing demo)
* skewabc:		Skew ABC
* stockproduct:	Visualize product and stock prices
* svgopher:	SVGo Mascot
* svgplay: SVGo sketching server
* svgplot:		Plot data
* svgrid:	Compose SVG files in a grid
* tsg:  Twitter Search Grid
* tumblrgrid:	Tumblr picture grid
* turbulence:	Turbulence filter effect
* vismem:	Visualize data from files
* webfonts:	"Hello, World" with Google Web Fonts
* websvg:	Generate SVG as a web server


## Functions and types ##

Many functions use x, y to specify an object's location, and w, h to specify the object's width and height.
Where applicable, a final optional argument specifies the style to be applied to the object. 
The style strings follow the SVG standard; name:value pairs delimited by semicolons, or a
series of name="value" pairs. For example: `"fill:none; opacity:0.3"` or  `fill="none" opacity="0.3"` (see: <http://www.w3.org/TR/SVG11/styling.html>)

The Offcolor type:

	type Offcolor struct {
		Offset  uint8
		Color   string
		Opacity float
	}

is used to specify the offset, color, and opacity of stop colors in linear and radial gradients

The Filterspec type:

	type Filterspec struct {
		In string
		In2 string
		Result string
	}
	
is used to specify inputs and results for filter effects


### Structure, Scripting, Metadata, Transformation and Links ###

	New(w io.Writer) *SVG
  Constructor, Specify the output destination.
  
	Start(w int, h int, attributes ...string)
  begin the SVG document with the width w and height h. Optionally add additional elememts
  (such as additional namespaces or scripting events)
  <http://www.w3.org/TR/SVG11/struct.html#SVGElement>
  
	Startview(w, h, minx, miny, vw, vh int)
  begin the SVG document with the width w, height h, with a viewBox at minx, miny, vw, vh.
  <http://www.w3.org/TR/SVG11/struct.html#SVGElement>
  
	Startunit(w int, h int, unit string, ns ...string)
  begin the SVG document, with width and height in the specified units. Optionally add additional elememts
  (such as additional namespaces or scripting events)
  <http://www.w3.org/TR/SVG11/struct.html#SVGElement>

  
	Startpercent(w int, h int, ns ...string)
  begin the SVG document, with width and height in percent. Optionally add additional elememts
  (such as additional namespaces or scripting events)
  <http://www.w3.org/TR/SVG11/struct.html#SVGElement>

  
	StartviewUnit(w, h int, unit string, minx, miny, vw, vh int)
   begin the SVG document with the width w, height h, in the specified unit, with a viewBox at minx, miny, vw, vh.
  <http://www.w3.org/TR/SVG11/struct.html#SVGElement>

	End()
  end the SVG document
  
	Script(scriptype string, data ...string)
 Script defines a script with a specified type, (for example "application/javascript").
 if the first variadic argument is a link, use only the link reference.
 Otherwise, treat variadic arguments as the text of the script (marked up as CDATA).
 if no data is specified, simply close the script element.
  <http://www.w3.org/TR/SVG/script.html>
  
	Group(s ...string)
  begin a group, with arbitrary attributes
  <http://www.w3.org/TR/SVG11/struct.html#GElement>

	Gstyle(s string)
  begin a group, with the specified style.
  <http://www.w3.org/TR/SVG11/struct.html#GElement>

	Gid(s string)
   begin a group, with the specified id.

	Gtransform(s string)
  begin a group, with the specified transform, end with Gend().
  <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>

	Translate(x, y int)
  begins coordinate translation to (x,y), end with Gend().
  <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>

	Scale(n float64)
  scales the coordinate system by n, end with Gend().
  <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>
  
	ScaleXY(x, y float64)
   scales the coordinate system by x, y. End with Gend().
   <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>
   
	SkewX(a float64)
   SkewX skews the x coordinate system by angle a, end with Gend().
   <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>
   
	SkewY(a float64)
   SkewY skews the y coordinate system by angle a, end with Gend().
   <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>
   
	SkewXY(ax, ay float64)
   SkewXY skews x and y coordinate systems by ax, ay respectively, end with Gend().
   <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>

	Rotate(r float64)
  rotates the coordinate system by r degrees, end with Gend().
  <http://www.w3.org/TR/SVG11/coords.html#TransformAttribute>

	TranslateRotate(x, y int, r float64)
   translates the coordinate system to (x,y), then rotates to r degrees, end with Gend().
	
	RotateTranslate(x, y int, r float64)
   rotates the coordinate system r degrees, then translates to (x,y), end with Gend().

	Gend()
   end the group (must be paired with Gstyle, Gtransform, Gid).

	ClipPath(s ...string)
  Begin a ClipPath
  <http://www.w3.org/TR/SVG/masking.html#ClippingPaths>

	ClipEnd()
  End a ClipPath
  <http://www.w3.org/TR/SVG/masking.html#ClippingPaths>

	Def()
  begin a definition block.
  <http://www.w3.org/TR/SVG11/struct.html#DefsElement>

	DefEnd()
  end a definition block.

	Marker(id string, x, y, w, h int, s ...string)
  define a marker
  <http://www.w3.org/TR/SVG11/painting.html#MarkerElement>


	MarkerEnd()
  end a marker
  
  
	Mask(id string, x int, y int, w int, h int, s ...string)
  creates a mask with a specified id, dimension, and optional style.
  <http://www.w3.org/TR/SVG/masking.html>
  
	MaskEnd()
  ends the Mask element.


	Pattern(id string, x, y, width, height int, putype string, s ...string)
 define a Pattern with the specified dimensions, the putype can be either "user" or "obj", which sets the patternUnits
 attribute to be either userSpaceOnUse or objectBoundingBox.
 <http://www.w3.org/TR/SVG11/pservers.html#Patterns>

	Desc(s string)
  specify the text of the description.
  <http://www.w3.org/TR/SVG11/struct.html#DescElement>

	Title(s string)
  specify the text of the title.
  <http://www.w3.org/TR/SVG11/struct.html#TitleElement>

	Link(href string, title string)
  begin a link named "href", with the specified title.
  <http://www.w3.org/TR/SVG11/linking.html#Links>

	LinkEnd()
  end the link.

	Use(x int, y int, link string, s ...string)
  place the object referenced at link at the location x, y.
  <http://www.w3.org/TR/SVG11/struct.html#UseElement>

### Shapes ###

	Circle(x int, y int, r int, s ...string)
  draw a circle, centered at x,y with radius r.
  <http://www.w3.org/TR/SVG11/shapes.html#CircleElement>
  
  ![Circle](http://farm5.static.flickr.com/4144/5187953823_01a1741489_m.jpg)
  
	Ellipse(x int, y int, w int, h int, s ...string)
  draw an ellipse, centered at x,y with radii w, and h.
  <http://www.w3.org/TR/SVG11/shapes.html#EllipseElement>
  
  ![Ellipse](http://farm2.static.flickr.com/1271/5187953773_a9d1fc406c_m.jpg)
 
	Polygon(x []int, y []int, s ...string)
  draw a series of line segments using an array of x, y coordinates.
  <http://www.w3.org/TR/SVG11/shapes.html#PolygonElement>
  
  ![Polygon](http://farm2.static.flickr.com/1006/5187953873_337dc26597_m.jpg)
 
	Rect(x int, y int, w int, h int, s ...string)
  draw a rectangle with upper left-hand corner at x,y, with width w, and height h.
  <http://www.w3.org/TR/SVG11/shapes.html#RectElement>
  
  ![Rect](http://farm2.static.flickr.com/1233/5188556032_86c90e354b_m.jpg)
  
	CenterRect(x int, y int, w int, h int, s ...string)
 draw a rectangle with its center at x,y, with width w, and height h.

	Roundrect(x int, y int, w int, h int, rx int, ry int, s ...string)
  draw a rounded rectangle with upper the left-hand corner at x,y, 
  with width w, and height h. The radii for the rounded portion 
  is specified by rx (width), and ry (height).
  
  ![Roundrect](http://farm2.static.flickr.com/1275/5188556120_e2a9998fee_m.jpg)
  
	Square(x int, y int, s int, style ...string)
  draw a square with upper left corner at x,y with sides of length s.
  
  ![Square](http://farm5.static.flickr.com/4110/5187953659_54dcce242e_m.jpg)

### Paths ###

	Path(p string, s ...style)
 draw the arbitrary path as specified in p, according to the style specified in s. <http://www.w3.org/TR/SVG11/paths.html>

 
	Arc(sx int, sy int, ax int, ay int, r int, large bool, sweep bool, ex int, ey int, s ...string)
  draw an elliptical arc beginning coordinate at sx,sy, ending coordinate at ex, ey
  width and height of the arc are specified by ax, ay, the x axis rotation is r
  
  if sweep is true, then the arc will be drawn in a "positive-angle" direction (clockwise), 
  if false, the arc is drawn counterclockwise.
  
  if large is true, the arc sweep angle is greater than or equal to 180 degrees, 
  otherwise the arc sweep is less than 180 degrees.
  <http://www.w3.org/TR/SVG11/paths.html#PathDataEllipticalArcCommands>
  
   ![Arc](http://farm2.static.flickr.com/1300/5188556148_df1a176074_m.jpg)


 
	Bezier(sx int, sy int, cx int, cy int, px int, py int, ex int, ey int, s ...string)
  draw a cubic bezier curve, beginning at sx,sy, ending at ex,ey
  with control points at cx,cy and px,py.
  <http://www.w3.org/TR/SVG11/paths.html#PathDataCubicBezierCommands>
  
  ![Bezier](http://farm2.static.flickr.com/1233/5188556246_a03e67d013.jpg)


 
	Qbezier(sx int, sy int, cx int, cy int, ex int, ey int, tx int, ty int, s ...string)
  draw a quadratic bezier curve, beginning at sx, sy, ending at tx,ty
  with control points are at cx,cy, ex,ey.
  <http://www.w3.org/TR/SVG11/paths.html#PathDataQuadraticBezierCommands>
  
   ![Qbezier](http://farm2.static.flickr.com/1018/5187953917_9a43cf64fb.jpg)
  
 
	Qbez(sx int, sy int, cx int, cy int, ex int, ey int, s...string)
   draws a quadratic bezier curver, with optional style beginning at sx,sy, ending at ex, sy
   with the control point at cx, cy.
   <http://www.w3.org/TR/SVG11/paths.html#PathDataQuadraticBezierCommands>
   
   ![Qbez](http://farm6.static.flickr.com/5176/5569879349_5f726aab5e.jpg)

### Lines ###

	Line(x1 int, y1 int, x2 int, y2 int, s ...string)
  draw a line segment between x1,y1 and x2,y2.
  <http://www.w3.org/TR/SVG11/shapes.html#LineElement>
 
 ![Line](http://farm5.static.flickr.com/4154/5188556080_0be19da0bc.jpg)

 
	Polyline(x []int, y []int, s ...string)
  draw a polygon using coordinates specified in x,y arrays.
  <http://www.w3.org/TR/SVG11/shapes.html#PolylineElement>
 
 ![Polyline](http://farm2.static.flickr.com/1266/5188556384_a863273a69.jpg)

### Image and Text ###

	Image(x int, y int, w int, h int, link string, s ...string)
  place at x,y (upper left hand corner), the image with width w, and height h, referenced at link.
  <http://www.w3.org/TR/SVG11/struct.html#ImageElement>
 
 ![Image](http://farm5.static.flickr.com/4058/5188556346_e5ce3dcbc2_m.jpg)

	Text(x int, y int, t string, s ...string)
  Place the specified text, t at x,y according to the style specified in s.
  <http://www.w3.org/TR/SVG11/text.html#TextElement>
  
	Textlines(x, y int, s []string, size, spacing int, fill, align string)
 Places lines of text in s, starting at x,y, at the specified size, fill, and alignment, and spacing.
    
	Textpath(t string, pathid string, s ...string)
  places optionally styled text along a previously defined path.
  <http://www.w3.org/TR/SVG11/text.html#TextPathElement>
  ![Image](http://farm4.static.flickr.com/3149/5694580737_4b291df768_m.jpg)
  
### Color ###

	RGB(r int, g int, b int) string
  creates a style string for the fill color designated 
  by the (r)ed, g(reen), (b)lue components.
  <http://www.w3.org/TR/css3-color/>
  
	RGBA(r int, g int, b int, a float64) string
  as above, but includes the color's opacity as a value
  between 0.0 (fully transparent) and 1.0 (opaque).
  
### Gradients ###

	LinearGradient(id string, x1, y1, x2, y2 uint8, sc []Offcolor)
  constructs a linear color gradient identified by id, 
  along the vector defined by (x1,y1), and (x2,y2).
  The stop color sequence defined in sc. Coordinates are expressed as percentages.
  <http://www.w3.org/TR/SVG11/pservers.html#LinearGradients>
  ![LinearGradient](http://farm5.static.flickr.com/4153/5187954033_3972f63fa9.jpg) 
  
	RadialGradient(id string, cx, cy, r, fx, fy uint8, sc []Offcolor)
  constructs a radial color gradient identified by id, 
  centered at (cx,cy), with a radius of r.
  (fx, fy) define the location of the focal point of the light source. 
  The stop color sequence defined in sc.
  Coordinates are expressed as percentages.
  <http://www.w3.org/TR/SVG11/pservers.html#RadialGradients>
  
  ![RadialGradient](http://farm2.static.flickr.com/1302/5187954065_7ddba7b819.jpg)
  
### Filter Effects ###

	Filter(id string, s ...string)
 Filter begins a filter set
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#FilterElement>

 	Fend() 
Fend ends a filter set
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#FilterElement>

 	FeBlend(fs Filterspec, mode string, s ...string) 
FeBlend specifies a Blend filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feBlendElement>

 	FeColorMatrix(fs Filterspec, values [20]float64, s ...string)	
FeColorMatrix specifies a color matrix filter primitive, with matrix values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement>

 	FeColorMatrixHue(fs Filterspec, value float64, s ...string)  	
FeColorMatrix specifies a color matrix filter primitive, with hue values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement>

 	FeColorMatrixSaturate(fs Filterspec, value float64, s ...string) 
FeColorMatrix specifies a color matrix filter primitive, with saturation values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement>

 	FeColorMatrixLuminence(fs Filterspec, s ...string) 
FeColorMatrix specifies a color matrix filter primitive, with luminence values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement> 	
 	
 	FeComponentTransfer()  	
FeComponentTransfer begins a feComponent filter Element>
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement>

 	FeCompEnd()
FeCompEnd ends a feComponent filter Element>
 
 	FeComposite(fs Filterspec, operator string, k1, k2, k3, k4 int, s ...string)
FeComposite specifies a feComposite filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feCompositeElement>

 	FeConvolveMatrix(fs Filterspec, matrix [9]int, s ...string)
FeConvolveMatrix specifies a feConvolveMatrix filter primitive
Standard referencd: <http://www.w3.org/TR/SVG11/filters.html#feConvolveMatrixElement>


	 FeDiffuseLighting(fs Filterspec, scale, constant float64, s ...string) 
FeDiffuseLighting specifies a diffuse lighting filter primitive, 
a container for light source Element>s, end with DiffuseEnd()

	 FeDiffEnd()
FeDiffuseEnd ends a diffuse lighting filter primitive container
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feDiffuseLightingElement>


	 FeDisplacementMap(fs Filterspec, scale float64, xchannel, ychannel string, s ...string)
FeDisplacementMap specifies a feDisplacementMap filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feDisplacementMapElement>

	 FeDistantLight(fs Filterspec, azimuth, elevation float64, s ...string)
FeDistantLight specifies a feDistantLight filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feDistantLightElement>

	 FeFlood(fs Filterspec, color string, opacity float64, s ...string)
FeFlood specifies a flood filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feFloodElement>

	FeFuncLinear(channel string, slope, intercept float64)
FeFuncLinear is the linear form of feFunc
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement>

	 FeFuncGamma(channel, amplitude, exponent, offset float64)
FeFuncGamma is the gamma curve form of feFunc
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement>

	FeFuncTable(channel string, tv []float64)
FeFuncGamma is the form of feFunc using a table of values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement>
	
	FeFuncDiscrete(channel string, tv []float64)
FeFuncGamma is the form of feFunc using discrete values
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement>

	 FeGaussianBlur(fs Filterspec, stdx, stdy float64, s ...string)
FeGaussianBlur specifies a Gaussian Blur filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feGaussianBlurElement>

	 FeImage(href string, result string, s ...string)
FeImage specifies a feImage filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feImageElement>

	 FeMerge(nodes []string, s ...string)
FeMerge specifies a feMerge filter primitive, containing feMerge Element>s
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feMergeElement>

	 FeMorphology(fs Filterspec, operator string, xradius, yradius float64, s ...string)
FeMorphologyLight specifies a feMorphologyLight filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feMorphologyElement>

	 FeOffset(fs Filterspec, dx, dy int, s ...string)
FeOffset specifies the feOffset filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feOffsetElement>

	 FePointLight(x, y, z float64, s ...string)
FePointLight specifies a fePpointLight filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#fePointLightElement>

	 FeSpecularLighting(fs Filterspec, scale, constant float64, exponent int, color string, s ...string)
FeSpecularLighting specifies a specular lighting filter primitive, 
a container for light source elements, end with SpecularEnd()


	 FeSpecEnd()
FeSpecularEnd ends a specular lighting filter primitive container
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feSpecularLightingElement>


	 FeSpotLight(fs Filterspec, x, y, z, px, py, pz float64, s ...string)
FeSpotLight specifies a feSpotLight filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feSpotLightElement>

	 FeTile(fs Filterspec, in string, s ...string)
FeTile specifies the tile utility filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feTileElement>


	 FeTurbulence(fs Filterspec, ftype string, bfx, bfy float64, octaves int, seed int64, stitch bool, s ...string)
FeTurbulence specifies a turbulence filter primitive
Standard reference: <http://www.w3.org/TR/SVG11/filters.html#feTurbulenceElement>

### Filter convenience functions (modeled on CSS filter effects) ###

	Blur(p float64)
Blur function by standard deviation

	Brightness(p float64)
Brightness function (0-100)

	Grayscale()
Apply a grayscale filter to the image	
	
	HueRotate(a float64)
Rotate Hues (0-360 degrees)
	
	Invert()
Invert the image's colors
	
	Saturate(p float64)
Percent saturation, 0 is grayscale

	Sepia()
Apply sepia tone


### Utility ###

	Grid(x int, y int, w int, h int, n int, s ...string)
  draws a grid of straight lines starting at x,y, with a width w, and height h, and a size of n.
  
  ![Grid](http://farm5.static.flickr.com/4133/5190957924_7a31d0db34.jpg)
  
### Credits ###

Thanks to Jonathan Wright for the io.Writer update.







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/richter/richter.go

// richter -- inspired by Gerhard Richter's 256 colors, 1974
// +build !appengine

package main

import (
	"math/rand"
	"os"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

var width = 700
var height = 400

func main() {
	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
	canvas.Start(width, height)
	canvas.Title("Richter")
	canvas.Rect(0, 0, width, height, "fill:white")
	rw := 32
	rh := 18
	margin := 5
	for i, x := 0, 20; i < 16; i++ {
		x += (rw + margin)
		for j, y := 0, 20; j < 16; j++ {
			canvas.Rect(x, y, rw, rh, canvas.RGB(rand.Intn(255), rand.Intn(255), rand.Intn(255)))
			y += (rh + margin)
		}
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/rl/rl.go

// rl - draw random lines
// +build !appengine

package main

import (
	"fmt"
	"math/rand"
	"os"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

func main() {
	width := 200
	height := 200
	canvas.Start(width, height)
	canvas.Title("Random Lines")
	canvas.Rect(0, 0, width, height, "fill:black")
	rand.Seed(int64(time.Now().Nanosecond()) % 1e9)
	canvas.Gstyle("stroke-width:10")
	r := 0
	for i := 0; i < width; i++ {
		r = rand.Intn(255)
		canvas.Line(i, 0, rand.Intn(width), height, fmt.Sprintf("stroke:rgb(%d,%d,%d); opacity:0.39", r, r, r))
	}
	canvas.Gend()

	canvas.Text(width/2, height/2, "Random Lines", "fill:white; font-size:20; font-family:Calibri; text-anchor:middle")
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/rr/rr.go

// radar roadmap (via Ernst and Young)
package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"io"
	"math"
	"os"
	"strings"
)

var (
	width, height, iscale, fontsize, margin int
	bgcolor, itemcolor, title               string
	opacity                                 float64
	showtitle                               bool
	gstyle                                  = "font-family:Calibri;font-size:%dpx;text-anchor:middle"
	canvas                                  = svg.New(os.Stdout)
)

// Roadmap XML structure:
// a roadmap consists of sections, which contain items, which indicate maturity and impact
type Roadmap struct {
	Title    string    `xml:"title,attr"`
	Duration int       `xml:"duration,attr"`
	Unit     string    `xml:"unit,attr"`
	Section  []section `xml:"section"`
}

type section struct {
	Name    string  `xml:"name,attr"`
	Spacing float64 `xml:"spacing,attr"`
	Item    []item  `xml:"item"`
}

type item struct {
	Impact int     `xml:"impact,attr"`
	Effort int     `xml:"effort,attr"`
	Begin  string  `xml:"begin,attr"`
	Age    float64 `xml:"age,attr"`
	Name   string  `xml:",chardata"`
	Desc   desc    `xml:"desc"`
}

type desc struct {
	Description string `xml:",chardata"`
}

// dorr does file i/o
func dorr(location string) {
	var f *os.File
	var err error
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err == nil {
		readrr(f)
		f.Close()
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// readrr reads and parses the XML specification
func readrr(r io.Reader) {
	var rm Roadmap
	if err := xml.NewDecoder(r).Decode(&rm); err == nil {
		drawrr(rm)
	} else {
		fmt.Fprintf(os.Stderr, "%v\n", err)
	}
}

// drawrr draws the roadmap
func drawrr(rm Roadmap) {

	if len(rm.Title) > 0 {
		title = rm.Title
	}
	canvas.Title(title)
	canvas.Gstyle(fmt.Sprintf(gstyle, fontsize))
	canvas.Rect(0, 0, width, height, "fill:"+bgcolor)
	duration := rm.Duration
	if duration <= 0 {
		duration = 3
	}
	ns := len(rm.Section)
	cx := (width / 2)
	cy := (height / 2)
	r := ((width - margin) / duration) / 2
	sr := r
	midsize := width / 100

	// for each unit of time, draw cencentric circles
	for i := 0; i < duration; i++ {
		canvas.Circle(cx, cy, sr, "fill:none;stroke:lightgray;stroke-dasharray:7,7")
		canvas.Text(cx, (cy - sr), fmt.Sprintf("%s %d", rm.Unit, i+1), "font-size:150%;fill:gray")
		sr += r
	}
	// for each section, define its boundaries and draw its label
	angle := 360.0 / float64(ns)
	a := angle
	a2 := a / 2
	for _, s := range rm.Section {
		drawseclines(cx, cy, float64(r*duration), a, a2, s.Name)
		spacing := s.Spacing
		if spacing == 0 {
			spacing = (angle / float64(len(s.Item))) - 1
		}
		iangle := a + spacing
		// for each item in the section, place the marker and label
		for _, i := range s.Item {
			itemx, itemy := dpolar(cx, cy, i.Age*float64(r), iangle)
			drawitem(itemx, itemy, i.Impact*iscale, i.Effort, i.Name)
			iangle += spacing
		}
		a += angle
	}

	canvas.Circle(cx, cy, midsize, "fill:red")
	canvas.Text(cx, cy, "READY", "baseline-shift:-25%")
	if showtitle {
		dotitle(title)
	}
	canvas.Gend()
}

// radians converts degrees to radians
func radians(d float64) float64 {
	return d * (math.Pi / 180.0)
}

// dotitle places the title text
func dotitle(s string) {
	canvas.Text(width/2, height-10, s, "font-size:200%;text-anchor:middle")
}

// dpolar returns the cartesion coordinates given the center, size, and angle (in degrees)
func dpolar(cx, cy int, r, d float64) (int, int) {
	x := r * math.Cos(radians(d))
	y := r * math.Sin(radians(d))
	return cx + int(x), cy + int(y)
}

// drawseclines defines and labels the sections
func drawseclines(cx, cy int, size, a, h float64, s string) {
	fs := fontsize + (fontsize / 2)
	ix, iy := dpolar(cx, cy, size, a)
	ix2, iy2 := dpolar(cx, cy, size+50, a+h)
	canvas.Line(cx, cy, ix, iy, "stroke:lightgray")
	textlines(ix2, iy2, fs, fs+2, "middle", "black", strings.Split(s, "\\n"))
}

// drawitem draws a roadmap item
func drawitem(x, y, isize, ieffort int, s string) {
	var op float64
	if ieffort > 0 {
		op = opacity * (float64(ieffort) / 10.0)
	} else {
		op = opacity
	}
	style := fmt.Sprintf("fill:%s;fill-opacity:%.2f;stroke:white", itemcolor, op)
	canvas.Circle(x, y, isize/2, style)
	textlines(x-(isize/2)-2, y, fontsize, fontsize+2, "end", "black", strings.Split(s, "\\n"))
}

// textlines displays text at a specified size, leading, fill, and alignment
func textlines(x, y, fs, leading int, align, fill string, s []string) {
	canvas.Gstyle(fmt.Sprintf("font-size:%dpx;text-anchor:%s;fill:%s", fs, align, fill))
	for _, v := range s {
		canvas.Text(x, y, v)
		y += leading
	}
	canvas.Gend()
}

// init sets up the command flags
func init() {
	flag.StringVar(&bgcolor, "bg", "white", "background color")
	flag.StringVar(&itemcolor, "ic", "rgb(131,206,226)", "item color")
	flag.IntVar(&width, "w", 800, "width")
	flag.IntVar(&height, "h", 800, "height")
	flag.IntVar(&fontsize, "f", 12, "fontsize (px)")
	flag.IntVar(&iscale, "s", int(float64(width)*.009), "impact scale")
	flag.IntVar(&margin, "m", 150, "outside margin")
	flag.BoolVar(&showtitle, "showtitle", false, "show title")
	flag.StringVar(&title, "t", "Roadmap", "title")
	flag.Float64Var(&opacity, "o", 1.0, "opacity")
	flag.Parse()
}

// for every input file (or stdin), draw a roadmap as specified by command flags
func main() {
	canvas.Start(width, height)
	if len(flag.Args()) == 0 {
		dorr("")
	} else {
		for _, f := range flag.Args() {
			dorr(f)
		}
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/skewabc/skewabc.go

// skewabc - exercise the skew functions
// +build !appengine

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	g      = svg.New(os.Stdout)
	width  = 500
	height = 500
)

func sky(x, y, w, h int, a float64, s string) {
	g.Gstyle(fmt.Sprintf("font-family:sans-serif;font-size:%dpx;text-anchor:middle", w/2))
	g.SkewY(a)
	g.Rect(x, y, w, h, `fill:black; fill-opacity:0.3`)
	g.Text(x+w/2, y+h/2, s, `fill:white;baseline-shift:-33%`)
	g.Gend()
	g.Gend()
}

func main() {
	g.Start(width, height)
	g.Title("Skew")
	g.Rect(0, 0, width, height, "fill:white")
	g.Grid(0, 0, width, height, 50, "stroke:lightblue")
	sky(100, 100, 100, 100, 30, "A")
	sky(200, 332, 100, 100, -30, "B")
	sky(300, -15, 100, 100, 30, "C")
	g.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/stockproduct/stockproduct.go

// stockproduct draws a bar chart comparing stock price to products
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// Parameters defines options
type Parameters struct {
	showline, showimage, showproduct, showprice, showdate, showgrid bool
	x, y, w, h, width, height, spacing, fontsize, dot               int
	minvalue, maxvalue, ginterval, opacity, rotatetext              float64
	barcolor                                                        string
}

// <stockproduct title="Apple Products and Stock Price">
//    <sdata price="7.38" date="2002-08" product="Jaguar" image="images/jaguar.png"/>
//    <sdata price="11.44" date="2003-10" product="Panther" image="images/panther.png"/>
//    <sdata price="41.67" date="2005-03" product="Tiger" image="images/tiger.png"/>
//    <sdata price="172.75" date="2007-10" product="Leopard" image="images/leopard.jpg"/>
//    <sdata price="170.05" date="2009-08" product="Snow Leopard" image="images/snowleopard.jpg"/>
//    <sdata price="399.68" date="2011-07" product="Lion" image="images/lion.png"/>
// </stockproduct>

// StockProduct is the top-level drawing
type StockProduct struct {
	Title string  `xml:"title,attr"`
	Sdata []Sdata `xml:"sdata"`
}

// Sdata defines stock data
type Sdata struct {
	Price   float64 `xml:"price,attr"`
	Date    string  `xml:"date,attr"`
	Product string  `xml:"product,attr"`
	Image   string  `xml:"image,attr"`
}

// vmap maps ranges
func vmap(value float64, low1 float64, high1 float64, low2 float64, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)

}

// barchart draws a chart from data read at location, on a SVG canvas
// if the location is the empty string, read from standard input.
// Data items are scaled according to the width, with parameters controlling the visibility
// of lines, products, images, and dates
func (p *Parameters) barchart(location string, canvas *svg.SVG) {
	var (
		f   *os.File
		err error
		sp  StockProduct
	)
	if len(location) > 0 {
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err != nil {
		fmt.Fprintln(os.Stderr, err)
		return
	}
	defer f.Close()
	if err := xml.NewDecoder(f).Decode(&sp); err != nil {
		fmt.Fprintln(os.Stderr, err)
		return
	}

	bottom := p.y + p.h
	interval := p.w / (len(sp.Sdata) - 1)
	bw := interval - p.spacing
	offset := 120
	halfoffset := offset / 2

	if bw < 2 {
		bw = 2
	}
	canvas.Text(p.x, p.y-halfoffset, sp.Title, "font-size:400%")
	if p.showgrid {
		canvas.Gstyle("stroke:lightgray;stroke-width:1px")
		gx := p.x - (bw / 2)
		for i := p.maxvalue; i >= p.minvalue; i -= p.ginterval {
			yp := int(vmap(i, p.minvalue, p.maxvalue, float64(p.y), float64(bottom)))
			by := p.y + (bottom - yp)
			canvas.Line(gx, by, p.x+p.w+(bw/2), by)
			canvas.Text(gx-halfoffset, by, fmt.Sprintf("%.0f", i), "fill:black;stroke:none")
		}
		canvas.Gend()
	}
	canvas.Gstyle(fmt.Sprintf("stroke-opacity:%.2f;stroke:%s;stroke-width:%d;text-anchor:middle", p.opacity, p.barcolor, bw))
	for _, d := range sp.Sdata {
		yp := int(vmap(d.Price, p.minvalue, p.maxvalue, float64(p.y), float64(bottom)))
		by := p.y + (bottom - yp)
		if p.showline {
			canvas.Line(p.x, bottom, p.x, by)
		}
		if p.dot > 0 {
			canvas.Circle(p.x, by, p.dot, fmt.Sprintf("stroke:none;fill-opacity:%.2f;fill:%s", p.opacity, p.barcolor))
		}
		if p.showimage {
			if len(d.Image) > 0 {
				canvas.Image(p.x-bw/2, by-offset-2, bw, offset, d.Image)
			}
		}
		canvas.Gstyle("stroke:none;fill:black")
		if p.showproduct {
			if p.rotatetext != 0 {
				canvas.TranslateRotate(p.x, bottom+40, p.rotatetext)
				canvas.Text(0, 0, d.Product)
				canvas.Gend()
			} else {
				canvas.Text(p.x, bottom+40, d.Product)
			}
		}
		if p.showprice {
			canvas.Text(p.x, by, fmt.Sprintf("%.2f", d.Price), "font-weight:bold")
		}
		if p.showdate {
			canvas.Text(p.x, bottom+20, d.Date)
		}
		canvas.Gend()
		p.x += interval
	}
	canvas.Gend()
}

var param Parameters

// set parameters according to command flags
func init() {
	flag.BoolVar(&param.showline, "line", true, "show lines")
	flag.BoolVar(&param.showimage, "image", true, "show images")
	flag.BoolVar(&param.showproduct, "product", true, "show products")
	flag.BoolVar(&param.showprice, "price", true, "show prices")
	flag.BoolVar(&param.showdate, "date", true, "show dates")
	flag.BoolVar(&param.showgrid, "grid", true, "show grid")
	flag.IntVar(&param.width, "w", 1600, "overall width")
	flag.IntVar(&param.height, "h", 900, "overall height")
	flag.IntVar(&param.x, "left", 150, "left")
	flag.IntVar(&param.y, "top", 120, "top")
	flag.IntVar(&param.w, "gw", 1400, "graph width")
	flag.IntVar(&param.h, "gh", 700, "graph height")
	flag.IntVar(&param.dot, "dot", 0, "dotsize")
	flag.IntVar(&param.fontsize, "fs", 14, "font size (px)")
	flag.IntVar(&param.spacing, "spacing", 15, "bar spacing")
	flag.Float64Var(&param.maxvalue, "max", 400, "max value")
	flag.Float64Var(&param.minvalue, "min", 0, "max value")
	flag.Float64Var(&param.ginterval, "ginterval", 50, "max value")
	flag.Float64Var(&param.opacity, "opacity", 0.5, "bar opacity")
	flag.Float64Var(&param.rotatetext, "rt", 0, "rotate text")
	flag.StringVar(&param.barcolor, "color", "lightgray", "bar color")
	flag.Parse()
}

func main() {
	width := 1600
	height := 900
	canvas := svg.New(os.Stdout)
	canvas.Start(param.width, param.height)
	canvas.Rect(0, 0, width, height, canvas.RGB(255, 255, 255))
	canvas.Gstyle(fmt.Sprintf("font-family:Calibri;font-size:%dpx", param.fontsize))
	if len(flag.Args()) == 0 {
		param.barchart("", canvas)
	} else {
		for _, f := range flag.Args() {
			param.barchart(f, canvas)
		}
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svg.go

// Package svg provides an API for generating Scalable Vector Graphics (SVG)
package svg

// package main
//
// 	import (
// 		"github.com/ajstarks/svgo"
// 		"os"
// 	)
//
// 	var (
// 		width = 500
// 		height = 500
// 		canvas = svg.New(os.Stdout)
// 	)
//
// 	func main() {
// 		canvas.Start(width, height)
// 		canvas.Circle(width/2, height/2, 100)
// 		canvas.Text(width/2, height/2, "Hello, SVG",
//                   "text-anchor:middle;font-size:30px;fill:white")
// 		canvas.End()
// 	}
//

import (
	"fmt"
	"io"

	"encoding/xml"
	"strings"
)

// SVG defines the location of the generated SVG
type SVG struct {
	Writer io.Writer
}

// Offcolor defines the offset and color for gradients
type Offcolor struct {
	Offset  uint8
	Color   string
	Opacity float64
}

// Filterspec defines the specification of SVG filters
type Filterspec struct {
	In, In2, Result string
}

const (
	svgtop = `<?xml version="1.0"?>
<!-- Generated by SVGo -->
<svg`
	svginitfmt = `%s width="%d%s" height="%d%s"`
	svgns   = `
     xmlns="http://www.w3.org/2000/svg" 
     xmlns:xlink="http://www.w3.org/1999/xlink">`
	vbfmt      = `viewBox="%d %d %d %d"`

	emptyclose = "/>\n"
)

// New is the SVG constructor, specifying the io.Writer where the generated SVG is written.
func New(w io.Writer) *SVG { return &SVG{w} }

func (svg *SVG) print(a ...interface{}) (n int, errno error) {
	return fmt.Fprint(svg.Writer, a...)
}

func (svg *SVG) println(a ...interface{}) (n int, error error) {
	return fmt.Fprintln(svg.Writer, a...)
}

func (svg *SVG) printf(format string, a ...interface{}) (n int, errno error) {
	return fmt.Fprintf(svg.Writer, format, a...)
}

func (svg *SVG) genattr(ns []string) {
	for _, v := range ns {
		svg.printf("\n     %s", v)
	}
	svg.println(svgns)
}

// Structure, Metadata, Scripting, Transformation, and Links

// Start begins the SVG document with the width w and height h.
// Other attributes may be optionally added, for example viewbox or additional namespaces
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#SVGElement
func (svg *SVG) Start(w int, h int, ns ...string) {
	svg.printf(svginitfmt, svgtop, w, "", h, "")
	svg.genattr(ns)
}

// Startunit begins the SVG document, with width and height in the specified units
// Other attributes may be optionally added, for example viewbox or additional namespaces
func (svg *SVG) Startunit(w int, h int, unit string, ns ...string) {
	svg.printf(svginitfmt, svgtop, w, unit, h, unit)
	svg.genattr(ns)
}

// Startpercent begins the SVG document, with width and height as percentages
// Other attributes may be optionally added, for example viewbox or additional namespaces
func (svg *SVG) Startpercent(w int, h int, ns ...string) {
	svg.printf(svginitfmt, svgtop, w, "%", h, "%")
	svg.genattr(ns)
}

// Startview begins the SVG document, with the specified width, height, and viewbox
// Other attributes may be optionally added, for example viewbox or additional namespaces
func (svg *SVG) Startview(w, h, minx, miny, vw, vh int) {
	svg.Start(w, h, fmt.Sprintf(vbfmt, minx, miny, vw, vh))
}

func (svg *SVG) StartviewUnit(w, h int, unit string, minx, miny, vw, vh int) {
	svg.Startunit(w, h, unit, fmt.Sprintf(vbfmt, minx, miny, vw, vh))
}


// Startraw begins the SVG document, passing arbitrary attributes
func (svg *SVG) Startraw(ns ...string) {
	svg.printf(svgtop)
	svg.genattr(ns)
}

// End the SVG document
func (svg *SVG) End() { svg.println("</svg>") }

// Script defines a script with a specified type, (for example "application/javascript").
// if the first variadic argument is a link, use only the link reference.
// Otherwise, treat those arguments as the text of the script (marked up as CDATA).
// if no data is specified, just close the script element
func (svg *SVG) Script(scriptype string, data ...string) {
	svg.printf(`<script type="%s"`, scriptype)
	switch {
	case len(data) == 1 && islink(data[0]):
		svg.printf(" %s/>\n", href(data[0]))

	case len(data) > 0:
		svg.printf(">\n<![CDATA[\n")
		for _, v := range data {
			svg.println(v)
		}
		svg.printf("]]>\n</script>\n")

	default:
		svg.println(`/>`)
	}
}

// Gstyle begins a group, with the specified style.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#GElement
func (svg *SVG) Gstyle(s string) { svg.println(group("style", s)) }

// Gtransform begins a group, with the specified transform
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) Gtransform(s string) { svg.println(group("transform", s)) }

// Translate begins coordinate translation, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) Translate(x, y int) { svg.Gtransform(translate(x, y)) }

// Scale scales the coordinate system by n, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) Scale(n float64) { svg.Gtransform(scale(n)) }

// ScaleXY scales the coordinate system by dx and dy, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) ScaleXY(dx, dy float64) { svg.Gtransform(scaleXY(dx, dy)) }

// SkewX skews the x coordinate system by angle a, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) SkewX(a float64) { svg.Gtransform(skewX(a)) }

// SkewY skews the y coordinate system by angle a, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) SkewY(a float64) { svg.Gtransform(skewY(a)) }

// SkewXY skews x and y coordinates by ax, ay respectively, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) SkewXY(ax, ay float64) { svg.Gtransform(skewX(ax) + " " + skewY(ay)) }

// Rotate rotates the coordinate system by r degrees, end with Gend()
// Standard Reference: http://www.w3.org/TR/SVG11/coords.html#TransformAttribute
func (svg *SVG) Rotate(r float64) { svg.Gtransform(rotate(r)) }

// TranslateRotate translates the coordinate system to (x,y), then rotates to r degrees, end with Gend()
func (svg *SVG) TranslateRotate(x, y int, r float64) {
	svg.Gtransform(translate(x, y) + " " + rotate(r))
}

// RotateTranslate rotates the coordinate system r degrees, then translates to (x,y), end with Gend()
func (svg *SVG) RotateTranslate(x, y int, r float64) {
	svg.Gtransform(rotate(r) + " " + translate(x, y))
}

// Group begins a group with arbitrary attributes
func (svg *SVG) Group(s ...string) { svg.printf("<g %s\n", endstyle(s, `>`)) }

// Gid begins a group, with the specified id
func (svg *SVG) Gid(s string) {
	svg.print(`<g id="`)
	xml.Escape(svg.Writer, []byte(s))
	svg.println(`">`)
}

// Gend ends a group (must be paired with Gsttyle, Gtransform, Gid).
func (svg *SVG) Gend() { svg.println(`</g>`) }

// ClipPath defines a clip path
func (svg *SVG) ClipPath(s ...string) { svg.printf(`<clipPath %s`, endstyle(s, `>`)) }

// ClipEnd ends a ClipPath
func (svg *SVG) ClipEnd() {
	svg.println(`</clipPath>`)
}

// Def begins a defintion block.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#DefsElement
func (svg *SVG) Def() { svg.println(`<defs>`) }

// DefEnd ends a defintion block.
func (svg *SVG) DefEnd() { svg.println(`</defs>`) }

// Marker defines a marker
// Standard reference: http://www.w3.org/TR/SVG11/painting.html#MarkerElement
func (svg *SVG) Marker(id string, x, y, width, height int, s ...string) {
	svg.printf(`<marker id="%s" refX="%d" refY="%d" markerWidth="%d" markerHeight="%d" %s`,
		id, x, y, width, height, endstyle(s, ">\n"))
}

// MarkEnd ends a marker
func (svg *SVG) MarkerEnd() { svg.println(`</marker>`) }

// Pattern defines a pattern with the specified dimensions.
// The putype can be either "user" or "obj", which sets the patternUnits
// attribute to be either userSpaceOnUse or objectBoundingBox
// Standard reference: http://www.w3.org/TR/SVG11/pservers.html#Patterns
func (svg *SVG) Pattern(id string, x, y, width, height int, putype string, s ...string) {
	puattr := "userSpaceOnUse"
	if putype != "user" {
		puattr = "objectBoundingBox"
	}
	svg.printf(`<pattern id="%s" x="%d" y="%d" width="%d" height="%d" patternUnits="%s" %s`,
		id, x, y, width, height, puattr, endstyle(s, ">\n"))
}

// PatternEnd ends a marker
func (svg *SVG) PatternEnd() { svg.println(`</pattern>`) }

// Desc specified the text of the description tag.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#DescElement
func (svg *SVG) Desc(s string) { svg.tt("desc", s) }

// Title specified the text of the title tag.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#TitleElement
func (svg *SVG) Title(s string) { svg.tt("title", s) }

// Link begins a link named "name", with the specified title.
// Standard Reference: http://www.w3.org/TR/SVG11/linking.html#Links
func (svg *SVG) Link(href string, title string) {
	svg.printf("<a xlink:href=\"%s\" xlink:title=\"", href)
	xml.Escape(svg.Writer, []byte(title))
	svg.println("\">")
}

// LinkEnd ends a link.
func (svg *SVG) LinkEnd() { svg.println(`</a>`) }

// Use places the object referenced at link at the location x, y, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#UseElement
func (svg *SVG) Use(x int, y int, link string, s ...string) {
	svg.printf(`<use %s %s %s`, loc(x, y), href(link), endstyle(s, emptyclose))
}

// Mask creates a mask with a specified id, dimension, and optional style.
func (svg *SVG) Mask(id string, x int, y int, w int, h int, s ...string) {
	svg.printf(`<mask id="%s" x="%d" y="%d" width="%d" height="%d" %s`, id, x, y, w, h, endstyle(s, `>`))
}

// MaskEnd ends a Mask.
func (svg *SVG) MaskEnd() { svg.println(`</mask>`) }

// Shapes

// Circle centered at x,y, with radius r, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#CircleElement
func (svg *SVG) Circle(x int, y int, r int, s ...string) {
	svg.printf(`<circle cx="%d" cy="%d" r="%d" %s`, x, y, r, endstyle(s, emptyclose))
}

// Ellipse centered at x,y, centered at x,y with radii w, and h, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#EllipseElement
func (svg *SVG) Ellipse(x int, y int, w int, h int, s ...string) {
	svg.printf(`<ellipse cx="%d" cy="%d" rx="%d" ry="%d" %s`,
		x, y, w, h, endstyle(s, emptyclose))
}

// Polygon draws a series of line segments using an array of x, y coordinates, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#PolygonElement
func (svg *SVG) Polygon(x []int, y []int, s ...string) {
	svg.poly(x, y, "polygon", s...)
}

// Rect draws a rectangle with upper left-hand corner at x,y, with width w, and height h, with optional style
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#RectElement
func (svg *SVG) Rect(x int, y int, w int, h int, s ...string) {
	svg.printf(`<rect %s %s`, dim(x, y, w, h), endstyle(s, emptyclose))
}

// CenterRect draws a rectangle with its center at x,y, with width w, and height h, with optional style
func (svg *SVG) CenterRect(x int, y int, w int, h int, s ...string) {
	svg.Rect(x-(w/2), y-(h/2), w, h, s...)
}

// Roundrect draws a rounded rectangle with upper the left-hand corner at x,y,
// with width w, and height h. The radii for the rounded portion
// are specified by rx (width), and ry (height).
// Style is optional.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#RectElement
func (svg *SVG) Roundrect(x int, y int, w int, h int, rx int, ry int, s ...string) {
	svg.printf(`<rect %s rx="%d" ry="%d" %s`, dim(x, y, w, h), rx, ry, endstyle(s, emptyclose))
}

// Square draws a square with upper left corner at x,y with sides of length l, with optional style.
func (svg *SVG) Square(x int, y int, l int, s ...string) {
	svg.Rect(x, y, l, l, s...)
}

// Paths

// Path draws an arbitrary path, the caller is responsible for structuring the path data
func (svg *SVG) Path(d string, s ...string) {
	svg.printf(`<path d="%s" %s`, d, endstyle(s, emptyclose))
}

// Arc draws an elliptical arc, with optional style, beginning coordinate at sx,sy, ending coordinate at ex, ey
// width and height of the arc are specified by ax, ay, the x axis rotation is r
// if sweep is true, then the arc will be drawn in a "positive-angle" direction (clockwise), if false,
// the arc is drawn counterclockwise.
// if large is true, the arc sweep angle is greater than or equal to 180 degrees,
// otherwise the arc sweep is less than 180 degrees
// http://www.w3.org/TR/SVG11/paths.html#PathDataEllipticalArcCommands
func (svg *SVG) Arc(sx int, sy int, ax int, ay int, r int, large bool, sweep bool, ex int, ey int, s ...string) {
	svg.printf(`%s A%s %d %s %s %s" %s`,
		ptag(sx, sy), coord(ax, ay), r, onezero(large), onezero(sweep), coord(ex, ey), endstyle(s, emptyclose))
}

// Bezier draws a cubic bezier curve, with optional style, beginning at sx,sy, ending at ex,ey
// with control points at cx,cy and px,py.
// Standard Reference: http://www.w3.org/TR/SVG11/paths.html#PathDataCubicBezierCommands
func (svg *SVG) Bezier(sx int, sy int, cx int, cy int, px int, py int, ex int, ey int, s ...string) {
	svg.printf(`%s C%s %s %s" %s`,
		ptag(sx, sy), coord(cx, cy), coord(px, py), coord(ex, ey), endstyle(s, emptyclose))
}

// Qbez draws a quadratic bezier curver, with optional style
// beginning at sx,sy, ending at ex, sy with control points at cx, cy
// Standard Reference: http://www.w3.org/TR/SVG11/paths.html#PathDataQuadraticBezierCommands
func (svg *SVG) Qbez(sx int, sy int, cx int, cy int, ex int, ey int, s ...string) {
	svg.printf(`%s Q%s %s" %s`,
		ptag(sx, sy), coord(cx, cy), coord(ex, ey), endstyle(s, emptyclose))
}

// Qbezier draws a Quadratic Bezier curve, with optional style, beginning at sx, sy, ending at tx,ty
// with control points are at cx,cy, ex,ey.
// Standard Reference: http://www.w3.org/TR/SVG11/paths.html#PathDataQuadraticBezierCommands
func (svg *SVG) Qbezier(sx int, sy int, cx int, cy int, ex int, ey int, tx int, ty int, s ...string) {
	svg.printf(`%s Q%s %s T%s" %s`,
		ptag(sx, sy), coord(cx, cy), coord(ex, ey), coord(tx, ty), endstyle(s, emptyclose))
}

// Lines

// Line draws a straight line between two points, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#LineElement
func (svg *SVG) Line(x1 int, y1 int, x2 int, y2 int, s ...string) {
	svg.printf(`<line x1="%d" y1="%d" x2="%d" y2="%d" %s`, x1, y1, x2, y2, endstyle(s, emptyclose))
}

// Polyline draws connected lines between coordinates, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/shapes.html#PolylineElement
func (svg *SVG) Polyline(x []int, y []int, s ...string) {
	svg.poly(x, y, "polyline", s...)
}

// Image places at x,y (upper left hand corner), the image with
// width w, and height h, referenced at link, with optional style.
// Standard Reference: http://www.w3.org/TR/SVG11/struct.html#ImageElement
func (svg *SVG) Image(x int, y int, w int, h int, link string, s ...string) {
	svg.printf(`<image %s %s %s`, dim(x, y, w, h), href(link), endstyle(s, emptyclose))
}

// Text places the specified text, t at x,y according to the style specified in s
// Standard Reference: http://www.w3.org/TR/SVG11/text.html#TextElement
func (svg *SVG) Text(x int, y int, t string, s ...string) {
	svg.printf(`<text %s %s`, loc(x, y), endstyle(s, ">"))
	xml.Escape(svg.Writer, []byte(t))
	svg.println(`</text>`)
}

// Textpath places text optionally styled text along a previously defined path
// Standard Reference: http://www.w3.org/TR/SVG11/text.html#TextPathElement
func (svg *SVG) Textpath(t string, pathid string, s ...string) {
	svg.printf("<text %s<textPath xlink:href=\"%s\">", endstyle(s, ">"), pathid)
	xml.Escape(svg.Writer, []byte(t))
	svg.println(`</textPath></text>`)
}

// Textlines places a series of lines of text starting at x,y, at the specified size, fill, and alignment.
// Each line is spaced according to the spacing argument
func (svg *SVG) Textlines(x, y int, s []string, size, spacing int, fill, align string) {
	svg.Gstyle(fmt.Sprintf("font-size:%dpx;fill:%s;text-anchor:%s", size, fill, align))
	for _, t := range s {
		svg.Text(x, y, t)
		y += spacing
	}
	svg.Gend()
}

// Colors

// RGB specifies a fill color in terms of a (r)ed, (g)reen, (b)lue triple.
// Standard reference: http://www.w3.org/TR/css3-color/
func (svg *SVG) RGB(r int, g int, b int) string {
	return fmt.Sprintf(`fill:rgb(%d,%d,%d)`, r, g, b)
}

// RGBA specifies a fill color in terms of a (r)ed, (g)reen, (b)lue triple and opacity.
func (svg *SVG) RGBA(r int, g int, b int, a float64) string {
	return fmt.Sprintf(`fill-opacity:%.2f; %s`, a, svg.RGB(r, g, b))
}

// Gradients

// LinearGradient constructs a linear color gradient identified by id,
// along the vector defined by (x1,y1), and (x2,y2).
// The stop color sequence defined in sc. Coordinates are expressed as percentages.
func (svg *SVG) LinearGradient(id string, x1, y1, x2, y2 uint8, sc []Offcolor) {
	svg.printf("<linearGradient id=\"%s\" x1=\"%d%%\" y1=\"%d%%\" x2=\"%d%%\" y2=\"%d%%\">\n",
		id, pct(x1), pct(y1), pct(x2), pct(y2))
	svg.stopcolor(sc)
	svg.println("</linearGradient>")
}

// RadialGradient constructs a radial color gradient identified by id,
// centered at (cx,cy), with a radius of r.
// (fx, fy) define the location of the focal point of the light source.
// The stop color sequence defined in sc.
// Coordinates are expressed as percentages.
func (svg *SVG) RadialGradient(id string, cx, cy, r, fx, fy uint8, sc []Offcolor) {
	svg.printf("<radialGradient id=\"%s\" cx=\"%d%%\" cy=\"%d%%\" r=\"%d%%\" fx=\"%d%%\" fy=\"%d%%\">\n",
		id, pct(cx), pct(cy), pct(r), pct(fx), pct(fy))
	svg.stopcolor(sc)
	svg.println("</radialGradient>")
}

// stopcolor is a utility function used by the gradient functions
// to define a sequence of offsets (expressed as percentages) and colors
func (svg *SVG) stopcolor(oc []Offcolor) {
	for _, v := range oc {
		svg.printf("<stop offset=\"%d%%\" stop-color=\"%s\" stop-opacity=\"%.2f\"/>\n",
			pct(v.Offset), v.Color, v.Opacity)
	}
}

// Filter Effects:
// Most functions have common attributes (in, in2, result) defined in type Filterspec
// used as a common first argument.

// Filter begins a filter set
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#FilterElement
func (svg *SVG) Filter(id string, s ...string) {
	svg.printf(`<filter id="%s" %s`, id, endstyle(s, ">\n"))
}

// Fend ends a filter set
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#FilterElement
func (svg *SVG) Fend() {
	svg.println(`</filter>`)
}

// FeBlend specifies a Blend filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feBlendElement
func (svg *SVG) FeBlend(fs Filterspec, mode string, s ...string) {
	switch mode {
	case "normal", "multiply", "screen", "darken", "lighten":
		break
	default:
		mode = "normal"
	}
	svg.printf(`<feBlend %s mode="%s" %s`,
		fsattr(fs), mode, endstyle(s, emptyclose))
}

// FeColorMatrix specifies a color matrix filter primitive, with matrix values
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement
func (svg *SVG) FeColorMatrix(fs Filterspec, values [20]float64, s ...string) {
	svg.printf(`<feColorMatrix %s type="matrix" values="`, fsattr(fs))
	for _, v := range values {
		svg.printf(`%g `, v)
	}
	svg.printf(`" %s`, endstyle(s, emptyclose))
}

// FeColorMatrixHue specifies a color matrix filter primitive, with hue rotation values
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement
func (svg *SVG) FeColorMatrixHue(fs Filterspec, value float64, s ...string) {
	if value < -360 || value > 360 {
		value = 0
	}
	svg.printf(`<feColorMatrix %s type="hueRotate" values="%g" %s`,
		fsattr(fs), value, endstyle(s, emptyclose))
}

// FeColorMatrixSaturate specifies a color matrix filter primitive, with saturation values
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement
func (svg *SVG) FeColorMatrixSaturate(fs Filterspec, value float64, s ...string) {
	if value < 0 || value > 1 {
		value = 1
	}
	svg.printf(`<feColorMatrix %s type="saturate" values="%g" %s`,
		fsattr(fs), value, endstyle(s, emptyclose))
}

// FeColorMatrixLuminence specifies a color matrix filter primitive, with luminence values
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feColorMatrixElement
func (svg *SVG) FeColorMatrixLuminence(fs Filterspec, s ...string) {
	svg.printf(`<feColorMatrix %s type="luminenceToAlpha" %s`,
		fsattr(fs), endstyle(s, emptyclose))
}

// FeComponentTransfer begins a feComponent filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeComponentTransfer() {
	svg.println(`<feComponentTransfer>`)
}

// FeCompEnd ends a feComponent filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeCompEnd() {
	svg.println(`</feComponentTransfer>`)
}

// FeComposite specifies a feComposite filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feCompositeElement
func (svg *SVG) FeComposite(fs Filterspec, operator string, k1, k2, k3, k4 int, s ...string) {
	switch operator {
	case "over", "in", "out", "atop", "xor", "arithmetic":
		break
	default:
		operator = "over"
	}
	svg.printf(`<feComposite %s operator="%s" k1="%d" k2="%d" k3="%d" k4="%d" %s`,
		fsattr(fs), operator, k1, k2, k3, k4, endstyle(s, emptyclose))
}

// FeConvolveMatrix specifies a feConvolveMatrix filter primitive
// Standard referencd: http://www.w3.org/TR/SVG11/filters.html#feConvolveMatrixElement
func (svg *SVG) FeConvolveMatrix(fs Filterspec, matrix [9]int, s ...string) {
	svg.printf(`<feConvolveMatrix %s kernelMatrix="%d %d %d %d %d %d %d %d %d" %s`,
		fsattr(fs),
		matrix[0], matrix[1], matrix[2],
		matrix[3], matrix[4], matrix[5],
		matrix[6], matrix[7], matrix[8], endstyle(s, emptyclose))
}

// FeDiffuseLighting specifies a diffuse lighting filter primitive,
// a container for light source elements, end with DiffuseEnd()
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeDiffuseLighting(fs Filterspec, scale, constant float64, s ...string) {
	svg.printf(`<feDiffuseLighting %s surfaceScale="%g" diffuseConstant="%g" %s`,
		fsattr(fs), scale, constant, endstyle(s, `>`))
}

// FeDiffEnd ends a diffuse lighting filter primitive container
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feDiffuseLightingElement
func (svg *SVG) FeDiffEnd() {
	svg.println(`</feDiffuseLighting>`)
}

// FeDisplacementMap specifies a feDisplacementMap filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feDisplacementMapElement
func (svg *SVG) FeDisplacementMap(fs Filterspec, scale float64, xchannel, ychannel string, s ...string) {
	svg.printf(`<feDisplacementMap %s scale="%g" xChannelSelector="%s" yChannelSelector="%s" %s`,
		fsattr(fs), scale, imgchannel(xchannel), ychannel, endstyle(s, emptyclose))
}

// FeDistantLight specifies a feDistantLight filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feDistantLightElement
func (svg *SVG) FeDistantLight(fs Filterspec, azimuth, elevation float64, s ...string) {
	svg.printf(`<feDistantLight %s azimuth="%g" elevation="%g" %s`,
		fsattr(fs), azimuth, elevation, endstyle(s, emptyclose))
}

// FeFlood specifies a flood filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feFloodElement
func (svg *SVG) FeFlood(fs Filterspec, color string, opacity float64, s ...string) {
	svg.printf(`<feFlood %s flood-fill-color="%s" flood-fill-opacity="%g" %s`,
		fsattr(fs), color, opacity, endstyle(s, emptyclose))
}

// FeFunc{linear|Gamma|Table|Discrete} specify various types of feFunc{R|G|B|A} filter primitives
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement

// FeFuncLinear specifies a linear style function for the feFunc{R|G|B|A} filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeFuncLinear(channel string, slope, intercept float64) {
	svg.printf(`<feFunc%s type="linear" slope="%g" intercept="%g"%s`,
		imgchannel(channel), slope, intercept, emptyclose)
}

// FeFuncGamma specifies the curve values for gamma correction for the feFunc{R|G|B|A} filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeFuncGamma(channel string, amplitude, exponent, offset float64) {
	svg.printf(`<feFunc%s type="gamma" amplitude="%g" exponent="%g" offset="%g"%s`,
		imgchannel(channel), amplitude, exponent, offset, emptyclose)
}

// FeFuncTable specifies the table of values for the feFunc{R|G|B|A} filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeFuncTable(channel string, tv []float64) {
	svg.printf(`<feFunc%s type="table"`, imgchannel(channel))
	svg.tablevalues(`tableValues`, tv)
}

// FeFuncDiscrete specifies the discrete values for the feFunc{R|G|B|A} filter element
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feComponentTransferElement
func (svg *SVG) FeFuncDiscrete(channel string, tv []float64) {
	svg.printf(`<feFunc%s type="discrete"`, imgchannel(channel))
	svg.tablevalues(`tableValues`, tv)
}

// FeGaussianBlur specifies a Gaussian Blur filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feGaussianBlurElement
func (svg *SVG) FeGaussianBlur(fs Filterspec, stdx, stdy float64, s ...string) {
	if stdx < 0 {
		stdx = 0
	}
	if stdy < 0 {
		stdy = 0
	}
	svg.printf(`<feGaussianBlur %s stdDeviation="%g %g" %s`,
		fsattr(fs), stdx, stdy, endstyle(s, emptyclose))
}

// FeImage specifies a feImage filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feImageElement
func (svg *SVG) FeImage(href string, result string, s ...string) {
	svg.printf(`<feImage xlink:href="%s" result="%s" %s`,
		href, result, endstyle(s, emptyclose))
}

// FeMerge specifies a feMerge filter primitive, containing feMerge elements
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feMergeElement
func (svg *SVG) FeMerge(nodes []string, s ...string) {
	svg.println(`<feMerge>`)
	for _, n := range nodes {
		svg.printf("<feMergeNode in=\"%s\"/>\n", n)
	}
	svg.println(`</feMerge>`)
}

// FeMorphology specifies a feMorphologyLight filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feMorphologyElement
func (svg *SVG) FeMorphology(fs Filterspec, operator string, xradius, yradius float64, s ...string) {
	switch operator {
	case "erode", "dilate":
		break
	default:
		operator = "erode"
	}
	svg.printf(`<feMorphology %s operator="%s" radius="%g %g" %s`,
		fsattr(fs), operator, xradius, yradius, endstyle(s, emptyclose))
}

// FeOffset specifies the feOffset filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feOffsetElement
func (svg *SVG) FeOffset(fs Filterspec, dx, dy int, s ...string) {
	svg.printf(`<feOffset %s dx="%d" dy="%d" %s`,
		fsattr(fs), dx, dy, endstyle(s, emptyclose))
}

// FePointLight specifies a fePpointLight filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#fePointLightElement
func (svg *SVG) FePointLight(x, y, z float64, s ...string) {
	svg.printf(`<fePointLight x="%g" y="%g" z="%g" %s`,
		x, y, z, endstyle(s, emptyclose))
}

// FeSpecularLighting specifies a specular lighting filter primitive,
// a container for light source elements, end with SpecularEnd()
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feSpecularLightingElement
func (svg *SVG) FeSpecularLighting(fs Filterspec, scale, constant float64, exponent int, color string, s ...string) {
	svg.printf(`<feSpecularLighting %s surfaceScale="%g" specularConstant="%g" specularExponent="%d" lighting-color="%s" %s`,
		fsattr(fs), scale, constant, exponent, color, endstyle(s, ">\n"))
}

// FeSpecEnd ends a specular lighting filter primitive container
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feSpecularLightingElement
func (svg *SVG) FeSpecEnd() {
	svg.println(`</feSpecularLighting>`)
}

// FeSpotLight specifies a feSpotLight filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feSpotLightElement
func (svg *SVG) FeSpotLight(fs Filterspec, x, y, z, px, py, pz float64, s ...string) {
	svg.printf(`<feSpotLight %s x="%g" y="%g" z="%g" pointsAtX="%g" pointsAtY="%g" pointsAtZ="%g" %s`,
		fsattr(fs), x, y, z, px, py, pz, endstyle(s, emptyclose))
}

// FeTile specifies the tile utility filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feTileElement
func (svg *SVG) FeTile(fs Filterspec, in string, s ...string) {
	svg.printf(`<feTile %s %s`, fsattr(fs), endstyle(s, emptyclose))
}

// FeTurbulence specifies a turbulence filter primitive
// Standard reference: http://www.w3.org/TR/SVG11/filters.html#feTurbulenceElement
func (svg *SVG) FeTurbulence(fs Filterspec, ftype string, bfx, bfy float64, octaves int, seed int64, stitch bool, s ...string) {
	if bfx < 0 || bfx > 1 {
		bfx = 0
	}
	if bfy < 0 || bfy > 1 {
		bfy = 0
	}
	switch ftype[0:1] {
	case "f", "F":
		ftype = "fractalNoise"
	case "t", "T":
		ftype = "turbulence"
	default:
		ftype = "turbulence"
	}

	var ss string
	if stitch {
		ss = "stitch"
	} else {
		ss = "noStitch"
	}
	svg.printf(`<feTurbulence %s type="%s" baseFrequency="%.2f %.2f" numOctaves="%d" seed="%d" stitchTiles="%s" %s`,
		fsattr(fs), ftype, bfx, bfy, octaves, seed, ss, endstyle(s, emptyclose))
}

// Filter Effects convenience functions, modeled after CSS versions

// Blur emulates the CSS blur filter
func (svg *SVG) Blur(p float64) {
	svg.FeGaussianBlur(Filterspec{}, p, p)
}

// Brightness emulates the CSS brightness filter
func (svg *SVG) Brightness(p float64) {
	svg.FeComponentTransfer()
	svg.FeFuncLinear("R", p, 0)
	svg.FeFuncLinear("G", p, 0)
	svg.FeFuncLinear("B", p, 0)
	svg.FeCompEnd()
}

// Contrast emulates the CSS contrast filter
//func (svg *SVG) Contrast(p float64) {
//}

// Dropshadow emulates the CSS dropshadow filter
//func (svg *SVG) Dropshadow(p float64) {
//}

// Grayscale eumulates the CSS grayscale filter
func (svg *SVG) Grayscale() {
	svg.FeColorMatrixSaturate(Filterspec{}, 0)
}

// HueRotate eumulates the CSS huerotate filter
func (svg *SVG) HueRotate(a float64) {
	svg.FeColorMatrixHue(Filterspec{}, a)
}

// Invert eumulates the CSS invert filter
func (svg *SVG) Invert() {
	svg.FeComponentTransfer()
	svg.FeFuncTable("R", []float64{1, 0})
	svg.FeFuncTable("G", []float64{1, 0})
	svg.FeFuncTable("B", []float64{1, 0})
	svg.FeCompEnd()
}

// Saturate eumulates the CSS saturate filter
func (svg *SVG) Saturate(p float64) {
	svg.FeColorMatrixSaturate(Filterspec{}, p)
}

// Sepia applies a sepia tone, emulating the CSS sepia filter
func (svg *SVG) Sepia() {
	var sepiamatrix = [20]float64{
		0.280, 0.450, 0.05, 0, 0,
		0.140, 0.390, 0.04, 0, 0,
		0.080, 0.280, 0.03, 0, 0,
		0, 0, 0, 1, 0,
	}
	svg.FeColorMatrix(Filterspec{}, sepiamatrix)
}

// Utility

// Grid draws a grid at the specified coordinate, dimensions, and spacing, with optional style.
func (svg *SVG) Grid(x int, y int, w int, h int, n int, s ...string) {

	if len(s) > 0 {
		svg.Gstyle(s[0])
	}
	for ix := x; ix <= x+w; ix += n {
		svg.Line(ix, y, ix, y+h)
	}

	for iy := y; iy <= y+h; iy += n {
		svg.Line(x, iy, x+w, iy)
	}
	if len(s) > 0 {
		svg.Gend()
	}

}

// Support functions

// style returns a style name,attribute string
func style(s string) string {
	if len(s) > 0 {
		return fmt.Sprintf(`style="%s"`, s)
	}
	return s
}

// pp returns a series of polygon points
func (svg *SVG) pp(x []int, y []int, tag string) {
	svg.print(tag)
	if len(x) != len(y) {
		svg.print(" ")
		return
	}
	lx := len(x) - 1
	for i := 0; i < lx; i++ {
		svg.print(coord(x[i], y[i]) + " ")
	}
	svg.print(coord(x[lx], y[lx]))
}

// endstyle modifies an SVG object, with either a series of name="value" pairs,
// or a single string containing a style
func endstyle(s []string, endtag string) string {
	if len(s) > 0 {
		nv := ""
		for i := 0; i < len(s); i++ {
			if strings.Index(s[i], "=") > 0 {
				nv += (s[i]) + " "
			} else {
				nv += style(s[i])
			}
		}
		return nv + endtag
	}
	return endtag

}

// tt creates a xml element, tag containing s
func (svg *SVG) tt(tag string, s string) {
	svg.print("<" + tag + ">")
	xml.Escape(svg.Writer, []byte(s))
	svg.println("</" + tag + ">")
}

// poly compiles the polygon element
func (svg *SVG) poly(x []int, y []int, tag string, s ...string) {
	svg.pp(x, y, "<"+tag+" points=\"")
	svg.print(`" ` + endstyle(s, "/>\n"))
}

// onezero returns "0" or "1"
func onezero(flag bool) string {
	if flag {
		return "1"
	}
	return "0"
}

// pct returns a percetage, capped at 100
func pct(n uint8) uint8 {
	if n > 100 {
		return 100
	}
	return n
}

// islink determines if a string is a script reference
func islink(link string) bool {
	return strings.HasPrefix(link, "http://") || strings.HasPrefix(link, "#") ||
		strings.HasPrefix(link, "../") || strings.HasPrefix(link, "./")
}

// group returns a group element
func group(tag string, value string) string { return fmt.Sprintf(`<g %s="%s">`, tag, value) }

// scale return the scale string for the transform
func scale(n float64) string { return fmt.Sprintf(`scale(%g)`, n) }

// scaleXY return the scale string for the transform
func scaleXY(dx, dy float64) string { return fmt.Sprintf(`scale(%g,%g)`, dx, dy) }

// skewx returns the skewX string for the transform
func skewX(angle float64) string { return fmt.Sprintf(`skewX(%g)`, angle) }

// skewx returns the skewX string for the transform
func skewY(angle float64) string { return fmt.Sprintf(`skewY(%g)`, angle) }

// rotate returns the rotate string for the transform
func rotate(r float64) string { return fmt.Sprintf(`rotate(%g)`, r) }

// translate returns the translate string for the transform
func translate(x, y int) string { return fmt.Sprintf(`translate(%d,%d)`, x, y) }

// coord returns a coordinate string
func coord(x int, y int) string { return fmt.Sprintf(`%d,%d`, x, y) }

// ptag returns the beginning of the path element
func ptag(x int, y int) string { return fmt.Sprintf(`<path d="M%s`, coord(x, y)) }

// loc returns the x and y coordinate attributes
func loc(x int, y int) string { return fmt.Sprintf(`x="%d" y="%d"`, x, y) }

// href returns the href name and attribute
func href(s string) string { return fmt.Sprintf(`xlink:href="%s"`, s) }

// dim returns the dimension string (x, y coordinates and width, height)
func dim(x int, y int, w int, h int) string {
	return fmt.Sprintf(`x="%d" y="%d" width="%d" height="%d"`, x, y, w, h)
}

// fsattr returns the XML attribute representation of a filterspec, ignoring empty attributes
func fsattr(s Filterspec) string {
	attrs := ""
	if len(s.In) > 0 {
		attrs += fmt.Sprintf(`in="%s" `, s.In)
	}
	if len(s.In2) > 0 {
		attrs += fmt.Sprintf(`in2="%s" `, s.In2)
	}
	if len(s.Result) > 0 {
		attrs += fmt.Sprintf(`result="%s" `, s.Result)
	}
	return attrs
}

// tablevalues outputs a series of values as a XML attribute
func (svg *SVG) tablevalues(s string, t []float64) {
	svg.printf(` %s="`, s)
	for i := 0; i < len(t)-1; i++ {
		svg.printf("%g ", t[i])
	}
	svg.printf(`%g"%s`, t[len(t)-1], emptyclose)
}

// imgchannel validates the image channel indicator
func imgchannel(c string) string {
	switch c {
	case "R", "G", "B", "A":
		return c
	case "r", "g", "b", "a":
		return strings.ToUpper(c)
	case "red", "green", "blue", "alpha":
		return strings.ToUpper(c[0:1])
	case "Red", "Green", "Blue", "Alpha":
		return c[0:1]
	}
	return "R"
}
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// svgdef -  SVG Object Definition and Use
// +build !appengine

package main

import (
	"math"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

const (
	textsize    = 24
	coordsize   = 4
	objcolor    = "rgb(0,0,127)"
	objstyle    = "fill:none; stroke-width:2;stroke:" + objcolor
	fobjstyle   = "fill-opacity:0.25;fill:" + objcolor
	legendstyle = "fill:gray; text-anchor:middle"
	titlestyle  = "fill:black; text-anchor:middle;font-size:24px"
	linestyle   = "stroke:black; stroke-width:1"
	gtextstyle  = "font-family:Calibri; text-anchor:middle; font-size:24px"
	coordstring = "x, y"
	tpathstring = `It's "fine" & "dandy" to draw text along a path`
)

var (
	canvas   = svg.New(os.Stdout)
	grayfill = canvas.RGB(220, 220, 220)
	oc1      = svg.Offcolor{Offset: 0, Color: "white", Opacity: 1.0}
	oc2      = svg.Offcolor{Offset: 25, Color: "lightblue", Opacity: 1.0}
	oc3      = svg.Offcolor{Offset: 75, Color: "blue", Opacity: 1.0}
	oc4      = svg.Offcolor{Offset: 100, Color: objcolor, Opacity: 1.0}
	ga       = []svg.Offcolor{oc1, oc2, oc3, oc4}
)

// defcoodstr defines coordinate strings: (x,y)
func defcoordstr(x int, y int, s string) {
	canvas.Circle(x, y, coordsize, grayfill)
	canvas.Text(x, y-textsize, s, legendstyle)
}

// defcoord defines a coordinate
func defcoord(x, y, n int) {
	canvas.Circle(x, y, coordsize, grayfill)
	canvas.Text(x, y+n, coordstring, legendstyle)
}

// deflegend makes object legends
func deflegend(x int, y int, size int, legend string) {
	canvas.Text(x, y+size+textsize, legend, titlestyle)
}

// defcircle defines the circle object for arbitrary placement and size
func defcircle(id string, w, h int, legend string) {
	canvas.Gid(id)
	canvas.Translate(w, h)
	defcoord(0, 0, -textsize)
	canvas.Circle(0, 0, h, objstyle)
	canvas.Line(0, 0, h, 0, linestyle)
	canvas.Text(h/2, textsize, "r", legendstyle)
	deflegend(0, 0, h, legend)
	canvas.Gend()
	canvas.Gend()
}

// defellipse defines the ellipse object for arbitrary placement and size
func defellipse(id string, w int, h int, legend string) {
	canvas.Gid(id)
	canvas.Translate(w, h)
	defcoord(0, 0, -textsize)
	canvas.Ellipse(0, 0, w, h, objstyle)
	canvas.Line(0, 0, w, 0, linestyle)
	canvas.Line(0, 0, 0, h, linestyle)
	canvas.Text(w/2, textsize, "rx", legendstyle)
	canvas.Text(-textsize, (h / 2), "ry", legendstyle)
	deflegend(0, 0, h, legend)
	canvas.Gend()
	canvas.Gend()
}

// defrect defines the rectangle object for arbitrary placement and size
func defrect(id string, w int, h int, legend string) {
	canvas.Gid(id)
	defcoord(0, 0, -textsize)
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.Text(-textsize, (h / 2), "h", legendstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// defcrect defines the centered rectangle object for arbitrary placement and size
func defcrect(id string, w int, h int, legend string) {
	canvas.Gid(id)
	defcoord(w/2, h/2, -textsize)
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.Text(-textsize, (h / 2), "h", legendstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// defsquare defines the square object for arbitrary placement and size
func defsquare(id string, w int, legend string) {
	canvas.Gid(id)
	defcoord(0, 0, -textsize)
	canvas.Square(0, 0, w, objstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	deflegend((w / 2), 0, w, legend)
	canvas.Gend()
}

// defimage defines the image object for arbitrary placement and size
func defimage(id string, w int, h int, s string, legend string) {
	canvas.Gid(id)
	defcoord(0, 0, -textsize)
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.Text(-textsize, (h / 2), "h", legendstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	canvas.Image(0, 0, w, h, s)
	deflegend(w/2, h, 0, legend)
	canvas.Gend()
}

// defline defines the line object for arbitrary placement and size
func defline(id string, w int, h int, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "x1, y1")
	defcoordstr(w, 0, "x2, y2")
	canvas.Line(0, 0, w, 0, objstyle)
	deflegend(w/2, h, 0, legend)
	canvas.Gend()
}

// defarc defines the arc object for arbitrary placement and size
func defarc(id string, w int, h int, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "sx, sy")
	defcoordstr(w*2, 0, "ex, ey")
	canvas.Arc(0, 0, h, h, 0, false, true, w*2, 0, objstyle)
	deflegend(w, h, h, legend)
	canvas.Gend()
}

// defbez defines the cublic bezier object for arbitrary placement and size
func defbez(id string, x int, y int, h int, legend string) {
	sx, sy := 0, 0
	cx, cy := x, -y
	px, py := x, y
	ex, ey := x*2, 0
	canvas.Gid(id)
	defcoordstr(sx, sy, "sx, sy")
	defcoordstr(cx, cy, "cx, cy")
	defcoordstr(px, py, "px, py")
	defcoordstr(ex, ey, "ex, ey")
	canvas.Bezier(sx, sy, cx, cy, px, py, ex, ey, objstyle)
	deflegend(px, h, 0, legend)
	canvas.Gend()
}

// defqbez defines the quadratic bezier object for arbitrary placement and size
func defqbez(id string, px int, py int, h int, legend string) {
	sx, sy := 0, 0
	ex, ey := px*2, 0
	cx, cy := (ex-px)/3, -py-(py/2)
	canvas.Gid(id)
	defcoordstr(sx, sy, "sx, sy")
	defcoordstr(cx, cy, "cx, cy")
	defcoordstr(ex, ey, "ex, ey")
	canvas.Qbez(sx, sy, cx, cy, ex, ey, objstyle)
	deflegend(px, h, 0, legend)
	canvas.Gend()
}

// defroundrect defines the roundrect object for arbitrary placement and size
func defroundrect(id string, w int, h int, rx int, ry int, legend string) {
	canvas.Gid(id)
	defcoord(0, 0, -textsize)
	canvas.Roundrect(0, 0, w, h, rx, ry, objstyle)
	canvas.Text(-textsize, (h / 2), "h", legendstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	canvas.Line(rx, 0, rx, ry, linestyle)
	canvas.Line(0, ry, rx, ry, linestyle)
	canvas.Text(rx+textsize, ry-(ry/2), "ry", legendstyle)
	canvas.Text((rx / 2), ry+textsize, "rx", legendstyle)
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// defpolygon defines the polygon object for arbitrary placement and size
func defpolygon(id string, w int, h int, legend string) {
	var x = []int{0, w / 2, w, w, w / 2, 0}
	var y = []int{0, -h / 4, 0, (h * 3) / 4, h / 2, (h * 3) / 4}
	canvas.Gid(id)
	for i := 0; i < len(x); i++ {
		defcoord(x[i], y[i], -textsize)
	}
	canvas.Polygon(x, y, objstyle)
	deflegend(w/2, h, 0, legend)
	canvas.Gend()
}

// defpolyline defines the polyline object for arbitrary placement and size
func defpolyline(id string, w int, h int, legend string) {
	var x = []int{0, w / 3, (w * 3) / 4, w}
	var y = []int{0, -(h / 2), -(h / 3), -h}
	canvas.Gid(id)
	for i := 0; i < len(x); i++ {
		defcoord(x[i], y[i], -textsize)
	}
	canvas.Polyline(x, y, objstyle)
	deflegend(w/2, h, 0, legend)
	canvas.Gend()
}

// defpath defines the path object for arbitrary placement and size
func defpath(id string, x, y int, legend string) {
	var w3path = `M36,5l12,41l12-41h33v4l-13,21c30,10,2,69-21,28l7-2c15,27,33,-22,3,-19v-4l12-20h-15l-17,59h-1l-13-42l-12,42h-1l-20-67h9l12,41l8-28l-4-13h9`
	var cpath = `M94,53c15,32,30,14,35,7l-1-7c-16,26-32,3-34,0M122,16c-10-21-34,0-21,30c-5-30 16,-38 23,-21l5-10l-2-9`
	canvas.Gid(id)
	canvas.Path(w3path, `fill="`+objcolor+`"`)
	canvas.Path(cpath, canvas.RGBA(0, 0, 0, 0.5))
	defcoord(0, 0, -textsize)
	deflegend(x/2, y+50, textsize, legend)
	canvas.Gend()
}

// deflg defines the linear gradient object for arbitrary placement and size
func deflg(id string, w int, h int, legend string) {
	canvas.Gid(id)
	canvas.Rect(0, 0, w, h, "fill:url(#linear)")
	defcoordstr(0, 0, "x1%, y1%")
	defcoordstr(w, 0, "x2%, y2%")
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// defrg defines the radial gradient object for arbitrary placement and size
func defrg(id string, w int, h int, legend string) {
	canvas.Gid(id)
	canvas.Rect(0, 0, w, h, "fill:url(#radial)")
	defcoordstr(0, 0, "cx%, cy%")
	defcoordstr(w/2, h/2, "fx%, fy%")
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// deftrans defines the trans object for arbitrary placement and size
func deftrans(id string, w, h int, legend string) {
	tx := w / 3
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	defcoordstr(w-tx, 0, "x, y")
	deflegend(w/2, 0, h, legend)
	canvas.Rect(0, 0, tx, h, objstyle)
	canvas.Translate(w-tx, 0)
	canvas.Rect(0, 0, tx, h, fobjstyle)
	canvas.Gend()
	canvas.Gend()
}

// defgrid defines the grid object for arbitrary placement and size
func defgrid(id string, w, h int, legend string) {
	n := h / 4
	canvas.Gid(id)
	defcoord(0, 0, -textsize)
	canvas.Text(-textsize, (h / 2), "h", legendstyle)
	canvas.Text((w / 2), -textsize, "w", legendstyle)
	canvas.Text(n+textsize, n/2, "n", legendstyle)
	canvas.Grid(0, 0, w, h, n, "stroke:"+objcolor)
	deflegend((w / 2), 0, h, legend)
	canvas.Gend()
}

// deftext defines the text object for arbitrary placement and size
func deftext(id string, w, h int, text string, legend string) {
	canvas.Gid(id)
	defcoord(0, h/2, textsize)
	canvas.Text(0, h/2, text, "text-anchor:start;font-size:32pt")
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// deftextpath defines the textpath object for arbitrary placement and size
func deftextpath(id string, pathid string, s string, w, h int, legend string) {
	canvas.Gid(id)
	canvas.Textpath(s, pathid, `fill="`+objcolor+`"`, `text-anchor="start"`, `font-size="16pt"`)
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defscale defines the scale object for arbitrary placement and size
func defscale(id string, w, h int, n float64, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.Scale(n)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defscaleXY defines the scaleXY object for arbitrary placement and size
func defscaleXY(id string, w, h int, dx, dy float64, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.ScaleXY(dx, dy)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defskewX defines the skewX object for arbitrary placement and size
func defskewX(id string, w, h int, angle float64, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.SkewX(angle)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defskewY defines the skewY object for arbitrary placement and size
func defskewY(id string, w, h int, angle float64, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.SkewY(angle)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defskewXY defines the skewXY object for arbitrary placement and size
func defskewXY(id string, w, h int, ax, ay float64, legend string) {
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.SkewXY(ax, ay)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defrotate defines the rotate object for arbitrary placement and size
func defrotate(id string, w, h int, deg float64, legend string) {
	t := deg * (math.Pi / 180.0)
	r := float64(w / 2)
	rx := r * math.Cos(t)
	ry := r * math.Sin(t)
	canvas.Gid(id)
	defcoordstr(0, 0, "0, 0")
	deflegend(w/2, 0, h, legend)
	canvas.Rect(0, 0, w, h, objstyle)
	canvas.Qbez(w/2, 0, (w/2)+10, int(ry)/2, int(rx), int(ry), "fill:none;stroke:gray")
	canvas.Text(w/4, textsize, "r", legendstyle)
	canvas.Rotate(deg)
	canvas.Rect(0, 0, w, h, fobjstyle)
	canvas.Gend()
	canvas.Gend()
}

// defmeta defines the metadata objects
func defmeta(id string, w int, name, desc []string, legend string) {
	canvas.Gid(id)
	canvas.Textlines(0, textsize, name, 24, 28, "black", "start")
	canvas.Textlines(w+32, textsize, desc, 24, 28, "rgb(127,127,127)", "start")
	deflegend(w, 0, 30*len(name), legend)
	canvas.Gend()
}

// defrgb defines the rgb object for arbitrary placement and size
func defrgb(id string, w, h, r, g, b int, opacity float64, legend string) {
	size := h / 8
	canvas.Gid(id)
	canvas.Gstyle(legendstyle)
	colordot(w/4, 0, size, r, 0, 0, 1.0)
	colordot(w/2, 0, size, 0, g, 0, 1.0)
	colordot(w*3/4, 0, size, 0, 0, b, 1.0)
	colordot(w, 0, size, r, g, b, opacity)
	if opacity < 1.0 {
		colordot(w+10, 0, size, r, g, b, opacity)
		canvas.Text(w, h/2, "alpha")
	}
	canvas.Text(w/4, h/2, "r")
	canvas.Text(w/2, h/2, "g")
	canvas.Text(w*3/4, h/2, "b")
	canvas.Text(w-(w/8), size-size/2, "->")
	canvas.Gend()
	deflegend(w/2, 0, h, legend)
	canvas.Gend()
}

// defobjects defines a set of objects with the specified dimensions,
// once defined, the objects are referenced for placement
func defobjects(w, h int) {
	var (
		metatext = []string{
			"New(w io Writer)",
			"Start(w, h int, options ...string)/End()",
			"Startview(w, h, minx, miny, vw, vh int)",
			"Group(s ...string)/Gend()",
			"Gstyle(s string)/Gend()",
			"Gtransform(s string)/Gend()",
			"Gid(id string)/Gend()",
			"ClipPath(s ...string)/ClipEnd()",
			"Def()/DefEnd()",
			"Marker()/MarkerEnd()",
			"Pattern()/PatternEnd()",
			"Desc(s string)",
			"Title(s string)",
			"Script(type, data ...string)",
			"Mask(id string, x, y, w, h int, style ...string)/MaskEnd()",
			"Link(href string, title string)/LinkEnd()",
			"Use(x int, y int, link string, style ...string)",
		}
		metadesc = []string{
			"specify destination",
			"begin/end the document",
			"begin/end the document with viewport",
			"begin/end group with attributes",
			"begin/end group style",
			"begin/end group transform",
			"begin/end group id",
			"begin/end clip path",
			"begin/end a defintion block",
			"begin/end markers",
			"begin/end pattern",
			"set the description element",
			"set the title element",
			"define a script",
			"begin/end mask element",
			"begin/end link to href, with a title",
			"use defined objects",
		}
	)
	h2 := h / 2
	canvas.Desc("Object Definitions")
	canvas.Def()
	canvas.LinearGradient("linear", 0, 0, 100, 0, ga)
	canvas.RadialGradient("radial", 0, 0, 100, 50, 50, ga)
	canvas.Path("M 0,0 A62,62 0 0 1 250,0", `id="tpath"`)
	defsquare("square", h, "Square(x, y, w int, style ...string)")
	defrect("rect", w, h, "Rect(x, y, w, h int, style ...string)")
	defcrect("crect", w, h, "CenterRect(x, y, w, h int, style ...string)")
	defroundrect("roundrect", w, h, 25, 25, "Roundrect(x, y, w, h, rx, ry int, style ...string)")
	defpolygon("polygon", w, h, "Polygon(x, y []int, style ...string)")
	defcircle("circle", h, h2, "Circle(x, y, r int, style ...string)")
	defellipse("ellipse", h, h2, "Ellipse(x, y, rx, ry int, style ...string)")
	defline("line", w, h, "Line(x1, y1, x2, y2 int, style ...string)")
	defpolyline("polyline", w, h, "Polyline(x, y []int, style ...string)")
	defarc("arc", h, h2, "Arc(sx, sy, ax, ay, r int, lflag, sflag bool, ex, ey int, style ...string)")
	defpath("path", h, h2, "Path(s string, style ...string)")
	defqbez("qbez", h, h2, h, "Qbez(sx, sy, cx, cy, ex, ey int, style ...string)")
	defbez("bezier", h, h2, h, "Bezier(sx, sy, cx, cy, px, py, ex, ey int, style ...string)")
	defimage("image", 128, 128, "gophercolor128x128.png", "Image(x, y, w, h, int path string, style ...string)")
	deflg("lgrad", w, h, "LinearGradient(s string, x1, y1, x2, y2 uint8, oc []Offcolor)")
	defrg("rgrad", w, h, "RadialGradient(s string, cx, cy, r, fx, fy uint8, oc []Offcolor)")
	deftrans("trans", w, h, "Translate(x, y int)")
	defgrid("grid", w, h, "Grid(x, y, w, h, n int, style ...string)")
	deftext("text", w, h, "hello, this is SVG", "Text(x, y int, s string, style ...string)")
	defscale("scale", w, h, 0.5, "Scale(n float64)")
	defscaleXY("scalexy", w, h, 0.5, 0.75, "ScaleXY(x, y float64)")
	defskewX("skewx", w, h, 30, "SkewX(a float64)")
	defskewY("skewy", w, h, 10, "SkewY(a float64)")
	defskewXY("skewxy", w, h, 10, 10, "SkewXY(x, y float64)")
	defrotate("rotate", w, h, 30, "Rotate(r float64)")
	deftextpath("textpath", "#tpath", tpathstring, w, h, "Textpath(s, pathid string, style ...string)")
	defmeta("meta", w*2, metatext, metadesc, "Textlines(x, y int, s []string, size, spacing int, fill, align string)")
	defrgb("rgb", w, h, 44, 77, 232, 1.0, "RGB(r, g, b int)")
	defrgb("rgba", w, h, 44, 77, 232, 0.33, "RGBA(r, g, b int, opacity float64)")
	canvas.DefEnd()
}

// colordot makes a colored dot, with opacity
func colordot(x, y, r, red, green, blue int, a float64) {
	// canvas.Circle(x,y,r+textsize/6,"fill:none;stroke:"+objcolor)
	if a == 1.0 {
		canvas.Circle(x, y, r, canvas.RGB(red, green, blue))
	} else {
		canvas.Circle(x, y, r, canvas.RGBA(red, green, blue, a))
	}
}

// placerow is a helper for placeobjects, placing to previously
// defined objects row-wise
func placerow(w int, s []string) {
	for x, name := range s {
		canvas.Use(x*w, 0, "#"+name)
	}
}

// placeobjects places a grid of objects on the canvas as specified
// by a string array.
func placeobjects(x, y, w, h int, data [][]string) {
	canvas.Desc("Object Usage")
	for _, object := range data {
		canvas.Translate(x, y)
		placerow(w, object)
		canvas.Gend()
		y += h
	}
}

var roworder = [][]string{
	{"rect", "crect", "roundrect", "square", "line", "polyline"},
	{"polygon", "circle", "ellipse", "arc", "qbez", "bezier"},
	{"trans", "scale", "scalexy", "skewx", "skewy", "skewxy"},
	{"rotate", "text", "textpath", "path", "image", "grid"},
	{"lgrad", "rgrad", "rgb", "rgba", "meta"},
}

func main() {
	width := 3650
	height := (width * 3) / 4
	canvas.Start(width, height)
	defobjects(250, 125)
	canvas.Title("SVG Go Library Description")
	canvas.Rect(0, 0, width, height, "fill:white;stroke:black;stroke-width:2")
	canvas.Gstyle(gtextstyle)
	canvas.Link("http://github.com/ajstarks/svgo", "SVGo Library")
	canvas.Text(width/2, 150, "SVG Go Library", "font-size:125px")
	canvas.Text(width/2, 200, "github.com/ajstarks/svgo", "font-size:50px;fill:gray")
	canvas.LinkEnd()
	placeobjects(200, 400, 600, 450, roworder)
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgopher/svgopher.go

// svgopher - Go mascot remix
// +build !appengine

package main

import (
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	width  = 500
	height = 300
	canvas = svg.New(os.Stdout)
)

func background(v int) { canvas.Rect(0, 0, width, height, canvas.RGB(v, v, v)) }

func gordon(x, y, w, h int) {

	w10 := w / 10
	w12 := w / 12
	w2 := w / 2
	w3 := w / 3
	w8 := w / 8
	w6 := w / 6
	xw := x + w
	h23 := (h * 2) / 3

	blf := "fill:black"
	wf := "fill:white"
	nf := "fill:brown"
	brf := "fill:brown; fill-opacity:0.2"
	brb := "fill:rgb(210,161,161)"

	canvas.Gstyle("fill:none; stroke:none")
	canvas.Bezier(x, y+h, x, y+h, x+w2, y-h, x+w, y+h, brb)
	canvas.Roundrect(x, y+(h-1), w, h, 10, 10, brb)
	canvas.Circle(x, y+h, w12, brf) // left ear
	canvas.Circle(x, y+h, w12-10, nf)

	canvas.Circle(x+w, y+h, w12, brf) // right ear
	canvas.Circle(x+w, y+h, w12-10, nf)

	canvas.Circle(x+w3, y+h23, w/9, wf) // left eye
	canvas.Circle(x+w3+10, y+h23, w10-10, blf)
	canvas.Circle(x+w3+15, y+h23, 5, wf)

	canvas.Circle(xw-w3, y+h23, w/9, wf) // right eye
	canvas.Circle(xw-w3+10, y+h23, w10-10, blf)
	canvas.Circle(xw-(w3)+15, y+h23, 5, wf)

	canvas.Roundrect(x+w2-w8, y+h+30, w8, w6, 5, 5, wf) // left tooth
	canvas.Roundrect(x+w2, y+h+30, w8, w6, 5, 5, wf)    // right tooth

	canvas.Ellipse(x+(w2), y+h+30, w6, w12, nf)   // snout
	canvas.Ellipse(x+(w2), y+h+10, w10, w12, blf) // nose

	canvas.Gend()
}

func main() {
	canvas.Start(width, height)
	canvas.Title("SVG Gopher")
	background(255)
	canvas.Gtransform("translate(100, 100)")
	canvas.Gtransform("rotate(-30)")
	gordon(48, 48, 240, 72)
	canvas.Gend()
	canvas.Gend()
	canvas.Link("svgdef.svg", "SVG Spec & Usage")
	canvas.Text(90, 145, "SVG", "font-family:Calibri,sans-serif;font-size:80;fill:brown")
	canvas.LinkEnd()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgplay/svgplay.go

// svgplay: sketch with SVGo, (derived from the old misc/goplay), except:
// (1) only listen on localhost, (default port 1999)
// (2) always render html, 
// (3) SVGo default code,
// (4) invoke the compiler and linker directly
package main

import (
	"bytes"
	"flag"
	"io/ioutil"
	"log"
	"net/http"
	"os"
	"os/exec"
	"path/filepath"
	"runtime"
	"strconv"
	"text/template"
)

var (
	httpListen = flag.String("port", "1999", "port to listen on")
)

var (
	// a source of numbers, for naming temporary files
	uniq = make(chan int)
)

func main() {
	flag.Parse()

	// source of unique numbers
	go func() {
		for i := 0; ; i++ {
			uniq <- i
		}
	}()

	http.HandleFunc("/", FrontPage)
	http.HandleFunc("/compile", Compile)
	log.Printf("☠ ☠ ☠ Warning: this server allows a client connecting to 127.0.0.1:%s to execute code on this computer ☠ ☠ ☠", *httpListen)
	log.Fatal(http.ListenAndServe("127.0.0.1:"+*httpListen, nil))
}

// FrontPage is an HTTP handler that renders the svgoplay interface. 
// If a filename is supplied in the path component of the URI,
// its contents will be put in the interface's text area.
// Otherwise, the default "hello, world" program is displayed.
func FrontPage(w http.ResponseWriter, req *http.Request) {
	data, err := ioutil.ReadFile(req.URL.Path[1:])
	if err != nil {
		data = helloWorld
	}
	frontPage.Execute(w, data)
}

// Compile is an HTTP handler that reads Go source code from the request,
// runs the program (returning any errors),
// and sends the program's output as the HTTP response.
func Compile(w http.ResponseWriter, req *http.Request) {
	out, err := compile(req)
	if err != nil {
		compileError(w, out, err)
		return
	}

	// write the output of target as the http response
	w.Write(out)
}

var (
	compiler, linker, tmpdir, pkgdir, toolchar, buildpid string
)

func init() {
	// find real temporary directory (for rewriting filename in output)
	var err error
	tmpdir, err = filepath.EvalSymlinks(os.TempDir())
	if err != nil {
		log.Fatal(err)
	}

	// build the command paths for the compiler and linker, assumes that GOPATH is set
	var toolmap = map[string]string{"arm": "5", "amd64": "6", "386": "8"}
	toolchar = toolmap[runtime.GOARCH]
	ga := runtime.GOOS + "_" + runtime.GOARCH
	tool := runtime.GOROOT() + "/pkg/tool/" + ga + "/" + toolchar
	pkgdir = os.Getenv("GOPATH") + "/pkg/" + ga
	compiler = tool + "g"
	linker = tool + "l"
	buildpid = strconv.Itoa(os.Getpid())
}

func compile(req *http.Request) (out []byte, err error) {
	// target is the base name for .go, object, executable files
	target := filepath.Join(tmpdir, "svgplay"+buildpid+strconv.Itoa(<-uniq))
	src := target + ".go"
	obj := target + "." + toolchar
	bin := target
	if runtime.GOOS == "windows" {
		bin += ".exe"
	}

	// write body to target.go
	body := new(bytes.Buffer)
	if _, err = body.ReadFrom(req.Body); err != nil {
		return
	}
	defer os.Remove(src)
	if err = ioutil.WriteFile(src, body.Bytes(), 0666); err != nil {
		return
	}

	// build and link target.go, creating target	
	out, err = run("", compiler, "-I", pkgdir, "-o", obj, src)
	defer os.Remove(obj)
	if err != nil {
		return
	}

	out, err = run("", linker, "-L", pkgdir, "-o", bin, obj)
	defer os.Remove(bin)
	if err != nil {
		return
	}
	// run target
	return run("", bin)
}

// error writes compile, link, or runtime errors to the HTTP connection.
// The JavaScript interface uses the 404 status code to identify the error.
func compileError(w http.ResponseWriter, out []byte, err error) {
	w.WriteHeader(404)
	if out != nil {
		elines := bytes.Split(out, []byte{'\n'})
		for _, l := range elines {
			i := bytes.Index(l, []byte{':'} )
			output.Execute(w, l[i+1:])
		}
	} else {
		output.Execute(w, err.Error())
	}
}

// run executes the specified command and returns its output and an error.
func run(dir string, args ...string) ([]byte, error) {
	var buf bytes.Buffer
	cmd := exec.Command(args[0], args[1:]...)
	cmd.Dir = dir
	cmd.Stdout = &buf
	cmd.Stderr = cmd.Stdout
	err := cmd.Run()
	return buf.Bytes(), err
}

var frontPage = template.Must(template.New("frontPage").Parse(frontPageText)) // HTML template
var output = template.Must(template.New("output").Parse(outputText))          // HTML template

var outputText = `<pre>{{printf "%s" . |html}}</pre>`

var frontPageText = `<!doctype html>
<html>
<head>
<title>svgplay: SVGo sketching</title>
<style>
body {
	font-size: 12pt;
}
pre, textarea {
	font-family: Optima, Calibri, 'DejaVu Sans', sans-serif;
	font-size: 100%;
	line-height: 15pt;
}
.hints {
	font-size: 80%;
	font-family: sans-serif;
	color: #333333;
	font-style: italic;
	text-align: right;
}
#edit, #output, #errors { width: 100%; text-align: left; }
#edit { height: 560px; }
#errors { color: #c00; }
</style>
<script>

function insertTabs(n) {
	// find the selection start and end
	var cont  = document.getElementById("edit");
	var start = cont.selectionStart;
	var end   = cont.selectionEnd;
	// split the textarea content into two, and insert n tabs
	var v = cont.value;
	var u = v.substr(0, start);
	for (var i=0; i<n; i++) {
		u += "\t";
	}
	u += v.substr(end);
	// set revised content
	cont.value = u;
	// reset caret position after inserted tabs
	cont.selectionStart = start+n;
	cont.selectionEnd = start+n;
}

function autoindent(el) {
	var curpos = el.selectionStart;
	var tabs = 0;
	while (curpos > 0) {
		curpos--;
		if (el.value[curpos] == "\t") {
			tabs++;
		} else if (tabs > 0 || el.value[curpos] == "\n") {
			break;
		}
	}
	setTimeout(function() {
		insertTabs(tabs);
	}, 1);
}

function keyHandler(event) {
	var e = window.event || event;
	if (e.keyCode == 9) { // tab
		insertTabs(1);
		e.preventDefault();
		return false;
	}
	if (e.keyCode == 13) { // enter
		if (e.shiftKey) { // +shift
			compile(e.target);
			e.preventDefault();
			return false;
		} else {
			autoindent(e.target);
		}
	}
	return true;
}

var xmlreq;

function autocompile() {
	if(!document.getElementById("autocompile").checked) {
		return;
	}
	compile();
}

function compile() {
	var prog = document.getElementById("edit").value;
	var req = new XMLHttpRequest();
	xmlreq = req;
	req.onreadystatechange = compileUpdate;
	req.open("POST", "/compile", true);
	req.setRequestHeader("Content-Type", "text/plain; charset=utf-8");
	req.send(prog);	
}

function compileUpdate() {
	var req = xmlreq;
	if(!req || req.readyState != 4) {
		return;
	}
	if(req.status == 200) {
		document.getElementById("output").innerHTML = req.responseText;
		document.getElementById("errors").innerHTML = "";
	} else {
		document.getElementById("errors").innerHTML = req.responseText;
		document.getElementById("output").innerHTML = "";
	}
}
</script>
</head>
<body>
<table width="100%"><tr><td width="60%" valign="top">
<textarea autofocus="true" id="edit" spellcheck="false" onkeydown="keyHandler(event);" onkeyup="autocompile();">{{printf "%s" . |html}}</textarea>
<div class="hints">
(Shift-Enter to compile and run.)&nbsp;&nbsp;&nbsp;&nbsp;
<input type="checkbox" id="autocompile" value="checked" /> Compile and run after each keystroke
</div>
<td width="3%">
<td width="27%" align="right" valign="top">
<div id="output"></div>
</table>
<div id="errors"></div>
</body>
</html>
`

var helloWorld = []byte(`package main

import (
	"math/rand"
	"os"
	"time"
	"github.com/ajstarks/svgo"
)

func ri(n int) int { return rand.Intn(n) }

func main() {
	canvas := svg.New(os.Stdout)
	width := 500
	height := 500
	nstars := 250
	style := "font-size:48pt;fill:white;text-anchor:middle"
	
	rand.Seed(time.Now().Unix())
	canvas.Start(width, height)
	canvas.Rect(0,0,width,height)
	for i := 0; i < nstars; i++ {
		canvas.Circle(ri(width), ri(height), ri(3), "fill:white")
	}
	canvas.Circle(width/2, height, width/2, "fill:rgb(77, 117, 232)")
	canvas.Text(width/2, height*4/5, "hello, world", style)
	canvas.End()
}`)







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgplot/mksvgplotdef

#!/bin/sh
rm f??*.svg
gopts="-bx=50 -by=20 -width=460 -height=130 -pw=400 -ph=90 -barsize=3 -fontsize=11"
data="test.d"
# opt
svgplot $gopts -showbg -connect=f    -label=showbg  $data  > f00.svg
svgplot $gopts -connect              -label=connect $data  > f01.svg
svgplot $gopts -showbar -connect=f   -label=showbar $data  > f02.svg
svgplot $gopts -area -connect=f      -label=area $data  > f03.svg
svgplot $gopts -showdot -connect=f   -label=showdot $data  > f04.svg
svgplot $gopts -showx    -label=showx   $data  > f05.svg
svgplot $gopts -showy    -label=showy   $data  > f06.svg
svgplot $gopts -showfile -label=showfile  $data  > f07.svg
# attr
svgplot $gopts -bgcolor=lightsteelblue   -label=bgcolor   $data > f08.svg
svgplot $gopts -linecolor=red            -label=linecolor $data > f09.svg
svgplot $gopts -barcolor=red -showbar -connect=f  -label=barcolor  $data > f10.svg
svgplot $gopts -hcolor=red  -area -connect=f   -label=hcolor  $data > f11.svg
svgplot $gopts -showdot -dotcolor=red -connect=f  -label=dotcolor  $data > f12.svg
svgplot $gopts -label=labelcolor -labelcolor=red $data > f13.svg
svgplot $gopts -label=fontsize  $data > f14.svg
svgplot $gopts -font=Courier -label="font" $data > f15.svg
svgrid -h 1200 -w 1024 -r=f -x=50 -y=50 -g 10 -c 8 f??.svg > svgplotdef.svg








github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgplot/svgplot.go

//svgplot -- plot data (a stream of x,y coordinates)
// +build !appengine

package main

import (
	"flag"
	"fmt"
	"io"
	"math"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// rawdata defines data as float64 x,y coordinates
type rawdata struct {
	x float64
	y float64
}

type options map[string]bool
type attributes map[string]string
type measures map[string]int

// plotset defines plot metadata
type plotset struct {
	opt  options
	attr attributes
	size measures
}

var (
	canvas                                                       = svg.New(os.Stdout)
	plotopt                                                      = options{}
	plotattr                                                     = attributes{}
	plotnum                                                      = measures{}
	ps                                                           = plotset{plotopt, plotattr, plotnum}
	plotw, ploth, plotc, gwidth, gheight, gutter, beginx, beginy int
)

const (
	globalfmt = "font-family:%s;font-size:%dpt;stroke-width:%dpx"
	linestyle = "fill:none;stroke:"
	linefmt   = "fill:none;stroke:%s"
	barfmt    = linefmt + ";stroke-width:%dpx"
	ticfmt    = "stroke:rgb(200,200,200);stroke-width:1px"
	labelfmt  = ticfmt + ";text-anchor:end;fill:black"
	textfmt   = "stroke:none;baseline-shift:-33.3%"
)

// init initializes command flags and sets default options
func init() {

	// boolean options
	showx := flag.Bool("showx", false, "show the xaxis")
	showy := flag.Bool("showy", false, "show the yaxis")
	showbar := flag.Bool("showbar", false, "show data bars")
	area := flag.Bool("area", false, "area chart")
	connect := flag.Bool("connect", true, "connect data points")
	showdot := flag.Bool("showdot", false, "show dots")
	showbg := flag.Bool("showbg", true, "show the background color")
	showfile := flag.Bool("showfile", false, "show the filename")
	sameplot := flag.Bool("sameplot", false, "plot on the same frame")

	// attributes
	bgcolor := flag.String("bgcolor", "rgb(240,240,240)", "plot background color")
	barcolor := flag.String("barcolor", "gray", "bar color")
	dotcolor := flag.String("dotcolor", "black", "dot color")
	linecolor := flag.String("linecolor", "gray", "line color")
	areacolor := flag.String("areacolor", "gray", "area color")
	font := flag.String("font", "Calibri,sans", "font")
	labelcolor := flag.String("labelcolor", "black", "label color")
	plotlabel := flag.String("label", "", "plot label")

	// sizes
	dotsize := flag.Int("dotsize", 2, "dot size")
	linesize := flag.Int("linesize", 2, "line size")
	barsize := flag.Int("barsize", 2, "bar size")
	fontsize := flag.Int("fontsize", 11, "font size")
	xinterval := flag.Int("xint", 10, "x axis interval")
	yinterval := flag.Int("yint", 4, "y axis interval")

	// meta options
	flag.IntVar(&beginx, "bx", 100, "initial x")
	flag.IntVar(&beginy, "by", 50, "initial y")
	flag.IntVar(&plotw, "pw", 500, "plot width")
	flag.IntVar(&ploth, "ph", 500, "plot height")
	flag.IntVar(&plotc, "pc", 2, "plot columns")
	flag.IntVar(&gutter, "gutter", ploth/10, "gutter")
	flag.IntVar(&gwidth, "width", 1024, "canvas width")
	flag.IntVar(&gheight, "height", 768, "canvas height")

	flag.Parse()

	// fill in the plotset -- all options, attributes, and sizes
	plotopt["showx"] = *showx
	plotopt["showy"] = *showy
	plotopt["showbar"] = *showbar
	plotopt["area"] = *area
	plotopt["connect"] = *connect
	plotopt["showdot"] = *showdot
	plotopt["showbg"] = *showbg
	plotopt["showfile"] = *showfile
	plotopt["sameplot"] = *sameplot

	plotattr["bgcolor"] = *bgcolor
	plotattr["barcolor"] = *barcolor
	plotattr["linecolor"] = *linecolor
	plotattr["dotcolor"] = *dotcolor
	plotattr["areacolor"] = *areacolor
	plotattr["font"] = *font
	plotattr["label"] = *plotlabel
	plotattr["labelcolor"] = *labelcolor

	plotnum["dotsize"] = *dotsize
	plotnum["linesize"] = *linesize
	plotnum["fontsize"] = *fontsize
	plotnum["xinterval"] = *xinterval
	plotnum["yinterval"] = *yinterval
	plotnum["barsize"] = *barsize
}

// fmap maps world data to document coordinates
func fmap(value float64, low1 float64, high1 float64, low2 float64, high2 float64) float64 {
	return low2 + (high2-low2)*(value-low1)/(high1-low1)
}

// doplot opens a file and makes a plot
func doplot(x, y int, location string) {
	var f *os.File
	var err error
	if len(location) > 0 {
		if plotopt["showfile"] {
			plotattr["label"] = location
		}
		f, err = os.Open(location)
	} else {
		f = os.Stdin
	}
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return
	}
	nd, data := readxy(f)
	f.Close()

	if nd >= 2 {
		plot(x, y, plotw, ploth, ps, data)
	}
}

// plot places a plot at the specified location with the specified dimemsions
// usinng the specified settings, using the specified data
func plot(x, y, w, h int, settings plotset, d []rawdata) {
	nd := len(d)
	if nd < 2 {
		fmt.Fprintf(os.Stderr, "%d is not enough points to plot\n", len(d))
		return
	}
	// Compute the minima and maxima
	maxx, minx := d[0].x, d[0].x
	maxy, miny := d[0].y, d[0].y
	for _, v := range d {

		if v.x > maxx {
			maxx = v.x
		}
		if v.y > maxy {
			maxy = v.y
		}
		if v.x < minx {
			minx = v.x
		}
		if v.y < miny {
			miny = v.y
		}
	}
	// Prepare for a area or line chart by allocating
	// polygon coordinates; for the hrizon plot, you need two extra coordinates
	// for the extrema.
	needpoly := settings.opt["area"] || settings.opt["connect"]
	var xpoly, ypoly []int
	if needpoly {
		xpoly = make([]int, nd+2)
		ypoly = make([]int, nd+2)
		// preload the extrema of the polygon,
		// the bottom left and bottom right of the plot's rectangle
		xpoly[0] = x
		ypoly[0] = y + h
		xpoly[nd+1] = x + w
		ypoly[nd+1] = y + h
	}
	// Draw the plot's bounding rectangle
	if settings.opt["showbg"] && !settings.opt["sameplot"] {
		canvas.Rect(x, y, w, h, "fill:"+settings.attr["bgcolor"])
	}
	// Loop through the data, drawing items as specified
	spacer := 10
	canvas.Gstyle(fmt.Sprintf(globalfmt,
		settings.attr["font"], settings.size["fontsize"], settings.size["linesize"]))
	for i, v := range d {
		xp := int(fmap(v.x, minx, maxx, float64(x), float64(x+w)))
		yp := int(fmap(v.y, miny, maxy, float64(y), float64(y-h)))

		if needpoly {
			xpoly[i+1] = xp
			ypoly[i+1] = yp + h
		}
		if settings.opt["showbar"] {
			canvas.Line(xp, yp+h, xp, y+h,
				fmt.Sprintf(barfmt, settings.attr["barcolor"], settings.size["barsize"]))
		}
		if settings.opt["showdot"] {
			canvas.Circle(xp, yp+h, settings.size["dotsize"], "fill:"+settings.attr["dotcolor"])
		}
		if settings.opt["showx"] {
			if i%settings.size["xinterval"] == 0 {
				canvas.Text(xp, (y+h)+(spacer*2), fmt.Sprintf("%d", int(v.x)), "text-anchor:middle")
				canvas.Line(xp, (y + h), xp, (y+h)+spacer, ticfmt)
			}
		}
	}
	// Done constructing the points for the area or line plots, display them in one shot
	if settings.opt["area"] {
		canvas.Polygon(xpoly, ypoly, "fill:"+settings.attr["areacolor"])
	}

	if settings.opt["connect"] {
		canvas.Polyline(xpoly[1:nd+1], ypoly[1:nd+1], linestyle+settings.attr["linecolor"])
	}
	// Put on the y axis labels, if specified
	if settings.opt["showy"] {
		bot := math.Floor(miny)
		top := math.Ceil(maxy)
		yrange := top - bot
		interval := yrange / float64(settings.size["yinterval"])
		canvas.Gstyle(labelfmt)
		for yax := bot; yax <= top; yax += interval {
			yaxp := fmap(yax, bot, top, float64(y), float64(y-h))
			canvas.Text(x-spacer, int(yaxp)+h, fmt.Sprintf("%.1f", yax), textfmt)
			canvas.Line(x-spacer, int(yaxp)+h, x, int(yaxp)+h)
		}
		canvas.Gend()
	}
	// Finally, tack on the label, if specified
	if len(settings.attr["label"]) > 0 {
		canvas.Text(x, y+spacer, settings.attr["label"], "font-size:120%;fill:"+settings.attr["labelcolor"])
	}

	canvas.Gend()
}

// readxy reads coordinates (x,y float64 values) from a io.Reader
func readxy(f io.Reader) (int, []rawdata) {
	var (
		r     rawdata
		err   error
		n, nf int
	)
	data := make([]rawdata, 1)
	for ; err == nil; n++ {
		if n > 0 {
			data = append(data, r)
		}
		nf, err = fmt.Fscan(f, &data[n].x, &data[n].y)
		if nf != 2 {
			continue
		}
	}
	return n - 1, data[0 : n-1]
}

// plotgrid places plots on a grid, governed by a number of columns.
func plotgrid(x, y int, files []string) {
	px := x
	for i, f := range files {
		if i > 0 && i%plotc == 0 && !plotopt["sameplot"] {
			px = x
			y += (ploth + gutter)
		}
		doplot(px, y, f)
		if !plotopt["sameplot"] {
			px += (plotw + gutter)
		}
	}
}

// main plots data from specified files or standard input in a
// grid where plotc specifies the number of columns.
func main() {
	canvas.Start(gwidth, gheight)
	canvas.Rect(0, 0, gwidth, gheight, "fill:white")
	filenames := flag.Args()
	if len(filenames) == 0 {
		doplot(beginx, beginy, "")
	} else {
		plotgrid(beginx, beginy, filenames)
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgplot/test.d

0 493.65
1 497.57
2 506.38
3 521.03
4 532.44
5 535.36
6 546.60
7 531.99
8 527.28
9 534.01
10 538.26
11 528.94
12 597.62
13 594.94
14 602.55
15 595.35
16 606.99
17 618.23
18 618.98
19 622.52
20 607.22
21 610.94
22 603.69
23 606.77
24 592.40
25 601.17
26 577.52
27 579.04
28 546.02
29 573.41
30 549.01
31 562.13
32 563.77
33 557.23
34 539.00
35 533.15
36 504.88
37 490.92
38 498.17
39 518.82
40 523.29
41 520.04
42 526.86
43 539.08
44 540.70
45 540.96
46 532.50
47 524.84
48 522.18
49 534.03
50 534.96







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/svgrid/svgrid.go

// svgrid -- composite SVG files in a grid
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"io"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

// SVG is a SVG document
type SVG struct {
	Width  string `xml:"width,attr"`
	Height string `xml:"height,attr"`
	Doc    string `xml:",innerxml"`
}

var (
	byrow                                          bool
	startx, starty, count, gutter, gwidth, gheight int
	canvas                                         = svg.New(os.Stdout)
)

// init sets up command line options
func init() {
	flag.BoolVar(&byrow, "r", true, "order row wise")
	flag.IntVar(&startx, "x", 0, "begin x")
	flag.IntVar(&starty, "y", 0, "begin y")
	flag.IntVar(&count, "c", 3, "columns or rows")
	flag.IntVar(&gutter, "g", 100, "gutter")
	flag.IntVar(&gwidth, "w", 1024, "width")
	flag.IntVar(&gheight, "h", 768, "height")
	flag.Parse()
}

// placepic puts a SVG file at a location
func placepic(x, y int, filename string) (int, int) {
	var (
		s             SVG
		width, height int
		wunit, hunit  string
	)
	f, err := os.Open(filename)
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return 0, 0
	}
	defer f.Close()
	if err := xml.NewDecoder(f).Decode(&s); err != nil {
		fmt.Fprintf(os.Stderr, "Unable to parse (%v)\n", err)
		return 0, 0
	}

	// read the width and height, including any units
	// if there are errors use 10 as a default
	nw, _ := fmt.Sscanf(s.Width, "%d%s", &width, &wunit)
	if nw < 1 {
		width = 10
	}
	nh, _ := fmt.Sscanf(s.Height, "%d%s", &height, &hunit)
	if nh < 1 {
		height = 10
	}
	canvas.Group(`clip-path="url(#pic)"`, fmt.Sprintf(`transform="translate(%d,%d)"`, x, y))
	canvas.ClipPath(`id="pic"`)
	canvas.Rect(0, 0, width, height)
	canvas.ClipEnd()
	io.WriteString(canvas.Writer, s.Doc)
	canvas.Gend()
	return width, height
}

// compose places files row or column-wise
func compose(x, y, n int, rflag bool, files []string) {
	px := x
	py := y
	var pw, ph int
	for i, f := range files {
		if i > 0 && i%n == 0 {
			if rflag {
				px = x
				py += gutter + ph
			} else {
				px += gutter + pw
				py = y
			}
		}
		pw, ph = placepic(px, py, f)
		if rflag {
			px += gutter + pw
		} else {
			py += gutter + ph
		}
	}
}

// main lays out files as specified on the command line
func main() {
	canvas.Start(gwidth, gheight)
	compose(startx, starty, count, byrow, flag.Args())
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/tsg/tsg.go

// tsg -- twitter search grid
// +build !appengine

package main

import (
	"encoding/xml"
	"flag"
	"fmt"
	"io"
	"net/http"
	"net/url"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

// Feed is the Atom feed structure
type Feed struct {
	XMLName xml.Name `xml:"http://www.w3.org/2005/Atom feed"`
	Entry   []Entry  `xml:"entry"`
}

// Entry defines an entry within an Aton feed
type Entry struct {
	Link   []Link `xml:"link"`
	Title  string `xml:"title"`
	Author Person `xml:"author"`
}

// Link defines a link within an Atom feed
type Link struct {
	Rel  string `xml:"rel,attr"`
	Href string `xml:"href,attr"`
}

// Person defines a person responsible for the tweet
type Person struct {
	Name string `xml:"name"`
}

// Text defines the text of the tweet
type Text struct {
	Type string `xml:",attr"`
	Body string `xml:",chardata"`
}

var (
	nresults = flag.Int("n", 100, "Maximum results (up to 100)")
	since    = flag.String("d", "", "Search since this date (YYYY-MM-DD)")
)

const (
	queryURI = "http://search.twitter.com/search.atom?q=%s&since=%s&rpp=%d"
	textfmt  = "font-family:Calibri,Lucida,sans;fill:gray;text-anchor:middle;font-size:48px"
	imw      = 48
	imh      = 48
)

// ts dereferences the twitter search URL and reads the XML (Atom) response
func ts(s string, date string, n int) {

	r, err := http.Get(fmt.Sprintf(queryURI, url.QueryEscape(s), date, n))
	if err != nil {
		fmt.Fprintf(os.Stderr, "%v\n", err)
		return
	}
	if r.StatusCode == http.StatusOK {
		readatom(r.Body)
	} else {
		fmt.Fprintf(os.Stderr,
			"Twitter is unable to search for %s (%s)\n", s, r.Status)
	}
	r.Body.Close()
}

// readatom unmarshals the twitter search response and formats the results into a grid
func readatom(r io.Reader) {
	var twitter Feed
	err := xml.NewDecoder(r).Decode(&twitter)
	if err == nil {
		tgrid(twitter, 25, 25, 50, 50, 10)
	} else {
		fmt.Fprintf(os.Stderr, "Unable to parse the Atom feed (%v)\n", err)
	}
}

// tgrid makes a clickable grid of tweets from the Atom feed
func tgrid(t Feed, x, y, w, h, nc int) {
	var slink, imlink string
	xp := x
	for i, entry := range t.Entry {
		for _, link := range entry.Link {
			switch link.Rel {
			case "alternate":
				slink = link.Href
			case "image":
				imlink = link.Href
			}
		}
		if i%nc == 0 && i > 0 {
			xp = x
			y += h
		}
		canvas.Link(slink, slink)
		canvas.Image(xp, y, imw, imh, imlink)
		canvas.LinkEnd()
		xp += w
	}
}

// for every non-flag argument, make a twitter search grid
func main() {
	flag.Parse()
	width := 550
	height := 700
	canvas.Start(width, height)
	for _, s := range flag.Args() {
		canvas.Title("Twitter search for " + s)
		ts(s, *since, *nresults)
		canvas.Text(width/2, height-50, s, textfmt)
	}
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/tumblrgrid/tlist

f0o0od.tumblr.com
ign0ranceisbliiiss.tumblr.com
agilaagira.tumblr.com
geek-art.tumblr.com







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/tumblrgrid/tumblrgrid.go

// tumblrgrid: display a flexible grid of pictures from tumblr, filtered by tags
// +build !appengine

package main

import (
	"encoding/json"
	"flag"
	"fmt"
	"io"
	"io/ioutil"
	"net/http"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	localfile, postlink                 bool
	ncols, gutter, thumbwidth, piclimit int
	filtertag                           string
)

const (
	apiKey = "APIKEY"
	apifmt = "http://api.tumblr.com/v2/blog/%s/posts?api_key=%s&type=photo&limit=%d"
)

// Tumblr is the JSON data descriptions
type Tumblr struct {
	Meta     meta
	Response response
}

type meta struct {
	Msg    string
	Status int
}

type response struct {
	Blog        blog
	Posts       []posts
	Total_posts int
}

type blog struct {
	Name        string
	Posts       int
	Title       string
	Updated     int
	Description string
	Url         string
}

type posts struct {
	Photos   []photos
	Tags     []string
	Type     string
	Link_url string
	Post_url string
}

type photos struct {
	Alt_sizes []altsizes
}

type altsizes struct {
	Height int
	Url    string
	Width  int
}

// resource gives a ReadCloser given a local file or URL
func resource(name string) (io.ReadCloser, error) {
	if len(name) == 0 {
		return os.Stdin, nil
	}
	if localfile {
		return os.Open(name)
	}
	h, err := http.Get(fmt.Sprintf(apifmt, name, apiKey, piclimit))
	return h.Body, err
}

// grid displays tumblr photos in a flexible grid
func grid(canvas *svg.SVG, location string, x, y, nc, gutter int) {
	var (
		t   Tumblr
		r   io.ReadCloser
		err error
		b   []byte
	)

	//get data from the resource, put it into the data structure
	if r, err = resource(location); err != nil {
		fmt.Fprintln(os.Stderr, err)
		return
	}

	defer r.Close()
	if b, err = ioutil.ReadAll(r); err != nil {
		fmt.Fprintf(os.Stderr, "%s %v\n", location, err)
		return
	}

	if err = json.Unmarshal(b, &t); err != nil {
		fmt.Fprintf(os.Stderr, "%s, %v\n", location, err)
		return
	}

	// create the linked blog title
	fontsize := thumbwidth / 3
	title := t.Response.Blog.Title

	if len(title) == 0 {
		title = t.Response.Blog.Name
	}
	canvas.Link(t.Response.Blog.Url, t.Response.Blog.Name)
	if nc < 4 { // if the columns are too narrow, rotate the title text 90 degrees
		canvas.TranslateRotate(x, y/2, 90)
		canvas.Text(fontsize, fontsize, title, "fill:lightgray")
		canvas.Gend()
	} else {
		canvas.Text(x, y/2, title, "fill:lightgray")
	}
	canvas.LinkEnd()

	// walk through the posts, displaying thumbnails, filtered by tags
	np := 0
	xp := x

	for _, posts := range t.Response.Posts {
		if np >= piclimit {
			break
		}
		if !intag(filtertag, posts.Tags) {
			continue
		}
		for _, photos := range posts.Photos {
			for i, p := range photos.Alt_sizes {
				if i == 0 { // link to the first image in the list
					if postlink {
						canvas.Link(posts.Post_url, "Photo")
					} else {
						canvas.Link(p.Url, "Photo")
					}
				}
				if p.Width == thumbwidth {
					np++
					canvas.Image(xp, y, p.Width, p.Width, p.Url)
					xp += p.Width + gutter
					if np%nc == 0 {
						xp = x
						y += p.Width + gutter
					}
				}
			}
			canvas.LinkEnd()
		}
	}
}

// intag searches for tags in list
func intag(tag string, list []string) bool {
	if len(tag) == 0 {
		return true
	}
	for _, s := range list {
		if s == tag {
			return true
		}
	}
	return false
}

// init sets up command flags
func init() {
	flag.BoolVar(&localfile, "f", false, "read from local files")
	flag.BoolVar(&postlink, "p", false, "link to original post")
	flag.IntVar(&ncols, "nc", 5, "number of columns")
	flag.IntVar(&gutter, "g", 5, "gutter (pixels)")
	flag.IntVar(&thumbwidth, "tw", 75, "thumbnail width")
	flag.IntVar(&piclimit, "n", 30, "picture limit")
	flag.StringVar(&filtertag, "tag", "", "filter tag")
	flag.Parse()
}

func main() {

	np := len(flag.Args())
	if np == 0 {
		np = 1
	}

	thalf := thumbwidth / 2
	x := thalf
	y := 50
	nrows := piclimit / ncols
	colincr := (ncols * thumbwidth) + (ncols * gutter) + thalf
	width := (colincr * np) + thalf
	height := (thumbwidth * nrows) + (nrows * gutter) + y + thalf
	gstyle := "font-family:Calibri,sans-serif;font-size:18px"

	canvas := svg.New(os.Stdout)
	canvas.Start(width, height)
	canvas.Rect(0, 0, width, height, "fill:rgb(43,62,87)") // tumblr blue
	canvas.Gstyle(gstyle)
	if len(flag.Args()) == 0 {
		grid(canvas, "", x, y, ncols, gutter)
	} else {
		for _, f := range flag.Args() {
			grid(canvas, f, x, y, ncols, gutter)
			x += colincr
		}
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/turbulence/turbulence.go

// turbulence example from http://www.w3.org/TR/2003/REC-SVG11-20030114/filters.html#feTurbulence
// +build !appengine

package main

import (
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
	"os"
)

var (
	canvas = svg.New(os.Stdout)
	width  = 500
	height = 500
)

type perlin struct {
	id        string
	ftype     string
	basefreqx float64
	basefreqy float64
	octave    int
	seed      int64
	tile      bool
}

func (p perlin) defturbulence() {
	x := svg.Filterspec{}
	canvas.Filter(p.id)
	canvas.FeTurbulence(x, p.ftype, p.basefreqx, p.basefreqy, p.octave, p.seed, p.tile)
	canvas.Fend()
}

func (p perlin) frect(x, y, w, h int) {
	bot := y + h
	canvas.Rect(x, y, w, h, fmt.Sprintf(`filter="url(#%s)"`, p.id))
	canvas.Text(x+w/2, bot+25, fmt.Sprintf("type=%s", p.ftype))
	canvas.Text(x+w/2, bot+40, fmt.Sprintf("baseFrequency=%.2f", p.basefreqx))
	canvas.Text(x+w/2, bot+55, fmt.Sprintf("numOctaves=%d", p.octave))
}

func main() {
	var t1, t2, t3, t4, t5, t6 perlin

	t1 = perlin{"Turb1", "t", 0.05, 0.05, 2, 0, false}
	t2 = perlin{"Turb2", "t", 0.10, 0.10, 2, 0, false}
	t3 = perlin{"Turb3", "t", 0.05, 0.05, 8, 0, false}
	t4 = perlin{"Turb4", "f", 0.10, 0.10, 4, 0, false}
	t5 = perlin{"Turb5", "f", 0.40, 0.40, 4, 0, false}
	t6 = perlin{"Turb6", "f", 0.10, 0.10, 1, 0, false}

	canvas.Start(width, height)
	canvas.Title("Example of feTurbulence")
	canvas.Def()
	t1.defturbulence()
	t2.defturbulence()
	t3.defturbulence()
	t4.defturbulence()
	t5.defturbulence()
	t6.defturbulence()
	canvas.DefEnd()

	canvas.Gstyle("font-size:10;font-family:Verdana;text-anchor:middle")
	t1.frect(25, 25, 100, 75)
	t2.frect(175, 25, 100, 75)
	t3.frect(325, 25, 100, 75)
	t4.frect(25, 180, 100, 75)
	t5.frect(175, 180, 100, 75)
	t6.frect(325, 180, 100, 75)
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/vismem/vismem.go

// vismem visualizes memory locations
// +build !appengine

package main

import (
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var canvas = svg.New(os.Stdout)

func main() {
	width := 512
	height := 512
	n := 1024
	rowsize := 32
	diameter := 16
	var value int
	var source string

	if len(os.Args) > 1 {
		source = os.Args[1]
	} else {
		source = "/dev/urandom"
	}

	f, _ := os.Open(source)
	mem := make([]byte, n)
	f.Read(mem)
	f.Close()

	canvas.Start(width, height)
	canvas.Title("Visualize Files")
	canvas.Rect(0, 0, width, height, "fill:white")
	dx := diameter / 2
	dy := diameter / 2
	canvas.Gstyle("fill-opacity:1.0")
	for i := 0; i < n; i++ {
		value = int(mem[i])
		if i%rowsize == 0 && i != 0 {
			dx = diameter / 2
			dy += diameter
		}
		canvas.Circle(dx, dy, diameter/2, canvas.RGB(value, value, value))
		dx += diameter
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/webfonts/webfonts.go

// webfonts demo
// +build !appengine

package main

import (
	"fmt"
	"io/ioutil"
	"net/http"
	"net/url"
	"os"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

var (
	canvas   = svg.New(os.Stdout)
	width    = 500
	height   = 1100
	fontlist = "Sue Ellen Francisco|Over the Rainbow|Pacifico|Inconsolata|Miltonian|Megrim|Monofett|Permanent Marker|Homemade Apple|Ultra"
)

const (
	gwfURI  = "http://fonts.googleapis.com/css?family="
	fontfmt = "<style type=\"text/css\">\n<![CDATA[\n%s]]>\n</style>\n"
	gfmt    = "fill:white;font-size:36pt;text-anchor:middle"
)

func googlefont(f string) []string {
	empty := []string{}
	r, err := http.Get(gwfURI + url.QueryEscape(f))
	if err != nil {
		return empty
	}
	defer r.Body.Close()
	b, rerr := ioutil.ReadAll(r.Body)
	if rerr != nil || r.StatusCode != http.StatusOK {
		return empty
	}
	canvas.Def()
	fmt.Fprintf(canvas.Writer, fontfmt, b)
	canvas.DefEnd()
	return strings.Split(fontlist, "|")
}

func main() {
	canvas.Start(width, height)
	canvas.Title("Webfonts")
	if len(os.Args) > 1 {
		fontlist = os.Args[1]
	}
	fl := googlefont(fontlist)
	canvas.Rect(0, 0, width, height)
	canvas.Ellipse(width/2, height+50, width/2, height/5, "fill:rgb(44,77,232)")
	canvas.Gstyle(gfmt)
	for i, f := range fl {
		canvas.Text(width/2, (i+1)*100, "Hello, World", "font-family:"+f)
	}
	canvas.Gend()
	canvas.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo/websvg/websvg.go

// websvg draws SVG in a web server
// +build !appengine

package main

import (
	"flag"
	"log"
	"net/http"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/ajstarks/svgo"
)

const defaultstyle = "fill:rgb(127,0,0)"

var port = flag.String("port", ":2003", "http service address")

func main() {
	flag.Parse()
	http.Handle("/circle/", http.HandlerFunc(circle))
	http.Handle("/rect/", http.HandlerFunc(rect))
	http.Handle("/arc/", http.HandlerFunc(arc))
	http.Handle("/text/", http.HandlerFunc(text))
	err := http.ListenAndServe(*port, nil)
	if err != nil {
		log.Println("ListenAndServe:", err)
	}
}

func shapestyle(path string) string {
	i := strings.LastIndex(path, "/") + 1
	if i > 0 && len(path[i:]) > 0 {
		return "fill:" + path[i:]
	}
	return defaultstyle
}

func circle(w http.ResponseWriter, req *http.Request) {
	w.Header().Set("Content-Type", "image/svg+xml")
	s := svg.New(w)
	s.Start(500, 500)
	s.Title("Circle")
	s.Circle(250, 250, 125, shapestyle(req.URL.Path))
	s.End()
}

func rect(w http.ResponseWriter, req *http.Request) {
	w.Header().Set("Content-Type", "image/svg+xml")
	s := svg.New(w)
	s.Start(500, 500)
	s.Title("Rectangle")
	s.Rect(250, 250, 100, 200, shapestyle(req.URL.Path))
	s.End()
}

func arc(w http.ResponseWriter, req *http.Request) {
	w.Header().Set("Content-Type", "image/svg+xml")
	s := svg.New(w)
	s.Start(500, 500)
	s.Title("Arc")
	s.Arc(250, 250, 100, 100, 0, false, false, 100, 125, shapestyle(req.URL.Path))
	s.End()
}

func text(w http.ResponseWriter, req *http.Request) {
	w.Header().Set("Content-Type", "image/svg+xml")
	s := svg.New(w)
	s.Start(500, 500)
	s.Title("Text")
	s.Text(250, 250, "Hello, world", "text-anchor:middle;font-size:32px;"+shapestyle(req.URL.Path))
	s.End()
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/.travis.yml

language: go
go: 1.1

script:
- go vet ./...
- go test -v ./...







github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/app.go

package cli

import (
	"fmt"
	"io/ioutil"
	"os"
	"time"
)

// App is the main structure of a cli application. It is recomended that
// and app be created with the cli.NewApp() function
type App struct {
	// The name of the program. Defaults to os.Args[0]
	Name string
	// Description of the program.
	Usage string
	// Version of the program
	Version string
	// List of commands to execute
	Commands []Command
	// List of flags to parse
	Flags []Flag
	// Boolean to enable bash completion commands
	EnableBashCompletion bool
	// Boolean to hide built-in help command
	HideHelp bool
	// An action to execute when the bash-completion flag is set
	BashComplete func(context *Context)
	// An action to execute before any subcommands are run, but after the context is ready
	// If a non-nil error is returned, no subcommands are run
	Before func(context *Context) error
	// The action to execute when no subcommands are specified
	Action func(context *Context)
	// Execute this function if the proper command cannot be found
	CommandNotFound func(context *Context, command string)
	// Compilation date
	Compiled time.Time
	// Author
	Author string
	// Author e-mail
	Email string
}

// Tries to find out when this binary was compiled.
// Returns the current time if it fails to find it.
func compileTime() time.Time {
	info, err := os.Stat(os.Args[0])
	if err != nil {
		return time.Now()
	}
	return info.ModTime()
}

// Creates a new cli Application with some reasonable defaults for Name, Usage, Version and Action.
func NewApp() *App {
	return &App{
		Name:         os.Args[0],
		Usage:        "A new cli application",
		Version:      "0.0.0",
		BashComplete: DefaultAppComplete,
		Action:       helpCommand.Action,
		Compiled:     compileTime(),
	}
}

// Entry point to the cli app. Parses the arguments slice and routes to the proper flag/args combination
func (a *App) Run(arguments []string) error {
	// append help to commands
	if a.Command(helpCommand.Name) == nil && !a.HideHelp {
		a.Commands = append(a.Commands, helpCommand)
		a.appendFlag(HelpFlag)
	}

	//append version/help flags
	if a.EnableBashCompletion {
		a.appendFlag(BashCompletionFlag)
	}
	a.appendFlag(VersionFlag)

	// parse flags
	set := flagSet(a.Name, a.Flags)
	set.SetOutput(ioutil.Discard)
	err := set.Parse(arguments[1:])
	nerr := normalizeFlags(a.Flags, set)
	if nerr != nil {
		fmt.Println(nerr)
		context := NewContext(a, set, set)
		ShowAppHelp(context)
		fmt.Println("")
		return nerr
	}
	context := NewContext(a, set, set)

	if err != nil {
		fmt.Printf("Incorrect Usage.\n\n")
		ShowAppHelp(context)
		fmt.Println("")
		return err
	}

	if checkCompletions(context) {
		return nil
	}

	if checkHelp(context) {
		return nil
	}

	if checkVersion(context) {
		return nil
	}

	if a.Before != nil {
		err := a.Before(context)
		if err != nil {
			return err
		}
	}

	args := context.Args()
	if args.Present() {
		name := args.First()
		c := a.Command(name)
		if c != nil {
			return c.Run(context)
		}
	}

	// Run default Action
	a.Action(context)
	return nil
}

// Another entry point to the cli app, takes care of passing arguments and error handling
func (a *App) RunAndExitOnError() {
	if err := a.Run(os.Args); err != nil {
		os.Stderr.WriteString(fmt.Sprintln(err))
		os.Exit(1)
	}
}

// Invokes the subcommand given the context, parses ctx.Args() to generate command-specific flags
func (a *App) RunAsSubcommand(ctx *Context) error {
	// append help to commands
	if len(a.Commands) > 0 {
		if a.Command(helpCommand.Name) == nil && !a.HideHelp {
			a.Commands = append(a.Commands, helpCommand)
			a.appendFlag(HelpFlag)
		}
	}

	// append flags
	if a.EnableBashCompletion {
		a.appendFlag(BashCompletionFlag)
	}

	// parse flags
	set := flagSet(a.Name, a.Flags)
	set.SetOutput(ioutil.Discard)
	err := set.Parse(ctx.Args().Tail())
	nerr := normalizeFlags(a.Flags, set)
	context := NewContext(a, set, ctx.globalSet)

	if nerr != nil {
		fmt.Println(nerr)
		if len(a.Commands) > 0 {
			ShowSubcommandHelp(context)
		} else {
			ShowCommandHelp(ctx, context.Args().First())
		}
		fmt.Println("")
		return nerr
	}

	if err != nil {
		fmt.Printf("Incorrect Usage.\n\n")
		ShowSubcommandHelp(context)
		return err
	}

	if checkCompletions(context) {
		return nil
	}

	if len(a.Commands) > 0 {
		if checkSubcommandHelp(context) {
			return nil
		}
	} else {
		if checkCommandHelp(ctx, context.Args().First()) {
			return nil
		}
	}

	if a.Before != nil {
		err := a.Before(context)
		if err != nil {
			return err
		}
	}

	args := context.Args()
	if args.Present() {
		name := args.First()
		c := a.Command(name)
		if c != nil {
			return c.Run(context)
		}
	}

	// Run default Action
	if len(a.Commands) > 0 {
		a.Action(context)
	} else {
		a.Action(ctx)
	}

	return nil
}

// Returns the named command on App. Returns nil if the command does not exist
func (a *App) Command(name string) *Command {
	for _, c := range a.Commands {
		if c.HasName(name) {
			return &c
		}
	}

	return nil
}

func (a *App) hasFlag(flag Flag) bool {
	for _, f := range a.Flags {
		if flag == f {
			return true
		}
	}

	return false
}

func (a *App) appendFlag(flag Flag) {
	if !a.hasFlag(flag) {
		a.Flags = append(a.Flags, flag)
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/app_test.go

package cli_test

import (
	"fmt"
	"os"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

func ExampleApp() {
	// set args for examples sake
	os.Args = []string{"greet", "--name", "Jeremy"}

	app := cli.NewApp()
	app.Name = "greet"
	app.Flags = []cli.Flag{
		cli.StringFlag{Name: "name", Value: "bob", Usage: "a name to say"},
	}
	app.Action = func(c *cli.Context) {
		fmt.Printf("Hello %v\n", c.String("name"))
	}
	app.Run(os.Args)
	// Output:
	// Hello Jeremy
}

func ExampleAppSubcommand() {
	// set args for examples sake
	os.Args = []string{"say", "hi", "english", "--name", "Jeremy"}
	app := cli.NewApp()
	app.Name = "say"
	app.Commands = []cli.Command{
		{
			Name:        "hello",
			ShortName:   "hi",
			Usage:       "use it to see a description",
			Description: "This is how we describe hello the function",
			Subcommands: []cli.Command{
				{
					Name:        "english",
					ShortName:   "en",
					Usage:       "sends a greeting in english",
					Description: "greets someone in english",
					Flags: []cli.Flag{
						cli.StringFlag{
							Name:  "name",
							Value: "Bob",
							Usage: "Name of the person to greet",
						},
					},
					Action: func(c *cli.Context) {
						fmt.Println("Hello,", c.String("name"))
					},
				},
			},
		},
	}

	app.Run(os.Args)
	// Output:
	// Hello, Jeremy
}

func ExampleAppHelp() {
	// set args for examples sake
	os.Args = []string{"greet", "h", "describeit"}

	app := cli.NewApp()
	app.Name = "greet"
	app.Flags = []cli.Flag{
		cli.StringFlag{Name: "name", Value: "bob", Usage: "a name to say"},
	}
	app.Commands = []cli.Command{
		{
			Name:        "describeit",
			ShortName:   "d",
			Usage:       "use it to see a description",
			Description: "This is how we describe describeit the function",
			Action: func(c *cli.Context) {
				fmt.Printf("i like to describe things")
			},
		},
	}
	app.Run(os.Args)
	// Output:
	// NAME:
	//    describeit - use it to see a description
	//
	// USAGE:
	//    command describeit [arguments...]
	//
	// DESCRIPTION:
	//    This is how we describe describeit the function
}

func ExampleAppBashComplete() {
	// set args for examples sake
	os.Args = []string{"greet", "--generate-bash-completion"}

	app := cli.NewApp()
	app.Name = "greet"
	app.EnableBashCompletion = true
	app.Commands = []cli.Command{
		{
			Name:        "describeit",
			ShortName:   "d",
			Usage:       "use it to see a description",
			Description: "This is how we describe describeit the function",
			Action: func(c *cli.Context) {
				fmt.Printf("i like to describe things")
			},
		}, {
			Name:        "next",
			Usage:       "next example",
			Description: "more stuff to see when generating bash completion",
			Action: func(c *cli.Context) {
				fmt.Printf("the next example")
			},
		},
	}

	app.Run(os.Args)
	// Output:
	// describeit
	// d
	// next
	// help
	// h
}

func TestApp_Run(t *testing.T) {
	s := ""

	app := cli.NewApp()
	app.Action = func(c *cli.Context) {
		s = s + c.Args().First()
	}

	err := app.Run([]string{"command", "foo"})
	expect(t, err, nil)
	err = app.Run([]string{"command", "bar"})
	expect(t, err, nil)
	expect(t, s, "foobar")
}

var commandAppTests = []struct {
	name     string
	expected bool
}{
	{"foobar", true},
	{"batbaz", true},
	{"b", true},
	{"f", true},
	{"bat", false},
	{"nothing", false},
}

func TestApp_Command(t *testing.T) {
	app := cli.NewApp()
	fooCommand := cli.Command{Name: "foobar", ShortName: "f"}
	batCommand := cli.Command{Name: "batbaz", ShortName: "b"}
	app.Commands = []cli.Command{
		fooCommand,
		batCommand,
	}

	for _, test := range commandAppTests {
		expect(t, app.Command(test.name) != nil, test.expected)
	}
}

func TestApp_CommandWithArgBeforeFlags(t *testing.T) {
	var parsedOption, firstArg string

	app := cli.NewApp()
	command := cli.Command{
		Name: "cmd",
		Flags: []cli.Flag{
			cli.StringFlag{Name: "option", Value: "", Usage: "some option"},
		},
		Action: func(c *cli.Context) {
			parsedOption = c.String("option")
			firstArg = c.Args().First()
		},
	}
	app.Commands = []cli.Command{command}

	app.Run([]string{"", "cmd", "my-arg", "--option", "my-option"})

	expect(t, parsedOption, "my-option")
	expect(t, firstArg, "my-arg")
}

func TestApp_Float64Flag(t *testing.T) {
	var meters float64

	app := cli.NewApp()
	app.Flags = []cli.Flag{
		cli.Float64Flag{Name: "height", Value: 1.5, Usage: "Set the height, in meters"},
	}
	app.Action = func(c *cli.Context) {
		meters = c.Float64("height")
	}

	app.Run([]string{"", "--height", "1.93"})
	expect(t, meters, 1.93)
}

func TestApp_ParseSliceFlags(t *testing.T) {
	var parsedOption, firstArg string
	var parsedIntSlice []int
	var parsedStringSlice []string

	app := cli.NewApp()
	command := cli.Command{
		Name: "cmd",
		Flags: []cli.Flag{
			cli.IntSliceFlag{Name: "p", Value: &cli.IntSlice{}, Usage: "set one or more ip addr"},
			cli.StringSliceFlag{Name: "ip", Value: &cli.StringSlice{}, Usage: "set one or more ports to open"},
		},
		Action: func(c *cli.Context) {
			parsedIntSlice = c.IntSlice("p")
			parsedStringSlice = c.StringSlice("ip")
			parsedOption = c.String("option")
			firstArg = c.Args().First()
		},
	}
	app.Commands = []cli.Command{command}

	app.Run([]string{"", "cmd", "my-arg", "-p", "22", "-p", "80", "-ip", "8.8.8.8", "-ip", "8.8.4.4"})

	IntsEquals := func(a, b []int) bool {
		if len(a) != len(b) {
			return false
		}
		for i, v := range a {
			if v != b[i] {
				return false
			}
		}
		return true
	}

	StrsEquals := func(a, b []string) bool {
		if len(a) != len(b) {
			return false
		}
		for i, v := range a {
			if v != b[i] {
				return false
			}
		}
		return true
	}
	var expectedIntSlice = []int{22, 80}
	var expectedStringSlice = []string{"8.8.8.8", "8.8.4.4"}

	if !IntsEquals(parsedIntSlice, expectedIntSlice) {
		t.Errorf("%v does not match %v", parsedIntSlice, expectedIntSlice)
	}

	if !StrsEquals(parsedStringSlice, expectedStringSlice) {
		t.Errorf("%v does not match %v", parsedStringSlice, expectedStringSlice)
	}
}

func TestApp_BeforeFunc(t *testing.T) {
	beforeRun, subcommandRun := false, false
	beforeError := fmt.Errorf("fail")
	var err error

	app := cli.NewApp()

	app.Before = func(c *cli.Context) error {
		beforeRun = true
		s := c.String("opt")
		if s == "fail" {
			return beforeError
		}

		return nil
	}

	app.Commands = []cli.Command{
		cli.Command{
			Name: "sub",
			Action: func(c *cli.Context) {
				subcommandRun = true
			},
		},
	}

	app.Flags = []cli.Flag{
		cli.StringFlag{Name: "opt"},
	}

	// run with the Before() func succeeding
	err = app.Run([]string{"command", "--opt", "succeed", "sub"})

	if err != nil {
		t.Fatalf("Run error: %s", err)
	}

	if beforeRun == false {
		t.Errorf("Before() not executed when expected")
	}

	if subcommandRun == false {
		t.Errorf("Subcommand not executed when expected")
	}

	// reset
	beforeRun, subcommandRun = false, false

	// run with the Before() func failing
	err = app.Run([]string{"command", "--opt", "fail", "sub"})

	// should be the same error produced by the Before func
	if err != beforeError {
		t.Errorf("Run error expected, but not received")
	}

	if beforeRun == false {
		t.Errorf("Before() not executed when expected")
	}

	if subcommandRun == true {
		t.Errorf("Subcommand executed when NOT expected")
	}

}

func TestAppHelpPrinter(t *testing.T) {
	oldPrinter := cli.HelpPrinter
	defer func() {
		cli.HelpPrinter = oldPrinter
	}()

	var wasCalled = false
	cli.HelpPrinter = func(template string, data interface{}) {
		wasCalled = true
	}

	app := cli.NewApp()
	app.Run([]string{"-h"})

	if wasCalled == false {
		t.Errorf("Help printer expected to be called, but was not")
	}
}

func TestAppVersionPrinter(t *testing.T) {
	oldPrinter := cli.VersionPrinter
	defer func() {
		cli.VersionPrinter = oldPrinter
	}()

	var wasCalled = false
	cli.VersionPrinter = func(c *cli.Context) {
		wasCalled = true
	}

	app := cli.NewApp()
	ctx := cli.NewContext(app, nil, nil)
	cli.ShowVersion(ctx)

	if wasCalled == false {
		t.Errorf("Version printer expected to be called, but was not")
	}
}

func TestAppCommandNotFound(t *testing.T) {
	beforeRun, subcommandRun := false, false
	app := cli.NewApp()

	app.CommandNotFound = func(c *cli.Context, command string) {
		beforeRun = true
	}

	app.Commands = []cli.Command{
		cli.Command{
			Name: "bar",
			Action: func(c *cli.Context) {
				subcommandRun = true
			},
		},
	}

	app.Run([]string{"command", "foo"})

	expect(t, beforeRun, true)
	expect(t, subcommandRun, false)
}

func TestGlobalFlagsInSubcommands(t *testing.T) {
	subcommandRun := false
	app := cli.NewApp()

	app.Flags = []cli.Flag{
		cli.BoolFlag{Name: "debug, d", Usage: "Enable debugging"},
	}

	app.Commands = []cli.Command{
		cli.Command{
			Name: "foo",
			Subcommands: []cli.Command{
				{
					Name: "bar",
					Action: func(c *cli.Context) {
						if c.GlobalBool("debug") {
							subcommandRun = true
						}
					},
				},
			},
		},
	}

	app.Run([]string{"command", "-d", "foo", "bar"})

	expect(t, subcommandRun, true)
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/autocomplete/bash_autocomplete

#! /bin/bash

_cli_bash_autocomplete() {
     local cur prev opts base
     COMPREPLY=()
     cur="${COMP_WORDS[COMP_CWORD]}"
     prev="${COMP_WORDS[COMP_CWORD-1]}"
     opts=$( ${COMP_WORDS[@]:0:$COMP_CWORD} --generate-bash-completion )
     COMPREPLY=( $(compgen -W "${opts}" -- ${cur}) )
     return 0
 }
  
 complete -F _cli_bash_autocomplete $PROG






github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/autocomplete/zsh_autocomplete

autoload -U compinit && compinit
autoload -U bashcompinit && bashcompinit

script_dir=$(dirname $0)
source ${script_dir}/bash_autocomplete
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// Package cli provides a minimal framework for creating and organizing command line
// Go applications. cli is designed to be easy to understand and write, the most simple
// cli application can be written as follows:
//   func main() {
//     cli.NewApp().Run(os.Args)
//   }
//
// Of course this application does not do much, so let's make this an actual application:
//   func main() {
//     app := cli.NewApp()
//     app.Name = "greet"
//     app.Usage = "say a greeting"
//     app.Action = func(c *cli.Context) {
//       println("Greetings")
//     }
//
//     app.Run(os.Args)
//   }
package cli







github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli/cli_test.go

package cli_test

import (
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

func Example() {
	app := cli.NewApp()
	app.Name = "todo"
	app.Usage = "task list on the command line"
	app.Commands = []cli.Command{
		{
			Name:      "add",
			ShortName: "a",
			Usage:     "add a task to the list",
			Action: func(c *cli.Context) {
				println("added task: ", c.Args().First())
			},
		},
		{
			Name:      "complete",
			ShortName: "c",
			Usage:     "complete a task on the list",
			Action: func(c *cli.Context) {
				println("completed task: ", c.Args().First())
			},
		},
	}

	app.Run(os.Args)
}

func ExampleSubcommand() {
	app := cli.NewApp()
	app.Name = "say"
	app.Commands = []cli.Command{
		{
			Name:        "hello",
			ShortName:   "hi",
			Usage:       "use it to see a description",
			Description: "This is how we describe hello the function",
			Subcommands: []cli.Command{
				{
					Name:        "english",
					ShortName:   "en",
					Usage:       "sends a greeting in english",
					Description: "greets someone in english",
					Flags: []cli.Flag{
						cli.StringFlag{
							Name:  "name",
							Value: "Bob",
							Usage: "Name of the person to greet",
						},
					},
					Action: func(c *cli.Context) {
						println("Hello, ", c.String("name"))
					},
				}, {
					Name:      "spanish",
					ShortName: "sp",
					Usage:     "sends a greeting in spanish",
					Flags: []cli.Flag{
						cli.StringFlag{
							Name:  "surname",
							Value: "Jones",
							Usage: "Surname of the person to greet",
						},
					},
					Action: func(c *cli.Context) {
						println("Hola, ", c.String("surname"))
					},
				}, {
					Name:      "french",
					ShortName: "fr",
					Usage:     "sends a greeting in french",
					Flags: []cli.Flag{
						cli.StringFlag{
							Name:  "nickname",
							Value: "Stevie",
							Usage: "Nickname of the person to greet",
						},
					},
					Action: func(c *cli.Context) {
						println("Bonjour, ", c.String("nickname"))
					},
				},
			},
		}, {
			Name:  "bye",
			Usage: "says goodbye",
			Action: func(c *cli.Context) {
				println("bye")
			},
		},
	}

	app.Run(os.Args)
}
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package cli

import (
	"fmt"
	"io/ioutil"
	"strings"
)

// Command is a subcommand for a cli.App.
type Command struct {
	// The name of the command
	Name string
	// short name of the command. Typically one character
	ShortName string
	// A short description of the usage of this command
	Usage string
	// A longer explanation of how the command works
	Description string
	// The function to call when checking for bash command completions
	BashComplete func(context *Context)
	// An action to execute before any sub-subcommands are run, but after the context is ready
	// If a non-nil error is returned, no sub-subcommands are run
	Before func(context *Context) error
	// The function to call when this command is invoked
	Action func(context *Context)
	// List of child commands
	Subcommands []Command
	// List of flags to parse
	Flags []Flag
	// Treat all flags as normal arguments if true
	SkipFlagParsing bool
	// Boolean to hide built-in help command
	HideHelp bool
}

// Invokes the command given the context, parses ctx.Args() to generate command-specific flags
func (c Command) Run(ctx *Context) error {

	if len(c.Subcommands) > 0 || c.Before != nil {
		return c.startApp(ctx)
	}

	if !c.HideHelp {
		// append help to flags
		c.Flags = append(
			c.Flags,
			HelpFlag,
		)
	}

	if ctx.App.EnableBashCompletion {
		c.Flags = append(c.Flags, BashCompletionFlag)
	}

	set := flagSet(c.Name, c.Flags)
	set.SetOutput(ioutil.Discard)

	firstFlagIndex := -1
	for index, arg := range ctx.Args() {
		if strings.HasPrefix(arg, "-") {
			firstFlagIndex = index
			break
		}
	}

	var err error
	if firstFlagIndex > -1 && !c.SkipFlagParsing {
		args := ctx.Args()
		regularArgs := args[1:firstFlagIndex]
		flagArgs := args[firstFlagIndex:]
		err = set.Parse(append(flagArgs, regularArgs...))
	} else {
		err = set.Parse(ctx.Args().Tail())
	}

	if err != nil {
		fmt.Printf("Incorrect Usage.\n\n")
		ShowCommandHelp(ctx, c.Name)
		fmt.Println("")
		return err
	}

	nerr := normalizeFlags(c.Flags, set)
	if nerr != nil {
		fmt.Println(nerr)
		fmt.Println("")
		ShowCommandHelp(ctx, c.Name)
		fmt.Println("")
		return nerr
	}
	context := NewContext(ctx.App, set, ctx.globalSet)

	if checkCommandCompletions(context, c.Name) {
		return nil
	}

	if checkCommandHelp(context, c.Name) {
		return nil
	}
	context.Command = c
	c.Action(context)
	return nil
}

// Returns true if Command.Name or Command.ShortName matches given name
func (c Command) HasName(name string) bool {
	return c.Name == name || c.ShortName == name
}

func (c Command) startApp(ctx *Context) error {
	app := NewApp()

	// set the name and usage
	app.Name = fmt.Sprintf("%s %s", ctx.App.Name, c.Name)
	if c.Description != "" {
		app.Usage = c.Description
	} else {
		app.Usage = c.Usage
	}

	// set CommandNotFound
	app.CommandNotFound = ctx.App.CommandNotFound

	// set the flags and commands
	app.Commands = c.Subcommands
	app.Flags = c.Flags
	app.HideHelp = c.HideHelp

	// bash completion
	app.EnableBashCompletion = ctx.App.EnableBashCompletion
	if c.BashComplete != nil {
		app.BashComplete = c.BashComplete
	}

	// set the actions
	app.Before = c.Before
	if c.Action != nil {
		app.Action = c.Action
	} else {
		app.Action = helpSubcommand.Action
	}

	return app.RunAsSubcommand(ctx)
}
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package cli_test

import (
	"flag"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

func TestCommandDoNotIgnoreFlags(t *testing.T) {
	app := cli.NewApp()
	set := flag.NewFlagSet("test", 0)
	test := []string{"blah", "blah", "-break"}
	set.Parse(test)

	c := cli.NewContext(app, set, set)

	command := cli.Command{
		Name:        "test-cmd",
		ShortName:   "tc",
		Usage:       "this is for testing",
		Description: "testing",
		Action:      func(_ *cli.Context) {},
	}
	err := command.Run(c)

	expect(t, err.Error(), "flag provided but not defined: -break")
}

func TestCommandIgnoreFlags(t *testing.T) {
	app := cli.NewApp()
	set := flag.NewFlagSet("test", 0)
	test := []string{"blah", "blah"}
	set.Parse(test)

	c := cli.NewContext(app, set, set)

	command := cli.Command{
		Name:            "test-cmd",
		ShortName:       "tc",
		Usage:           "this is for testing",
		Description:     "testing",
		Action:          func(_ *cli.Context) {},
		SkipFlagParsing: true,
	}
	err := command.Run(c)

	expect(t, err, nil)
}
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package cli

import (
	"errors"
	"flag"
	"strconv"
	"strings"
	"time"
)

// Context is a type that is passed through to
// each Handler action in a cli application. Context
// can be used to retrieve context-specific Args and
// parsed command-line options.
type Context struct {
	App       *App
	Command   Command
	flagSet   *flag.FlagSet
	globalSet *flag.FlagSet
	setFlags  map[string]bool
}

// Creates a new context. For use in when invoking an App or Command action.
func NewContext(app *App, set *flag.FlagSet, globalSet *flag.FlagSet) *Context {
	return &Context{App: app, flagSet: set, globalSet: globalSet}
}

// Looks up the value of a local int flag, returns 0 if no int flag exists
func (c *Context) Int(name string) int {
	return lookupInt(name, c.flagSet)
}

// Looks up the value of a local time.Duration flag, returns 0 if no time.Duration flag exists
func (c *Context) Duration(name string) time.Duration {
	return lookupDuration(name, c.flagSet)
}

// Looks up the value of a local float64 flag, returns 0 if no float64 flag exists
func (c *Context) Float64(name string) float64 {
	return lookupFloat64(name, c.flagSet)
}

// Looks up the value of a local bool flag, returns false if no bool flag exists
func (c *Context) Bool(name string) bool {
	return lookupBool(name, c.flagSet)
}

// Looks up the value of a local boolT flag, returns false if no bool flag exists
func (c *Context) BoolT(name string) bool {
	return lookupBoolT(name, c.flagSet)
}

// Looks up the value of a local string flag, returns "" if no string flag exists
func (c *Context) String(name string) string {
	return lookupString(name, c.flagSet)
}

// Looks up the value of a local string slice flag, returns nil if no string slice flag exists
func (c *Context) StringSlice(name string) []string {
	return lookupStringSlice(name, c.flagSet)
}

// Looks up the value of a local int slice flag, returns nil if no int slice flag exists
func (c *Context) IntSlice(name string) []int {
	return lookupIntSlice(name, c.flagSet)
}

// Looks up the value of a local generic flag, returns nil if no generic flag exists
func (c *Context) Generic(name string) interface{} {
	return lookupGeneric(name, c.flagSet)
}

// Looks up the value of a global int flag, returns 0 if no int flag exists
func (c *Context) GlobalInt(name string) int {
	return lookupInt(name, c.globalSet)
}

// Looks up the value of a global time.Duration flag, returns 0 if no time.Duration flag exists
func (c *Context) GlobalDuration(name string) time.Duration {
	return lookupDuration(name, c.globalSet)
}

// Looks up the value of a global bool flag, returns false if no bool flag exists
func (c *Context) GlobalBool(name string) bool {
	return lookupBool(name, c.globalSet)
}

// Looks up the value of a global string flag, returns "" if no string flag exists
func (c *Context) GlobalString(name string) string {
	return lookupString(name, c.globalSet)
}

// Looks up the value of a global string slice flag, returns nil if no string slice flag exists
func (c *Context) GlobalStringSlice(name string) []string {
	return lookupStringSlice(name, c.globalSet)
}

// Looks up the value of a global int slice flag, returns nil if no int slice flag exists
func (c *Context) GlobalIntSlice(name string) []int {
	return lookupIntSlice(name, c.globalSet)
}

// Looks up the value of a global generic flag, returns nil if no generic flag exists
func (c *Context) GlobalGeneric(name string) interface{} {
	return lookupGeneric(name, c.globalSet)
}

// Determines if the flag was actually set exists
func (c *Context) IsSet(name string) bool {
	if c.setFlags == nil {
		c.setFlags = make(map[string]bool)
		c.flagSet.Visit(func(f *flag.Flag) {
			c.setFlags[f.Name] = true
		})
	}
	return c.setFlags[name] == true
}

// Returns a slice of flag names used in this context.
func (c *Context) FlagNames() (names []string) {
	for _, flag := range c.Command.Flags {
		name := strings.Split(flag.getName(), ",")[0]
		if name == "help" {
			continue
		}
		names = append(names, name)
	}
	return
}

type Args []string

// Returns the command line arguments associated with the context.
func (c *Context) Args() Args {
	args := Args(c.flagSet.Args())
	return args
}

// Returns the nth argument, or else a blank string
func (a Args) Get(n int) string {
	if len(a) > n {
		return a[n]
	}
	return ""
}

// Returns the first argument, or else a blank string
func (a Args) First() string {
	return a.Get(0)
}

// Return the rest of the arguments (not the first one)
// or else an empty string slice
func (a Args) Tail() []string {
	if len(a) >= 2 {
		return []string(a)[1:]
	}
	return []string{}
}

// Checks if there are any arguments present
func (a Args) Present() bool {
	return len(a) != 0
}

// Swaps arguments at the given indexes
func (a Args) Swap(from, to int) error {
	if from >= len(a) || to >= len(a) {
		return errors.New("index out of range")
	}
	a[from], a[to] = a[to], a[from]
	return nil
}

func lookupInt(name string, set *flag.FlagSet) int {
	f := set.Lookup(name)
	if f != nil {
		val, err := strconv.Atoi(f.Value.String())
		if err != nil {
			return 0
		}
		return val
	}

	return 0
}

func lookupDuration(name string, set *flag.FlagSet) time.Duration {
	f := set.Lookup(name)
	if f != nil {
		val, err := time.ParseDuration(f.Value.String())
		if err == nil {
			return val
		}
	}

	return 0
}

func lookupFloat64(name string, set *flag.FlagSet) float64 {
	f := set.Lookup(name)
	if f != nil {
		val, err := strconv.ParseFloat(f.Value.String(), 64)
		if err != nil {
			return 0
		}
		return val
	}

	return 0
}

func lookupString(name string, set *flag.FlagSet) string {
	f := set.Lookup(name)
	if f != nil {
		return f.Value.String()
	}

	return ""
}

func lookupStringSlice(name string, set *flag.FlagSet) []string {
	f := set.Lookup(name)
	if f != nil {
		return (f.Value.(*StringSlice)).Value()

	}

	return nil
}

func lookupIntSlice(name string, set *flag.FlagSet) []int {
	f := set.Lookup(name)
	if f != nil {
		return (f.Value.(*IntSlice)).Value()

	}

	return nil
}

func lookupGeneric(name string, set *flag.FlagSet) interface{} {
	f := set.Lookup(name)
	if f != nil {
		return f.Value
	}
	return nil
}

func lookupBool(name string, set *flag.FlagSet) bool {
	f := set.Lookup(name)
	if f != nil {
		val, err := strconv.ParseBool(f.Value.String())
		if err != nil {
			return false
		}
		return val
	}

	return false
}

func lookupBoolT(name string, set *flag.FlagSet) bool {
	f := set.Lookup(name)
	if f != nil {
		val, err := strconv.ParseBool(f.Value.String())
		if err != nil {
			return true
		}
		return val
	}

	return false
}

func copyFlag(name string, ff *flag.Flag, set *flag.FlagSet) {
	switch ff.Value.(type) {
	case *StringSlice:
	default:
		set.Set(name, ff.Value.String())
	}
}

func normalizeFlags(flags []Flag, set *flag.FlagSet) error {
	visited := make(map[string]bool)
	set.Visit(func(f *flag.Flag) {
		visited[f.Name] = true
	})
	for _, f := range flags {
		parts := strings.Split(f.getName(), ",")
		if len(parts) == 1 {
			continue
		}
		var ff *flag.Flag
		for _, name := range parts {
			name = strings.Trim(name, " ")
			if visited[name] {
				if ff != nil {
					return errors.New("Cannot use two forms of the same flag: " + name + " " + ff.Name)
				}
				ff = set.Lookup(name)
			}
		}
		if ff == nil {
			continue
		}
		for _, name := range parts {
			name = strings.Trim(name, " ")
			if !visited[name] {
				copyFlag(name, ff, set)
			}
		}
	}
	return nil
}
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package cli_test

import (
	"flag"
	"testing"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

func TestNewContext(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Int("myflag", 12, "doc")
	globalSet := flag.NewFlagSet("test", 0)
	globalSet.Int("myflag", 42, "doc")
	command := cli.Command{Name: "mycommand"}
	c := cli.NewContext(nil, set, globalSet)
	c.Command = command
	expect(t, c.Int("myflag"), 12)
	expect(t, c.GlobalInt("myflag"), 42)
	expect(t, c.Command.Name, "mycommand")
}

func TestContext_Int(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Int("myflag", 12, "doc")
	c := cli.NewContext(nil, set, set)
	expect(t, c.Int("myflag"), 12)
}

func TestContext_Duration(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Duration("myflag", time.Duration(12*time.Second), "doc")
	c := cli.NewContext(nil, set, set)
	expect(t, c.Duration("myflag"), time.Duration(12*time.Second))
}

func TestContext_String(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.String("myflag", "hello world", "doc")
	c := cli.NewContext(nil, set, set)
	expect(t, c.String("myflag"), "hello world")
}

func TestContext_Bool(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Bool("myflag", false, "doc")
	c := cli.NewContext(nil, set, set)
	expect(t, c.Bool("myflag"), false)
}

func TestContext_BoolT(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Bool("myflag", true, "doc")
	c := cli.NewContext(nil, set, set)
	expect(t, c.BoolT("myflag"), true)
}

func TestContext_Args(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Bool("myflag", false, "doc")
	c := cli.NewContext(nil, set, set)
	set.Parse([]string{"--myflag", "bat", "baz"})
	expect(t, len(c.Args()), 2)
	expect(t, c.Bool("myflag"), true)
}

func TestContext_IsSet(t *testing.T) {
	set := flag.NewFlagSet("test", 0)
	set.Bool("myflag", false, "doc")
	set.String("otherflag", "hello world", "doc")
	c := cli.NewContext(nil, set, set)
	set.Parse([]string{"--myflag", "bat", "baz"})
	expect(t, c.IsSet("myflag"), true)
	expect(t, c.IsSet("otherflag"), false)
	expect(t, c.IsSet("bogusflag"), false)
}
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package cli

import (
	"flag"
	"fmt"
	"os"
	"strconv"
	"strings"
	"time"
)

// This flag enables bash-completion for all commands and subcommands
var BashCompletionFlag = BoolFlag{
	Name: "generate-bash-completion",
}

// This flag prints the version for the application
var VersionFlag = BoolFlag{
	Name:  "version, v",
	Usage: "print the version",
}

// This flag prints the help for all commands and subcommands
var HelpFlag = BoolFlag{
	Name:  "help, h",
	Usage: "show help",
}

// Flag is a common interface related to parsing flags in cli.
// For more advanced flag parsing techniques, it is recomended that
// this interface be implemented.
type Flag interface {
	fmt.Stringer
	// Apply Flag settings to the given flag set
	Apply(*flag.FlagSet)
	getName() string
}

func flagSet(name string, flags []Flag) *flag.FlagSet {
	set := flag.NewFlagSet(name, flag.ContinueOnError)

	for _, f := range flags {
		f.Apply(set)
	}
	return set
}

func eachName(longName string, fn func(string)) {
	parts := strings.Split(longName, ",")
	for _, name := range parts {
		name = strings.Trim(name, " ")
		fn(name)
	}
}

// Generic is a generic parseable type identified by a specific flag
type Generic interface {
	Set(value string) error
	String() string
}

// GenericFlag is the flag type for types implementing Generic
type GenericFlag struct {
	Name   string
	Value  Generic
	Usage  string
	EnvVar string
}

func (f GenericFlag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s%s %v\t`%v` %s", prefixFor(f.Name), f.Name, f.Value, "-"+f.Name+" option -"+f.Name+" option", f.Usage))
}

func (f GenericFlag) Apply(set *flag.FlagSet) {
	val := f.Value
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			val.Set(envVal)
		}
	}

	eachName(f.Name, func(name string) {
		set.Var(f.Value, name, f.Usage)
	})
}

func (f GenericFlag) getName() string {
	return f.Name
}

type StringSlice []string

func (f *StringSlice) Set(value string) error {
	*f = append(*f, value)
	return nil
}

func (f *StringSlice) String() string {
	return fmt.Sprintf("%s", *f)
}

func (f *StringSlice) Value() []string {
	return *f
}

type StringSliceFlag struct {
	Name   string
	Value  *StringSlice
	Usage  string
	EnvVar string
}

func (f StringSliceFlag) String() string {
	firstName := strings.Trim(strings.Split(f.Name, ",")[0], " ")
	pref := prefixFor(firstName)
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s '%v'\t%v", prefixedNames(f.Name), pref+firstName+" option "+pref+firstName+" option", f.Usage))
}

func (f StringSliceFlag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			newVal := &StringSlice{}
			for _, s := range strings.Split(envVal, ",") {
				newVal.Set(s)
			}
			f.Value = newVal
		}
	}

	eachName(f.Name, func(name string) {
		set.Var(f.Value, name, f.Usage)
	})
}

func (f StringSliceFlag) getName() string {
	return f.Name
}

type IntSlice []int

func (f *IntSlice) Set(value string) error {

	tmp, err := strconv.Atoi(value)
	if err != nil {
		return err
	} else {
		*f = append(*f, tmp)
	}
	return nil
}

func (f *IntSlice) String() string {
	return fmt.Sprintf("%d", *f)
}

func (f *IntSlice) Value() []int {
	return *f
}

type IntSliceFlag struct {
	Name   string
	Value  *IntSlice
	Usage  string
	EnvVar string
}

func (f IntSliceFlag) String() string {
	firstName := strings.Trim(strings.Split(f.Name, ",")[0], " ")
	pref := prefixFor(firstName)
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s '%v'\t%v", prefixedNames(f.Name), pref+firstName+" option "+pref+firstName+" option", f.Usage))
}

func (f IntSliceFlag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			newVal := &IntSlice{}
			for _, s := range strings.Split(envVal, ",") {
				err := newVal.Set(s)
				if err != nil {
					fmt.Fprintf(os.Stderr, err.Error())
				}
			}
			f.Value = newVal
		}
	}

	eachName(f.Name, func(name string) {
		set.Var(f.Value, name, f.Usage)
	})
}

func (f IntSliceFlag) getName() string {
	return f.Name
}

type BoolFlag struct {
	Name   string
	Usage  string
	EnvVar string
}

func (f BoolFlag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s\t%v", prefixedNames(f.Name), f.Usage))
}

func (f BoolFlag) Apply(set *flag.FlagSet) {
	val := false
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			envValBool, err := strconv.ParseBool(envVal)
			if err == nil {
				val = envValBool
			}
		}
	}

	eachName(f.Name, func(name string) {
		set.Bool(name, val, f.Usage)
	})
}

func (f BoolFlag) getName() string {
	return f.Name
}

type BoolTFlag struct {
	Name   string
	Usage  string
	EnvVar string
}

func (f BoolTFlag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s\t%v", prefixedNames(f.Name), f.Usage))
}

func (f BoolTFlag) Apply(set *flag.FlagSet) {
	val := true
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			envValBool, err := strconv.ParseBool(envVal)
			if err == nil {
				val = envValBool
			}
		}
	}

	eachName(f.Name, func(name string) {
		set.Bool(name, val, f.Usage)
	})
}

func (f BoolTFlag) getName() string {
	return f.Name
}

type StringFlag struct {
	Name   string
	Value  string
	Usage  string
	EnvVar string
}

func (f StringFlag) String() string {
	var fmtString string
	fmtString = "%s %v\t%v"

	if len(f.Value) > 0 {
		fmtString = "%s '%v'\t%v"
	} else {
		fmtString = "%s %v\t%v"
	}

	return withEnvHint(f.EnvVar, fmt.Sprintf(fmtString, prefixedNames(f.Name), f.Value, f.Usage))
}

func (f StringFlag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			f.Value = envVal
		}
	}

	eachName(f.Name, func(name string) {
		set.String(name, f.Value, f.Usage)
	})
}

func (f StringFlag) getName() string {
	return f.Name
}

type IntFlag struct {
	Name   string
	Value  int
	Usage  string
	EnvVar string
}

func (f IntFlag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s '%v'\t%v", prefixedNames(f.Name), f.Value, f.Usage))
}

func (f IntFlag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			envValInt, err := strconv.ParseUint(envVal, 10, 64)
			if err == nil {
				f.Value = int(envValInt)
			}
		}
	}

	eachName(f.Name, func(name string) {
		set.Int(name, f.Value, f.Usage)
	})
}

func (f IntFlag) getName() string {
	return f.Name
}

type DurationFlag struct {
	Name   string
	Value  time.Duration
	Usage  string
	EnvVar string
}

func (f DurationFlag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s '%v'\t%v", prefixedNames(f.Name), f.Value, f.Usage))
}

func (f DurationFlag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			envValDuration, err := time.ParseDuration(envVal)
			if err == nil {
				f.Value = envValDuration
			}
		}
	}

	eachName(f.Name, func(name string) {
		set.Duration(name, f.Value, f.Usage)
	})
}

func (f DurationFlag) getName() string {
	return f.Name
}

type Float64Flag struct {
	Name   string
	Value  float64
	Usage  string
	EnvVar string
}

func (f Float64Flag) String() string {
	return withEnvHint(f.EnvVar, fmt.Sprintf("%s '%v'\t%v", prefixedNames(f.Name), f.Value, f.Usage))
}

func (f Float64Flag) Apply(set *flag.FlagSet) {
	if f.EnvVar != "" {
		if envVal := os.Getenv(f.EnvVar); envVal != "" {
			envValFloat, err := strconv.ParseFloat(envVal, 10)
			if err == nil {
				f.Value = float64(envValFloat)
			}
		}
	}

	eachName(f.Name, func(name string) {
		set.Float64(name, f.Value, f.Usage)
	})
}

func (f Float64Flag) getName() string {
	return f.Name
}

func prefixFor(name string) (prefix string) {
	if len(name) == 1 {
		prefix = "-"
	} else {
		prefix = "--"
	}

	return
}

func prefixedNames(fullName string) (prefixed string) {
	parts := strings.Split(fullName, ",")
	for i, name := range parts {
		name = strings.Trim(name, " ")
		prefixed += prefixFor(name) + name
		if i < len(parts)-1 {
			prefixed += ", "
		}
	}
	return
}

func withEnvHint(envVar, str string) string {
	envText := ""
	if envVar != "" {
		envText = fmt.Sprintf(" [$%s]", envVar)
	}
	return str + envText
}
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package cli_test

import (
	"fmt"
	"os"
	"reflect"
	"strings"
	"testing"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

var boolFlagTests = []struct {
	name     string
	expected string
}{
	{"help", "--help\t"},
	{"h", "-h\t"},
}

func TestBoolFlagHelpOutput(t *testing.T) {

	for _, test := range boolFlagTests {
		flag := cli.BoolFlag{Name: test.name}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%s does not match %s", output, test.expected)
		}
	}
}

var stringFlagTests = []struct {
	name     string
	value    string
	expected string
}{
	{"help", "", "--help \t"},
	{"h", "", "-h \t"},
	{"h", "", "-h \t"},
	{"test", "Something", "--test 'Something'\t"},
}

func TestStringFlagHelpOutput(t *testing.T) {

	for _, test := range stringFlagTests {
		flag := cli.StringFlag{Name: test.name, Value: test.value}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%s does not match %s", output, test.expected)
		}
	}
}

func TestStringFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_FOO", "derp")
	for _, test := range stringFlagTests {
		flag := cli.StringFlag{Name: test.name, Value: test.value, EnvVar: "APP_FOO"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_FOO]") {
			t.Errorf("%s does not end with [$APP_FOO]", output)
		}
	}
}

var stringSliceFlagTests = []struct {
	name     string
	value    *cli.StringSlice
	expected string
}{
	{"help", func() *cli.StringSlice {
		s := &cli.StringSlice{}
		s.Set("")
		return s
	}(), "--help '--help option --help option'\t"},
	{"h", func() *cli.StringSlice {
		s := &cli.StringSlice{}
		s.Set("")
		return s
	}(), "-h '-h option -h option'\t"},
	{"h", func() *cli.StringSlice {
		s := &cli.StringSlice{}
		s.Set("")
		return s
	}(), "-h '-h option -h option'\t"},
	{"test", func() *cli.StringSlice {
		s := &cli.StringSlice{}
		s.Set("Something")
		return s
	}(), "--test '--test option --test option'\t"},
}

func TestStringSliceFlagHelpOutput(t *testing.T) {

	for _, test := range stringSliceFlagTests {
		flag := cli.StringSliceFlag{Name: test.name, Value: test.value}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%q does not match %q", output, test.expected)
		}
	}
}

func TestStringSliceFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_QWWX", "11,4")
	for _, test := range stringSliceFlagTests {
		flag := cli.StringSliceFlag{Name: test.name, Value: test.value, EnvVar: "APP_QWWX"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_QWWX]") {
			t.Errorf("%q does not end with [$APP_QWWX]", output)
		}
	}
}

var intFlagTests = []struct {
	name     string
	expected string
}{
	{"help", "--help '0'\t"},
	{"h", "-h '0'\t"},
}

func TestIntFlagHelpOutput(t *testing.T) {

	for _, test := range intFlagTests {
		flag := cli.IntFlag{Name: test.name}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%s does not match %s", output, test.expected)
		}
	}
}

func TestIntFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_BAR", "2")
	for _, test := range intFlagTests {
		flag := cli.IntFlag{Name: test.name, EnvVar: "APP_BAR"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_BAR]") {
			t.Errorf("%s does not end with [$APP_BAR]", output)
		}
	}
}

var durationFlagTests = []struct {
	name     string
	expected string
}{
	{"help", "--help '0'\t"},
	{"h", "-h '0'\t"},
}

func TestDurationFlagHelpOutput(t *testing.T) {

	for _, test := range durationFlagTests {
		flag := cli.DurationFlag{Name: test.name}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%s does not match %s", output, test.expected)
		}
	}
}

func TestDurationFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_BAR", "2h3m6s")
	for _, test := range durationFlagTests {
		flag := cli.DurationFlag{Name: test.name, EnvVar: "APP_BAR"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_BAR]") {
			t.Errorf("%s does not end with [$APP_BAR]", output)
		}
	}
}

var intSliceFlagTests = []struct {
	name     string
	value    *cli.IntSlice
	expected string
}{
	{"help", &cli.IntSlice{}, "--help '--help option --help option'\t"},
	{"h", &cli.IntSlice{}, "-h '-h option -h option'\t"},
	{"h", &cli.IntSlice{}, "-h '-h option -h option'\t"},
	{"test", func() *cli.IntSlice {
		i := &cli.IntSlice{}
		i.Set("9")
		return i
	}(), "--test '--test option --test option'\t"},
}

func TestIntSliceFlagHelpOutput(t *testing.T) {

	for _, test := range intSliceFlagTests {
		flag := cli.IntSliceFlag{Name: test.name, Value: test.value}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%q does not match %q", output, test.expected)
		}
	}
}

func TestIntSliceFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_SMURF", "42,3")
	for _, test := range intSliceFlagTests {
		flag := cli.IntSliceFlag{Name: test.name, Value: test.value, EnvVar: "APP_SMURF"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_SMURF]") {
			t.Errorf("%q does not end with [$APP_SMURF]", output)
		}
	}
}

var float64FlagTests = []struct {
	name     string
	expected string
}{
	{"help", "--help '0'\t"},
	{"h", "-h '0'\t"},
}

func TestFloat64FlagHelpOutput(t *testing.T) {

	for _, test := range float64FlagTests {
		flag := cli.Float64Flag{Name: test.name}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%s does not match %s", output, test.expected)
		}
	}
}

func TestFloat64FlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_BAZ", "99.4")
	for _, test := range float64FlagTests {
		flag := cli.Float64Flag{Name: test.name, EnvVar: "APP_BAZ"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_BAZ]") {
			t.Errorf("%s does not end with [$APP_BAZ]", output)
		}
	}
}

var genericFlagTests = []struct {
	name     string
	value    cli.Generic
	expected string
}{
	{"help", &Parser{}, "--help <nil>\t`-help option -help option` "},
	{"h", &Parser{}, "-h <nil>\t`-h option -h option` "},
	{"test", &Parser{}, "--test <nil>\t`-test option -test option` "},
}

func TestGenericFlagHelpOutput(t *testing.T) {

	for _, test := range genericFlagTests {
		flag := cli.GenericFlag{Name: test.name}
		output := flag.String()

		if output != test.expected {
			t.Errorf("%q does not match %q", output, test.expected)
		}
	}
}

func TestGenericFlagWithEnvVarHelpOutput(t *testing.T) {

	os.Setenv("APP_ZAP", "3")
	for _, test := range genericFlagTests {
		flag := cli.GenericFlag{Name: test.name, EnvVar: "APP_ZAP"}
		output := flag.String()

		if !strings.HasSuffix(output, " [$APP_ZAP]") {
			t.Errorf("%s does not end with [$APP_ZAP]", output)
		}
	}
}

func TestParseMultiString(t *testing.T) {
	(&cli.App{
		Flags: []cli.Flag{
			cli.StringFlag{Name: "serve, s"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.String("serve") != "10" {
				t.Errorf("main name not set")
			}
			if ctx.String("s") != "10" {
				t.Errorf("short name not set")
			}
		},
	}).Run([]string{"run", "-s", "10"})
}

func TestParseMultiStringFromEnv(t *testing.T) {
	os.Setenv("APP_COUNT", "20")
	(&cli.App{
		Flags: []cli.Flag{
			cli.StringFlag{Name: "count, c", EnvVar: "APP_COUNT"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.String("count") != "20" {
				t.Errorf("main name not set")
			}
			if ctx.String("c") != "20" {
				t.Errorf("short name not set")
			}
		},
	}).Run([]string{"run"})
}

func TestParseMultiStringSlice(t *testing.T) {
	(&cli.App{
		Flags: []cli.Flag{
			cli.StringSliceFlag{Name: "serve, s", Value: &cli.StringSlice{}},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.StringSlice("serve"), []string{"10", "20"}) {
				t.Errorf("main name not set")
			}
			if !reflect.DeepEqual(ctx.StringSlice("s"), []string{"10", "20"}) {
				t.Errorf("short name not set")
			}
		},
	}).Run([]string{"run", "-s", "10", "-s", "20"})
}

func TestParseMultiStringSliceFromEnv(t *testing.T) {
	os.Setenv("APP_INTERVALS", "20,30,40")

	(&cli.App{
		Flags: []cli.Flag{
			cli.StringSliceFlag{Name: "intervals, i", Value: &cli.StringSlice{}, EnvVar: "APP_INTERVALS"},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.StringSlice("intervals"), []string{"20", "30", "40"}) {
				t.Errorf("main name not set from env")
			}
			if !reflect.DeepEqual(ctx.StringSlice("i"), []string{"20", "30", "40"}) {
				t.Errorf("short name not set from env")
			}
		},
	}).Run([]string{"run"})
}

func TestParseMultiInt(t *testing.T) {
	a := cli.App{
		Flags: []cli.Flag{
			cli.IntFlag{Name: "serve, s"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Int("serve") != 10 {
				t.Errorf("main name not set")
			}
			if ctx.Int("s") != 10 {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run", "-s", "10"})
}

func TestParseMultiIntFromEnv(t *testing.T) {
	os.Setenv("APP_TIMEOUT_SECONDS", "10")
	a := cli.App{
		Flags: []cli.Flag{
			cli.IntFlag{Name: "timeout, t", EnvVar: "APP_TIMEOUT_SECONDS"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Int("timeout") != 10 {
				t.Errorf("main name not set")
			}
			if ctx.Int("t") != 10 {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run"})
}

func TestParseMultiIntSlice(t *testing.T) {
	(&cli.App{
		Flags: []cli.Flag{
			cli.IntSliceFlag{Name: "serve, s", Value: &cli.IntSlice{}},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.IntSlice("serve"), []int{10, 20}) {
				t.Errorf("main name not set")
			}
			if !reflect.DeepEqual(ctx.IntSlice("s"), []int{10, 20}) {
				t.Errorf("short name not set")
			}
		},
	}).Run([]string{"run", "-s", "10", "-s", "20"})
}

func TestParseMultiIntSliceFromEnv(t *testing.T) {
	os.Setenv("APP_INTERVALS", "20,30,40")

	(&cli.App{
		Flags: []cli.Flag{
			cli.IntSliceFlag{Name: "intervals, i", Value: &cli.IntSlice{}, EnvVar: "APP_INTERVALS"},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.IntSlice("intervals"), []int{20, 30, 40}) {
				t.Errorf("main name not set from env")
			}
			if !reflect.DeepEqual(ctx.IntSlice("i"), []int{20, 30, 40}) {
				t.Errorf("short name not set from env")
			}
		},
	}).Run([]string{"run"})
}

func TestParseMultiFloat64(t *testing.T) {
	a := cli.App{
		Flags: []cli.Flag{
			cli.Float64Flag{Name: "serve, s"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Float64("serve") != 10.2 {
				t.Errorf("main name not set")
			}
			if ctx.Float64("s") != 10.2 {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run", "-s", "10.2"})
}

func TestParseMultiFloat64FromEnv(t *testing.T) {
	os.Setenv("APP_TIMEOUT_SECONDS", "15.5")
	a := cli.App{
		Flags: []cli.Flag{
			cli.Float64Flag{Name: "timeout, t", EnvVar: "APP_TIMEOUT_SECONDS"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Float64("timeout") != 15.5 {
				t.Errorf("main name not set")
			}
			if ctx.Float64("t") != 15.5 {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run"})
}

func TestParseMultiBool(t *testing.T) {
	a := cli.App{
		Flags: []cli.Flag{
			cli.BoolFlag{Name: "serve, s"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Bool("serve") != true {
				t.Errorf("main name not set")
			}
			if ctx.Bool("s") != true {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run", "--serve"})
}

func TestParseMultiBoolFromEnv(t *testing.T) {
	os.Setenv("APP_DEBUG", "1")
	a := cli.App{
		Flags: []cli.Flag{
			cli.BoolFlag{Name: "debug, d", EnvVar: "APP_DEBUG"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.Bool("debug") != true {
				t.Errorf("main name not set from env")
			}
			if ctx.Bool("d") != true {
				t.Errorf("short name not set from env")
			}
		},
	}
	a.Run([]string{"run"})
}

func TestParseMultiBoolT(t *testing.T) {
	a := cli.App{
		Flags: []cli.Flag{
			cli.BoolTFlag{Name: "serve, s"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.BoolT("serve") != true {
				t.Errorf("main name not set")
			}
			if ctx.BoolT("s") != true {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run", "--serve"})
}

func TestParseMultiBoolTFromEnv(t *testing.T) {
	os.Setenv("APP_DEBUG", "0")
	a := cli.App{
		Flags: []cli.Flag{
			cli.BoolTFlag{Name: "debug, d", EnvVar: "APP_DEBUG"},
		},
		Action: func(ctx *cli.Context) {
			if ctx.BoolT("debug") != false {
				t.Errorf("main name not set from env")
			}
			if ctx.BoolT("d") != false {
				t.Errorf("short name not set from env")
			}
		},
	}
	a.Run([]string{"run"})
}

type Parser [2]string

func (p *Parser) Set(value string) error {
	parts := strings.Split(value, ",")
	if len(parts) != 2 {
		return fmt.Errorf("invalid format")
	}

	(*p)[0] = parts[0]
	(*p)[1] = parts[1]

	return nil
}

func (p *Parser) String() string {
	return fmt.Sprintf("%s,%s", p[0], p[1])
}

func TestParseGeneric(t *testing.T) {
	a := cli.App{
		Flags: []cli.Flag{
			cli.GenericFlag{Name: "serve, s", Value: &Parser{}},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.Generic("serve"), &Parser{"10", "20"}) {
				t.Errorf("main name not set")
			}
			if !reflect.DeepEqual(ctx.Generic("s"), &Parser{"10", "20"}) {
				t.Errorf("short name not set")
			}
		},
	}
	a.Run([]string{"run", "-s", "10,20"})
}

func TestParseGenericFromEnv(t *testing.T) {
	os.Setenv("APP_SERVE", "20,30")
	a := cli.App{
		Flags: []cli.Flag{
			cli.GenericFlag{Name: "serve, s", Value: &Parser{}, EnvVar: "APP_SERVE"},
		},
		Action: func(ctx *cli.Context) {
			if !reflect.DeepEqual(ctx.Generic("serve"), &Parser{"20", "30"}) {
				t.Errorf("main name not set from env")
			}
			if !reflect.DeepEqual(ctx.Generic("s"), &Parser{"20", "30"}) {
				t.Errorf("short name not set from env")
			}
		},
	}
	a.Run([]string{"run"})
}
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package cli

import (
	"fmt"
	"os"
	"text/tabwriter"
	"text/template"
)

// The text template for the Default help topic.
// cli.go uses text/template to render templates. You can
// render custom help text by setting this variable.
var AppHelpTemplate = `NAME:
   {{.Name}} - {{.Usage}}

USAGE:
   {{.Name}} {{if .Flags}}[global options] {{end}}command{{if .Flags}} [command options]{{end}} [arguments...]

VERSION:
   {{.Version}}{{if or .Author .Email}}

AUTHOR:{{if .Author}}
  {{.Author}}{{if .Email}} - <{{.Email}}>{{end}}{{else}}
  {{.Email}}{{end}}{{end}}

COMMANDS:
   {{range .Commands}}{{.Name}}{{with .ShortName}}, {{.}}{{end}}{{ "\t" }}{{.Usage}}
   {{end}}{{if .Flags}}
GLOBAL OPTIONS:
   {{range .Flags}}{{.}}
   {{end}}{{end}}
`

// The text template for the command help topic.
// cli.go uses text/template to render templates. You can
// render custom help text by setting this variable.
var CommandHelpTemplate = `NAME:
   {{.Name}} - {{.Usage}}

USAGE:
   command {{.Name}}{{if .Flags}} [command options]{{end}} [arguments...]{{if .Description}}

DESCRIPTION:
   {{.Description}}{{end}}{{if .Flags}}

OPTIONS:
   {{range .Flags}}{{.}}
   {{end}}{{ end }}
`

// The text template for the subcommand help topic.
// cli.go uses text/template to render templates. You can
// render custom help text by setting this variable.
var SubcommandHelpTemplate = `NAME:
   {{.Name}} - {{.Usage}}

USAGE:
   {{.Name}} command{{if .Flags}} [command options]{{end}} [arguments...]

COMMANDS:
   {{range .Commands}}{{.Name}}{{with .ShortName}}, {{.}}{{end}}{{ "\t" }}{{.Usage}}
   {{end}}{{if .Flags}}
OPTIONS:
   {{range .Flags}}{{.}}
   {{end}}{{end}}
`

var helpCommand = Command{
	Name:      "help",
	ShortName: "h",
	Usage:     "Shows a list of commands or help for one command",
	Action: func(c *Context) {
		args := c.Args()
		if args.Present() {
			ShowCommandHelp(c, args.First())
		} else {
			ShowAppHelp(c)
		}
	},
}

var helpSubcommand = Command{
	Name:      "help",
	ShortName: "h",
	Usage:     "Shows a list of commands or help for one command",
	Action: func(c *Context) {
		args := c.Args()
		if args.Present() {
			ShowCommandHelp(c, args.First())
		} else {
			ShowSubcommandHelp(c)
		}
	},
}

// Prints help for the App
var HelpPrinter = printHelp

// Prints version for the App
var VersionPrinter = printVersion

func ShowAppHelp(c *Context) {
	HelpPrinter(AppHelpTemplate, c.App)
}

// Prints the list of subcommands as the default app completion method
func DefaultAppComplete(c *Context) {
	for _, command := range c.App.Commands {
		fmt.Println(command.Name)
		if command.ShortName != "" {
			fmt.Println(command.ShortName)
		}
	}
}

// Prints help for the given command
func ShowCommandHelp(c *Context, command string) {
	for _, c := range c.App.Commands {
		if c.HasName(command) {
			HelpPrinter(CommandHelpTemplate, c)
			return
		}
	}

	if c.App.CommandNotFound != nil {
		c.App.CommandNotFound(c, command)
	} else {
		fmt.Printf("No help topic for '%v'\n", command)
	}
}

// Prints help for the given subcommand
func ShowSubcommandHelp(c *Context) {
	HelpPrinter(SubcommandHelpTemplate, c.App)
}

// Prints the version number of the App
func ShowVersion(c *Context) {
	VersionPrinter(c)
}

func printVersion(c *Context) {
	fmt.Printf("%v version %v\n", c.App.Name, c.App.Version)
}

// Prints the lists of commands within a given context
func ShowCompletions(c *Context) {
	a := c.App
	if a != nil && a.BashComplete != nil {
		a.BashComplete(c)
	}
}

// Prints the custom completions for a given command
func ShowCommandCompletions(ctx *Context, command string) {
	c := ctx.App.Command(command)
	if c != nil && c.BashComplete != nil {
		c.BashComplete(ctx)
	}
}

func printHelp(templ string, data interface{}) {
	w := tabwriter.NewWriter(os.Stdout, 0, 8, 1, '\t', 0)
	t := template.Must(template.New("help").Parse(templ))
	err := t.Execute(w, data)
	if err != nil {
		panic(err)
	}
	w.Flush()
}

func checkVersion(c *Context) bool {
	if c.GlobalBool("version") {
		ShowVersion(c)
		return true
	}

	return false
}

func checkHelp(c *Context) bool {
	if c.GlobalBool("h") || c.GlobalBool("help") {
		ShowAppHelp(c)
		return true
	}

	return false
}

func checkCommandHelp(c *Context, name string) bool {
	if c.Bool("h") || c.Bool("help") {
		ShowCommandHelp(c, name)
		return true
	}

	return false
}

func checkSubcommandHelp(c *Context) bool {
	if c.GlobalBool("h") || c.GlobalBool("help") {
		ShowSubcommandHelp(c)
		return true
	}

	return false
}

func checkCompletions(c *Context) bool {
	if c.GlobalBool(BashCompletionFlag.Name) && c.App.EnableBashCompletion {
		ShowCompletions(c)
		return true
	}

	return false
}

func checkCommandCompletions(c *Context, name string) bool {
	if c.Bool(BashCompletionFlag.Name) && c.App.EnableBashCompletion {
		ShowCommandCompletions(c, name)
		return true
	}

	return false
}
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package cli_test

import (
	"reflect"
	"testing"
)

/* Test Helpers */
func expect(t *testing.T, a interface{}, b interface{}) {
	if a != b {
		t.Errorf("Expected %v (type %v) - Got %v (type %v)", b, reflect.TypeOf(b), a, reflect.TypeOf(a))
	}
}

func refute(t *testing.T, a interface{}, b interface{}) {
	if a == b {
		t.Errorf("Did not expect %v (type %v) - Got %v (type %v)", b, reflect.TypeOf(b), a, reflect.TypeOf(a))
	}
}
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Copyright (C) 2013 Jeremy Saenz
All Rights Reserved.

MIT LICENSE

Permission is hereby granted, free of charge, to any person obtaining a copy of
this software and associated documentation files (the "Software"), to deal in
the Software without restriction, including without limitation the rights to
use, copy, modify, merge, publish, distribute, sublicense, and/or sell copies of
the Software, and to permit persons to whom the Software is furnished to do so,
subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR
COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER
IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN
CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.
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[![Build Status](https://travis-ci.org/codegangsta/cli.png?branch=master)](https://travis-ci.org/codegangsta/cli)

# cli.go
cli.go is simple, fast, and fun package for building command line apps in Go. The goal is to enable developers to write fast and distributable command line applications in an expressive way.

You can view the API docs here:
http://godoc.org/github.com/codegangsta/cli

## Overview
Command line apps are usually so tiny that there is absolutely no reason why your code should *not* be self-documenting. Things like generating help text and parsing command flags/options should not hinder productivity when writing a command line app.

**This is where cli.go comes into play.** cli.go makes command line programming fun, organized, and expressive!

## Installation
Make sure you have a working Go environment (go 1.1 is *required*). [See the install instructions](http://golang.org/doc/install.html).

To install `cli.go`, simply run:
```
$ go get github.com/codegangsta/cli
```

Make sure your `PATH` includes to the `$GOPATH/bin` directory so your commands can be easily used:
```
export PATH=$PATH:$GOPATH/bin
```

## Getting Started
One of the philosophies behind cli.go is that an API should be playful and full of discovery. So a cli.go app can be as little as one line of code in `main()`. 

``` go
package main

import (
  "os"
  "github.com/codegangsta/cli"
)

func main() {
  cli.NewApp().Run(os.Args)
}
```

This app will run and show help text, but is not very useful. Let's give an action to execute and some help documentation:

``` go
package main

import (
  "os"
  "github.com/codegangsta/cli"
)

func main() {
  app := cli.NewApp()
  app.Name = "boom"
  app.Usage = "make an explosive entrance"
  app.Action = func(c *cli.Context) {
    println("boom! I say!")
  }
  
  app.Run(os.Args)
}
```

Running this already gives you a ton of functionality, plus support for things like subcommands and flags, which are covered below.

## Example

Being a programmer can be a lonely job. Thankfully by the power of automation that is not the case! Let's create a greeter app to fend off our demons of loneliness!

``` go
/* greet.go */
package main

import (
  "os"
  "github.com/codegangsta/cli"
)

func main() {
  app := cli.NewApp()
  app.Name = "greet"
  app.Usage = "fight the loneliness!"
  app.Action = func(c *cli.Context) {
    println("Hello friend!")
  }
  
  app.Run(os.Args)
}
```

Install our command to the `$GOPATH/bin` directory:

```
$ go install
```

Finally run our new command:

```
$ greet
Hello friend!
```

cli.go also generates some bitchass help text:
```
$ greet help
NAME:
    greet - fight the loneliness!

USAGE:
    greet [global options] command [command options] [arguments...]

VERSION:
    0.0.0

COMMANDS:
    help, h  Shows a list of commands or help for one command

GLOBAL OPTIONS
    --version	Shows version information
```

### Arguments
You can lookup arguments by calling the `Args` function on `cli.Context`.

``` go
...
app.Action = func(c *cli.Context) {
  println("Hello", c.Args()[0])
}
...
```

### Flags
Setting and querying flags is simple.
``` go
...
app.Flags = []cli.Flag {
  cli.StringFlag{
    Name: "lang",
    Value: "english",
    Usage: "language for the greeting",
  },
}
app.Action = func(c *cli.Context) {
  name := "someone"
  if len(c.Args()) > 0 {
    name = c.Args()[0]
  }
  if c.String("lang") == "spanish" {
    println("Hola", name)
  } else {
    println("Hello", name)
  }
}
...
```

#### Alternate Names

You can set alternate (or short) names for flags by providing a comma-delimited list for the `Name`. e.g.

``` go
app.Flags = []cli.Flag {
  cli.StringFlag{
    Name: "lang, l",
    Value: "english",
    Usage: "language for the greeting",
  },
}
```

#### Values from the Environment

You can also have the default value set from the environment via `EnvVar`.  e.g.

``` go
app.Flags = []cli.Flag {
  cli.StringFlag{
    Name: "lang, l",
    Value: "english",
    Usage: "language for the greeting",
    EnvVar: "APP_LANG",
  },
}
```

That flag can then be set with `--lang spanish` or `-l spanish`. Note that giving two different forms of the same flag in the same command invocation is an error.

### Subcommands

Subcommands can be defined for a more git-like command line app.
```go
...
app.Commands = []cli.Command{
  {
    Name:      "add",
    ShortName: "a",
    Usage:     "add a task to the list",
    Action: func(c *cli.Context) {
      println("added task: ", c.Args().First())
    },
  },
  {
    Name:      "complete",
    ShortName: "c",
    Usage:     "complete a task on the list",
    Action: func(c *cli.Context) {
      println("completed task: ", c.Args().First())
    },
  },
  {
    Name:      "template",
    ShortName: "r",
    Usage:     "options for task templates",
    Subcommands: []cli.Command{
      {
        Name:  "add",
        Usage: "add a new template",
        Action: func(c *cli.Context) {
            println("new task template: ", c.Args().First())
        },
      },
      {
        Name:  "remove",
        Usage: "remove an existing template",
        Action: func(c *cli.Context) {
          println("removed task template: ", c.Args().First())
        },
      },
    },
  },     
}
...
```

### Bash Completion

You can enable completion commands by setting the `EnableBashCompletion`
flag on the `App` object.  By default, this setting will only auto-complete to
show an app's subcommands, but you can write your own completion methods for
the App or its subcommands.
```go
...
var tasks = []string{"cook", "clean", "laundry", "eat", "sleep", "code"}
app := cli.NewApp()
app.EnableBashCompletion = true
app.Commands = []cli.Command{
  {
    Name: "complete",
    ShortName: "c",
    Usage: "complete a task on the list",
    Action: func(c *cli.Context) {
       println("completed task: ", c.Args().First())
    },
    BashComplete: func(c *cli.Context) {
      // This will complete if no args are passed
      if len(c.Args()) > 0 {
        return
      }
      for _, t := range tasks {
        fmt.Println(t)
      }
    },
  }
}
...
```

#### To Enable

Source the `autocomplete/bash_autocomplete` file in your `.bashrc` file while
setting the `PROG` variable to the name of your program:

`PROG=myprogram source /.../cli/autocomplete/bash_autocomplete`


## Contribution Guidelines
Feel free to put up a pull request to fix a bug or maybe add a feature. I will give it a code review and make sure that it does not break backwards compatibility. If I or any other collaborators agree that it is in line with the vision of the project, we will work with you to get the code into a mergeable state and merge it into the master branch.

If you are have contributed something significant to the project, I will most likely add you as a collaborator. As a collaborator you are given the ability to merge others pull requests. It is very important that new code does not break existing code, so be careful about what code you do choose to merge. If you have any questions feel free to link @codegangsta to the issue in question and we can review it together.

If you feel like you have contributed to the project but have not yet been added as a collaborator, I probably forgot to add you. Hit @codegangsta up over email and we will get it figured out.

## About
cli.go is written by none other than the [Code Gangsta](http://codegangsta.io)







github.com/relab/goxos/Godeps/_workspace/src/github.com/davecheney/profile/AUTHORS

Dave Cheney <dave@cheney.net>







github.com/relab/goxos/Godeps/_workspace/src/github.com/davecheney/profile/LICENSE

Copyright (c) 2013 Dave Cheney. All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are
met:

   * Redistributions of source code must retain the above copyright
notice, this list of conditions and the following disclaimer.
   * Redistributions in binary form must reproduce the above
copyright notice, this list of conditions and the following disclaimer
in the documentation and/or other materials provided with the
distribution.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
"AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR
A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT
OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,
SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT
LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY
THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE
OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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// Package profile provides a simple way to manage runtime/pprof
// profiling of your Go application.
package profile

import (
	"io/ioutil"
	"log"
	"os"
	"os/signal"
	"path/filepath"
	"runtime"
	"runtime/pprof"
)

// Config controls the operation of the profile package.
type Config struct {
	// Quiet suppresses informational messages during profiling.
	Quiet bool

	// CPUProfile controls if cpu profiling will be enabled.
	// It defaults to false.
	CPUProfile bool

	// MemProfile controls if memory profiling will be enabled.
	// It defaults to false.
	MemProfile bool

	// BlockProfile controls if block (contention) profiling will
	// be enabled.
	// It defaults to false.
	BlockProfile bool

	// ProfilePath controls the base path where various profiling
	// files are written. If blank, the base path will be generated
	// by ioutil.TempDir.
	ProfilePath string

	// NoShutdownHook controls whether the profiling package should
	// hook SIGINT to write profiles cleanly.
	// Programs with more sophisticated signal handling should set
	// this to true and ensure the Stop() function returned from Start()
	// is called during shutdown.
	NoShutdownHook bool
}

var zeroConfig Config

const memProfileRate = 4096

func defaultConfig() *Config { return &zeroConfig }

var (
	CPUProfile = &Config{
		CPUProfile: true,
	}

	MemProfile = &Config{
		MemProfile: true,
	}

	BlockProfile = &Config{
		BlockProfile: true,
	}
)

type profile struct {
	path string
	*Config
	closers []func()
}

func (p *profile) Stop() {
	for _, c := range p.closers {
		c()
	}
}

// Start starts a new profiling session configured using *Config.
// The caller should call the Stop method on the value returned
// to cleanly stop profiling.
// Passing a nil *Config is the same as passing a *Config with
// defaults chosen.
func Start(cfg *Config) interface {
	Stop()
} {
	if cfg == nil {
		cfg = defaultConfig()
	}
	path := cfg.ProfilePath
	var err error
	if path == "" {
		path, err = ioutil.TempDir("", "profile")
	} else {
		err = os.MkdirAll(path, 0777)
	}
	if err != nil {
		log.Fatalf("profile: could not create initial output directory: %v", err)
	}
	prof := &profile{
		path:   path,
		Config: cfg,
	}

	if prof.CPUProfile {
		fn := filepath.Join(prof.path, "cpu.pprof")
		f, err := os.Create(fn)
		if err != nil {
			log.Fatalf("profile: could not create cpu profile %q: %v", fn, err)
		}
		if !prof.Quiet {
			log.Printf("profile: cpu profiling enabled, %s", fn)
		}
		pprof.StartCPUProfile(f)
		prof.closers = append(prof.closers, func() {
			pprof.StopCPUProfile()
			f.Close()
		})
	}

	if prof.MemProfile {
		fn := filepath.Join(prof.path, "mem.pprof")
		f, err := os.Create(fn)
		if err != nil {
			log.Fatalf("profile: could not create memory profile %q: %v", fn, err)
		}
		old := runtime.MemProfileRate
		runtime.MemProfileRate = memProfileRate
		if !prof.Quiet {
			log.Printf("profile: memory profiling enabled, %s", fn)
		}
		prof.closers = append(prof.closers, func() {
			pprof.Lookup("heap").WriteTo(f, 0)
			f.Close()
			runtime.MemProfileRate = old
		})
	}

	if prof.BlockProfile {
		fn := filepath.Join(prof.path, "block.pprof")
		f, err := os.Create(fn)
		if err != nil {
			log.Fatalf("profile: could not create block profile %q: %v", fn, err)
		}
		runtime.SetBlockProfileRate(1)
		if !prof.Quiet {
			log.Printf("profile: block profiling enabled, %s", fn)
		}
		prof.closers = append(prof.closers, func() {
			pprof.Lookup("block").WriteTo(f, 0)
			f.Close()
			runtime.SetBlockProfileRate(0)
		})
	}

	if !prof.NoShutdownHook {
		go func() {
			c := make(chan os.Signal, 1)
			signal.Notify(c, os.Interrupt)
			<-c

			log.Println("profile: caught interrupt, stopping profiles")
			prof.Stop()

			os.Exit(0)
		}()
	}

	return prof
}
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package profile_test

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/davecheney/profile"
)

func ExampleStart() {
	// start a simple CPU profile and register
	// a defer to Stop (flush) the profiling data.
	defer profile.Start(profile.CPUProfile).Stop()
}
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profile
=======

Simple profiling support package for Go

installation
------------

    go get github.com/davecheney/profile

usage
-----

Enabling profiling in your application is as simple as one line at the top of your main function

```go
import "github.com/davecheney/profile"

func main() {
    defer profile.Start(profile.CPUProfile).Stop()
    ...
}
```

options
-------

What to profile is controlled by the \*profile.Config value passed to profile.Start. A nil
Config is the same as choosing all the defaults. By default no profiles are enabled.

```go
import "github.com/davecheney/profile"

func main() {
    cfg := profile.Config{
        MemProfile:     true,
        ProfilePath:    ".",  // store profiles in current directory
        NoShutdownHook: true, // do not hook SIGINT
    }

    // p.Stop() must be called before the program exits to
    // ensure profiling information is written to disk.
    p := profile.Start(&cfg)
    ...
}
```

Several convenience package level values are provided for cpu, memory, and block (contention) profiling.

For more complex options, consult the [documentation](http://godoc.org/github.com/davecheney/profile) on the profile.Config type. Enabling more than one profile at once may cause your results to be less reliable as profiling itself is not without overhead.
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// Go support for leveled logs, analogous to https://code.google.com/p/google-glog/
//
// Copyright 2013 Google Inc. All Rights Reserved.
//
// Licensed under the Apache License, Version 2.0 (the "License");
// you may not use this file except in compliance with the License.
// You may obtain a copy of the License at
//
//     http://www.apache.org/licenses/LICENSE-2.0
//
// Unless required by applicable law or agreed to in writing, software
// distributed under the License is distributed on an "AS IS" BASIS,
// WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
// See the License for the specific language governing permissions and
// limitations under the License.

// Package glog implements logging analogous to the Google-internal C++ INFO/ERROR/V setup.
// It provides functions Info, Warning, Error, Fatal, plus formatting variants such as
// Infof. It also provides V-style logging controlled by the -v and -vmodule=file=2 flags.
//
// Basic examples:
//
//	glog.Info("Prepare to repel boarders")
//
//	glog.Fatalf("Initialization failed: %s", err)
//
// See the documentation for the V function for an explanation of these examples:
//
//	if glog.V(2) {
//		glog.Info("Starting transaction...")
//	}
//
//	glog.V(2).Infoln("Processed", nItems, "elements")
//
// Log output is buffered and written periodically using Flush. Programs
// should call Flush before exiting to guarantee all log output is written.
//
// By default, all log statements write to files in a temporary directory.
// This package provides several flags that modify this behavior.
// As a result, flag.Parse must be called before any logging is done.
//
//	-logtostderr=false
//		Logs are written to standard error instead of to files.
//	-alsologtostderr=false
//		Logs are written to standard error as well as to files.
//	-stderrthreshold=ERROR
//		Log events at or above this severity are logged to standard
//		error as well as to files.
//	-log_dir=""
//		Log files will be written to this directory instead of the
//		default temporary directory.
//
//	Other flags provide aids to debugging.
//
//	-log_backtrace_at=""
//		When set to a file and line number holding a logging statement,
//		such as
//			-log_backtrace_at=gopherflakes.go:234
//		a stack trace will be written to the Info log whenever execution
//		hits that statement. (Unlike with -vmodule, the ".go" must be
//		present.)
//	-v=0
//		Enable V-leveled logging at the specified level.
//	-vmodule=""
//		The syntax of the argument is a comma-separated list of pattern=N,
//		where pattern is a literal file name (minus the ".go" suffix) or
//		"glob" pattern and N is a V level. For instance,
//			-vmodule=gopher*=3
//		sets the V level to 3 in all Go files whose names begin "gopher".
//
package glog

import (
	"bufio"
	"bytes"
	"errors"
	"flag"
	"fmt"
	"io"
	"os"
	"path/filepath"
	"runtime"
	"strconv"
	"strings"
	"sync"
	"sync/atomic"
	"time"
)

// severity identifies the sort of log: info, warning etc. It also implements
// the flag.Value interface. The -stderrthreshold flag is of type severity and
// should be modified only through the flag.Value interface. The values match
// the corresponding constants in C++.
type severity int32 // sync/atomic int32

const (
	infoLog severity = iota
	warningLog
	errorLog
	fatalLog
	numSeverity = 4
)

const severityChar = "IWEF"

var severityName = []string{
	infoLog:    "INFO",
	warningLog: "WARNING",
	errorLog:   "ERROR",
	fatalLog:   "FATAL",
}

// get returns the value of the severity.
func (s *severity) get() severity {
	return severity(atomic.LoadInt32((*int32)(s)))
}

// set sets the value of the severity.
func (s *severity) set(val severity) {
	atomic.StoreInt32((*int32)(s), int32(val))
}

// String is part of the flag.Value interface.
func (s *severity) String() string {
	return strconv.FormatInt(int64(*s), 10)
}

// Get is part of the flag.Value interface.
func (s *severity) Get() interface{} {
	return *s
}

// Set is part of the flag.Value interface.
func (s *severity) Set(value string) error {
	var threshold severity
	// Is it a known name?
	if v, ok := severityByName(value); ok {
		threshold = v
	} else {
		v, err := strconv.Atoi(value)
		if err != nil {
			return err
		}
		threshold = severity(v)
	}
	logging.stderrThreshold.set(threshold)
	return nil
}

func severityByName(s string) (severity, bool) {
	s = strings.ToUpper(s)
	for i, name := range severityName {
		if name == s {
			return severity(i), true
		}
	}
	return 0, false
}

// OutputStats tracks the number of output lines and bytes written.
type OutputStats struct {
	lines int64
	bytes int64
}

// Lines returns the number of lines written.
func (s *OutputStats) Lines() int64 {
	return atomic.LoadInt64(&s.lines)
}

// Bytes returns the number of bytes written.
func (s *OutputStats) Bytes() int64 {
	return atomic.LoadInt64(&s.bytes)
}

// Stats tracks the number of lines of output and number of bytes
// per severity level. Values must be read with atomic.LoadInt64.
var Stats struct {
	Info, Warning, Error OutputStats
}

var severityStats = [numSeverity]*OutputStats{
	infoLog:    &Stats.Info,
	warningLog: &Stats.Warning,
	errorLog:   &Stats.Error,
}

// Level is exported because it appears in the arguments to V and is
// the type of the v flag, which can be set programmatically.
// It's a distinct type because we want to discriminate it from logType.
// Variables of type level are only changed under logging.mu.
// The -v flag is read only with atomic ops, so the state of the logging
// module is consistent.

// Level is treated as a sync/atomic int32.

// Level specifies a level of verbosity for V logs. *Level implements
// flag.Value; the -v flag is of type Level and should be modified
// only through the flag.Value interface.
type Level int32

// get returns the value of the Level.
func (l *Level) get() Level {
	return Level(atomic.LoadInt32((*int32)(l)))
}

// set sets the value of the Level.
func (l *Level) set(val Level) {
	atomic.StoreInt32((*int32)(l), int32(val))
}

// String is part of the flag.Value interface.
func (l *Level) String() string {
	return strconv.FormatInt(int64(*l), 10)
}

// Get is part of the flag.Value interface.
func (l *Level) Get() interface{} {
	return *l
}

// Set is part of the flag.Value interface.
func (l *Level) Set(value string) error {
	v, err := strconv.Atoi(value)
	if err != nil {
		return err
	}
	logging.mu.Lock()
	defer logging.mu.Unlock()
	logging.setVState(Level(v), logging.vmodule.filter, false)
	return nil
}

// moduleSpec represents the setting of the -vmodule flag.
type moduleSpec struct {
	filter []modulePat
}

// modulePat contains a filter for the -vmodule flag.
// It holds a verbosity level and a file pattern to match.
type modulePat struct {
	pattern string
	literal bool // The pattern is a literal string
	level   Level
}

// match reports whether the file matches the pattern. It uses a string
// comparison if the pattern contains no metacharacters.
func (m *modulePat) match(file string) bool {
	if m.literal {
		return file == m.pattern
	}
	match, _ := filepath.Match(m.pattern, file)
	return match
}

func (m *moduleSpec) String() string {
	// Lock because the type is not atomic. TODO: clean this up.
	logging.mu.Lock()
	defer logging.mu.Unlock()
	var b bytes.Buffer
	for i, f := range m.filter {
		if i > 0 {
			b.WriteRune(',')
		}
		fmt.Fprintf(&b, "%s=%d", f.pattern, f.level)
	}
	return b.String()
}

// Get is part of the (Go 1.2)  flag.Getter interface. It always returns nil for this flag type since the
// struct is not exported.
func (m *moduleSpec) Get() interface{} {
	return nil
}

var errVmoduleSyntax = errors.New("syntax error: expect comma-separated list of filename=N")

// Syntax: -vmodule=recordio=2,file=1,gfs*=3
func (m *moduleSpec) Set(value string) error {
	var filter []modulePat
	for _, pat := range strings.Split(value, ",") {
		if len(pat) == 0 {
			// Empty strings such as from a trailing comma can be ignored.
			continue
		}
		patLev := strings.Split(pat, "=")
		if len(patLev) != 2 || len(patLev[0]) == 0 || len(patLev[1]) == 0 {
			return errVmoduleSyntax
		}
		pattern := patLev[0]
		v, err := strconv.Atoi(patLev[1])
		if err != nil {
			return errors.New("syntax error: expect comma-separated list of filename=N")
		}
		if v < 0 {
			return errors.New("negative value for vmodule level")
		}
		if v == 0 {
			continue // Ignore. It's harmless but no point in paying the overhead.
		}
		// TODO: check syntax of filter?
		filter = append(filter, modulePat{pattern, isLiteral(pattern), Level(v)})
	}
	logging.mu.Lock()
	defer logging.mu.Unlock()
	logging.setVState(logging.verbosity, filter, true)
	return nil
}

// isLiteral reports whether the pattern is a literal string, that is, has no metacharacters
// that require filepath.Match to be called to match the pattern.
func isLiteral(pattern string) bool {
	return !strings.ContainsAny(pattern, `*?[]\`)
}

// traceLocation represents the setting of the -log_backtrace_at flag.
type traceLocation struct {
	file string
	line int
}

// isSet reports whether the trace location has been specified.
// logging.mu is held.
func (t *traceLocation) isSet() bool {
	return t.line > 0
}

// match reports whether the specified file and line matches the trace location.
// The argument file name is the full path, not the basename specified in the flag.
// logging.mu is held.
func (t *traceLocation) match(file string, line int) bool {
	if t.line != line {
		return false
	}
	if i := strings.LastIndex(file, "/"); i >= 0 {
		file = file[i+1:]
	}
	return t.file == file
}

func (t *traceLocation) String() string {
	// Lock because the type is not atomic. TODO: clean this up.
	logging.mu.Lock()
	defer logging.mu.Unlock()
	return fmt.Sprintf("%s:%d", t.file, t.line)
}

// Get is part of the (Go 1.2) flag.Getter interface. It always returns nil for this flag type since the
// struct is not exported
func (t *traceLocation) Get() interface{} {
	return nil
}

var errTraceSyntax = errors.New("syntax error: expect file.go:234")

// Syntax: -log_backtrace_at=gopherflakes.go:234
// Note that unlike vmodule the file extension is included here.
func (t *traceLocation) Set(value string) error {
	if value == "" {
		// Unset.
		t.line = 0
		t.file = ""
	}
	fields := strings.Split(value, ":")
	if len(fields) != 2 {
		return errTraceSyntax
	}
	file, line := fields[0], fields[1]
	if !strings.Contains(file, ".") {
		return errTraceSyntax
	}
	v, err := strconv.Atoi(line)
	if err != nil {
		return errTraceSyntax
	}
	if v <= 0 {
		return errors.New("negative or zero value for level")
	}
	logging.mu.Lock()
	defer logging.mu.Unlock()
	t.line = v
	t.file = file
	return nil
}

// flushSyncWriter is the interface satisfied by logging destinations.
type flushSyncWriter interface {
	Flush() error
	Sync() error
	io.Writer
}

func init() {
	flag.BoolVar(&logging.toStderr, "logtostderr", false, "log to standard error instead of files")
	flag.BoolVar(&logging.alsoToStderr, "alsologtostderr", false, "log to standard error as well as files")
	flag.Var(&logging.verbosity, "v", "log level for V logs")
	flag.Var(&logging.stderrThreshold, "stderrthreshold", "logs at or above this threshold go to stderr")
	flag.Var(&logging.vmodule, "vmodule", "comma-separated list of pattern=N settings for file-filtered logging")
	flag.Var(&logging.traceLocation, "log_backtrace_at", "when logging hits line file:N, emit a stack trace")

	// Default stderrThreshold is ERROR.
	logging.stderrThreshold = errorLog

	logging.setVState(0, nil, false)
	go logging.flushDaemon()
}

// Flush flushes all pending log I/O.
func Flush() {
	logging.lockAndFlushAll()
}

// loggingT collects all the global state of the logging setup.
type loggingT struct {
	// Boolean flags. Not handled atomically because the flag.Value interface
	// does not let us avoid the =true, and that shorthand is necessary for
	// compatibility. TODO: does this matter enough to fix? Seems unlikely.
	toStderr     bool // The -logtostderr flag.
	alsoToStderr bool // The -alsologtostderr flag.

	// Level flag. Handled atomically.
	stderrThreshold severity // The -stderrthreshold flag.

	// freeList is a list of byte buffers, maintained under freeListMu.
	freeList *buffer
	// freeListMu maintains the free list. It is separate from the main mutex
	// so buffers can be grabbed and printed to without holding the main lock,
	// for better parallelization.
	freeListMu sync.Mutex

	// mu protects the remaining elements of this structure and is
	// used to synchronize logging.
	mu sync.Mutex
	// file holds writer for each of the log types.
	file [numSeverity]flushSyncWriter
	// pcs is used in V to avoid an allocation when computing the caller's PC.
	pcs [1]uintptr
	// vmap is a cache of the V Level for each V() call site, identified by PC.
	// It is wiped whenever the vmodule flag changes state.
	vmap map[uintptr]Level
	// filterLength stores the length of the vmodule filter chain. If greater
	// than zero, it means vmodule is enabled. It may be read safely
	// using sync.LoadInt32, but is only modified under mu.
	filterLength int32
	// traceLocation is the state of the -log_backtrace_at flag.
	traceLocation traceLocation
	// These flags are modified only under lock, although verbosity may be fetched
	// safely using atomic.LoadInt32.
	vmodule   moduleSpec // The state of the -vmodule flag.
	verbosity Level      // V logging level, the value of the -v flag/
}

// buffer holds a byte Buffer for reuse. The zero value is ready for use.
type buffer struct {
	bytes.Buffer
	tmp  [64]byte // temporary byte array for creating headers.
	next *buffer
}

var logging loggingT

// setVState sets a consistent state for V logging.
// l.mu is held.
func (l *loggingT) setVState(verbosity Level, filter []modulePat, setFilter bool) {
	// Turn verbosity off so V will not fire while we are in transition.
	logging.verbosity.set(0)
	// Ditto for filter length.
	logging.filterLength = 0

	// Set the new filters and wipe the pc->Level map if the filter has changed.
	if setFilter {
		logging.vmodule.filter = filter
		logging.vmap = make(map[uintptr]Level)
	}

	// Things are consistent now, so enable filtering and verbosity.
	// They are enabled in order opposite to that in V.
	atomic.StoreInt32(&logging.filterLength, int32(len(filter)))
	logging.verbosity.set(verbosity)
}

// getBuffer returns a new, ready-to-use buffer.
func (l *loggingT) getBuffer() *buffer {
	l.freeListMu.Lock()
	b := l.freeList
	if b != nil {
		l.freeList = b.next
	}
	l.freeListMu.Unlock()
	if b == nil {
		b = new(buffer)
	} else {
		b.next = nil
		b.Reset()
	}
	return b
}

// putBuffer returns a buffer to the free list.
func (l *loggingT) putBuffer(b *buffer) {
	if b.Len() >= 256 {
		// Let big buffers die a natural death.
		return
	}
	l.freeListMu.Lock()
	b.next = l.freeList
	l.freeList = b
	l.freeListMu.Unlock()
}

var timeNow = time.Now // Stubbed out for testing.

/*
header formats a log header as defined by the C++ implementation.
It returns a buffer containing the formatted header.

Log lines have this form:
	Lmmdd hh:mm:ss.uuuuuu threadid file:line] msg...
where the fields are defined as follows:
	L                A single character, representing the log level (eg 'I' for INFO)
	mm               The month (zero padded; ie May is '05')
	dd               The day (zero padded)
	hh:mm:ss.uuuuuu  Time in hours, minutes and fractional seconds
	threadid         The space-padded thread ID as returned by GetTID()
	file             The file name
	line             The line number
	msg              The user-supplied message
*/
func (l *loggingT) header(s severity) *buffer {
	// Lmmdd hh:mm:ss.uuuuuu threadid file:line]
	now := timeNow()
	_, file, line, ok := runtime.Caller(3) // It's always the same number of frames to the user's call.
	if !ok {
		file = "???"
		line = 1
	} else {
		slash := strings.LastIndex(file, "/")
		if slash >= 0 {
			file = file[slash+1:]
		}
	}
	if line < 0 {
		line = 0 // not a real line number, but acceptable to someDigits
	}
	if s > fatalLog {
		s = infoLog // for safety.
	}
	buf := l.getBuffer()

	// Avoid Fprintf, for speed. The format is so simple that we can do it quickly by hand.
	// It's worth about 3X. Fprintf is hard.
	_, month, day := now.Date()
	hour, minute, second := now.Clock()
	buf.tmp[0] = severityChar[s]
	buf.twoDigits(1, int(month))
	buf.twoDigits(3, day)
	buf.tmp[5] = ' '
	buf.twoDigits(6, hour)
	buf.tmp[8] = ':'
	buf.twoDigits(9, minute)
	buf.tmp[11] = ':'
	buf.twoDigits(12, second)
	buf.tmp[14] = '.'
	buf.nDigits(6, 15, now.Nanosecond()/1000)
	buf.tmp[21] = ' '
	buf.nDigits(5, 22, pid) // TODO: should be TID
	buf.tmp[27] = ' '
	buf.Write(buf.tmp[:28])
	buf.WriteString(file)
	buf.tmp[0] = ':'
	n := buf.someDigits(1, line)
	buf.tmp[n+1] = ']'
	buf.tmp[n+2] = ' '
	buf.Write(buf.tmp[:n+3])
	return buf
}

// Some custom tiny helper functions to print the log header efficiently.

const digits = "0123456789"

// twoDigits formats a zero-prefixed two-digit integer at buf.tmp[i].
func (buf *buffer) twoDigits(i, d int) {
	buf.tmp[i+1] = digits[d%10]
	d /= 10
	buf.tmp[i] = digits[d%10]
}

// nDigits formats a zero-prefixed n-digit integer at buf.tmp[i].
func (buf *buffer) nDigits(n, i, d int) {
	for j := n - 1; j >= 0; j-- {
		buf.tmp[i+j] = digits[d%10]
		d /= 10
	}
}

// someDigits formats a zero-prefixed variable-width integer at buf.tmp[i].
func (buf *buffer) someDigits(i, d int) int {
	// Print into the top, then copy down. We know there's space for at least
	// a 10-digit number.
	j := len(buf.tmp)
	for {
		j--
		buf.tmp[j] = digits[d%10]
		d /= 10
		if d == 0 {
			break
		}
	}
	return copy(buf.tmp[i:], buf.tmp[j:])
}

func (l *loggingT) println(s severity, args ...interface{}) {
	buf := l.header(s)
	fmt.Fprintln(buf, args...)
	l.output(s, buf)
}

func (l *loggingT) print(s severity, args ...interface{}) {
	buf := l.header(s)
	fmt.Fprint(buf, args...)
	if buf.Bytes()[buf.Len()-1] != '\n' {
		buf.WriteByte('\n')
	}
	l.output(s, buf)
}

func (l *loggingT) printf(s severity, format string, args ...interface{}) {
	buf := l.header(s)
	fmt.Fprintf(buf, format, args...)
	if buf.Bytes()[buf.Len()-1] != '\n' {
		buf.WriteByte('\n')
	}
	l.output(s, buf)
}

// output writes the data to the log files and releases the buffer.
func (l *loggingT) output(s severity, buf *buffer) {
	l.mu.Lock()
	if l.traceLocation.isSet() {
		_, file, line, ok := runtime.Caller(3) // It's always the same number of frames to the user's call (same as header).
		if ok && l.traceLocation.match(file, line) {
			buf.Write(stacks(false))
		}
	}
	data := buf.Bytes()
	if l.toStderr {
		os.Stderr.Write(data)
	} else {
		if l.alsoToStderr || s >= l.stderrThreshold.get() {
			os.Stderr.Write(data)
		}
		if l.file[s] == nil {
			if err := l.createFiles(s); err != nil {
				os.Stderr.Write(data) // Make sure the message appears somewhere.
				l.exit(err)
			}
		}
		switch s {
		case fatalLog:
			l.file[fatalLog].Write(data)
			fallthrough
		case errorLog:
			l.file[errorLog].Write(data)
			fallthrough
		case warningLog:
			l.file[warningLog].Write(data)
			fallthrough
		case infoLog:
			l.file[infoLog].Write(data)
		}
	}
	if s == fatalLog {
		// Make sure we see the trace for the current goroutine on standard error.
		if !l.toStderr {
			os.Stderr.Write(stacks(false))
		}
		// Write the stack trace for all goroutines to the files.
		trace := stacks(true)
		logExitFunc = func(error) {} // If we get a write error, we'll still exit below.
		for log := fatalLog; log >= infoLog; log-- {
			if f := l.file[log]; f != nil { // Can be nil if -logtostderr is set.
				f.Write(trace)
			}
		}
		l.mu.Unlock()
		timeoutFlush(10 * time.Second)
		os.Exit(255) // C++ uses -1, which is silly because it's anded with 255 anyway.
	}
	l.putBuffer(buf)
	l.mu.Unlock()
	if stats := severityStats[s]; stats != nil {
		atomic.AddInt64(&stats.lines, 1)
		atomic.AddInt64(&stats.bytes, int64(len(data)))
	}
}

// timeoutFlush calls Flush and returns when it completes or after timeout
// elapses, whichever happens first.  This is needed because the hooks invoked
// by Flush may deadlock when glog.Fatal is called from a hook that holds
// a lock.
func timeoutFlush(timeout time.Duration) {
	done := make(chan bool, 1)
	go func() {
		Flush() // calls logging.lockAndFlushAll()
		done <- true
	}()
	select {
	case <-done:
	case <-time.After(timeout):
		fmt.Fprintln(os.Stderr, "glog: Flush took longer than", timeout)
	}
}

// stacks is a wrapper for runtime.Stack that attempts to recover the data for all goroutines.
func stacks(all bool) []byte {
	// We don't know how big the traces are, so grow a few times if they don't fit. Start large, though.
	n := 10000
	if all {
		n = 100000
	}
	var trace []byte
	for i := 0; i < 5; i++ {
		trace = make([]byte, n)
		nbytes := runtime.Stack(trace, all)
		if nbytes < len(trace) {
			return trace[:nbytes]
		}
		n *= 2
	}
	return trace
}

// logExitFunc provides a simple mechanism to override the default behavior
// of exiting on error. Used in testing and to guarantee we reach a required exit
// for fatal logs. Instead, exit could be a function rather than a method but that
// would make its use clumsier.
var logExitFunc func(error)

// exit is called if there is trouble creating or writing log files.
// It flushes the logs and exits the program; there's no point in hanging around.
// l.mu is held.
func (l *loggingT) exit(err error) {
	fmt.Fprintf(os.Stderr, "log: exiting because of error: %s\n", err)
	// If logExitFunc is set, we do that instead of exiting.
	if logExitFunc != nil {
		logExitFunc(err)
		return
	}
	l.flushAll()
	os.Exit(2)
}

// syncBuffer joins a bufio.Writer to its underlying file, providing access to the
// file's Sync method and providing a wrapper for the Write method that provides log
// file rotation. There are conflicting methods, so the file cannot be embedded.
// l.mu is held for all its methods.
type syncBuffer struct {
	logger *loggingT
	*bufio.Writer
	file   *os.File
	sev    severity
	nbytes uint64 // The number of bytes written to this file
}

func (sb *syncBuffer) Sync() error {
	return sb.file.Sync()
}

func (sb *syncBuffer) Write(p []byte) (n int, err error) {
	if sb.nbytes+uint64(len(p)) >= MaxSize {
		if err := sb.rotateFile(time.Now()); err != nil {
			sb.logger.exit(err)
		}
	}
	n, err = sb.Writer.Write(p)
	sb.nbytes += uint64(n)
	if err != nil {
		sb.logger.exit(err)
	}
	return
}

// rotateFile closes the syncBuffer's file and starts a new one.
func (sb *syncBuffer) rotateFile(now time.Time) error {
	if sb.file != nil {
		sb.Flush()
		sb.file.Close()
	}
	var err error
	sb.file, _, err = create(severityName[sb.sev], now)
	sb.nbytes = 0
	if err != nil {
		return err
	}

	sb.Writer = bufio.NewWriterSize(sb.file, bufferSize)

	// Write header.
	var buf bytes.Buffer
	fmt.Fprintf(&buf, "Log file created at: %s\n", now.Format("2006/01/02 15:04:05"))
	fmt.Fprintf(&buf, "Running on machine: %s\n", host)
	fmt.Fprintf(&buf, "Binary: Built with %s %s for %s/%s\n", runtime.Compiler, runtime.Version(), runtime.GOOS, runtime.GOARCH)
	fmt.Fprintf(&buf, "Log line format: [IWEF]mmdd hh:mm:ss.uuuuuu threadid file:line] msg\n")
	n, err := sb.file.Write(buf.Bytes())
	sb.nbytes += uint64(n)
	return err
}

// bufferSize sizes the buffer associated with each log file. It's large
// so that log records can accumulate without the logging thread blocking
// on disk I/O. The flushDaemon will block instead.
const bufferSize = 256 * 1024

// createFiles creates all the log files for severity from sev down to infoLog.
// l.mu is held.
func (l *loggingT) createFiles(sev severity) error {
	now := time.Now()
	// Files are created in decreasing severity order, so as soon as we find one
	// has already been created, we can stop.
	for s := sev; s >= infoLog && l.file[s] == nil; s-- {
		sb := &syncBuffer{
			logger: l,
			sev:    s,
		}
		if err := sb.rotateFile(now); err != nil {
			return err
		}
		l.file[s] = sb
	}
	return nil
}

const flushInterval = 30 * time.Second

// flushDaemon periodically flushes the log file buffers.
func (l *loggingT) flushDaemon() {
	for _ = range time.NewTicker(flushInterval).C {
		l.lockAndFlushAll()
	}
}

// lockAndFlushAll is like flushAll but locks l.mu first.
func (l *loggingT) lockAndFlushAll() {
	l.mu.Lock()
	l.flushAll()
	l.mu.Unlock()
}

// flushAll flushes all the logs and attempts to "sync" their data to disk.
// l.mu is held.
func (l *loggingT) flushAll() {
	// Flush from fatal down, in case there's trouble flushing.
	for s := fatalLog; s >= infoLog; s-- {
		file := l.file[s]
		if file != nil {
			file.Flush() // ignore error
			file.Sync()  // ignore error
		}
	}
}

// setV computes and remembers the V level for a given PC
// when vmodule is enabled.
// File pattern matching takes the basename of the file, stripped
// of its .go suffix, and uses filepath.Match, which is a little more
// general than the *? matching used in C++.
// l.mu is held.
func (l *loggingT) setV(pc uintptr) Level {
	fn := runtime.FuncForPC(pc)
	file, _ := fn.FileLine(pc)
	// The file is something like /a/b/c/d.go. We want just the d.
	if strings.HasSuffix(file, ".go") {
		file = file[:len(file)-3]
	}
	if slash := strings.LastIndex(file, "/"); slash >= 0 {
		file = file[slash+1:]
	}
	for _, filter := range l.vmodule.filter {
		if filter.match(file) {
			l.vmap[pc] = filter.level
			return filter.level
		}
	}
	l.vmap[pc] = 0
	return 0
}

// Verbose is a boolean type that implements Infof (like Printf) etc.
// See the documentation of V for more information.
type Verbose bool

// V reports whether verbosity at the call site is at least the requested level.
// The returned value is a boolean of type Verbose, which implements Info, Infoln
// and Infof. These methods will write to the Info log if called.
// Thus, one may write either
//	if glog.V(2) { glog.Info("log this") }
// or
//	glog.V(2).Info("log this")
// The second form is shorter but the first is cheaper if logging is off because it does
// not evaluate its arguments.
//
// Whether an individual call to V generates a log record depends on the setting of
// the -v and --vmodule flags; both are off by default. If the level in the call to
// V is at least the value of -v, or of -vmodule for the source file containing the
// call, the V call will log.
func V(level Level) Verbose {
	// This function tries hard to be cheap unless there's work to do.
	// The fast path is two atomic loads and compares.

	// Here is a cheap but safe test to see if V logging is enabled globally.
	if logging.verbosity.get() >= level {
		return Verbose(true)
	}

	// It's off globally but it vmodule may still be set.
	// Here is another cheap but safe test to see if vmodule is enabled.
	if atomic.LoadInt32(&logging.filterLength) > 0 {
		// Now we need a proper lock to use the logging structure. The pcs field
		// is shared so we must lock before accessing it. This is fairly expensive,
		// but if V logging is enabled we're slow anyway.
		logging.mu.Lock()
		defer logging.mu.Unlock()
		if runtime.Callers(2, logging.pcs[:]) == 0 {
			return Verbose(false)
		}
		v, ok := logging.vmap[logging.pcs[0]]
		if !ok {
			v = logging.setV(logging.pcs[0])
		}
		return Verbose(v >= level)
	}
	return Verbose(false)
}

// Info is equivalent to the global Info function, guarded by the value of v.
// See the documentation of V for usage.
func (v Verbose) Info(args ...interface{}) {
	if v {
		logging.print(infoLog, args...)
	}
}

// Infoln is equivalent to the global Infoln function, guarded by the value of v.
// See the documentation of V for usage.
func (v Verbose) Infoln(args ...interface{}) {
	if v {
		logging.println(infoLog, args...)
	}
}

// Infof is equivalent to the global Infof function, guarded by the value of v.
// See the documentation of V for usage.
func (v Verbose) Infof(format string, args ...interface{}) {
	if v {
		logging.printf(infoLog, format, args...)
	}
}

// Info logs to the INFO log.
// Arguments are handled in the manner of fmt.Print; a newline is appended if missing.
func Info(args ...interface{}) {
	logging.print(infoLog, args...)
}

// Infoln logs to the INFO log.
// Arguments are handled in the manner of fmt.Println; a newline is appended if missing.
func Infoln(args ...interface{}) {
	logging.println(infoLog, args...)
}

// Infof logs to the INFO log.
// Arguments are handled in the manner of fmt.Printf; a newline is appended if missing.
func Infof(format string, args ...interface{}) {
	logging.printf(infoLog, format, args...)
}

// Warning logs to the WARNING and INFO logs.
// Arguments are handled in the manner of fmt.Print; a newline is appended if missing.
func Warning(args ...interface{}) {
	logging.print(warningLog, args...)
}

// Warningln logs to the WARNING and INFO logs.
// Arguments are handled in the manner of fmt.Println; a newline is appended if missing.
func Warningln(args ...interface{}) {
	logging.println(warningLog, args...)
}

// Warningf logs to the WARNING and INFO logs.
// Arguments are handled in the manner of fmt.Printf; a newline is appended if missing.
func Warningf(format string, args ...interface{}) {
	logging.printf(warningLog, format, args...)
}

// Error logs to the ERROR, WARNING, and INFO logs.
// Arguments are handled in the manner of fmt.Print; a newline is appended if missing.
func Error(args ...interface{}) {
	logging.print(errorLog, args...)
}

// Errorln logs to the ERROR, WARNING, and INFO logs.
// Arguments are handled in the manner of fmt.Println; a newline is appended if missing.
func Errorln(args ...interface{}) {
	logging.println(errorLog, args...)
}

// Errorf logs to the ERROR, WARNING, and INFO logs.
// Arguments are handled in the manner of fmt.Printf; a newline is appended if missing.
func Errorf(format string, args ...interface{}) {
	logging.printf(errorLog, format, args...)
}

// Fatal logs to the FATAL, ERROR, WARNING, and INFO logs,
// including a stack trace of all running goroutines, then calls os.Exit(255).
// Arguments are handled in the manner of fmt.Print; a newline is appended if missing.
func Fatal(args ...interface{}) {
	logging.print(fatalLog, args...)
}

// Fatalln logs to the FATAL, ERROR, WARNING, and INFO logs,
// including a stack trace of all running goroutines, then calls os.Exit(255).
// Arguments are handled in the manner of fmt.Println; a newline is appended if missing.
func Fatalln(args ...interface{}) {
	logging.println(fatalLog, args...)
}

// Fatalf logs to the FATAL, ERROR, WARNING, and INFO logs,
// including a stack trace of all running goroutines, then calls os.Exit(255).
// Arguments are handled in the manner of fmt.Printf; a newline is appended if missing.
func Fatalf(format string, args ...interface{}) {
	logging.printf(fatalLog, format, args...)
}
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// Go support for leveled logs, analogous to https://code.google.com/p/google-glog/
//
// Copyright 2013 Google Inc. All Rights Reserved.
//
// Licensed under the Apache License, Version 2.0 (the "License");
// you may not use this file except in compliance with the License.
// You may obtain a copy of the License at
//
//     http://www.apache.org/licenses/LICENSE-2.0
//
// Unless required by applicable law or agreed to in writing, software
// distributed under the License is distributed on an "AS IS" BASIS,
// WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
// See the License for the specific language governing permissions and
// limitations under the License.

// File I/O for logs.

package glog

import (
	"errors"
	"flag"
	"fmt"
	"os"
	"os/user"
	"path/filepath"
	"strings"
	"sync"
	"time"
)

// MaxSize is the maximum size of a log file in bytes.
var MaxSize uint64 = 1024 * 1024 * 1800

// logDirs lists the candidate directories for new log files.
var logDirs []string

// If non-empty, overrides the choice of directory in which to write logs.
// See createLogDirs for the full list of possible destinations.
var logDir = flag.String("log_dir", "", "If non-empty, write log files in this directory")

func createLogDirs() {
	if *logDir != "" {
		logDirs = append(logDirs, *logDir)
	}
	logDirs = append(logDirs, os.TempDir())
}

var (
	pid      = os.Getpid()
	program  = filepath.Base(os.Args[0])
	host     = "unknownhost"
	userName = "unknownuser"
)

func init() {
	h, err := os.Hostname()
	if err == nil {
		host = shortHostname(h)
	}

	current, err := user.Current()
	if err == nil {
		userName = current.Username
	}

	// Sanitize userName since it may contain filepath separators on Windows.
	userName = strings.Replace(userName, `\`, "_", -1)
}

// shortHostname returns its argument, truncating at the first period.
// For instance, given "www.google.com" it returns "www".
func shortHostname(hostname string) string {
	if i := strings.Index(hostname, "."); i >= 0 {
		return hostname[:i]
	}
	return hostname
}

// logName returns a new log file name containing tag, with start time t, and
// the name for the symlink for tag.
func logName(tag string, t time.Time) (name, link string) {
	name = fmt.Sprintf("%s.%s.%s.log.%s.%04d%02d%02d-%02d%02d%02d.%d",
		program,
		host,
		userName,
		tag,
		t.Year(),
		t.Month(),
		t.Day(),
		t.Hour(),
		t.Minute(),
		t.Second(),
		pid)
	return name, program + "." + tag
}

var onceLogDirs sync.Once

// create creates a new log file and returns the file and its filename, which
// contains tag ("INFO", "FATAL", etc.) and t.  If the file is created
// successfully, create also attempts to update the symlink for that tag, ignoring
// errors.
func create(tag string, t time.Time) (f *os.File, filename string, err error) {
	onceLogDirs.Do(createLogDirs)
	if len(logDirs) == 0 {
		return nil, "", errors.New("log: no log dirs")
	}
	name, link := logName(tag, t)
	var lastErr error
	for _, dir := range logDirs {
		fname := filepath.Join(dir, name)
		f, err := os.Create(fname)
		if err == nil {
			symlink := filepath.Join(dir, link)
			os.Remove(symlink)        // ignore err
			os.Symlink(name, symlink) // ignore err
			return f, fname, nil
		}
		lastErr = err
	}
	return nil, "", fmt.Errorf("log: cannot create log: %v", lastErr)
}
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// Go support for leveled logs, analogous to https://code.google.com/p/google-glog/
//
// Copyright 2013 Google Inc. All Rights Reserved.
//
// Licensed under the Apache License, Version 2.0 (the "License");
// you may not use this file except in compliance with the License.
// You may obtain a copy of the License at
//
//     http://www.apache.org/licenses/LICENSE-2.0
//
// Unless required by applicable law or agreed to in writing, software
// distributed under the License is distributed on an "AS IS" BASIS,
// WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
// See the License for the specific language governing permissions and
// limitations under the License.

package glog

import (
	"bytes"
	"fmt"
	"path/filepath"
	"runtime"
	"strings"
	"testing"
	"time"
)

// Test that shortHostname works as advertised.
func TestShortHostname(t *testing.T) {
	for hostname, expect := range map[string]string{
		"":                "",
		"host":            "host",
		"host.google.com": "host",
	} {
		if got := shortHostname(hostname); expect != got {
			t.Errorf("shortHostname(%q): expected %q, got %q", hostname, expect, got)
		}
	}
}

// flushBuffer wraps a bytes.Buffer to satisfy flushSyncWriter.
type flushBuffer struct {
	bytes.Buffer
}

func (f *flushBuffer) Flush() error {
	return nil
}

func (f *flushBuffer) Sync() error {
	return nil
}

// swap sets the log writers and returns the old array.
func (l *loggingT) swap(writers [numSeverity]flushSyncWriter) (old [numSeverity]flushSyncWriter) {
	l.mu.Lock()
	defer l.mu.Unlock()
	old = l.file
	for i, w := range writers {
		logging.file[i] = w
	}
	return
}

// newBuffers sets the log writers to all new byte buffers and returns the old array.
func (l *loggingT) newBuffers() [numSeverity]flushSyncWriter {
	return l.swap([numSeverity]flushSyncWriter{new(flushBuffer), new(flushBuffer), new(flushBuffer), new(flushBuffer)})
}

// contents returns the specified log value as a string.
func contents(s severity) string {
	return logging.file[s].(*flushBuffer).String()
}

// contains reports whether the string is contained in the log.
func contains(s severity, str string, t *testing.T) bool {
	return strings.Contains(contents(s), str)
}

// setFlags configures the logging flags how the test expects them.
func setFlags() {
	logging.toStderr = false
}

// Test that Info works as advertised.
func TestInfo(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	Info("test")
	if !contains(infoLog, "I", t) {
		t.Errorf("Info has wrong character: %q", contents(infoLog))
	}
	if !contains(infoLog, "test", t) {
		t.Error("Info failed")
	}
}

// Test that the header has the correct format.
func TestHeader(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	defer func(previous func() time.Time) { timeNow = previous }(timeNow)
	timeNow = func() time.Time {
		return time.Date(2006, 1, 2, 15, 4, 5, .678901e9, time.Local)
	}
	Info("test")
	var line, pid int
	n, err := fmt.Sscanf(contents(infoLog), "I0102 15:04:05.678901 %d glog_test.go:%d] test\n", &pid, &line)
	if n != 2 || err != nil {
		t.Errorf("log format error: %d elements, error %s:\n%s", n, err, contents(infoLog))
	}
}

// Test that an Error log goes to Warning and Info.
// Even in the Info log, the source character will be E, so the data should
// all be identical.
func TestError(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	Error("test")
	if !contains(errorLog, "E", t) {
		t.Errorf("Error has wrong character: %q", contents(errorLog))
	}
	if !contains(errorLog, "test", t) {
		t.Error("Error failed")
	}
	str := contents(errorLog)
	if !contains(warningLog, str, t) {
		t.Error("Warning failed")
	}
	if !contains(infoLog, str, t) {
		t.Error("Info failed")
	}
}

// Test that a Warning log goes to Info.
// Even in the Info log, the source character will be W, so the data should
// all be identical.
func TestWarning(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	Warning("test")
	if !contains(warningLog, "W", t) {
		t.Errorf("Warning has wrong character: %q", contents(warningLog))
	}
	if !contains(warningLog, "test", t) {
		t.Error("Warning failed")
	}
	str := contents(warningLog)
	if !contains(infoLog, str, t) {
		t.Error("Info failed")
	}
}

// Test that a V log goes to Info.
func TestV(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	logging.verbosity.Set("2")
	defer logging.verbosity.Set("0")
	V(2).Info("test")
	if !contains(infoLog, "I", t) {
		t.Errorf("Info has wrong character: %q", contents(infoLog))
	}
	if !contains(infoLog, "test", t) {
		t.Error("Info failed")
	}
}

// Test that a vmodule enables a log in this file.
func TestVmoduleOn(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	logging.vmodule.Set("glog_test=2")
	defer logging.vmodule.Set("")
	if !V(1) {
		t.Error("V not enabled for 1")
	}
	if !V(2) {
		t.Error("V not enabled for 2")
	}
	if V(3) {
		t.Error("V enabled for 3")
	}
	V(2).Info("test")
	if !contains(infoLog, "I", t) {
		t.Errorf("Info has wrong character: %q", contents(infoLog))
	}
	if !contains(infoLog, "test", t) {
		t.Error("Info failed")
	}
}

// Test that a vmodule of another file does not enable a log in this file.
func TestVmoduleOff(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	logging.vmodule.Set("notthisfile=2")
	defer logging.vmodule.Set("")
	for i := 1; i <= 3; i++ {
		if V(Level(i)) {
			t.Errorf("V enabled for %d", i)
		}
	}
	V(2).Info("test")
	if contents(infoLog) != "" {
		t.Error("V logged incorrectly")
	}
}

// vGlobs are patterns that match/don't match this file at V=2.
var vGlobs = map[string]bool{
	// Easy to test the numeric match here.
	"glog_test=1": false, // If -vmodule sets V to 1, V(2) will fail.
	"glog_test=2": true,
	"glog_test=3": true, // If -vmodule sets V to 1, V(3) will succeed.
	// These all use 2 and check the patterns. All are true.
	"*=2":           true,
	"?l*=2":         true,
	"????_*=2":      true,
	"??[mno]?_*t=2": true,
	// These all use 2 and check the patterns. All are false.
	"*x=2":         false,
	"m*=2":         false,
	"??_*=2":       false,
	"?[abc]?_*t=2": false,
}

// Test that vmodule globbing works as advertised.
func testVmoduleGlob(pat string, match bool, t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	defer logging.vmodule.Set("")
	logging.vmodule.Set(pat)
	if V(2) != Verbose(match) {
		t.Errorf("incorrect match for %q: got %t expected %t", pat, V(2), match)
	}
}

// Test that a vmodule globbing works as advertised.
func TestVmoduleGlob(t *testing.T) {
	for glob, match := range vGlobs {
		testVmoduleGlob(glob, match, t)
	}
}

func TestRollover(t *testing.T) {
	setFlags()
	var err error
	defer func(previous func(error)) { logExitFunc = previous }(logExitFunc)
	logExitFunc = func(e error) {
		err = e
	}
	defer func(previous uint64) { MaxSize = previous }(MaxSize)
	MaxSize = 512

	Info("x") // Be sure we have a file.
	info, ok := logging.file[infoLog].(*syncBuffer)
	if !ok {
		t.Fatal("info wasn't created")
	}
	if err != nil {
		t.Fatalf("info has initial error: %v", err)
	}
	fname0 := info.file.Name()
	Info(strings.Repeat("x", int(MaxSize))) // force a rollover
	if err != nil {
		t.Fatalf("info has error after big write: %v", err)
	}

	// Make sure the next log file gets a file name with a different
	// time stamp.
	//
	// TODO: determine whether we need to support subsecond log
	// rotation.  C++ does not appear to handle this case (nor does it
	// handle Daylight Savings Time properly).
	time.Sleep(1 * time.Second)

	Info("x") // create a new file
	if err != nil {
		t.Fatalf("error after rotation: %v", err)
	}
	fname1 := info.file.Name()
	if fname0 == fname1 {
		t.Errorf("info.f.Name did not change: %v", fname0)
	}
	if info.nbytes >= MaxSize {
		t.Errorf("file size was not reset: %d", info.nbytes)
	}
}

func TestLogBacktraceAt(t *testing.T) {
	setFlags()
	defer logging.swap(logging.newBuffers())
	// The peculiar style of this code simplifies line counting and maintenance of the
	// tracing block below.
	var infoLine string
	setTraceLocation := func(file string, line int, ok bool, delta int) {
		if !ok {
			t.Fatal("could not get file:line")
		}
		_, file = filepath.Split(file)
		infoLine = fmt.Sprintf("%s:%d", file, line+delta)
		err := logging.traceLocation.Set(infoLine)
		if err != nil {
			t.Fatal("error setting log_backtrace_at: ", err)
		}
	}
	{
		// Start of tracing block. These lines know about each other's relative position.
		_, file, line, ok := runtime.Caller(0)
		setTraceLocation(file, line, ok, +2) // Two lines between Caller and Info calls.
		Info("we want a stack trace here")
	}
	numAppearances := strings.Count(contents(infoLog), infoLine)
	if numAppearances < 2 {
		// Need 2 appearances, one in the log header and one in the trace:
		//   log_test.go:281: I0511 16:36:06.952398 02238 log_test.go:280] we want a stack trace here
		//   ...
		//   github.com/glog/glog_test.go:280 (0x41ba91)
		//   ...
		// We could be more precise but that would require knowing the details
		// of the traceback format, which may not be dependable.
		t.Fatal("got no trace back; log is ", contents(infoLog))
	}
}

func BenchmarkHeader(b *testing.B) {
	for i := 0; i < b.N; i++ {
		logging.putBuffer(logging.header(infoLog))
	}
}
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Apache License
Version 2.0, January 2004
http://www.apache.org/licenses/

TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

1. Definitions.

"License" shall mean the terms and conditions for use, reproduction, and
distribution as defined by Sections 1 through 9 of this document.

"Licensor" shall mean the copyright owner or entity authorized by the copyright
owner that is granting the License.

"Legal Entity" shall mean the union of the acting entity and all other entities
that control, are controlled by, or are under common control with that entity.
For the purposes of this definition, "control" means (i) the power, direct or
indirect, to cause the direction or management of such entity, whether by
contract or otherwise, or (ii) ownership of fifty percent (50%) or more of the
outstanding shares, or (iii) beneficial ownership of such entity.

"You" (or "Your") shall mean an individual or Legal Entity exercising
permissions granted by this License.

"Source" form shall mean the preferred form for making modifications, including
but not limited to software source code, documentation source, and configuration
files.

"Object" form shall mean any form resulting from mechanical transformation or
translation of a Source form, including but not limited to compiled object code,
generated documentation, and conversions to other media types.

"Work" shall mean the work of authorship, whether in Source or Object form, made
available under the License, as indicated by a copyright notice that is included
in or attached to the work (an example is provided in the Appendix below).

"Derivative Works" shall mean any work, whether in Source or Object form, that
is based on (or derived from) the Work and for which the editorial revisions,
annotations, elaborations, or other modifications represent, as a whole, an
original work of authorship. For the purposes of this License, Derivative Works
shall not include works that remain separable from, or merely link (or bind by
name) to the interfaces of, the Work and Derivative Works thereof.

"Contribution" shall mean any work of authorship, including the original version
of the Work and any modifications or additions to that Work or Derivative Works
thereof, that is intentionally submitted to Licensor for inclusion in the Work
by the copyright owner or by an individual or Legal Entity authorized to submit
on behalf of the copyright owner. For the purposes of this definition,
"submitted" means any form of electronic, verbal, or written communication sent
to the Licensor or its representatives, including but not limited to
communication on electronic mailing lists, source code control systems, and
issue tracking systems that are managed by, or on behalf of, the Licensor for
the purpose of discussing and improving the Work, but excluding communication
that is conspicuously marked or otherwise designated in writing by the copyright
owner as "Not a Contribution."

"Contributor" shall mean Licensor and any individual or Legal Entity on behalf
of whom a Contribution has been received by Licensor and subsequently
incorporated within the Work.

2. Grant of Copyright License.

Subject to the terms and conditions of this License, each Contributor hereby
grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free,
irrevocable copyright license to reproduce, prepare Derivative Works of,
publicly display, publicly perform, sublicense, and distribute the Work and such
Derivative Works in Source or Object form.

3. Grant of Patent License.

Subject to the terms and conditions of this License, each Contributor hereby
grants to You a perpetual, worldwide, non-exclusive, no-charge, royalty-free,
irrevocable (except as stated in this section) patent license to make, have
made, use, offer to sell, sell, import, and otherwise transfer the Work, where
such license applies only to those patent claims licensable by such Contributor
that are necessarily infringed by their Contribution(s) alone or by combination
of their Contribution(s) with the Work to which such Contribution(s) was
submitted. If You institute patent litigation against any entity (including a
cross-claim or counterclaim in a lawsuit) alleging that the Work or a
Contribution incorporated within the Work constitutes direct or contributory
patent infringement, then any patent licenses granted to You under this License
for that Work shall terminate as of the date such litigation is filed.

4. Redistribution.

You may reproduce and distribute copies of the Work or Derivative Works thereof
in any medium, with or without modifications, and in Source or Object form,
provided that You meet the following conditions:

You must give any other recipients of the Work or Derivative Works a copy of
this License; and
You must cause any modified files to carry prominent notices stating that You
changed the files; and
You must retain, in the Source form of any Derivative Works that You distribute,
all copyright, patent, trademark, and attribution notices from the Source form
of the Work, excluding those notices that do not pertain to any part of the
Derivative Works; and
If the Work includes a "NOTICE" text file as part of its distribution, then any
Derivative Works that You distribute must include a readable copy of the
attribution notices contained within such NOTICE file, excluding those notices
that do not pertain to any part of the Derivative Works, in at least one of the
following places: within a NOTICE text file distributed as part of the
Derivative Works; within the Source form or documentation, if provided along
with the Derivative Works; or, within a display generated by the Derivative
Works, if and wherever such third-party notices normally appear. The contents of
the NOTICE file are for informational purposes only and do not modify the
License. You may add Your own attribution notices within Derivative Works that
You distribute, alongside or as an addendum to the NOTICE text from the Work,
provided that such additional attribution notices cannot be construed as
modifying the License.
You may add Your own copyright statement to Your modifications and may provide
additional or different license terms and conditions for use, reproduction, or
distribution of Your modifications, or for any such Derivative Works as a whole,
provided Your use, reproduction, and distribution of the Work otherwise complies
with the conditions stated in this License.

5. Submission of Contributions.

Unless You explicitly state otherwise, any Contribution intentionally submitted
for inclusion in the Work by You to the Licensor shall be under the terms and
conditions of this License, without any additional terms or conditions.
Notwithstanding the above, nothing herein shall supersede or modify the terms of
any separate license agreement you may have executed with Licensor regarding
such Contributions.

6. Trademarks.

This License does not grant permission to use the trade names, trademarks,
service marks, or product names of the Licensor, except as required for
reasonable and customary use in describing the origin of the Work and
reproducing the content of the NOTICE file.

7. Disclaimer of Warranty.

Unless required by applicable law or agreed to in writing, Licensor provides the
Work (and each Contributor provides its Contributions) on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied,
including, without limitation, any warranties or conditions of TITLE,
NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A PARTICULAR PURPOSE. You are
solely responsible for determining the appropriateness of using or
redistributing the Work and assume any risks associated with Your exercise of
permissions under this License.

8. Limitation of Liability.

In no event and under no legal theory, whether in tort (including negligence),
contract, or otherwise, unless required by applicable law (such as deliberate
and grossly negligent acts) or agreed to in writing, shall any Contributor be
liable to You for damages, including any direct, indirect, special, incidental,
or consequential damages of any character arising as a result of this License or
out of the use or inability to use the Work (including but not limited to
damages for loss of goodwill, work stoppage, computer failure or malfunction, or
any and all other commercial damages or losses), even if such Contributor has
been advised of the possibility of such damages.

9. Accepting Warranty or Additional Liability.

While redistributing the Work or Derivative Works thereof, You may choose to
offer, and charge a fee for, acceptance of support, warranty, indemnity, or
other liability obligations and/or rights consistent with this License. However,
in accepting such obligations, You may act only on Your own behalf and on Your
sole responsibility, not on behalf of any other Contributor, and only if You
agree to indemnify, defend, and hold each Contributor harmless for any liability
incurred by, or claims asserted against, such Contributor by reason of your
accepting any such warranty or additional liability.

END OF TERMS AND CONDITIONS

APPENDIX: How to apply the Apache License to your work

To apply the Apache License to your work, attach the following boilerplate
notice, with the fields enclosed by brackets "[]" replaced with your own
identifying information. (Don't include the brackets!) The text should be
enclosed in the appropriate comment syntax for the file format. We also
recommend that a file or class name and description of purpose be included on
the same "printed page" as the copyright notice for easier identification within
third-party archives.

   Copyright [yyyy] [name of copyright owner]

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

     http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.
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glog
====

Leveled execution logs for Go.

This is an efficient pure Go implementation of leveled logs in the
manner of the open source C++ package
	http://code.google.com/p/google-glog

By binding methods to booleans it is possible to use the log package
without paying the expense of evaluating the arguments to the log.
Through the -vmodule flag, the package also provides fine-grained
control over logging at the file level.

The comment from glog.go introduces the ideas:

	Package glog implements logging analogous to the Google-internal
	C++ INFO/ERROR/V setup.  It provides functions Info, Warning,
	Error, Fatal, plus formatting variants such as Infof. It
	also provides V-style logging controlled by the -v and
	-vmodule=file=2 flags.
	
	Basic examples:
	
		glog.Info("Prepare to repel boarders")
	
		glog.Fatalf("Initialization failed: %s", err)
	
	See the documentation for the V function for an explanation
	of these examples:
	
		if glog.V(2) {
			glog.Info("Starting transaction...")
		}
	
		glog.V(2).Infoln("Processed", nItems, "elements")


The repository contains an open source version of the log package
used inside Google. The master copy of the source lives inside
Google, not here. The code in this repo is for export only and is not itself
under development. Feature requests will be ignored.

Send bug reports to golang-nuts@googlegroups.com.
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# Compiled Object files, Static and Dynamic libs (Shared Objects)
*.o
*.a
*.so

# Folders
_obj
_test

# Architecture specific extensions/prefixes
*.[568vq]
[568vq].out

*.cgo1.go
*.cgo2.c
_cgo_defun.c
_cgo_gotypes.go
_cgo_export.*

_testmain.go

*.exe
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package math

import "math/big"

// MaxBigInt returns the larger of the two *big.Ints
func MaxBigInt(a, b *big.Int) *big.Int {
	if a.Cmp(b) > 0 {
		return a
	}
	return b
}

// MinBigInt returns the smaller of the two *big.Ints
func MinBigInt(a, b *big.Int) *big.Int {
	if a.Cmp(b) < 0 {
		return a
	}
	return b
}

// EqualBigInt returns true if both *bit.Ints are equal
func EqualBigInt(a, b *big.Int) bool { return a.Cmp(b) == 0 }
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package math

import (
	"math/big"
	"testing"
)

func i(i int64) *big.Int { return big.NewInt(i) }

var equalBigIntTests = []struct {
	a, b *big.Int
	want bool
}{
	{i(-1), i(-1), true},
	{i(-1), i(0), false},
	{i(0), i(0), true},
	{i(0), i(-1), false},
	{i(1), i(-1), false},
	{i(-1), i(1), false},
	{i(1), i(1), true},
}

func TestEqualBigInt(t *testing.T) {
	for i, tt := range equalBigIntTests {
		got := EqualBigInt(tt.a, tt.b)
		if got != tt.want {
			t.Errorf("%d: EqualBigInt(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}

var maxBigIntTests = []struct {
	a, b *big.Int
	want *big.Int
}{
	{i(0), i(0), i(0)},
	{i(1), i(1), i(1)},
	{i(1), i(2), i(2)},
	{i(2), i(1), i(2)},
	{i(-2), i(1), i(1)},
	{i(-1), i(1), i(1)},
	{i(1), i(-1), i(1)},
}

func TestMaxBigInt(t *testing.T) {
	for i, tt := range maxBigIntTests {
		got := MaxBigInt(tt.a, tt.b)
		if !EqualBigInt(tt.want, got) {
			t.Errorf("%d: MaxBigInt(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}

var minBigIntTests = []struct {
	a, b *big.Int
	want *big.Int
}{
	{i(0), i(0), i(0)},
	{i(1), i(1), i(1)},
	{i(1), i(2), i(1)},
	{i(2), i(1), i(1)},
	{i(-2), i(1), i(-2)},
	{i(-1), i(1), i(-1)},
	{i(1), i(-1), i(-1)},
}

func TestMinBigInt(t *testing.T) {
	for i, tt := range minBigIntTests {
		got := MinBigInt(tt.a, tt.b)
		if !EqualBigInt(tt.want, got) {
			t.Errorf("%d: MinBigInt(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}
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package math

import "math/big"

// MaxBigRat returns the larger of the two *big.Rats
func MaxBigRat(a, b *big.Rat) *big.Rat {
	if a.Cmp(b) > 0 {
		return a
	}
	return b
}

// MinBigRat returns the smaller of the two *big.Rats
func MinBigRat(a, b *big.Rat) *big.Rat {
	if a.Cmp(b) < 0 {
		return a
	}
	return b
}

// EqualBigRat returns true if both *bit.Ints are equal
func EqualBigRat(a, b *big.Rat) bool { return a.Cmp(b) == 0 }
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package math

import (
	"math/big"
	"testing"
)

func r(n,d int64) *big.Rat { return big.NewRat(n,d) }

var equalBigRatTests = []struct {
	a, b *big.Rat
	want bool
}{
	{ r(1,2), r(1,2), true },
	{ r(1,1), r(1,1), true },
	{ r(1,2), r(2,4), true },
	{ r(1,2), r(2,3), false },
}

func TestEqualBigRat(t *testing.T) {
	for i, tt := range equalBigRatTests {
		got := EqualBigRat(tt.a, tt.b)
		if got != tt.want {
			t.Errorf("%d: EqualBigRat(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}

var maxBigRatTests = []struct {
	a, b *big.Rat
	want *big.Rat
}{
	{ r(1,2), r(1,3), r(1,2) },
	{ r(1,3), r(1,2), r(1,2) },
	{ r(1,2), r(1,4), r(1,2) },
	{ r(1,4), r(1,2), r(1,2) },
}

func TestMaxBigRat(t *testing.T) {
	for i, tt := range maxBigRatTests {
		got := MaxBigRat(tt.a, tt.b)
		if !EqualBigRat(tt.want, got) {
			t.Errorf("%d: MaxBigRat(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}

var minBigRatTests = []struct {
	a, b *big.Rat
	want *big.Rat
}{
	{ r(1,2), r(1,3), r(1,3) },
	{ r(1,3), r(1,2), r(1,3) },
	{ r(1,2), r(1,4), r(1,4) },
	{ r(1,4), r(1,2), r(1,4) },
}

func TestMinBigRat(t *testing.T) {
	for i, tt := range minBigRatTests {
		got := MinBigRat(tt.a, tt.b)
		if !EqualBigRat(tt.want, got) {
			t.Errorf("%d: MinBigRat(%v, %v) = %v, want %v", i+1, tt.a, tt.b, got, tt.want)
		}
	}
}
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// Package math provides helper functions for mathematical operations
// over all integer Go types.
//
// Almost all files in this package are automatically generated.
//
// To regenerate this package
//
//     make -B
//
// This package relies on github.com/davecheney/godoc2md.
package math
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package math

// Max returns the larger of two ints.
func Max(a, b int) int {
	if a > b {
		return a
	}
	return b
}

// Min returns the smaller of two ints.
func Min(a, b int) int {
	if a < b {
		return a
	}
	return b
}

// MaxN returns the largest int in the set provided.
// If no values are provided, Max returns 0.
func MaxN(v ...int) int {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return Max(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxN(MaxN(v[:l]...), MaxN(v[l:]...))
	}
}

// MinN returns the smallest int in the set provided.
// If no values are provided, Min returns 0.
func MinN(v ...int) int {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return Min(v[0], v[1])
	default:
		l := len(v) / 2
		return MinN(MinN(v[:l]...), MinN(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/extra_test.go

package math

import "testing"

var maxNTests = []struct {
	v    []int
	want int
}{
	{[]int{}, 0},
	{[]int{0}, 0},
	{[]int{-1}, -1},
	{[]int{0, 0}, 0},
	{[]int{1, 1}, 1},
	{[]int{1, 2}, 2},
	{[]int{2, 1}, 2},
	{[]int{-1, 1}, 1},
	{[]int{1, -1}, 1},
	{[]int{-1, 0, 1}, 1},
	{[]int{100, 42, 42, 3}, 100},
	{[]int{100, 42, 17, 2, 3}, 100},
}

func TestMaxN(t *testing.T) {
	for i, tt := range maxNTests {
		got := MaxN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: Max(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minNTests = []struct {
	v    []int
	want int
}{
	{[]int{}, 0},
	{[]int{0}, 0},
	{[]int{-1}, -1},
	{[]int{0, 0}, 0},
	{[]int{1, 1}, 1},
	{[]int{1, 2}, 1},
	{[]int{2, 1}, 1},
	{[]int{-1, 1}, -1},
	{[]int{1, -1}, -1},
	{[]int{-1, 0, 1}, -1},
	{[]int{100, 42, 17, -3}, -3},
	{[]int{100, 42, 17, 2, 3}, 2},
}

func TestMin(t *testing.T) {
	for i, tt := range minNTests {
		got := MinN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: Min(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int.go

package math

// MaxInt returns the larger of two ints.
func MaxInt(a, b int) int {
	if a > b {
		return a
	}
	return b
}

// MinInt returns the smaller of two ints.
func MinInt(a, b int) int {
	if a < b {
		return a
	}
	return b
}

// MaxIntN returns the largest int in the set provided.
// If no values are provided, MaxInt returns 0.
func MaxIntN(v ...int) int {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxInt(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxIntN(MaxIntN(v[:l]...), MaxIntN(v[l:]...))
	}
}

// MinIntN returns the smallest int in the set provided.
// If no values are provided, MinInt returns 0.
func MinIntN(v ...int) int {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinInt(v[0], v[1])
	default:
		l := len(v) / 2
		return MinIntN(MinIntN(v[:l]...), MinIntN(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int16.go

package math

// MaxInt16 returns the larger of two int16s.
func MaxInt16(a, b int16) int16 {
	if a > b {
		return a
	}
	return b
}

// MinInt16 returns the smaller of two int16s.
func MinInt16(a, b int16) int16 {
	if a < b {
		return a
	}
	return b
}

// MaxInt16N returns the largest int16 in the set provided.
// If no values are provided, MaxInt16 returns 0.
func MaxInt16N(v ...int16) int16 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxInt16(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxInt16N(MaxInt16N(v[:l]...), MaxInt16N(v[l:]...))
	}
}

// MinInt16N returns the smallest int16 in the set provided.
// If no values are provided, MinInt16 returns 0.
func MinInt16N(v ...int16) int16 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinInt16(v[0], v[1])
	default:
		l := len(v) / 2
		return MinInt16N(MinInt16N(v[:l]...), MinInt16N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int16_test.go

package math

import "testing"

var maxInt16NTests = []struct {
	v    []int16
	want int16
}{
	{[]int16{}, 0},
	{[]int16{0}, 0},
	{[]int16{-1}, -1},
	{[]int16{0, 0}, 0},
	{[]int16{1, 1}, 1},
	{[]int16{1, 2}, 2},
	{[]int16{2, 1}, 2},
	{[]int16{-1, 1}, 1},
	{[]int16{1, -1}, 1},
	{[]int16{-1, 0, 1}, 1},
	{[]int16{100, 42, 42, 3}, 100},
	{[]int16{100, 42, 17, 2, 3}, 100},
}

func TestMaxInt16N(t *testing.T) {
	for i, tt := range maxInt16NTests {
		got := MaxInt16N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxInt16(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minInt16NTests = []struct {
	v    []int16
	want int16
}{
	{[]int16{}, 0},
	{[]int16{0}, 0},
	{[]int16{-1}, -1},
	{[]int16{0, 0}, 0},
	{[]int16{1, 1}, 1},
	{[]int16{1, 2}, 1},
	{[]int16{2, 1}, 1},
	{[]int16{-1, 1}, -1},
	{[]int16{1, -1}, -1},
	{[]int16{-1, 0, 1}, -1},
	{[]int16{100, 42, 17, -3}, -3},
	{[]int16{100, 42, 17, 2, 3}, 2},
}

func TestMinInt16(t *testing.T) {
	for i, tt := range minInt16NTests {
		got := MinInt16N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinInt16(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int32.go

package math

// MaxInt32 returns the larger of two int32s.
func MaxInt32(a, b int32) int32 {
	if a > b {
		return a
	}
	return b
}

// MinInt32 returns the smaller of two int32s.
func MinInt32(a, b int32) int32 {
	if a < b {
		return a
	}
	return b
}

// MaxInt32N returns the largest int32 in the set provided.
// If no values are provided, MaxInt32 returns 0.
func MaxInt32N(v ...int32) int32 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxInt32(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxInt32N(MaxInt32N(v[:l]...), MaxInt32N(v[l:]...))
	}
}

// MinInt32N returns the smallest int32 in the set provided.
// If no values are provided, MinInt32 returns 0.
func MinInt32N(v ...int32) int32 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinInt32(v[0], v[1])
	default:
		l := len(v) / 2
		return MinInt32N(MinInt32N(v[:l]...), MinInt32N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int32_test.go

package math

import "testing"

var maxInt32NTests = []struct {
	v    []int32
	want int32
}{
	{[]int32{}, 0},
	{[]int32{0}, 0},
	{[]int32{-1}, -1},
	{[]int32{0, 0}, 0},
	{[]int32{1, 1}, 1},
	{[]int32{1, 2}, 2},
	{[]int32{2, 1}, 2},
	{[]int32{-1, 1}, 1},
	{[]int32{1, -1}, 1},
	{[]int32{-1, 0, 1}, 1},
	{[]int32{100, 42, 42, 3}, 100},
	{[]int32{100, 42, 17, 2, 3}, 100},
}

func TestMaxInt32N(t *testing.T) {
	for i, tt := range maxInt32NTests {
		got := MaxInt32N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxInt32(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minInt32NTests = []struct {
	v    []int32
	want int32
}{
	{[]int32{}, 0},
	{[]int32{0}, 0},
	{[]int32{-1}, -1},
	{[]int32{0, 0}, 0},
	{[]int32{1, 1}, 1},
	{[]int32{1, 2}, 1},
	{[]int32{2, 1}, 1},
	{[]int32{-1, 1}, -1},
	{[]int32{1, -1}, -1},
	{[]int32{-1, 0, 1}, -1},
	{[]int32{100, 42, 17, -3}, -3},
	{[]int32{100, 42, 17, 2, 3}, 2},
}

func TestMinInt32(t *testing.T) {
	for i, tt := range minInt32NTests {
		got := MinInt32N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinInt32(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int64.go

package math

// MaxInt64 returns the larger of two int64s.
func MaxInt64(a, b int64) int64 {
	if a > b {
		return a
	}
	return b
}

// MinInt64 returns the smaller of two int64s.
func MinInt64(a, b int64) int64 {
	if a < b {
		return a
	}
	return b
}

// MaxInt64N returns the largest int64 in the set provided.
// If no values are provided, MaxInt64 returns 0.
func MaxInt64N(v ...int64) int64 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxInt64(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxInt64N(MaxInt64N(v[:l]...), MaxInt64N(v[l:]...))
	}
}

// MinInt64N returns the smallest int64 in the set provided.
// If no values are provided, MinInt64 returns 0.
func MinInt64N(v ...int64) int64 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinInt64(v[0], v[1])
	default:
		l := len(v) / 2
		return MinInt64N(MinInt64N(v[:l]...), MinInt64N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int64_test.go

package math

import "testing"

var maxInt64NTests = []struct {
	v    []int64
	want int64
}{
	{[]int64{}, 0},
	{[]int64{0}, 0},
	{[]int64{-1}, -1},
	{[]int64{0, 0}, 0},
	{[]int64{1, 1}, 1},
	{[]int64{1, 2}, 2},
	{[]int64{2, 1}, 2},
	{[]int64{-1, 1}, 1},
	{[]int64{1, -1}, 1},
	{[]int64{-1, 0, 1}, 1},
	{[]int64{100, 42, 42, 3}, 100},
	{[]int64{100, 42, 17, 2, 3}, 100},
}

func TestMaxInt64N(t *testing.T) {
	for i, tt := range maxInt64NTests {
		got := MaxInt64N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxInt64(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minInt64NTests = []struct {
	v    []int64
	want int64
}{
	{[]int64{}, 0},
	{[]int64{0}, 0},
	{[]int64{-1}, -1},
	{[]int64{0, 0}, 0},
	{[]int64{1, 1}, 1},
	{[]int64{1, 2}, 1},
	{[]int64{2, 1}, 1},
	{[]int64{-1, 1}, -1},
	{[]int64{1, -1}, -1},
	{[]int64{-1, 0, 1}, -1},
	{[]int64{100, 42, 17, -3}, -3},
	{[]int64{100, 42, 17, 2, 3}, 2},
}

func TestMinInt64(t *testing.T) {
	for i, tt := range minInt64NTests {
		got := MinInt64N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinInt64(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int8.go

package math

// MaxInt8 returns the larger of two int8s.
func MaxInt8(a, b int8) int8 {
	if a > b {
		return a
	}
	return b
}

// MinInt8 returns the smaller of two int8s.
func MinInt8(a, b int8) int8 {
	if a < b {
		return a
	}
	return b
}

// MaxInt8N returns the largest int8 in the set provided.
// If no values are provided, MaxInt8 returns 0.
func MaxInt8N(v ...int8) int8 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxInt8(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxInt8N(MaxInt8N(v[:l]...), MaxInt8N(v[l:]...))
	}
}

// MinInt8N returns the smallest int8 in the set provided.
// If no values are provided, MinInt8 returns 0.
func MinInt8N(v ...int8) int8 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinInt8(v[0], v[1])
	default:
		l := len(v) / 2
		return MinInt8N(MinInt8N(v[:l]...), MinInt8N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int8_test.go

package math

import "testing"

var maxInt8NTests = []struct {
	v    []int8
	want int8
}{
	{[]int8{}, 0},
	{[]int8{0}, 0},
	{[]int8{-1}, -1},
	{[]int8{0, 0}, 0},
	{[]int8{1, 1}, 1},
	{[]int8{1, 2}, 2},
	{[]int8{2, 1}, 2},
	{[]int8{-1, 1}, 1},
	{[]int8{1, -1}, 1},
	{[]int8{-1, 0, 1}, 1},
	{[]int8{100, 42, 42, 3}, 100},
	{[]int8{100, 42, 17, 2, 3}, 100},
}

func TestMaxInt8N(t *testing.T) {
	for i, tt := range maxInt8NTests {
		got := MaxInt8N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxInt8(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minInt8NTests = []struct {
	v    []int8
	want int8
}{
	{[]int8{}, 0},
	{[]int8{0}, 0},
	{[]int8{-1}, -1},
	{[]int8{0, 0}, 0},
	{[]int8{1, 1}, 1},
	{[]int8{1, 2}, 1},
	{[]int8{2, 1}, 1},
	{[]int8{-1, 1}, -1},
	{[]int8{1, -1}, -1},
	{[]int8{-1, 0, 1}, -1},
	{[]int8{100, 42, 17, -3}, -3},
	{[]int8{100, 42, 17, 2, 3}, 2},
}

func TestMinInt8(t *testing.T) {
	for i, tt := range minInt8NTests {
		got := MinInt8N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinInt8(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/int_test.go

package math

import "testing"

var maxIntNTests = []struct {
	v    []int
	want int
}{
	{[]int{}, 0},
	{[]int{0}, 0},
	{[]int{-1}, -1},
	{[]int{0, 0}, 0},
	{[]int{1, 1}, 1},
	{[]int{1, 2}, 2},
	{[]int{2, 1}, 2},
	{[]int{-1, 1}, 1},
	{[]int{1, -1}, 1},
	{[]int{-1, 0, 1}, 1},
	{[]int{100, 42, 42, 3}, 100},
	{[]int{100, 42, 17, 2, 3}, 100},
}

func TestMaxIntN(t *testing.T) {
	for i, tt := range maxIntNTests {
		got := MaxIntN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxInt(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minIntNTests = []struct {
	v    []int
	want int
}{
	{[]int{}, 0},
	{[]int{0}, 0},
	{[]int{-1}, -1},
	{[]int{0, 0}, 0},
	{[]int{1, 1}, 1},
	{[]int{1, 2}, 1},
	{[]int{2, 1}, 1},
	{[]int{-1, 1}, -1},
	{[]int{1, -1}, -1},
	{[]int{-1, 0, 1}, -1},
	{[]int{100, 42, 17, -3}, -3},
	{[]int{100, 42, 17, 2, 3}, 2},
}

func TestMinInt(t *testing.T) {
	for i, tt := range minIntNTests {
		got := MinIntN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinInt(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/LICENSE

Copyright (c) 2013, pkg
All rights reserved.

Redistribution and use in source and binary forms, with or without modification,
are permitted provided that the following conditions are met:

* Redistributions of source code must retain the above copyright notice, this
  list of conditions and the following disclaimer.

* Redistributions in binary form must reproduce the above copyright notice, this
  list of conditions and the following disclaimer in the documentation and/or
  other materials provided with the distribution.

* Neither the name of the {organization} nor the names of its
  contributors may be used to endorse or promote products derived from
  this software without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS" AND
ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT HOLDER OR CONTRIBUTORS BE LIABLE FOR
ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON
ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/Makefile

GOFILES=int.go int_test.go int8.go int8_test.go int16.go int16_test.go int32.go int32_test.go int64.go int64_test.go extra.go extra_test.go
GOFILES+=uint.go uint_test.go uint8.go uint8_test.go uint16.go uint16_test.go uint32.go uint32_test.go uint64.go uint64_test.go
GOFILES+=bigint.go bigrat.go

all: gen test cov README.md

test: gen
	go test .

cov: test
	$(eval TEMP:=$(shell mktemp cover.XXXXXXX))
	go test -coverprofile=$(TEMP) .
	go tool cover -func=$(TEMP)
	rm $(TEMP)

README.md: gen
	godoc2md github.com/pkg/math > $@

gen: $(GOFILES)
	go fmt $^

int8.go: int.go
	sed -e 's/Int/Int8/g' -e 's/int/int8/g' $^ > $@

int16.go: int.go
	sed -e 's/Int/Int16/g' -e 's/int/int16/g' $^ > $@

int32.go: int.go
	sed -e 's/Int/Int32/g' -e 's/int/int32/g' $^ > $@

int64.go: int.go
	sed -e 's/Int/Int64/g' -e 's/int/int64/g' $^ > $@

extra.go: int.go
	sed -e 's/Int//g' $^ > $@

extra_test.go: int_test.go
	sed -e 's/Int//g' $^ > $@

int8_test.go: int_test.go
	sed -e 's/Int/Int8/g' -e 's/int/int8/g' $^ > $@

int16_test.go: int_test.go
	sed -e 's/Int/Int16/g' -e 's/int/int16/g' $^ > $@

int32_test.go: int_test.go
	sed -e 's/Int/Int32/g' -e 's/int/int32/g' $^ > $@

int64_test.go: int_test.go
	sed -e 's/Int/Int64/g' -e 's/int/int64/g' $^ > $@

uint.go: int.go
	sed -e 's/Int/Uint/g' -e 's/ int/ uint/g' -e 's/\.int/\.uint/g' -e 's/\]int/\]uint/g' $^ > $@

uint8.go: uint.go
	sed -e 's/Uint/Uint8/g' -e 's/ uint/ uint8/g' -e 's/\.uint/\.uint8/g' -e 's/\]uint/\]uint8/g' $^ > $@

uint16.go: uint.go
	sed -e 's/Uint/Uint16/g' -e 's/ uint/ uint16/g' -e 's/\.uint/\.uint16/g' -e 's/\]uint/\]uint16/g' $^ > $@

uint32.go: uint.go
	sed -e 's/Uint/Uint32/g' -e 's/ uint/ uint32/g' -e 's/\.uint/\.uint32/g' -e 's/\]uint/\]uint32/g' $^ > $@

uint64.go: uint.go
	sed -e 's/Uint/Uint64/g' -e 's/ uint/ uint64/g' -e 's/\.uint/\.uint64/g' -e 's/\]uint/\]uint64/g' $^ > $@

uint8_test.go: uint_test.go
	sed -e 's/Uint/Uint8/g' -e 's/ uint/ uint8/g' -e 's/\.uint/\.uint8/g' -e 's/\]uint/\]uint8/g' $^ > $@

uint16_test.go: uint_test.go
	sed -e 's/Uint/Uint16/g' -e 's/ uint/ uint16/g' -e 's/\.uint/\.uint16/g' -e 's/\]uint/\]uint16/g' $^ > $@

uint32_test.go: uint_test.go
	sed -e 's/Uint/Uint32/g' -e 's/ uint/ uint32/g' -e 's/\.uint/\.uint32/g' -e 's/\]uint/\]uint32/g' $^ > $@

uint64_test.go: uint_test.go
	sed -e 's/Uint/Uint64/g' -e 's/ uint/ uint64/g' -e 's/\.uint/\.uint64/g' -e 's/\]uint/\]uint64/g' $^ > $@

bigrat.go: bigint.go
	sed -e 's/BigInt/BigRat/g' -e 's/big\.Int/big\.Rat/g' $^ > $@ 

.PHONEY: gen test cov







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/README.md


# math
    import "github.com/pkg/math"

Package math provides helper functions for mathematical operations
over all integer Go types.

Almost all files in this package are automatically generated.

To regenerate this package


	make -B

This package relies on github.com/davecheney/godoc2md.






## func EqualBigInt
<pre>func EqualBigInt(a, b *big.Int) bool</pre>
EqualBigInt returns true if both *bit.Ints are equal



## func EqualBigRat
<pre>func EqualBigRat(a, b *big.Rat) bool</pre>
EqualBigRat returns true if both *bit.Ints are equal



## func Max
<pre>func Max(a, b int) int</pre>
Max returns the larger of two ints.



## func MaxBigInt
<pre>func MaxBigInt(a, b *big.Int) *big.Int</pre>
MaxBigInt returns the larger of the two *big.Ints



## func MaxBigRat
<pre>func MaxBigRat(a, b *big.Rat) *big.Rat</pre>
MaxBigRat returns the larger of the two *big.Rats



## func MaxInt
<pre>func MaxInt(a, b int) int</pre>
MaxInt returns the larger of two ints.



## func MaxInt16
<pre>func MaxInt16(a, b int16) int16</pre>
MaxInt16 returns the larger of two int16s.



## func MaxInt16N
<pre>func MaxInt16N(v ...int16) int16</pre>
MaxInt16N returns the largest int16 in the set provided.
If no values are provided, MaxInt16 returns 0.



## func MaxInt32
<pre>func MaxInt32(a, b int32) int32</pre>
MaxInt32 returns the larger of two int32s.



## func MaxInt32N
<pre>func MaxInt32N(v ...int32) int32</pre>
MaxInt32N returns the largest int32 in the set provided.
If no values are provided, MaxInt32 returns 0.



## func MaxInt64
<pre>func MaxInt64(a, b int64) int64</pre>
MaxInt64 returns the larger of two int64s.



## func MaxInt64N
<pre>func MaxInt64N(v ...int64) int64</pre>
MaxInt64N returns the largest int64 in the set provided.
If no values are provided, MaxInt64 returns 0.



## func MaxInt8
<pre>func MaxInt8(a, b int8) int8</pre>
MaxInt8 returns the larger of two int8s.



## func MaxInt8N
<pre>func MaxInt8N(v ...int8) int8</pre>
MaxInt8N returns the largest int8 in the set provided.
If no values are provided, MaxInt8 returns 0.



## func MaxIntN
<pre>func MaxIntN(v ...int) int</pre>
MaxIntN returns the largest int in the set provided.
If no values are provided, MaxInt returns 0.



## func MaxN
<pre>func MaxN(v ...int) int</pre>
MaxN returns the largest int in the set provided.
If no values are provided, Max returns 0.



## func MaxUint
<pre>func MaxUint(a, b uint) uint</pre>
MaxUint returns the larger of two uints.



## func MaxUint16
<pre>func MaxUint16(a, b uint16) uint16</pre>
MaxUint16 returns the larger of two uint16s.



## func MaxUint16N
<pre>func MaxUint16N(v ...uint16) uint16</pre>
MaxUint16N returns the largest uint16 in the set provided.
If no values are provided, MaxUint16 returns 0.



## func MaxUint32
<pre>func MaxUint32(a, b uint32) uint32</pre>
MaxUint32 returns the larger of two uint32s.



## func MaxUint32N
<pre>func MaxUint32N(v ...uint32) uint32</pre>
MaxUint32N returns the largest uint32 in the set provided.
If no values are provided, MaxUint32 returns 0.



## func MaxUint64
<pre>func MaxUint64(a, b uint64) uint64</pre>
MaxUint64 returns the larger of two uint64s.



## func MaxUint64N
<pre>func MaxUint64N(v ...uint64) uint64</pre>
MaxUint64N returns the largest uint64 in the set provided.
If no values are provided, MaxUint64 returns 0.



## func MaxUint8
<pre>func MaxUint8(a, b uint8) uint8</pre>
MaxUint8 returns the larger of two uint8s.



## func MaxUint8N
<pre>func MaxUint8N(v ...uint8) uint8</pre>
MaxUint8N returns the largest uint8 in the set provided.
If no values are provided, MaxUint8 returns 0.



## func MaxUintN
<pre>func MaxUintN(v ...uint) uint</pre>
MaxUintN returns the largest uint in the set provided.
If no values are provided, MaxUint returns 0.



## func Min
<pre>func Min(a, b int) int</pre>
Min returns the smaller of two ints.



## func MinBigInt
<pre>func MinBigInt(a, b *big.Int) *big.Int</pre>
MinBigInt returns the smaller of the two *big.Ints



## func MinBigRat
<pre>func MinBigRat(a, b *big.Rat) *big.Rat</pre>
MinBigRat returns the smaller of the two *big.Rats



## func MinInt
<pre>func MinInt(a, b int) int</pre>
MinInt returns the smaller of two ints.



## func MinInt16
<pre>func MinInt16(a, b int16) int16</pre>
MinInt16 returns the smaller of two int16s.



## func MinInt16N
<pre>func MinInt16N(v ...int16) int16</pre>
MinInt16N returns the smallest int16 in the set provided.
If no values are provided, MinInt16 returns 0.



## func MinInt32
<pre>func MinInt32(a, b int32) int32</pre>
MinInt32 returns the smaller of two int32s.



## func MinInt32N
<pre>func MinInt32N(v ...int32) int32</pre>
MinInt32N returns the smallest int32 in the set provided.
If no values are provided, MinInt32 returns 0.



## func MinInt64
<pre>func MinInt64(a, b int64) int64</pre>
MinInt64 returns the smaller of two int64s.



## func MinInt64N
<pre>func MinInt64N(v ...int64) int64</pre>
MinInt64N returns the smallest int64 in the set provided.
If no values are provided, MinInt64 returns 0.



## func MinInt8
<pre>func MinInt8(a, b int8) int8</pre>
MinInt8 returns the smaller of two int8s.



## func MinInt8N
<pre>func MinInt8N(v ...int8) int8</pre>
MinInt8N returns the smallest int8 in the set provided.
If no values are provided, MinInt8 returns 0.



## func MinIntN
<pre>func MinIntN(v ...int) int</pre>
MinIntN returns the smallest int in the set provided.
If no values are provided, MinInt returns 0.



## func MinN
<pre>func MinN(v ...int) int</pre>
MinN returns the smallest int in the set provided.
If no values are provided, Min returns 0.



## func MinUint
<pre>func MinUint(a, b uint) uint</pre>
MinUint returns the smaller of two uints.



## func MinUint16
<pre>func MinUint16(a, b uint16) uint16</pre>
MinUint16 returns the smaller of two uint16s.



## func MinUint16N
<pre>func MinUint16N(v ...uint16) uint16</pre>
MinUint16N returns the smallest uint16 in the set provided.
If no values are provided, MinUint16 returns 0.



## func MinUint32
<pre>func MinUint32(a, b uint32) uint32</pre>
MinUint32 returns the smaller of two uint32s.



## func MinUint32N
<pre>func MinUint32N(v ...uint32) uint32</pre>
MinUint32N returns the smallest uint32 in the set provided.
If no values are provided, MinUint32 returns 0.



## func MinUint64
<pre>func MinUint64(a, b uint64) uint64</pre>
MinUint64 returns the smaller of two uint64s.



## func MinUint64N
<pre>func MinUint64N(v ...uint64) uint64</pre>
MinUint64N returns the smallest uint64 in the set provided.
If no values are provided, MinUint64 returns 0.



## func MinUint8
<pre>func MinUint8(a, b uint8) uint8</pre>
MinUint8 returns the smaller of two uint8s.



## func MinUint8N
<pre>func MinUint8N(v ...uint8) uint8</pre>
MinUint8N returns the smallest uint8 in the set provided.
If no values are provided, MinUint8 returns 0.



## func MinUintN
<pre>func MinUintN(v ...uint) uint</pre>
MinUintN returns the smallest uint in the set provided.
If no values are provided, MinUint returns 0.
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github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint.go

package math

// MaxUint returns the larger of two uints.
func MaxUint(a, b uint) uint {
	if a > b {
		return a
	}
	return b
}

// MinUint returns the smaller of two uints.
func MinUint(a, b uint) uint {
	if a < b {
		return a
	}
	return b
}

// MaxUintN returns the largest uint in the set provided.
// If no values are provided, MaxUint returns 0.
func MaxUintN(v ...uint) uint {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxUint(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxUintN(MaxUintN(v[:l]...), MaxUintN(v[l:]...))
	}
}

// MinUintN returns the smallest uint in the set provided.
// If no values are provided, MinUint returns 0.
func MinUintN(v ...uint) uint {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinUint(v[0], v[1])
	default:
		l := len(v) / 2
		return MinUintN(MinUintN(v[:l]...), MinUintN(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint16.go

package math

// MaxUint16 returns the larger of two uint16s.
func MaxUint16(a, b uint16) uint16 {
	if a > b {
		return a
	}
	return b
}

// MinUint16 returns the smaller of two uint16s.
func MinUint16(a, b uint16) uint16 {
	if a < b {
		return a
	}
	return b
}

// MaxUint16N returns the largest uint16 in the set provided.
// If no values are provided, MaxUint16 returns 0.
func MaxUint16N(v ...uint16) uint16 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxUint16(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxUint16N(MaxUint16N(v[:l]...), MaxUint16N(v[l:]...))
	}
}

// MinUint16N returns the smallest uint16 in the set provided.
// If no values are provided, MinUint16 returns 0.
func MinUint16N(v ...uint16) uint16 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinUint16(v[0], v[1])
	default:
		l := len(v) / 2
		return MinUint16N(MinUint16N(v[:l]...), MinUint16N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint16_test.go

package math

import "testing"

var maxUint16NTests = []struct {
	v    []uint16
	want uint16
}{
	{[]uint16{}, 0},
	{[]uint16{0}, 0},
	{[]uint16{0, 0}, 0},
	{[]uint16{1, 1}, 1},
	{[]uint16{1, 2}, 2},
	{[]uint16{2, 1}, 2},
	{[]uint16{1, 0, 2}, 2},
	{[]uint16{100, 200, 42, 17, 2, 3}, 200},
}

func TestMaxUint16N(t *testing.T) {
	for i, tt := range maxUint16NTests {
		got := MaxUint16N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxUint16(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minUint16NTests = []struct {
	v    []uint16
	want uint16
}{
	{[]uint16{}, 0},
	{[]uint16{0}, 0},
	{[]uint16{0, 0}, 0},
	{[]uint16{1, 1}, 1},
	{[]uint16{1, 2}, 1},
	{[]uint16{2, 1}, 1},
	{[]uint16{1, 0, 2}, 0},
	{[]uint16{100, 200, 42, 17, 2, 3}, 2},
}

func TestMinUint16(t *testing.T) {
	for i, tt := range minUint16NTests {
		got := MinUint16N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinUint16(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint32.go

package math

// MaxUint32 returns the larger of two uint32s.
func MaxUint32(a, b uint32) uint32 {
	if a > b {
		return a
	}
	return b
}

// MinUint32 returns the smaller of two uint32s.
func MinUint32(a, b uint32) uint32 {
	if a < b {
		return a
	}
	return b
}

// MaxUint32N returns the largest uint32 in the set provided.
// If no values are provided, MaxUint32 returns 0.
func MaxUint32N(v ...uint32) uint32 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxUint32(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxUint32N(MaxUint32N(v[:l]...), MaxUint32N(v[l:]...))
	}
}

// MinUint32N returns the smallest uint32 in the set provided.
// If no values are provided, MinUint32 returns 0.
func MinUint32N(v ...uint32) uint32 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinUint32(v[0], v[1])
	default:
		l := len(v) / 2
		return MinUint32N(MinUint32N(v[:l]...), MinUint32N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint32_test.go

package math

import "testing"

var maxUint32NTests = []struct {
	v    []uint32
	want uint32
}{
	{[]uint32{}, 0},
	{[]uint32{0}, 0},
	{[]uint32{0, 0}, 0},
	{[]uint32{1, 1}, 1},
	{[]uint32{1, 2}, 2},
	{[]uint32{2, 1}, 2},
	{[]uint32{1, 0, 2}, 2},
	{[]uint32{100, 200, 42, 17, 2, 3}, 200},
}

func TestMaxUint32N(t *testing.T) {
	for i, tt := range maxUint32NTests {
		got := MaxUint32N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxUint32(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minUint32NTests = []struct {
	v    []uint32
	want uint32
}{
	{[]uint32{}, 0},
	{[]uint32{0}, 0},
	{[]uint32{0, 0}, 0},
	{[]uint32{1, 1}, 1},
	{[]uint32{1, 2}, 1},
	{[]uint32{2, 1}, 1},
	{[]uint32{1, 0, 2}, 0},
	{[]uint32{100, 200, 42, 17, 2, 3}, 2},
}

func TestMinUint32(t *testing.T) {
	for i, tt := range minUint32NTests {
		got := MinUint32N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinUint32(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint64.go

package math

// MaxUint64 returns the larger of two uint64s.
func MaxUint64(a, b uint64) uint64 {
	if a > b {
		return a
	}
	return b
}

// MinUint64 returns the smaller of two uint64s.
func MinUint64(a, b uint64) uint64 {
	if a < b {
		return a
	}
	return b
}

// MaxUint64N returns the largest uint64 in the set provided.
// If no values are provided, MaxUint64 returns 0.
func MaxUint64N(v ...uint64) uint64 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxUint64(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxUint64N(MaxUint64N(v[:l]...), MaxUint64N(v[l:]...))
	}
}

// MinUint64N returns the smallest uint64 in the set provided.
// If no values are provided, MinUint64 returns 0.
func MinUint64N(v ...uint64) uint64 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinUint64(v[0], v[1])
	default:
		l := len(v) / 2
		return MinUint64N(MinUint64N(v[:l]...), MinUint64N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint64_test.go

package math

import "testing"

var maxUint64NTests = []struct {
	v    []uint64
	want uint64
}{
	{[]uint64{}, 0},
	{[]uint64{0}, 0},
	{[]uint64{0, 0}, 0},
	{[]uint64{1, 1}, 1},
	{[]uint64{1, 2}, 2},
	{[]uint64{2, 1}, 2},
	{[]uint64{1, 0, 2}, 2},
	{[]uint64{100, 200, 42, 17, 2, 3}, 200},
}

func TestMaxUint64N(t *testing.T) {
	for i, tt := range maxUint64NTests {
		got := MaxUint64N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxUint64(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minUint64NTests = []struct {
	v    []uint64
	want uint64
}{
	{[]uint64{}, 0},
	{[]uint64{0}, 0},
	{[]uint64{0, 0}, 0},
	{[]uint64{1, 1}, 1},
	{[]uint64{1, 2}, 1},
	{[]uint64{2, 1}, 1},
	{[]uint64{1, 0, 2}, 0},
	{[]uint64{100, 200, 42, 17, 2, 3}, 2},
}

func TestMinUint64(t *testing.T) {
	for i, tt := range minUint64NTests {
		got := MinUint64N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinUint64(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint8.go

package math

// MaxUint8 returns the larger of two uint8s.
func MaxUint8(a, b uint8) uint8 {
	if a > b {
		return a
	}
	return b
}

// MinUint8 returns the smaller of two uint8s.
func MinUint8(a, b uint8) uint8 {
	if a < b {
		return a
	}
	return b
}

// MaxUint8N returns the largest uint8 in the set provided.
// If no values are provided, MaxUint8 returns 0.
func MaxUint8N(v ...uint8) uint8 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MaxUint8(v[0], v[1])
	default:
		l := len(v) / 2
		return MaxUint8N(MaxUint8N(v[:l]...), MaxUint8N(v[l:]...))
	}
}

// MinUint8N returns the smallest uint8 in the set provided.
// If no values are provided, MinUint8 returns 0.
func MinUint8N(v ...uint8) uint8 {
	switch len(v) {
	case 0:
		return 0
	case 1:
		return v[0]
	case 2:
		return MinUint8(v[0], v[1])
	default:
		l := len(v) / 2
		return MinUint8N(MinUint8N(v[:l]...), MinUint8N(v[l:]...))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint8_test.go

package math

import "testing"

var maxUint8NTests = []struct {
	v    []uint8
	want uint8
}{
	{[]uint8{}, 0},
	{[]uint8{0}, 0},
	{[]uint8{0, 0}, 0},
	{[]uint8{1, 1}, 1},
	{[]uint8{1, 2}, 2},
	{[]uint8{2, 1}, 2},
	{[]uint8{1, 0, 2}, 2},
	{[]uint8{100, 200, 42, 17, 2, 3}, 200},
}

func TestMaxUint8N(t *testing.T) {
	for i, tt := range maxUint8NTests {
		got := MaxUint8N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxUint8(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minUint8NTests = []struct {
	v    []uint8
	want uint8
}{
	{[]uint8{}, 0},
	{[]uint8{0}, 0},
	{[]uint8{0, 0}, 0},
	{[]uint8{1, 1}, 1},
	{[]uint8{1, 2}, 1},
	{[]uint8{2, 1}, 1},
	{[]uint8{1, 0, 2}, 0},
	{[]uint8{100, 200, 42, 17, 2, 3}, 2},
}

func TestMinUint8(t *testing.T) {
	for i, tt := range minUint8NTests {
		got := MinUint8N(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinUint8(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}







github.com/relab/goxos/Godeps/_workspace/src/github.com/pkg/math/uint_test.go

package math

import "testing"

var maxUintNTests = []struct {
	v    []uint
	want uint
}{
	{[]uint{}, 0},
	{[]uint{0}, 0},
	{[]uint{0, 0}, 0},
	{[]uint{1, 1}, 1},
	{[]uint{1, 2}, 2},
	{[]uint{2, 1}, 2},
	{[]uint{1, 0, 2}, 2},
	{[]uint{100, 200, 42, 17, 2, 3}, 200},
}

func TestMaxUintN(t *testing.T) {
	for i, tt := range maxUintNTests {
		got := MaxUintN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MaxUint(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}

var minUintNTests = []struct {
	v    []uint
	want uint
}{
	{[]uint{}, 0},
	{[]uint{0}, 0},
	{[]uint{0, 0}, 0},
	{[]uint{1, 1}, 1},
	{[]uint{1, 2}, 1},
	{[]uint{2, 1}, 1},
	{[]uint{1, 0, 2}, 0},
	{[]uint{100, 200, 42, 17, 2, 3}, 2},
}

func TestMinUint(t *testing.T) {
	for i, tt := range minUintNTests {
		got := MinUintN(tt.v...)
		if tt.want != got {
			t.Errorf("%d: MinUint(%v) = %v, want %v", i+1, tt.v, got, tt.want)
		}
	}
}
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github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1/benchmark.go

// Copyright 2009 The Go Authors. All rights reserved.
// Use of this source code is governed by a BSD-style
// license that can be found in the LICENSE file.

package check

import (
	"fmt"
	"time"
)

// testingB is a type passed to Benchmark functions to manage benchmark
// timing and to specify the number of iterations to run.
type timer struct {
	start     time.Time // Time test or benchmark started
	duration  time.Duration
	N         int
	bytes     int64
	timerOn   bool
	benchTime time.Duration
}

// StartTimer starts timing a test. This function is called automatically
// before a benchmark starts, but it can also used to resume timing after
// a call to StopTimer.
func (c *C) StartTimer() {
	if !c.timerOn {
		c.start = time.Now()
		c.timerOn = true
	}
}

// StopTimer stops timing a test. This can be used to pause the timer
// while performing complex initialization that you don't
// want to measure.
func (c *C) StopTimer() {
	if c.timerOn {
		c.duration += time.Now().Sub(c.start)
		c.timerOn = false
	}
}

// ResetTimer sets the elapsed benchmark time to zero.
// It does not affect whether the timer is running.
func (c *C) ResetTimer() {
	if c.timerOn {
		c.start = time.Now()
	}
	c.duration = 0
}

// SetBytes informs the number of bytes that the benchmark processes
// on each iteration. If this is called in a benchmark it will also
// report MB/s.
func (c *C) SetBytes(n int64) {
	c.bytes = n
}

func (c *C) nsPerOp() int64 {
	if c.N <= 0 {
		return 0
	}
	return c.duration.Nanoseconds() / int64(c.N)
}

func (c *C) mbPerSec() float64 {
	if c.bytes <= 0 || c.duration <= 0 || c.N <= 0 {
		return 0
	}
	return (float64(c.bytes) * float64(c.N) / 1e6) / c.duration.Seconds()
}

func (c *C) timerString() string {
	if c.N <= 0 {
		return fmt.Sprintf("%3.3fs", float64(c.duration.Nanoseconds())/1e9)
	}
	mbs := c.mbPerSec()
	mb := ""
	if mbs != 0 {
		mb = fmt.Sprintf("\t%7.2f MB/s", mbs)
	}
	nsop := c.nsPerOp()
	ns := fmt.Sprintf("%10d ns/op", nsop)
	if c.N > 0 && nsop < 100 {
		// The format specifiers here make sure that
		// the ones digits line up for all three possible formats.
		if nsop < 10 {
			ns = fmt.Sprintf("%13.2f ns/op", float64(c.duration.Nanoseconds())/float64(c.N))
		} else {
			ns = fmt.Sprintf("%12.1f ns/op", float64(c.duration.Nanoseconds())/float64(c.N))
		}
	}
	return fmt.Sprintf("%8d\t%s%s", c.N, ns, mb)
}

func min(x, y int) int {
	if x > y {
		return y
	}
	return x
}

func max(x, y int) int {
	if x < y {
		return y
	}
	return x
}

// roundDown10 rounds a number down to the nearest power of 10.
func roundDown10(n int) int {
	var tens = 0
	// tens = floor(log_10(n))
	for n > 10 {
		n = n / 10
		tens++
	}
	// result = 10^tens
	result := 1
	for i := 0; i < tens; i++ {
		result *= 10
	}
	return result
}

// roundUp rounds x up to a number of the form [1eX, 2eX, 5eX].
func roundUp(n int) int {
	base := roundDown10(n)
	if n < (2 * base) {
		return 2 * base
	}
	if n < (5 * base) {
		return 5 * base
	}
	return 10 * base
}







github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1/benchmark_test.go

// These tests verify the test running logic.

package check_test

import (
	. "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"time"
)

var benchmarkS = Suite(&BenchmarkS{})

type BenchmarkS struct{}

func (s *BenchmarkS) TestCountSuite(c *C) {
	suitesRun += 1
}

func (s *BenchmarkS) TestBasicTestTiming(c *C) {
	helper := FixtureHelper{sleepOn: "Test1", sleep: 1000000 * time.Nanosecond}
	output := String{}
	runConf := RunConf{Output: &output, Verbose: true}
	Run(&helper, &runConf)

	expected := "PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Test1\t0\\.001s\n" +
		"PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Test2\t0\\.000s\n"
	c.Assert(output.value, Matches, expected)
}

func (s *BenchmarkS) TestStreamTestTiming(c *C) {
	helper := FixtureHelper{sleepOn: "SetUpSuite", sleep: 1000000 * time.Nanosecond}
	output := String{}
	runConf := RunConf{Output: &output, Stream: true}
	Run(&helper, &runConf)

	expected := "(?s).*\nPASS: check_test\\.go:[0-9]+: FixtureHelper\\.SetUpSuite\t *0\\.001s\n.*"
	c.Assert(output.value, Matches, expected)
}

func (s *BenchmarkS) TestBenchmark(c *C) {
	helper := FixtureHelper{sleep: 100000}
	output := String{}
	runConf := RunConf{
		Output:        &output,
		Benchmark:     true,
		BenchmarkTime: 10000000,
		Filter:        "Benchmark1",
	}
	Run(&helper, &runConf)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Benchmark1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Benchmark1")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	// ... and more.

	expected := "PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Benchmark1\t *100\t *[12][0-9]{5} ns/op\n"
	c.Assert(output.value, Matches, expected)
}

func (s *BenchmarkS) TestBenchmarkBytes(c *C) {
	helper := FixtureHelper{sleep: 100000}
	output := String{}
	runConf := RunConf{
		Output:        &output,
		Benchmark:     true,
		BenchmarkTime: 10000000,
		Filter:        "Benchmark2",
	}
	Run(&helper, &runConf)

	expected := "PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Benchmark2\t *100\t *[12][0-9]{5} ns/op\t *[4-9]\\.[0-9]{2} MB/s\n"
	c.Assert(output.value, Matches, expected)
}







github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1/bootstrap_test.go

// These initial tests are for bootstrapping.  They verify that we can
// basically use the testing infrastructure itself to check if the test
// system is working.
//
// These tests use will break down the test runner badly in case of
// errors because if they simply fail, we can't be sure the developer
// will ever see anything (because failing means the failing system
// somehow isn't working! :-)
//
// Do not assume *any* internal functionality works as expected besides
// what's actually tested here.

package check_test

import (
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"strings"
)

type BootstrapS struct{}

var boostrapS = check.Suite(&BootstrapS{})

func (s *BootstrapS) TestCountSuite(c *check.C) {
	suitesRun += 1
}

func (s *BootstrapS) TestFailedAndFail(c *check.C) {
	if c.Failed() {
		critical("c.Failed() must be false first!")
	}
	c.Fail()
	if !c.Failed() {
		critical("c.Fail() didn't put the test in a failed state!")
	}
	c.Succeed()
}

func (s *BootstrapS) TestFailedAndSucceed(c *check.C) {
	c.Fail()
	c.Succeed()
	if c.Failed() {
		critical("c.Succeed() didn't put the test back in a non-failed state")
	}
}

func (s *BootstrapS) TestLogAndGetTestLog(c *check.C) {
	c.Log("Hello there!")
	log := c.GetTestLog()
	if log != "Hello there!\n" {
		critical(fmt.Sprintf("Log() or GetTestLog() is not working! Got: %#v", log))
	}
}

func (s *BootstrapS) TestLogfAndGetTestLog(c *check.C) {
	c.Logf("Hello %v", "there!")
	log := c.GetTestLog()
	if log != "Hello there!\n" {
		critical(fmt.Sprintf("Logf() or GetTestLog() is not working! Got: %#v", log))
	}
}

func (s *BootstrapS) TestRunShowsErrors(c *check.C) {
	output := String{}
	check.Run(&FailHelper{}, &check.RunConf{Output: &output})
	if strings.Index(output.value, "Expected failure!") == -1 {
		critical(fmt.Sprintf("RunWithWriter() output did not contain the "+
			"expected failure! Got: %#v",
			output.value))
	}
}

func (s *BootstrapS) TestRunDoesntShowSuccesses(c *check.C) {
	output := String{}
	check.Run(&SuccessHelper{}, &check.RunConf{Output: &output})
	if strings.Index(output.value, "Expected success!") != -1 {
		critical(fmt.Sprintf("RunWithWriter() output contained a successful "+
			"test! Got: %#v",
			output.value))
	}
}







github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1/check.go

// Package check is a rich testing extension for Go's testing package.
//
// For details about the project, see:
//
//     http://labix.org/gocheck
//
package check

import (
	"bytes"
	"errors"
	"fmt"
	"io"
	"math/rand"
	"os"
	"path"
	"path/filepath"
	"reflect"
	"regexp"
	"runtime"
	"strconv"
	"strings"
	"sync"
	"time"
)

// -----------------------------------------------------------------------
// Internal type which deals with suite method calling.

const (
	fixtureKd = iota
	testKd
)

type funcKind int

const (
	succeededSt = iota
	failedSt
	skippedSt
	panickedSt
	fixturePanickedSt
	missedSt
)

type funcStatus int

// A method value can't reach its own Method structure.
type methodType struct {
	reflect.Value
	Info reflect.Method
}

func newMethod(receiver reflect.Value, i int) *methodType {
	return &methodType{receiver.Method(i), receiver.Type().Method(i)}
}

func (method *methodType) PC() uintptr {
	return method.Info.Func.Pointer()
}

func (method *methodType) suiteName() string {
	t := method.Info.Type.In(0)
	if t.Kind() == reflect.Ptr {
		t = t.Elem()
	}
	return t.Name()
}

func (method *methodType) String() string {
	return method.suiteName() + "." + method.Info.Name
}

func (method *methodType) matches(re *regexp.Regexp) bool {
	return (re.MatchString(method.Info.Name) ||
		re.MatchString(method.suiteName()) ||
		re.MatchString(method.String()))
}

type C struct {
	method    *methodType
	kind      funcKind
	status    funcStatus
	logb      *logger
	logw      io.Writer
	done      chan *C
	reason    string
	mustFail  bool
	tempDir   *tempDir
	startTime time.Time
	timer
}

func (c *C) stopNow() {
	runtime.Goexit()
}

// logger is a concurrency safe byte.Buffer
type logger struct {
	sync.Mutex
	writer bytes.Buffer
}

func (l *logger) Write(buf []byte) (int, error) {
	l.Lock()
	defer l.Unlock()
	return l.writer.Write(buf)
}

func (l *logger) WriteTo(w io.Writer) (int64, error) {
	l.Lock()
	defer l.Unlock()
	return l.writer.WriteTo(w)
}

func (l *logger) String() string {
	l.Lock()
	defer l.Unlock()
	return l.writer.String()
}

// -----------------------------------------------------------------------
// Handling of temporary files and directories.

type tempDir struct {
	sync.Mutex
	path    string
	counter int
}

func (td *tempDir) newPath() string {
	td.Lock()
	defer td.Unlock()
	if td.path == "" {
		var err error
		for i := 0; i != 100; i++ {
			path := fmt.Sprintf("%s/check-%d", os.TempDir(), rand.Int())
			if err = os.Mkdir(path, 0700); err == nil {
				td.path = path
				break
			}
		}
		if td.path == "" {
			panic("Couldn't create temporary directory: " + err.Error())
		}
	}
	result := path.Join(td.path, strconv.Itoa(td.counter))
	td.counter += 1
	return result
}

func (td *tempDir) removeAll() {
	td.Lock()
	defer td.Unlock()
	if td.path != "" {
		err := os.RemoveAll(td.path)
		if err != nil {
			fmt.Fprintf(os.Stderr, "WARNING: Error cleaning up temporaries: "+err.Error())
		}
	}
}

// Create a new temporary directory which is automatically removed after
// the suite finishes running.
func (c *C) MkDir() string {
	path := c.tempDir.newPath()
	if err := os.Mkdir(path, 0700); err != nil {
		panic(fmt.Sprintf("Couldn't create temporary directory %s: %s", path, err.Error()))
	}
	return path
}

// -----------------------------------------------------------------------
// Low-level logging functions.

func (c *C) log(args ...interface{}) {
	c.writeLog([]byte(fmt.Sprint(args...) + "\n"))
}

func (c *C) logf(format string, args ...interface{}) {
	c.writeLog([]byte(fmt.Sprintf(format+"\n", args...)))
}

func (c *C) logNewLine() {
	c.writeLog([]byte{'\n'})
}

func (c *C) writeLog(buf []byte) {
	c.logb.Write(buf)
	if c.logw != nil {
		c.logw.Write(buf)
	}
}

func hasStringOrError(x interface{}) (ok bool) {
	_, ok = x.(fmt.Stringer)
	if ok {
		return
	}
	_, ok = x.(error)
	return
}

func (c *C) logValue(label string, value interface{}) {
	if label == "" {
		if hasStringOrError(value) {
			c.logf("... %#v (%q)", value, value)
		} else {
			c.logf("... %#v", value)
		}
	} else if value == nil {
		c.logf("... %s = nil", label)
	} else {
		if hasStringOrError(value) {
			fv := fmt.Sprintf("%#v", value)
			qv := fmt.Sprintf("%q", value)
			if fv != qv {
				c.logf("... %s %s = %s (%s)", label, reflect.TypeOf(value), fv, qv)
				return
			}
		}
		if s, ok := value.(string); ok && isMultiLine(s) {
			c.logf(`... %s %s = "" +`, label, reflect.TypeOf(value))
			c.logMultiLine(s)
		} else {
			c.logf("... %s %s = %#v", label, reflect.TypeOf(value), value)
		}
	}
}

func (c *C) logMultiLine(s string) {
	b := make([]byte, 0, len(s)*2)
	i := 0
	n := len(s)
	for i < n {
		j := i + 1
		for j < n && s[j-1] != '\n' {
			j++
		}
		b = append(b, "...     "...)
		b = strconv.AppendQuote(b, s[i:j])
		if j < n {
			b = append(b, " +"...)
		}
		b = append(b, '\n')
		i = j
	}
	c.writeLog(b)
}

func isMultiLine(s string) bool {
	for i := 0; i+1 < len(s); i++ {
		if s[i] == '\n' {
			return true
		}
	}
	return false
}

func (c *C) logString(issue string) {
	c.log("... ", issue)
}

func (c *C) logCaller(skip int) {
	// This is a bit heavier than it ought to be.
	skip += 1 // Our own frame.
	pc, callerFile, callerLine, ok := runtime.Caller(skip)
	if !ok {
		return
	}
	var testFile string
	var testLine int
	testFunc := runtime.FuncForPC(c.method.PC())
	if runtime.FuncForPC(pc) != testFunc {
		for {
			skip += 1
			if pc, file, line, ok := runtime.Caller(skip); ok {
				// Note that the test line may be different on
				// distinct calls for the same test.  Showing
				// the "internal" line is helpful when debugging.
				if runtime.FuncForPC(pc) == testFunc {
					testFile, testLine = file, line
					break
				}
			} else {
				break
			}
		}
	}
	if testFile != "" && (testFile != callerFile || testLine != callerLine) {
		c.logCode(testFile, testLine)
	}
	c.logCode(callerFile, callerLine)
}

func (c *C) logCode(path string, line int) {
	c.logf("%s:%d:", nicePath(path), line)
	code, err := printLine(path, line)
	if code == "" {
		code = "..." // XXX Open the file and take the raw line.
		if err != nil {
			code += err.Error()
		}
	}
	c.log(indent(code, "    "))
}

var valueGo = filepath.Join("reflect", "value.go")
var asmGo = filepath.Join("runtime", "asm_")

func (c *C) logPanic(skip int, value interface{}) {
	skip += 1 // Our own frame.
	initialSkip := skip
	for {
		if pc, file, line, ok := runtime.Caller(skip); ok {
			if skip == initialSkip {
				c.logf("... Panic: %s (PC=0x%X)\n", value, pc)
			}
			name := niceFuncName(pc)
			path := nicePath(file)
			if name == "Value.call" && strings.HasSuffix(path, valueGo) {
				break
			}
			if name == "call16" && strings.Contains(path, asmGo) {
				break
			}
			c.logf("%s:%d\n  in %s", nicePath(file), line, name)
		} else {
			break
		}
		skip += 1
	}
}

func (c *C) logSoftPanic(issue string) {
	c.log("... Panic: ", issue)
}

func (c *C) logArgPanic(method *methodType, expectedType string) {
	c.logf("... Panic: %s argument should be %s",
		niceFuncName(method.PC()), expectedType)
}

// -----------------------------------------------------------------------
// Some simple formatting helpers.

var initWD, initWDErr = os.Getwd()

func init() {
	if initWDErr == nil {
		initWD = strings.Replace(initWD, "\\", "/", -1) + "/"
	}
}

func nicePath(path string) string {
	if initWDErr == nil {
		if strings.HasPrefix(path, initWD) {
			return path[len(initWD):]
		}
	}
	return path
}

func niceFuncPath(pc uintptr) string {
	function := runtime.FuncForPC(pc)
	if function != nil {
		filename, line := function.FileLine(pc)
		return fmt.Sprintf("%s:%d", nicePath(filename), line)
	}
	return "<unknown path>"
}

func niceFuncName(pc uintptr) string {
	function := runtime.FuncForPC(pc)
	if function != nil {
		name := path.Base(function.Name())
		if i := strings.Index(name, "."); i > 0 {
			name = name[i+1:]
		}
		if strings.HasPrefix(name, "(*") {
			if i := strings.Index(name, ")"); i > 0 {
				name = name[2:i] + name[i+1:]
			}
		}
		if i := strings.LastIndex(name, ".*"); i != -1 {
			name = name[:i] + "." + name[i+2:]
		}
		if i := strings.LastIndex(name, "·"); i != -1 {
			name = name[:i] + "." + name[i+2:]
		}
		return name
	}
	return "<unknown function>"
}

// -----------------------------------------------------------------------
// Result tracker to aggregate call results.

type Result struct {
	Succeeded        int
	Failed           int
	Skipped          int
	Panicked         int
	FixturePanicked  int
	ExpectedFailures int
	Missed           int    // Not even tried to run, related to a panic in the fixture.
	RunError         error  // Houston, we've got a problem.
	WorkDir          string // If KeepWorkDir is true
}

type resultTracker struct {
	result          Result
	_lastWasProblem bool
	_waiting        int
	_missed         int
	_expectChan     chan *C
	_doneChan       chan *C
	_stopChan       chan bool
}

func newResultTracker() *resultTracker {
	return &resultTracker{_expectChan: make(chan *C), // Synchronous
		_doneChan: make(chan *C, 32), // Asynchronous
		_stopChan: make(chan bool)}   // Synchronous
}

func (tracker *resultTracker) start() {
	go tracker._loopRoutine()
}

func (tracker *resultTracker) waitAndStop() {
	<-tracker._stopChan
}

func (tracker *resultTracker) expectCall(c *C) {
	tracker._expectChan <- c
}

func (tracker *resultTracker) callDone(c *C) {
	tracker._doneChan <- c
}

func (tracker *resultTracker) _loopRoutine() {
	for {
		var c *C
		if tracker._waiting > 0 {
			// Calls still running. Can't stop.
			select {
			// XXX Reindent this (not now to make diff clear)
			case c = <-tracker._expectChan:
				tracker._waiting += 1
			case c = <-tracker._doneChan:
				tracker._waiting -= 1
				switch c.status {
				case succeededSt:
					if c.kind == testKd {
						if c.mustFail {
							tracker.result.ExpectedFailures++
						} else {
							tracker.result.Succeeded++
						}
					}
				case failedSt:
					tracker.result.Failed++
				case panickedSt:
					if c.kind == fixtureKd {
						tracker.result.FixturePanicked++
					} else {
						tracker.result.Panicked++
					}
				case fixturePanickedSt:
					// Track it as missed, since the panic
					// was on the fixture, not on the test.
					tracker.result.Missed++
				case missedSt:
					tracker.result.Missed++
				case skippedSt:
					if c.kind == testKd {
						tracker.result.Skipped++
					}
				}
			}
		} else {
			// No calls.  Can stop, but no done calls here.
			select {
			case tracker._stopChan <- true:
				return
			case c = <-tracker._expectChan:
				tracker._waiting += 1
			case c = <-tracker._doneChan:
				panic("Tracker got an unexpected done call.")
			}
		}
	}
}

// -----------------------------------------------------------------------
// The underlying suite runner.

type suiteRunner struct {
	suite                     interface{}
	setUpSuite, tearDownSuite *methodType
	setUpTest, tearDownTest   *methodType
	tests                     []*methodType
	tracker                   *resultTracker
	tempDir                   *tempDir
	keepDir                   bool
	output                    *outputWriter
	reportedProblemLast       bool
	benchTime                 time.Duration
}

type RunConf struct {
	Output        io.Writer
	Stream        bool
	Verbose       bool
	Filter        string
	Benchmark     bool
	BenchmarkTime time.Duration // Defaults to 1 second
	KeepWorkDir   bool
}

// Create a new suiteRunner able to run all methods in the given suite.
func newSuiteRunner(suite interface{}, runConf *RunConf) *suiteRunner {
	var conf RunConf
	if runConf != nil {
		conf = *runConf
	}
	if conf.Output == nil {
		conf.Output = os.Stdout
	}
	if conf.Benchmark {
		conf.Verbose = true
	}

	suiteType := reflect.TypeOf(suite)
	suiteNumMethods := suiteType.NumMethod()
	suiteValue := reflect.ValueOf(suite)

	runner := &suiteRunner{
		suite:     suite,
		output:    newOutputWriter(conf.Output, conf.Stream, conf.Verbose),
		tracker:   newResultTracker(),
		benchTime: conf.BenchmarkTime,
		tempDir:   &tempDir{},
		keepDir:   conf.KeepWorkDir,
		tests:     make([]*methodType, 0, suiteNumMethods),
	}
	if runner.benchTime == 0 {
		runner.benchTime = 1 * time.Second
	}

	var filterRegexp *regexp.Regexp
	if conf.Filter != "" {
		if regexp, err := regexp.Compile(conf.Filter); err != nil {
			msg := "Bad filter expression: " + err.Error()
			runner.tracker.result.RunError = errors.New(msg)
			return runner
		} else {
			filterRegexp = regexp
		}
	}

	for i := 0; i != suiteNumMethods; i++ {
		method := newMethod(suiteValue, i)
		switch method.Info.Name {
		case "SetUpSuite":
			runner.setUpSuite = method
		case "TearDownSuite":
			runner.tearDownSuite = method
		case "SetUpTest":
			runner.setUpTest = method
		case "TearDownTest":
			runner.tearDownTest = method
		default:
			prefix := "Test"
			if conf.Benchmark {
				prefix = "Benchmark"
			}
			if !strings.HasPrefix(method.Info.Name, prefix) {
				continue
			}
			if filterRegexp == nil || method.matches(filterRegexp) {
				runner.tests = append(runner.tests, method)
			}
		}
	}
	return runner
}

// Run all methods in the given suite.
func (runner *suiteRunner) run() *Result {
	if runner.tracker.result.RunError == nil && len(runner.tests) > 0 {
		runner.tracker.start()
		if runner.checkFixtureArgs() {
			c := runner.runFixture(runner.setUpSuite, nil)
			if c == nil || c.status == succeededSt {
				for i := 0; i != len(runner.tests); i++ {
					c := runner.runTest(runner.tests[i])
					if c.status == fixturePanickedSt {
						runner.skipTests(missedSt, runner.tests[i+1:])
						break
					}
				}
			} else if c != nil && c.status == skippedSt {
				runner.skipTests(skippedSt, runner.tests)
			} else {
				runner.skipTests(missedSt, runner.tests)
			}
			runner.runFixture(runner.tearDownSuite, nil)
		} else {
			runner.skipTests(missedSt, runner.tests)
		}
		runner.tracker.waitAndStop()
		if runner.keepDir {
			runner.tracker.result.WorkDir = runner.tempDir.path
		} else {
			runner.tempDir.removeAll()
		}
	}
	return &runner.tracker.result
}

// Create a call object with the given suite method, and fork a
// goroutine with the provided dispatcher for running it.
func (runner *suiteRunner) forkCall(method *methodType, kind funcKind, logb *logger, dispatcher func(c *C)) *C {
	var logw io.Writer
	if runner.output.Stream {
		logw = runner.output
	}
	if logb == nil {
		logb = new(logger)
	}
	c := &C{
		method:    method,
		kind:      kind,
		logb:      logb,
		logw:      logw,
		tempDir:   runner.tempDir,
		done:      make(chan *C, 1),
		timer:     timer{benchTime: runner.benchTime},
		startTime: time.Now(),
	}
	runner.tracker.expectCall(c)
	go (func() {
		runner.reportCallStarted(c)
		defer runner.callDone(c)
		dispatcher(c)
	})()
	return c
}

// Same as forkCall(), but wait for call to finish before returning.
func (runner *suiteRunner) runFunc(method *methodType, kind funcKind, logb *logger, dispatcher func(c *C)) *C {
	c := runner.forkCall(method, kind, logb, dispatcher)
	<-c.done
	return c
}

// Handle a finished call.  If there were any panics, update the call status
// accordingly.  Then, mark the call as done and report to the tracker.
func (runner *suiteRunner) callDone(c *C) {
	value := recover()
	if value != nil {
		switch v := value.(type) {
		case *fixturePanic:
			if v.status == skippedSt {
				c.status = skippedSt
			} else {
				c.logSoftPanic("Fixture has panicked (see related PANIC)")
				c.status = fixturePanickedSt
			}
		default:
			c.logPanic(1, value)
			c.status = panickedSt
		}
	}
	if c.mustFail {
		switch c.status {
		case failedSt:
			c.status = succeededSt
		case succeededSt:
			c.status = failedSt
			c.logString("Error: Test succeeded, but was expected to fail")
			c.logString("Reason: " + c.reason)
		}
	}

	runner.reportCallDone(c)
	c.done <- c
}

// Runs a fixture call synchronously.  The fixture will still be run in a
// goroutine like all suite methods, but this method will not return
// while the fixture goroutine is not done, because the fixture must be
// run in a desired order.
func (runner *suiteRunner) runFixture(method *methodType, logb *logger) *C {
	if method != nil {
		c := runner.runFunc(method, fixtureKd, logb, func(c *C) {
			c.ResetTimer()
			c.StartTimer()
			defer c.StopTimer()
			c.method.Call([]reflect.Value{reflect.ValueOf(c)})
		})
		return c
	}
	return nil
}

// Run the fixture method with runFixture(), but panic with a fixturePanic{}
// in case the fixture method panics.  This makes it easier to track the
// fixture panic together with other call panics within forkTest().
func (runner *suiteRunner) runFixtureWithPanic(method *methodType, logb *logger, skipped *bool) *C {
	if skipped != nil && *skipped {
		return nil
	}
	c := runner.runFixture(method, logb)
	if c != nil && c.status != succeededSt {
		if skipped != nil {
			*skipped = c.status == skippedSt
		}
		panic(&fixturePanic{c.status, method})
	}
	return c
}

type fixturePanic struct {
	status funcStatus
	method *methodType
}

// Run the suite test method, together with the test-specific fixture,
// asynchronously.
func (runner *suiteRunner) forkTest(method *methodType) *C {
	return runner.forkCall(method, testKd, nil, func(c *C) {
		var skipped bool
		defer runner.runFixtureWithPanic(runner.tearDownTest, nil, &skipped)
		defer c.StopTimer()
		benchN := 1
		for {
			runner.runFixtureWithPanic(runner.setUpTest, c.logb, &skipped)
			mt := c.method.Type()
			if mt.NumIn() != 1 || mt.In(0) != reflect.TypeOf(c) {
				// Rather than a plain panic, provide a more helpful message when
				// the argument type is incorrect.
				c.status = panickedSt
				c.logArgPanic(c.method, "*check.C")
				return
			}
			if strings.HasPrefix(c.method.Info.Name, "Test") {
				c.ResetTimer()
				c.StartTimer()
				c.method.Call([]reflect.Value{reflect.ValueOf(c)})
				return
			}
			if !strings.HasPrefix(c.method.Info.Name, "Benchmark") {
				panic("unexpected method prefix: " + c.method.Info.Name)
			}

			runtime.GC()
			c.N = benchN
			c.ResetTimer()
			c.StartTimer()
			c.method.Call([]reflect.Value{reflect.ValueOf(c)})
			c.StopTimer()
			if c.status != succeededSt || c.duration >= c.benchTime || benchN >= 1e9 {
				return
			}
			perOpN := int(1e9)
			if c.nsPerOp() != 0 {
				perOpN = int(c.benchTime.Nanoseconds() / c.nsPerOp())
			}

			// Logic taken from the stock testing package:
			// - Run more iterations than we think we'll need for a second (1.5x).
			// - Don't grow too fast in case we had timing errors previously.
			// - Be sure to run at least one more than last time.
			benchN = max(min(perOpN+perOpN/2, 100*benchN), benchN+1)
			benchN = roundUp(benchN)

			skipped = true // Don't run the deferred one if this panics.
			runner.runFixtureWithPanic(runner.tearDownTest, nil, nil)
			skipped = false
		}
	})
}

// Same as forkTest(), but wait for the test to finish before returning.
func (runner *suiteRunner) runTest(method *methodType) *C {
	c := runner.forkTest(method)
	<-c.done
	return c
}

// Helper to mark tests as skipped or missed.  A bit heavy for what
// it does, but it enables homogeneous handling of tracking, including
// nice verbose output.
func (runner *suiteRunner) skipTests(status funcStatus, methods []*methodType) {
	for _, method := range methods {
		runner.runFunc(method, testKd, nil, func(c *C) {
			c.status = status
		})
	}
}

// Verify if the fixture arguments are *check.C.  In case of errors,
// log the error as a panic in the fixture method call, and return false.
func (runner *suiteRunner) checkFixtureArgs() bool {
	succeeded := true
	argType := reflect.TypeOf(&C{})
	for _, method := range []*methodType{runner.setUpSuite, runner.tearDownSuite, runner.setUpTest, runner.tearDownTest} {
		if method != nil {
			mt := method.Type()
			if mt.NumIn() != 1 || mt.In(0) != argType {
				succeeded = false
				runner.runFunc(method, fixtureKd, nil, func(c *C) {
					c.logArgPanic(method, "*check.C")
					c.status = panickedSt
				})
			}
		}
	}
	return succeeded
}

func (runner *suiteRunner) reportCallStarted(c *C) {
	runner.output.WriteCallStarted("START", c)
}

func (runner *suiteRunner) reportCallDone(c *C) {
	runner.tracker.callDone(c)
	switch c.status {
	case succeededSt:
		if c.mustFail {
			runner.output.WriteCallSuccess("FAIL EXPECTED", c)
		} else {
			runner.output.WriteCallSuccess("PASS", c)
		}
	case skippedSt:
		runner.output.WriteCallSuccess("SKIP", c)
	case failedSt:
		runner.output.WriteCallProblem("FAIL", c)
	case panickedSt:
		runner.output.WriteCallProblem("PANIC", c)
	case fixturePanickedSt:
		// That's a testKd call reporting that its fixture
		// has panicked. The fixture call which caused the
		// panic itself was tracked above. We'll report to
		// aid debugging.
		runner.output.WriteCallProblem("PANIC", c)
	case missedSt:
		runner.output.WriteCallSuccess("MISS", c)
	}
}

// -----------------------------------------------------------------------
// Output writer manages atomic output writing according to settings.

type outputWriter struct {
	m                    sync.Mutex
	writer               io.Writer
	wroteCallProblemLast bool
	Stream               bool
	Verbose              bool
}

func newOutputWriter(writer io.Writer, stream, verbose bool) *outputWriter {
	return &outputWriter{writer: writer, Stream: stream, Verbose: verbose}
}

func (ow *outputWriter) Write(content []byte) (n int, err error) {
	ow.m.Lock()
	n, err = ow.writer.Write(content)
	ow.m.Unlock()
	return
}

func (ow *outputWriter) WriteCallStarted(label string, c *C) {
	if ow.Stream {
		header := renderCallHeader(label, c, "", "\n")
		ow.m.Lock()
		ow.writer.Write([]byte(header))
		ow.m.Unlock()
	}
}

func (ow *outputWriter) WriteCallProblem(label string, c *C) {
	var prefix string
	if !ow.Stream {
		prefix = "\n-----------------------------------" +
			"-----------------------------------\n"
	}
	header := renderCallHeader(label, c, prefix, "\n\n")
	ow.m.Lock()
	ow.wroteCallProblemLast = true
	ow.writer.Write([]byte(header))
	if !ow.Stream {
		c.logb.WriteTo(ow.writer)
	}
	ow.m.Unlock()
}

func (ow *outputWriter) WriteCallSuccess(label string, c *C) {
	if ow.Stream || (ow.Verbose && c.kind == testKd) {
		// TODO Use a buffer here.
		var suffix string
		if c.reason != "" {
			suffix = " (" + c.reason + ")"
		}
		if c.status == succeededSt {
			suffix += "\t" + c.timerString()
		}
		suffix += "\n"
		if ow.Stream {
			suffix += "\n"
		}
		header := renderCallHeader(label, c, "", suffix)
		ow.m.Lock()
		// Resist temptation of using line as prefix above due to race.
		if !ow.Stream && ow.wroteCallProblemLast {
			header = "\n-----------------------------------" +
				"-----------------------------------\n" +
				header
		}
		ow.wroteCallProblemLast = false
		ow.writer.Write([]byte(header))
		ow.m.Unlock()
	}
}

func renderCallHeader(label string, c *C, prefix, suffix string) string {
	pc := c.method.PC()
	return fmt.Sprintf("%s%s: %s: %s%s", prefix, label, niceFuncPath(pc),
		niceFuncName(pc), suffix)
}
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package check

import (
	"fmt"
	"reflect"
	"regexp"
)

// -----------------------------------------------------------------------
// CommentInterface and Commentf helper, to attach extra information to checks.

type comment struct {
	format string
	args   []interface{}
}

// Commentf returns an infomational value to use with Assert or Check calls.
// If the checker test fails, the provided arguments will be passed to
// fmt.Sprintf, and will be presented next to the logged failure.
//
// For example:
//
//     c.Assert(v, Equals, 42, Commentf("Iteration #%d failed.", i))
//
// Note that if the comment is constant, a better option is to
// simply use a normal comment right above or next to the line, as
// it will also get printed with any errors:
//
//     c.Assert(l, Equals, 8192) // Ensure buffer size is correct (bug #123)
//
func Commentf(format string, args ...interface{}) CommentInterface {
	return &comment{format, args}
}

// CommentInterface must be implemented by types that attach extra
// information to failed checks. See the Commentf function for details.
type CommentInterface interface {
	CheckCommentString() string
}

func (c *comment) CheckCommentString() string {
	return fmt.Sprintf(c.format, c.args...)
}

// -----------------------------------------------------------------------
// The Checker interface.

// The Checker interface must be provided by checkers used with
// the Assert and Check verification methods.
type Checker interface {
	Info() *CheckerInfo
	Check(params []interface{}, names []string) (result bool, error string)
}

// See the Checker interface.
type CheckerInfo struct {
	Name   string
	Params []string
}

func (info *CheckerInfo) Info() *CheckerInfo {
	return info
}

// -----------------------------------------------------------------------
// Not checker logic inverter.

// The Not checker inverts the logic of the provided checker.  The
// resulting checker will succeed where the original one failed, and
// vice-versa.
//
// For example:
//
//     c.Assert(a, Not(Equals), b)
//
func Not(checker Checker) Checker {
	return &notChecker{checker}
}

type notChecker struct {
	sub Checker
}

func (checker *notChecker) Info() *CheckerInfo {
	info := *checker.sub.Info()
	info.Name = "Not(" + info.Name + ")"
	return &info
}

func (checker *notChecker) Check(params []interface{}, names []string) (result bool, error string) {
	result, error = checker.sub.Check(params, names)
	result = !result
	return
}

// -----------------------------------------------------------------------
// IsNil checker.

type isNilChecker struct {
	*CheckerInfo
}

// The IsNil checker tests whether the obtained value is nil.
//
// For example:
//
//    c.Assert(err, IsNil)
//
var IsNil Checker = &isNilChecker{
	&CheckerInfo{Name: "IsNil", Params: []string{"value"}},
}

func (checker *isNilChecker) Check(params []interface{}, names []string) (result bool, error string) {
	return isNil(params[0]), ""
}

func isNil(obtained interface{}) (result bool) {
	if obtained == nil {
		result = true
	} else {
		switch v := reflect.ValueOf(obtained); v.Kind() {
		case reflect.Chan, reflect.Func, reflect.Interface, reflect.Map, reflect.Ptr, reflect.Slice:
			return v.IsNil()
		}
	}
	return
}

// -----------------------------------------------------------------------
// NotNil checker. Alias for Not(IsNil), since it's so common.

type notNilChecker struct {
	*CheckerInfo
}

// The NotNil checker verifies that the obtained value is not nil.
//
// For example:
//
//     c.Assert(iface, NotNil)
//
// This is an alias for Not(IsNil), made available since it's a
// fairly common check.
//
var NotNil Checker = &notNilChecker{
	&CheckerInfo{Name: "NotNil", Params: []string{"value"}},
}

func (checker *notNilChecker) Check(params []interface{}, names []string) (result bool, error string) {
	return !isNil(params[0]), ""
}

// -----------------------------------------------------------------------
// Equals checker.

type equalsChecker struct {
	*CheckerInfo
}

// The Equals checker verifies that the obtained value is equal to
// the expected value, according to usual Go semantics for ==.
//
// For example:
//
//     c.Assert(value, Equals, 42)
//
var Equals Checker = &equalsChecker{
	&CheckerInfo{Name: "Equals", Params: []string{"obtained", "expected"}},
}

func (checker *equalsChecker) Check(params []interface{}, names []string) (result bool, error string) {
	defer func() {
		if v := recover(); v != nil {
			result = false
			error = fmt.Sprint(v)
		}
	}()
	return params[0] == params[1], ""
}

// -----------------------------------------------------------------------
// DeepEquals checker.

type deepEqualsChecker struct {
	*CheckerInfo
}

// The DeepEquals checker verifies that the obtained value is deep-equal to
// the expected value.  The check will work correctly even when facing
// slices, interfaces, and values of different types (which always fail
// the test).
//
// For example:
//
//     c.Assert(value, DeepEquals, 42)
//     c.Assert(array, DeepEquals, []string{"hi", "there"})
//
var DeepEquals Checker = &deepEqualsChecker{
	&CheckerInfo{Name: "DeepEquals", Params: []string{"obtained", "expected"}},
}

func (checker *deepEqualsChecker) Check(params []interface{}, names []string) (result bool, error string) {
	return reflect.DeepEqual(params[0], params[1]), ""
}

// -----------------------------------------------------------------------
// HasLen checker.

type hasLenChecker struct {
	*CheckerInfo
}

// The HasLen checker verifies that the obtained value has the
// provided length. In many cases this is superior to using Equals
// in conjuction with the len function because in case the check
// fails the value itself will be printed, instead of its length,
// providing more details for figuring the problem.
//
// For example:
//
//     c.Assert(list, HasLen, 5)
//
var HasLen Checker = &hasLenChecker{
	&CheckerInfo{Name: "HasLen", Params: []string{"obtained", "n"}},
}

func (checker *hasLenChecker) Check(params []interface{}, names []string) (result bool, error string) {
	n, ok := params[1].(int)
	if !ok {
		return false, "n must be an int"
	}
	value := reflect.ValueOf(params[0])
	switch value.Kind() {
	case reflect.Map, reflect.Array, reflect.Slice, reflect.Chan, reflect.String:
	default:
		return false, "obtained value type has no length"
	}
	return value.Len() == n, ""
}

// -----------------------------------------------------------------------
// ErrorMatches checker.

type errorMatchesChecker struct {
	*CheckerInfo
}

// The ErrorMatches checker verifies that the error value
// is non nil and matches the regular expression provided.
//
// For example:
//
//     c.Assert(err, ErrorMatches, "perm.*denied")
//
var ErrorMatches Checker = errorMatchesChecker{
	&CheckerInfo{Name: "ErrorMatches", Params: []string{"value", "regex"}},
}

func (checker errorMatchesChecker) Check(params []interface{}, names []string) (result bool, errStr string) {
	if params[0] == nil {
		return false, "Error value is nil"
	}
	err, ok := params[0].(error)
	if !ok {
		return false, "Value is not an error"
	}
	params[0] = err.Error()
	names[0] = "error"
	return matches(params[0], params[1])
}

// -----------------------------------------------------------------------
// Matches checker.

type matchesChecker struct {
	*CheckerInfo
}

// The Matches checker verifies that the string provided as the obtained
// value (or the string resulting from obtained.String()) matches the
// regular expression provided.
//
// For example:
//
//     c.Assert(err, Matches, "perm.*denied")
//
var Matches Checker = &matchesChecker{
	&CheckerInfo{Name: "Matches", Params: []string{"value", "regex"}},
}

func (checker *matchesChecker) Check(params []interface{}, names []string) (result bool, error string) {
	return matches(params[0], params[1])
}

func matches(value, regex interface{}) (result bool, error string) {
	reStr, ok := regex.(string)
	if !ok {
		return false, "Regex must be a string"
	}
	valueStr, valueIsStr := value.(string)
	if !valueIsStr {
		if valueWithStr, valueHasStr := value.(fmt.Stringer); valueHasStr {
			valueStr, valueIsStr = valueWithStr.String(), true
		}
	}
	if valueIsStr {
		matches, err := regexp.MatchString("^"+reStr+"$", valueStr)
		if err != nil {
			return false, "Can't compile regex: " + err.Error()
		}
		return matches, ""
	}
	return false, "Obtained value is not a string and has no .String()"
}

// -----------------------------------------------------------------------
// Panics checker.

type panicsChecker struct {
	*CheckerInfo
}

// The Panics checker verifies that calling the provided zero-argument
// function will cause a panic which is deep-equal to the provided value.
//
// For example:
//
//     c.Assert(func() { f(1, 2) }, Panics, &SomeErrorType{"BOOM"}).
//
//
var Panics Checker = &panicsChecker{
	&CheckerInfo{Name: "Panics", Params: []string{"function", "expected"}},
}

func (checker *panicsChecker) Check(params []interface{}, names []string) (result bool, error string) {
	f := reflect.ValueOf(params[0])
	if f.Kind() != reflect.Func || f.Type().NumIn() != 0 {
		return false, "Function must take zero arguments"
	}
	defer func() {
		// If the function has not panicked, then don't do the check.
		if error != "" {
			return
		}
		params[0] = recover()
		names[0] = "panic"
		result = reflect.DeepEqual(params[0], params[1])
	}()
	f.Call(nil)
	return false, "Function has not panicked"
}

type panicMatchesChecker struct {
	*CheckerInfo
}

// The PanicMatches checker verifies that calling the provided zero-argument
// function will cause a panic with an error value matching
// the regular expression provided.
//
// For example:
//
//     c.Assert(func() { f(1, 2) }, PanicMatches, `open.*: no such file or directory`).
//
//
var PanicMatches Checker = &panicMatchesChecker{
	&CheckerInfo{Name: "PanicMatches", Params: []string{"function", "expected"}},
}

func (checker *panicMatchesChecker) Check(params []interface{}, names []string) (result bool, errmsg string) {
	f := reflect.ValueOf(params[0])
	if f.Kind() != reflect.Func || f.Type().NumIn() != 0 {
		return false, "Function must take zero arguments"
	}
	defer func() {
		// If the function has not panicked, then don't do the check.
		if errmsg != "" {
			return
		}
		obtained := recover()
		names[0] = "panic"
		if e, ok := obtained.(error); ok {
			params[0] = e.Error()
		} else if _, ok := obtained.(string); ok {
			params[0] = obtained
		} else {
			errmsg = "Panic value is not a string or an error"
			return
		}
		result, errmsg = matches(params[0], params[1])
	}()
	f.Call(nil)
	return false, "Function has not panicked"
}

// -----------------------------------------------------------------------
// FitsTypeOf checker.

type fitsTypeChecker struct {
	*CheckerInfo
}

// The FitsTypeOf checker verifies that the obtained value is
// assignable to a variable with the same type as the provided
// sample value.
//
// For example:
//
//     c.Assert(value, FitsTypeOf, int64(0))
//     c.Assert(value, FitsTypeOf, os.Error(nil))
//
var FitsTypeOf Checker = &fitsTypeChecker{
	&CheckerInfo{Name: "FitsTypeOf", Params: []string{"obtained", "sample"}},
}

func (checker *fitsTypeChecker) Check(params []interface{}, names []string) (result bool, error string) {
	obtained := reflect.ValueOf(params[0])
	sample := reflect.ValueOf(params[1])
	if !obtained.IsValid() {
		return false, ""
	}
	if !sample.IsValid() {
		return false, "Invalid sample value"
	}
	return obtained.Type().AssignableTo(sample.Type()), ""
}

// -----------------------------------------------------------------------
// Implements checker.

type implementsChecker struct {
	*CheckerInfo
}

// The Implements checker verifies that the obtained value
// implements the interface specified via a pointer to an interface
// variable.
//
// For example:
//
//     var e os.Error
//     c.Assert(err, Implements, &e)
//
var Implements Checker = &implementsChecker{
	&CheckerInfo{Name: "Implements", Params: []string{"obtained", "ifaceptr"}},
}

func (checker *implementsChecker) Check(params []interface{}, names []string) (result bool, error string) {
	obtained := reflect.ValueOf(params[0])
	ifaceptr := reflect.ValueOf(params[1])
	if !obtained.IsValid() {
		return false, ""
	}
	if !ifaceptr.IsValid() || ifaceptr.Kind() != reflect.Ptr || ifaceptr.Elem().Kind() != reflect.Interface {
		return false, "ifaceptr should be a pointer to an interface variable"
	}
	return obtained.Type().Implements(ifaceptr.Elem().Type()), ""
}
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package check_test

import (
	"errors"
	"github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"reflect"
	"runtime"
)

type CheckersS struct{}

var _ = check.Suite(&CheckersS{})

func testInfo(c *check.C, checker check.Checker, name string, paramNames []string) {
	info := checker.Info()
	if info.Name != name {
		c.Fatalf("Got name %s, expected %s", info.Name, name)
	}
	if !reflect.DeepEqual(info.Params, paramNames) {
		c.Fatalf("Got param names %#v, expected %#v", info.Params, paramNames)
	}
}

func testCheck(c *check.C, checker check.Checker, result bool, error string, params ...interface{}) ([]interface{}, []string) {
	info := checker.Info()
	if len(params) != len(info.Params) {
		c.Fatalf("unexpected param count in test; expected %d got %d", len(info.Params), len(params))
	}
	names := append([]string{}, info.Params...)
	result_, error_ := checker.Check(params, names)
	if result_ != result || error_ != error {
		c.Fatalf("%s.Check(%#v) returned (%#v, %#v) rather than (%#v, %#v)",
			info.Name, params, result_, error_, result, error)
	}
	return params, names
}

func (s *CheckersS) TestComment(c *check.C) {
	bug := check.Commentf("a %d bc", 42)
	comment := bug.CheckCommentString()
	if comment != "a 42 bc" {
		c.Fatalf("Commentf returned %#v", comment)
	}
}

func (s *CheckersS) TestIsNil(c *check.C) {
	testInfo(c, check.IsNil, "IsNil", []string{"value"})

	testCheck(c, check.IsNil, true, "", nil)
	testCheck(c, check.IsNil, false, "", "a")

	testCheck(c, check.IsNil, true, "", (chan int)(nil))
	testCheck(c, check.IsNil, false, "", make(chan int))
	testCheck(c, check.IsNil, true, "", (error)(nil))
	testCheck(c, check.IsNil, false, "", errors.New(""))
	testCheck(c, check.IsNil, true, "", ([]int)(nil))
	testCheck(c, check.IsNil, false, "", make([]int, 1))
	testCheck(c, check.IsNil, false, "", int(0))
}

func (s *CheckersS) TestNotNil(c *check.C) {
	testInfo(c, check.NotNil, "NotNil", []string{"value"})

	testCheck(c, check.NotNil, false, "", nil)
	testCheck(c, check.NotNil, true, "", "a")

	testCheck(c, check.NotNil, false, "", (chan int)(nil))
	testCheck(c, check.NotNil, true, "", make(chan int))
	testCheck(c, check.NotNil, false, "", (error)(nil))
	testCheck(c, check.NotNil, true, "", errors.New(""))
	testCheck(c, check.NotNil, false, "", ([]int)(nil))
	testCheck(c, check.NotNil, true, "", make([]int, 1))
}

func (s *CheckersS) TestNot(c *check.C) {
	testInfo(c, check.Not(check.IsNil), "Not(IsNil)", []string{"value"})

	testCheck(c, check.Not(check.IsNil), false, "", nil)
	testCheck(c, check.Not(check.IsNil), true, "", "a")
}

type simpleStruct struct {
	i int
}

func (s *CheckersS) TestEquals(c *check.C) {
	testInfo(c, check.Equals, "Equals", []string{"obtained", "expected"})

	// The simplest.
	testCheck(c, check.Equals, true, "", 42, 42)
	testCheck(c, check.Equals, false, "", 42, 43)

	// Different native types.
	testCheck(c, check.Equals, false, "", int32(42), int64(42))

	// With nil.
	testCheck(c, check.Equals, false, "", 42, nil)

	// Slices
	testCheck(c, check.Equals, false, "runtime error: comparing uncomparable type []uint8", []byte{1, 2}, []byte{1, 2})

	// Struct values
	testCheck(c, check.Equals, true, "", simpleStruct{1}, simpleStruct{1})
	testCheck(c, check.Equals, false, "", simpleStruct{1}, simpleStruct{2})

	// Struct pointers
	testCheck(c, check.Equals, false, "", &simpleStruct{1}, &simpleStruct{1})
	testCheck(c, check.Equals, false, "", &simpleStruct{1}, &simpleStruct{2})
}

func (s *CheckersS) TestDeepEquals(c *check.C) {
	testInfo(c, check.DeepEquals, "DeepEquals", []string{"obtained", "expected"})

	// The simplest.
	testCheck(c, check.DeepEquals, true, "", 42, 42)
	testCheck(c, check.DeepEquals, false, "", 42, 43)

	// Different native types.
	testCheck(c, check.DeepEquals, false, "", int32(42), int64(42))

	// With nil.
	testCheck(c, check.DeepEquals, false, "", 42, nil)

	// Slices
	testCheck(c, check.DeepEquals, true, "", []byte{1, 2}, []byte{1, 2})
	testCheck(c, check.DeepEquals, false, "", []byte{1, 2}, []byte{1, 3})

	// Struct values
	testCheck(c, check.DeepEquals, true, "", simpleStruct{1}, simpleStruct{1})
	testCheck(c, check.DeepEquals, false, "", simpleStruct{1}, simpleStruct{2})

	// Struct pointers
	testCheck(c, check.DeepEquals, true, "", &simpleStruct{1}, &simpleStruct{1})
	testCheck(c, check.DeepEquals, false, "", &simpleStruct{1}, &simpleStruct{2})
}

func (s *CheckersS) TestHasLen(c *check.C) {
	testInfo(c, check.HasLen, "HasLen", []string{"obtained", "n"})

	testCheck(c, check.HasLen, true, "", "abcd", 4)
	testCheck(c, check.HasLen, true, "", []int{1, 2}, 2)
	testCheck(c, check.HasLen, false, "", []int{1, 2}, 3)

	testCheck(c, check.HasLen, false, "n must be an int", []int{1, 2}, "2")
	testCheck(c, check.HasLen, false, "obtained value type has no length", nil, 2)
}

func (s *CheckersS) TestErrorMatches(c *check.C) {
	testInfo(c, check.ErrorMatches, "ErrorMatches", []string{"value", "regex"})

	testCheck(c, check.ErrorMatches, false, "Error value is nil", nil, "some error")
	testCheck(c, check.ErrorMatches, false, "Value is not an error", 1, "some error")
	testCheck(c, check.ErrorMatches, true, "", errors.New("some error"), "some error")
	testCheck(c, check.ErrorMatches, true, "", errors.New("some error"), "so.*or")

	// Verify params mutation
	params, names := testCheck(c, check.ErrorMatches, false, "", errors.New("some error"), "other error")
	c.Assert(params[0], check.Equals, "some error")
	c.Assert(names[0], check.Equals, "error")
}

func (s *CheckersS) TestMatches(c *check.C) {
	testInfo(c, check.Matches, "Matches", []string{"value", "regex"})

	// Simple matching
	testCheck(c, check.Matches, true, "", "abc", "abc")
	testCheck(c, check.Matches, true, "", "abc", "a.c")

	// Must match fully
	testCheck(c, check.Matches, false, "", "abc", "ab")
	testCheck(c, check.Matches, false, "", "abc", "bc")

	// String()-enabled values accepted
	testCheck(c, check.Matches, true, "", reflect.ValueOf("abc"), "a.c")
	testCheck(c, check.Matches, false, "", reflect.ValueOf("abc"), "a.d")

	// Some error conditions.
	testCheck(c, check.Matches, false, "Obtained value is not a string and has no .String()", 1, "a.c")
	testCheck(c, check.Matches, false, "Can't compile regex: error parsing regexp: missing closing ]: `[c$`", "abc", "a[c")
}

func (s *CheckersS) TestPanics(c *check.C) {
	testInfo(c, check.Panics, "Panics", []string{"function", "expected"})

	// Some errors.
	testCheck(c, check.Panics, false, "Function has not panicked", func() bool { return false }, "BOOM")
	testCheck(c, check.Panics, false, "Function must take zero arguments", 1, "BOOM")

	// Plain strings.
	testCheck(c, check.Panics, true, "", func() { panic("BOOM") }, "BOOM")
	testCheck(c, check.Panics, false, "", func() { panic("KABOOM") }, "BOOM")
	testCheck(c, check.Panics, true, "", func() bool { panic("BOOM") }, "BOOM")

	// Error values.
	testCheck(c, check.Panics, true, "", func() { panic(errors.New("BOOM")) }, errors.New("BOOM"))
	testCheck(c, check.Panics, false, "", func() { panic(errors.New("KABOOM")) }, errors.New("BOOM"))

	type deep struct{ i int }
	// Deep value
	testCheck(c, check.Panics, true, "", func() { panic(&deep{99}) }, &deep{99})

	// Verify params/names mutation
	params, names := testCheck(c, check.Panics, false, "", func() { panic(errors.New("KABOOM")) }, errors.New("BOOM"))
	c.Assert(params[0], check.ErrorMatches, "KABOOM")
	c.Assert(names[0], check.Equals, "panic")

	// Verify a nil panic
	testCheck(c, check.Panics, true, "", func() { panic(nil) }, nil)
	testCheck(c, check.Panics, false, "", func() { panic(nil) }, "NOPE")
}

func (s *CheckersS) TestPanicMatches(c *check.C) {
	testInfo(c, check.PanicMatches, "PanicMatches", []string{"function", "expected"})

	// Error matching.
	testCheck(c, check.PanicMatches, true, "", func() { panic(errors.New("BOOM")) }, "BO.M")
	testCheck(c, check.PanicMatches, false, "", func() { panic(errors.New("KABOOM")) }, "BO.M")

	// Some errors.
	testCheck(c, check.PanicMatches, false, "Function has not panicked", func() bool { return false }, "BOOM")
	testCheck(c, check.PanicMatches, false, "Function must take zero arguments", 1, "BOOM")

	// Plain strings.
	testCheck(c, check.PanicMatches, true, "", func() { panic("BOOM") }, "BO.M")
	testCheck(c, check.PanicMatches, false, "", func() { panic("KABOOM") }, "BOOM")
	testCheck(c, check.PanicMatches, true, "", func() bool { panic("BOOM") }, "BO.M")

	// Verify params/names mutation
	params, names := testCheck(c, check.PanicMatches, false, "", func() { panic(errors.New("KABOOM")) }, "BOOM")
	c.Assert(params[0], check.Equals, "KABOOM")
	c.Assert(names[0], check.Equals, "panic")

	// Verify a nil panic
	testCheck(c, check.PanicMatches, false, "Panic value is not a string or an error", func() { panic(nil) }, "")
}

func (s *CheckersS) TestFitsTypeOf(c *check.C) {
	testInfo(c, check.FitsTypeOf, "FitsTypeOf", []string{"obtained", "sample"})

	// Basic types
	testCheck(c, check.FitsTypeOf, true, "", 1, 0)
	testCheck(c, check.FitsTypeOf, false, "", 1, int64(0))

	// Aliases
	testCheck(c, check.FitsTypeOf, false, "", 1, errors.New(""))
	testCheck(c, check.FitsTypeOf, false, "", "error", errors.New(""))
	testCheck(c, check.FitsTypeOf, true, "", errors.New("error"), errors.New(""))

	// Structures
	testCheck(c, check.FitsTypeOf, false, "", 1, simpleStruct{})
	testCheck(c, check.FitsTypeOf, false, "", simpleStruct{42}, &simpleStruct{})
	testCheck(c, check.FitsTypeOf, true, "", simpleStruct{42}, simpleStruct{})
	testCheck(c, check.FitsTypeOf, true, "", &simpleStruct{42}, &simpleStruct{})

	// Some bad values
	testCheck(c, check.FitsTypeOf, false, "Invalid sample value", 1, interface{}(nil))
	testCheck(c, check.FitsTypeOf, false, "", interface{}(nil), 0)
}

func (s *CheckersS) TestImplements(c *check.C) {
	testInfo(c, check.Implements, "Implements", []string{"obtained", "ifaceptr"})

	var e error
	var re runtime.Error
	testCheck(c, check.Implements, true, "", errors.New(""), &e)
	testCheck(c, check.Implements, false, "", errors.New(""), &re)

	// Some bad values
	testCheck(c, check.Implements, false, "ifaceptr should be a pointer to an interface variable", 0, errors.New(""))
	testCheck(c, check.Implements, false, "ifaceptr should be a pointer to an interface variable", 0, interface{}(nil))
	testCheck(c, check.Implements, false, "", interface{}(nil), &e)
}
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// This file contains just a few generic helpers which are used by the
// other test files.

package check_test

import (
	"flag"
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"os"
	"regexp"
	"runtime"
	"testing"
	"time"
)

// We count the number of suites run at least to get a vague hint that the
// test suite is behaving as it should.  Otherwise a bug introduced at the
// very core of the system could go unperceived.
const suitesRunExpected = 8

var suitesRun int = 0

func Test(t *testing.T) {
	check.TestingT(t)
	if suitesRun != suitesRunExpected && flag.Lookup("check.f").Value.String() == "" {
		critical(fmt.Sprintf("Expected %d suites to run rather than %d",
			suitesRunExpected, suitesRun))
	}
}

// -----------------------------------------------------------------------
// Helper functions.

// Break down badly.  This is used in test cases which can't yet assume
// that the fundamental bits are working.
func critical(error string) {
	fmt.Fprintln(os.Stderr, "CRITICAL: "+error)
	os.Exit(1)
}

// Return the file line where it's called.
func getMyLine() int {
	if _, _, line, ok := runtime.Caller(1); ok {
		return line
	}
	return -1
}

// -----------------------------------------------------------------------
// Helper type implementing a basic io.Writer for testing output.

// Type implementing the io.Writer interface for analyzing output.
type String struct {
	value string
}

// The only function required by the io.Writer interface.  Will append
// written data to the String.value string.
func (s *String) Write(p []byte) (n int, err error) {
	s.value += string(p)
	return len(p), nil
}

// Trivial wrapper to test errors happening on a different file
// than the test itself.
func checkEqualWrapper(c *check.C, obtained, expected interface{}) (result bool, line int) {
	return c.Check(obtained, check.Equals, expected), getMyLine()
}

// -----------------------------------------------------------------------
// Helper suite for testing basic fail behavior.

type FailHelper struct {
	testLine int
}

func (s *FailHelper) TestLogAndFail(c *check.C) {
	s.testLine = getMyLine() - 1
	c.Log("Expected failure!")
	c.Fail()
}

// -----------------------------------------------------------------------
// Helper suite for testing basic success behavior.

type SuccessHelper struct{}

func (s *SuccessHelper) TestLogAndSucceed(c *check.C) {
	c.Log("Expected success!")
}

// -----------------------------------------------------------------------
// Helper suite for testing ordering and behavior of fixture.

type FixtureHelper struct {
	calls   []string
	panicOn string
	skip    bool
	skipOnN int
	sleepOn string
	sleep   time.Duration
	bytes   int64
}

func (s *FixtureHelper) trace(name string, c *check.C) {
	s.calls = append(s.calls, name)
	if name == s.panicOn {
		panic(name)
	}
	if s.sleep > 0 && s.sleepOn == name {
		time.Sleep(s.sleep)
	}
	if s.skip && s.skipOnN == len(s.calls)-1 {
		c.Skip("skipOnN == n")
	}
}

func (s *FixtureHelper) SetUpSuite(c *check.C) {
	s.trace("SetUpSuite", c)
}

func (s *FixtureHelper) TearDownSuite(c *check.C) {
	s.trace("TearDownSuite", c)
}

func (s *FixtureHelper) SetUpTest(c *check.C) {
	s.trace("SetUpTest", c)
}

func (s *FixtureHelper) TearDownTest(c *check.C) {
	s.trace("TearDownTest", c)
}

func (s *FixtureHelper) Test1(c *check.C) {
	s.trace("Test1", c)
}

func (s *FixtureHelper) Test2(c *check.C) {
	s.trace("Test2", c)
}

func (s *FixtureHelper) Benchmark1(c *check.C) {
	s.trace("Benchmark1", c)
	for i := 0; i < c.N; i++ {
		time.Sleep(s.sleep)
	}
}

func (s *FixtureHelper) Benchmark2(c *check.C) {
	s.trace("Benchmark2", c)
	c.SetBytes(1024)
	for i := 0; i < c.N; i++ {
		time.Sleep(s.sleep)
	}
}

// -----------------------------------------------------------------------
// Helper which checks the state of the test and ensures that it matches
// the given expectations.  Depends on c.Errorf() working, so shouldn't
// be used to test this one function.

type expectedState struct {
	name   string
	result interface{}
	failed bool
	log    string
}

// Verify the state of the test.  Note that since this also verifies if
// the test is supposed to be in a failed state, no other checks should
// be done in addition to what is being tested.
func checkState(c *check.C, result interface{}, expected *expectedState) {
	failed := c.Failed()
	c.Succeed()
	log := c.GetTestLog()
	matched, matchError := regexp.MatchString("^"+expected.log+"$", log)
	if matchError != nil {
		c.Errorf("Error in matching expression used in testing %s",
			expected.name)
	} else if !matched {
		c.Errorf("%s logged:\n----------\n%s----------\n\nExpected:\n----------\n%s\n----------",
			expected.name, log, expected.log)
	}
	if result != expected.result {
		c.Errorf("%s returned %#v rather than %#v",
			expected.name, result, expected.result)
	}
	if failed != expected.failed {
		if failed {
			c.Errorf("%s has failed when it shouldn't", expected.name)
		} else {
			c.Errorf("%s has not failed when it should", expected.name)
		}
	}
}
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package check

func PrintLine(filename string, line int) (string, error) {
	return printLine(filename, line)
}

func Indent(s, with string) string {
	return indent(s, with)
}
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// Tests for the behavior of the test fixture system.

package check_test

import (
	. "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

// -----------------------------------------------------------------------
// Fixture test suite.

type FixtureS struct{}

var fixtureS = Suite(&FixtureS{})

func (s *FixtureS) TestCountSuite(c *C) {
	suitesRun += 1
}

// -----------------------------------------------------------------------
// Basic fixture ordering verification.

func (s *FixtureS) TestOrder(c *C) {
	helper := FixtureHelper{}
	Run(&helper, nil)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Test2")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	c.Check(helper.calls[7], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 8)
}

// -----------------------------------------------------------------------
// Check the behavior when panics occur within tests and fixtures.

func (s *FixtureS) TestPanicOnTest(c *C) {
	helper := FixtureHelper{panicOn: "Test1"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Test2")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	c.Check(helper.calls[7], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 8)

	expected := "^\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: FixtureHelper.Test1\n\n" +
		"\\.\\.\\. Panic: Test1 \\(PC=[xA-F0-9]+\\)\n\n" +
		".+:[0-9]+\n" +
		"  in panic\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.trace\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.Test1\n$"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnSetUpTest(c *C) {
	helper := FixtureHelper{panicOn: "SetUpTest"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "TearDownTest")
	c.Check(helper.calls[3], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 4)

	expected := "^\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper\\.SetUpTest\n\n" +
		"\\.\\.\\. Panic: SetUpTest \\(PC=[xA-F0-9]+\\)\n\n" +
		".+:[0-9]+\n" +
		"  in panic\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.trace\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.SetUpTest\n" +
		"\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper\\.Test1\n\n" +
		"\\.\\.\\. Panic: Fixture has panicked " +
		"\\(see related PANIC\\)\n$"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnTearDownTest(c *C) {
	helper := FixtureHelper{panicOn: "TearDownTest"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 5)

	expected := "^\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper.TearDownTest\n\n" +
		"\\.\\.\\. Panic: TearDownTest \\(PC=[xA-F0-9]+\\)\n\n" +
		".+:[0-9]+\n" +
		"  in panic\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.trace\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.TearDownTest\n" +
		"\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper\\.Test1\n\n" +
		"\\.\\.\\. Panic: Fixture has panicked " +
		"\\(see related PANIC\\)\n$"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnSetUpSuite(c *C) {
	helper := FixtureHelper{panicOn: "SetUpSuite"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 2)

	expected := "^\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper.SetUpSuite\n\n" +
		"\\.\\.\\. Panic: SetUpSuite \\(PC=[xA-F0-9]+\\)\n\n" +
		".+:[0-9]+\n" +
		"  in panic\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.trace\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.SetUpSuite\n$"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnTearDownSuite(c *C) {
	helper := FixtureHelper{panicOn: "TearDownSuite"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Test2")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	c.Check(helper.calls[7], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 8)

	expected := "^\n-+\n" +
		"PANIC: check_test\\.go:[0-9]+: " +
		"FixtureHelper.TearDownSuite\n\n" +
		"\\.\\.\\. Panic: TearDownSuite \\(PC=[xA-F0-9]+\\)\n\n" +
		".+:[0-9]+\n" +
		"  in panic\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.trace\n" +
		".*check_test.go:[0-9]+\n" +
		"  in FixtureHelper.TearDownSuite\n$"

	c.Check(output.value, Matches, expected)
}

// -----------------------------------------------------------------------
// A wrong argument on a test or fixture will produce a nice error.

func (s *FixtureS) TestPanicOnWrongTestArg(c *C) {
	helper := WrongTestArgHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "TearDownTest")
	c.Check(helper.calls[3], Equals, "SetUpTest")
	c.Check(helper.calls[4], Equals, "Test2")
	c.Check(helper.calls[5], Equals, "TearDownTest")
	c.Check(helper.calls[6], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 7)

	expected := "^\n-+\n" +
		"PANIC: fixture_test\\.go:[0-9]+: " +
		"WrongTestArgHelper\\.Test1\n\n" +
		"\\.\\.\\. Panic: WrongTestArgHelper\\.Test1 argument " +
		"should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnWrongSetUpTestArg(c *C) {
	helper := WrongSetUpTestArgHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(len(helper.calls), Equals, 0)

	expected :=
		"^\n-+\n" +
			"PANIC: fixture_test\\.go:[0-9]+: " +
			"WrongSetUpTestArgHelper\\.SetUpTest\n\n" +
			"\\.\\.\\. Panic: WrongSetUpTestArgHelper\\.SetUpTest argument " +
			"should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnWrongSetUpSuiteArg(c *C) {
	helper := WrongSetUpSuiteArgHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(len(helper.calls), Equals, 0)

	expected :=
		"^\n-+\n" +
			"PANIC: fixture_test\\.go:[0-9]+: " +
			"WrongSetUpSuiteArgHelper\\.SetUpSuite\n\n" +
			"\\.\\.\\. Panic: WrongSetUpSuiteArgHelper\\.SetUpSuite argument " +
			"should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

// -----------------------------------------------------------------------
// Nice errors also when tests or fixture have wrong arg count.

func (s *FixtureS) TestPanicOnWrongTestArgCount(c *C) {
	helper := WrongTestArgCountHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "TearDownTest")
	c.Check(helper.calls[3], Equals, "SetUpTest")
	c.Check(helper.calls[4], Equals, "Test2")
	c.Check(helper.calls[5], Equals, "TearDownTest")
	c.Check(helper.calls[6], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 7)

	expected := "^\n-+\n" +
		"PANIC: fixture_test\\.go:[0-9]+: " +
		"WrongTestArgCountHelper\\.Test1\n\n" +
		"\\.\\.\\. Panic: WrongTestArgCountHelper\\.Test1 argument " +
		"should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnWrongSetUpTestArgCount(c *C) {
	helper := WrongSetUpTestArgCountHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(len(helper.calls), Equals, 0)

	expected :=
		"^\n-+\n" +
			"PANIC: fixture_test\\.go:[0-9]+: " +
			"WrongSetUpTestArgCountHelper\\.SetUpTest\n\n" +
			"\\.\\.\\. Panic: WrongSetUpTestArgCountHelper\\.SetUpTest argument " +
			"should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

func (s *FixtureS) TestPanicOnWrongSetUpSuiteArgCount(c *C) {
	helper := WrongSetUpSuiteArgCountHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(len(helper.calls), Equals, 0)

	expected :=
		"^\n-+\n" +
			"PANIC: fixture_test\\.go:[0-9]+: " +
			"WrongSetUpSuiteArgCountHelper\\.SetUpSuite\n\n" +
			"\\.\\.\\. Panic: WrongSetUpSuiteArgCountHelper" +
			"\\.SetUpSuite argument should be \\*check\\.C\n"

	c.Check(output.value, Matches, expected)
}

// -----------------------------------------------------------------------
// Helper test suites with wrong function arguments.

type WrongTestArgHelper struct {
	FixtureHelper
}

func (s *WrongTestArgHelper) Test1(t int) {
}

type WrongSetUpTestArgHelper struct {
	FixtureHelper
}

func (s *WrongSetUpTestArgHelper) SetUpTest(t int) {
}

type WrongSetUpSuiteArgHelper struct {
	FixtureHelper
}

func (s *WrongSetUpSuiteArgHelper) SetUpSuite(t int) {
}

type WrongTestArgCountHelper struct {
	FixtureHelper
}

func (s *WrongTestArgCountHelper) Test1(c *C, i int) {
}

type WrongSetUpTestArgCountHelper struct {
	FixtureHelper
}

func (s *WrongSetUpTestArgCountHelper) SetUpTest(c *C, i int) {
}

type WrongSetUpSuiteArgCountHelper struct {
	FixtureHelper
}

func (s *WrongSetUpSuiteArgCountHelper) SetUpSuite(c *C, i int) {
}

// -----------------------------------------------------------------------
// Ensure fixture doesn't run without tests.

type NoTestsHelper struct {
	hasRun bool
}

func (s *NoTestsHelper) SetUpSuite(c *C) {
	s.hasRun = true
}

func (s *NoTestsHelper) TearDownSuite(c *C) {
	s.hasRun = true
}

func (s *FixtureS) TestFixtureDoesntRunWithoutTests(c *C) {
	helper := NoTestsHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Check(helper.hasRun, Equals, false)
}

// -----------------------------------------------------------------------
// Verify that checks and assertions work correctly inside the fixture.

type FixtureCheckHelper struct {
	fail      string
	completed bool
}

func (s *FixtureCheckHelper) SetUpSuite(c *C) {
	switch s.fail {
	case "SetUpSuiteAssert":
		c.Assert(false, Equals, true)
	case "SetUpSuiteCheck":
		c.Check(false, Equals, true)
	}
	s.completed = true
}

func (s *FixtureCheckHelper) SetUpTest(c *C) {
	switch s.fail {
	case "SetUpTestAssert":
		c.Assert(false, Equals, true)
	case "SetUpTestCheck":
		c.Check(false, Equals, true)
	}
	s.completed = true
}

func (s *FixtureCheckHelper) Test(c *C) {
	// Do nothing.
}

func (s *FixtureS) TestSetUpSuiteCheck(c *C) {
	helper := FixtureCheckHelper{fail: "SetUpSuiteCheck"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Assert(output.value, Matches,
		"\n---+\n"+
			"FAIL: fixture_test\\.go:[0-9]+: "+
			"FixtureCheckHelper\\.SetUpSuite\n\n"+
			"fixture_test\\.go:[0-9]+:\n"+
			"    c\\.Check\\(false, Equals, true\\)\n"+
			"\\.+ obtained bool = false\n"+
			"\\.+ expected bool = true\n\n")
	c.Assert(helper.completed, Equals, true)
}

func (s *FixtureS) TestSetUpSuiteAssert(c *C) {
	helper := FixtureCheckHelper{fail: "SetUpSuiteAssert"}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Assert(output.value, Matches,
		"\n---+\n"+
			"FAIL: fixture_test\\.go:[0-9]+: "+
			"FixtureCheckHelper\\.SetUpSuite\n\n"+
			"fixture_test\\.go:[0-9]+:\n"+
			"    c\\.Assert\\(false, Equals, true\\)\n"+
			"\\.+ obtained bool = false\n"+
			"\\.+ expected bool = true\n\n")
	c.Assert(helper.completed, Equals, false)
}

// -----------------------------------------------------------------------
// Verify that logging within SetUpTest() persists within the test log itself.

type FixtureLogHelper struct {
	c *C
}

func (s *FixtureLogHelper) SetUpTest(c *C) {
	s.c = c
	c.Log("1")
}

func (s *FixtureLogHelper) Test(c *C) {
	c.Log("2")
	s.c.Log("3")
	c.Log("4")
	c.Fail()
}

func (s *FixtureLogHelper) TearDownTest(c *C) {
	s.c.Log("5")
}

func (s *FixtureS) TestFixtureLogging(c *C) {
	helper := FixtureLogHelper{}
	output := String{}
	Run(&helper, &RunConf{Output: &output})
	c.Assert(output.value, Matches,
		"\n---+\n"+
			"FAIL: fixture_test\\.go:[0-9]+: "+
			"FixtureLogHelper\\.Test\n\n"+
			"1\n2\n3\n4\n5\n")
}

// -----------------------------------------------------------------------
// Skip() within fixture methods.

func (s *FixtureS) TestSkipSuite(c *C) {
	helper := FixtureHelper{skip: true, skipOnN: 0}
	output := String{}
	result := Run(&helper, &RunConf{Output: &output})
	c.Assert(output.value, Equals, "")
	c.Assert(helper.calls[0], Equals, "SetUpSuite")
	c.Assert(helper.calls[1], Equals, "TearDownSuite")
	c.Assert(len(helper.calls), Equals, 2)
	c.Assert(result.Skipped, Equals, 2)
}

func (s *FixtureS) TestSkipTest(c *C) {
	helper := FixtureHelper{skip: true, skipOnN: 1}
	output := String{}
	result := Run(&helper, &RunConf{Output: &output})
	c.Assert(helper.calls[0], Equals, "SetUpSuite")
	c.Assert(helper.calls[1], Equals, "SetUpTest")
	c.Assert(helper.calls[2], Equals, "SetUpTest")
	c.Assert(helper.calls[3], Equals, "Test2")
	c.Assert(helper.calls[4], Equals, "TearDownTest")
	c.Assert(helper.calls[5], Equals, "TearDownSuite")
	c.Assert(len(helper.calls), Equals, 6)
	c.Assert(result.Skipped, Equals, 1)
}
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// These tests check that the foundations of gocheck are working properly.
// They already assume that fundamental failing is working already, though,
// since this was tested in bootstrap_test.go. Even then, some care may
// still have to be taken when using external functions, since they should
// of course not rely on functionality tested here.

package check_test

import (
	"fmt"
	"github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"log"
	"os"
	"regexp"
	"strings"
)

// -----------------------------------------------------------------------
// Foundation test suite.

type FoundationS struct{}

var foundationS = check.Suite(&FoundationS{})

func (s *FoundationS) TestCountSuite(c *check.C) {
	suitesRun += 1
}

func (s *FoundationS) TestErrorf(c *check.C) {
	// Do not use checkState() here.  It depends on Errorf() working.
	expectedLog := fmt.Sprintf("foundation_test.go:%d:\n"+
		"    c.Errorf(\"Error %%v!\", \"message\")\n"+
		"... Error: Error message!\n\n",
		getMyLine()+1)
	c.Errorf("Error %v!", "message")
	failed := c.Failed()
	c.Succeed()
	if log := c.GetTestLog(); log != expectedLog {
		c.Logf("Errorf() logged %#v rather than %#v", log, expectedLog)
		c.Fail()
	}
	if !failed {
		c.Logf("Errorf() didn't put the test in a failed state")
		c.Fail()
	}
}

func (s *FoundationS) TestError(c *check.C) {
	expectedLog := fmt.Sprintf("foundation_test.go:%d:\n"+
		"    c\\.Error\\(\"Error \", \"message!\"\\)\n"+
		"\\.\\.\\. Error: Error message!\n\n",
		getMyLine()+1)
	c.Error("Error ", "message!")
	checkState(c, nil,
		&expectedState{
			name:   "Error(`Error `, `message!`)",
			failed: true,
			log:    expectedLog,
		})
}

func (s *FoundationS) TestFailNow(c *check.C) {
	defer (func() {
		if !c.Failed() {
			c.Error("FailNow() didn't fail the test")
		} else {
			c.Succeed()
			if c.GetTestLog() != "" {
				c.Error("Something got logged:\n" + c.GetTestLog())
			}
		}
	})()

	c.FailNow()
	c.Log("FailNow() didn't stop the test")
}

func (s *FoundationS) TestSucceedNow(c *check.C) {
	defer (func() {
		if c.Failed() {
			c.Error("SucceedNow() didn't succeed the test")
		}
		if c.GetTestLog() != "" {
			c.Error("Something got logged:\n" + c.GetTestLog())
		}
	})()

	c.Fail()
	c.SucceedNow()
	c.Log("SucceedNow() didn't stop the test")
}

func (s *FoundationS) TestFailureHeader(c *check.C) {
	output := String{}
	failHelper := FailHelper{}
	check.Run(&failHelper, &check.RunConf{Output: &output})
	header := fmt.Sprintf(""+
		"\n-----------------------------------"+
		"-----------------------------------\n"+
		"FAIL: check_test.go:%d: FailHelper.TestLogAndFail\n",
		failHelper.testLine)
	if strings.Index(output.value, header) == -1 {
		c.Errorf(""+
			"Failure didn't print a proper header.\n"+
			"... Got:\n%s... Expected something with:\n%s",
			output.value, header)
	}
}

func (s *FoundationS) TestFatal(c *check.C) {
	var line int
	defer (func() {
		if !c.Failed() {
			c.Error("Fatal() didn't fail the test")
		} else {
			c.Succeed()
			expected := fmt.Sprintf("foundation_test.go:%d:\n"+
				"    c.Fatal(\"Die \", \"now!\")\n"+
				"... Error: Die now!\n\n",
				line)
			if c.GetTestLog() != expected {
				c.Error("Incorrect log:", c.GetTestLog())
			}
		}
	})()

	line = getMyLine() + 1
	c.Fatal("Die ", "now!")
	c.Log("Fatal() didn't stop the test")
}

func (s *FoundationS) TestFatalf(c *check.C) {
	var line int
	defer (func() {
		if !c.Failed() {
			c.Error("Fatalf() didn't fail the test")
		} else {
			c.Succeed()
			expected := fmt.Sprintf("foundation_test.go:%d:\n"+
				"    c.Fatalf(\"Die %%s!\", \"now\")\n"+
				"... Error: Die now!\n\n",
				line)
			if c.GetTestLog() != expected {
				c.Error("Incorrect log:", c.GetTestLog())
			}
		}
	})()

	line = getMyLine() + 1
	c.Fatalf("Die %s!", "now")
	c.Log("Fatalf() didn't stop the test")
}

func (s *FoundationS) TestCallerLoggingInsideTest(c *check.C) {
	log := fmt.Sprintf(""+
		"foundation_test.go:%d:\n"+
		"    result := c.Check\\(10, check.Equals, 20\\)\n"+
		"\\.\\.\\. obtained int = 10\n"+
		"\\.\\.\\. expected int = 20\n\n",
		getMyLine()+1)
	result := c.Check(10, check.Equals, 20)
	checkState(c, result,
		&expectedState{
			name:   "Check(10, Equals, 20)",
			result: false,
			failed: true,
			log:    log,
		})
}

func (s *FoundationS) TestCallerLoggingInDifferentFile(c *check.C) {
	result, line := checkEqualWrapper(c, 10, 20)
	testLine := getMyLine() - 1
	log := fmt.Sprintf(""+
		"foundation_test.go:%d:\n"+
		"    result, line := checkEqualWrapper\\(c, 10, 20\\)\n"+
		"check_test.go:%d:\n"+
		"    return c.Check\\(obtained, check.Equals, expected\\), getMyLine\\(\\)\n"+
		"\\.\\.\\. obtained int = 10\n"+
		"\\.\\.\\. expected int = 20\n\n",
		testLine, line)
	checkState(c, result,
		&expectedState{
			name:   "Check(10, Equals, 20)",
			result: false,
			failed: true,
			log:    log,
		})
}

// -----------------------------------------------------------------------
// ExpectFailure() inverts the logic of failure.

type ExpectFailureSucceedHelper struct{}

func (s *ExpectFailureSucceedHelper) TestSucceed(c *check.C) {
	c.ExpectFailure("It booms!")
	c.Error("Boom!")
}

type ExpectFailureFailHelper struct{}

func (s *ExpectFailureFailHelper) TestFail(c *check.C) {
	c.ExpectFailure("Bug #XYZ")
}

func (s *FoundationS) TestExpectFailureFail(c *check.C) {
	helper := ExpectFailureFailHelper{}
	output := String{}
	result := check.Run(&helper, &check.RunConf{Output: &output})

	expected := "" +
		"^\n-+\n" +
		"FAIL: foundation_test\\.go:[0-9]+:" +
		" ExpectFailureFailHelper\\.TestFail\n\n" +
		"\\.\\.\\. Error: Test succeeded, but was expected to fail\n" +
		"\\.\\.\\. Reason: Bug #XYZ\n$"

	matched, err := regexp.MatchString(expected, output.value)
	if err != nil {
		c.Error("Bad expression: ", expected)
	} else if !matched {
		c.Error("ExpectFailure() didn't log properly:\n", output.value)
	}

	c.Assert(result.ExpectedFailures, check.Equals, 0)
}

func (s *FoundationS) TestExpectFailureSucceed(c *check.C) {
	helper := ExpectFailureSucceedHelper{}
	output := String{}
	result := check.Run(&helper, &check.RunConf{Output: &output})

	c.Assert(output.value, check.Equals, "")
	c.Assert(result.ExpectedFailures, check.Equals, 1)
}

func (s *FoundationS) TestExpectFailureSucceedVerbose(c *check.C) {
	helper := ExpectFailureSucceedHelper{}
	output := String{}
	result := check.Run(&helper, &check.RunConf{Output: &output, Verbose: true})

	expected := "" +
		"FAIL EXPECTED: foundation_test\\.go:[0-9]+:" +
		" ExpectFailureSucceedHelper\\.TestSucceed \\(It booms!\\)\t *[.0-9]+s\n"

	matched, err := regexp.MatchString(expected, output.value)
	if err != nil {
		c.Error("Bad expression: ", expected)
	} else if !matched {
		c.Error("ExpectFailure() didn't log properly:\n", output.value)
	}

	c.Assert(result.ExpectedFailures, check.Equals, 1)
}

// -----------------------------------------------------------------------
// Skip() allows stopping a test without positive/negative results.

type SkipTestHelper struct{}

func (s *SkipTestHelper) TestFail(c *check.C) {
	c.Skip("Wrong platform or whatever")
	c.Error("Boom!")
}

func (s *FoundationS) TestSkip(c *check.C) {
	helper := SkipTestHelper{}
	output := String{}
	check.Run(&helper, &check.RunConf{Output: &output})

	if output.value != "" {
		c.Error("Skip() logged something:\n", output.value)
	}
}

func (s *FoundationS) TestSkipVerbose(c *check.C) {
	helper := SkipTestHelper{}
	output := String{}
	check.Run(&helper, &check.RunConf{Output: &output, Verbose: true})

	expected := "SKIP: foundation_test\\.go:[0-9]+: SkipTestHelper\\.TestFail" +
		" \\(Wrong platform or whatever\\)"
	matched, err := regexp.MatchString(expected, output.value)
	if err != nil {
		c.Error("Bad expression: ", expected)
	} else if !matched {
		c.Error("Skip() didn't log properly:\n", output.value)
	}
}

// -----------------------------------------------------------------------
// Check minimum *log.Logger interface provided by *check.C.

type minLogger interface {
	Output(calldepth int, s string) error
}

func (s *BootstrapS) TestMinLogger(c *check.C) {
	var logger minLogger
	logger = log.New(os.Stderr, "", 0)
	logger = c
	logger.Output(0, "Hello there")
	expected := `\[LOG\] [0-9]+:[0-9][0-9]\.[0-9][0-9][0-9] +Hello there\n`
	output := c.GetTestLog()
	c.Assert(output, check.Matches, expected)
}

// -----------------------------------------------------------------------
// Ensure that suites with embedded types are working fine, including the
// the workaround for issue 906.

type EmbeddedInternalS struct {
	called bool
}

type EmbeddedS struct {
	EmbeddedInternalS
}

var embeddedS = check.Suite(&EmbeddedS{})

func (s *EmbeddedS) TestCountSuite(c *check.C) {
	suitesRun += 1
}

func (s *EmbeddedInternalS) TestMethod(c *check.C) {
	c.Error("TestMethod() of the embedded type was called!?")
}

func (s *EmbeddedS) TestMethod(c *check.C) {
	// http://code.google.com/p/go/issues/detail?id=906
	c.Check(s.called, check.Equals, false) // Go issue 906 is affecting the runner?
	s.called = true
}
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package check

import (
	"fmt"
	"strings"
	"time"
)

// -----------------------------------------------------------------------
// Basic succeeding/failing logic.

// Failed returns whether the currently running test has already failed.
func (c *C) Failed() bool {
	return c.status == failedSt
}

// Fail marks the currently running test as failed.
//
// Something ought to have been previously logged so the developer can tell
// what went wrong. The higher level helper functions will fail the test
// and do the logging properly.
func (c *C) Fail() {
	c.status = failedSt
}

// FailNow marks the currently running test as failed and stops running it.
// Something ought to have been previously logged so the developer can tell
// what went wrong. The higher level helper functions will fail the test
// and do the logging properly.
func (c *C) FailNow() {
	c.Fail()
	c.stopNow()
}

// Succeed marks the currently running test as succeeded, undoing any
// previous failures.
func (c *C) Succeed() {
	c.status = succeededSt
}

// SucceedNow marks the currently running test as succeeded, undoing any
// previous failures, and stops running the test.
func (c *C) SucceedNow() {
	c.Succeed()
	c.stopNow()
}

// ExpectFailure informs that the running test is knowingly broken for
// the provided reason. If the test does not fail, an error will be reported
// to raise attention to this fact. This method is useful to temporarily
// disable tests which cover well known problems until a better time to
// fix the problem is found, without forgetting about the fact that a
// failure still exists.
func (c *C) ExpectFailure(reason string) {
	if reason == "" {
		panic("Missing reason why the test is expected to fail")
	}
	c.mustFail = true
	c.reason = reason
}

// Skip skips the running test for the provided reason. If run from within
// SetUpTest, the individual test being set up will be skipped, and if run
// from within SetUpSuite, the whole suite is skipped.
func (c *C) Skip(reason string) {
	if reason == "" {
		panic("Missing reason why the test is being skipped")
	}
	c.reason = reason
	c.status = skippedSt
	c.stopNow()
}

// -----------------------------------------------------------------------
// Basic logging.

// GetTestLog returns the current test error output.
func (c *C) GetTestLog() string {
	return c.logb.String()
}

// Log logs some information into the test error output.
// The provided arguments are assembled together into a string with fmt.Sprint.
func (c *C) Log(args ...interface{}) {
	c.log(args...)
}

// Log logs some information into the test error output.
// The provided arguments are assembled together into a string with fmt.Sprintf.
func (c *C) Logf(format string, args ...interface{}) {
	c.logf(format, args...)
}

// Output enables *C to be used as a logger in functions that require only
// the minimum interface of *log.Logger.
func (c *C) Output(calldepth int, s string) error {
	d := time.Now().Sub(c.startTime)
	msec := d / time.Millisecond
	sec := d / time.Second
	min := d / time.Minute

	c.Logf("[LOG] %d:%02d.%03d %s", min, sec%60, msec%1000, s)
	return nil
}

// Error logs an error into the test error output and marks the test as failed.
// The provided arguments are assembled together into a string with fmt.Sprint.
func (c *C) Error(args ...interface{}) {
	c.logCaller(1)
	c.logString(fmt.Sprint("Error: ", fmt.Sprint(args...)))
	c.logNewLine()
	c.Fail()
}

// Errorf logs an error into the test error output and marks the test as failed.
// The provided arguments are assembled together into a string with fmt.Sprintf.
func (c *C) Errorf(format string, args ...interface{}) {
	c.logCaller(1)
	c.logString(fmt.Sprintf("Error: "+format, args...))
	c.logNewLine()
	c.Fail()
}

// Fatal logs an error into the test error output, marks the test as failed, and
// stops the test execution. The provided arguments are assembled together into
// a string with fmt.Sprint.
func (c *C) Fatal(args ...interface{}) {
	c.logCaller(1)
	c.logString(fmt.Sprint("Error: ", fmt.Sprint(args...)))
	c.logNewLine()
	c.FailNow()
}

// Fatlaf logs an error into the test error output, marks the test as failed, and
// stops the test execution. The provided arguments are assembled together into
// a string with fmt.Sprintf.
func (c *C) Fatalf(format string, args ...interface{}) {
	c.logCaller(1)
	c.logString(fmt.Sprint("Error: ", fmt.Sprintf(format, args...)))
	c.logNewLine()
	c.FailNow()
}

// -----------------------------------------------------------------------
// Generic checks and assertions based on checkers.

// Check verifies if the first value matches the expected value according
// to the provided checker. If they do not match, an error is logged, the
// test is marked as failed, and the test execution continues.
//
// Some checkers may not need the expected argument (e.g. IsNil).
//
// Extra arguments provided to the function are logged next to the reported
// problem when the matching fails.
func (c *C) Check(obtained interface{}, checker Checker, args ...interface{}) bool {
	return c.internalCheck("Check", obtained, checker, args...)
}

// Assert ensures that the first value matches the expected value according
// to the provided checker. If they do not match, an error is logged, the
// test is marked as failed, and the test execution stops.
//
// Some checkers may not need the expected argument (e.g. IsNil).
//
// Extra arguments provided to the function are logged next to the reported
// problem when the matching fails.
func (c *C) Assert(obtained interface{}, checker Checker, args ...interface{}) {
	if !c.internalCheck("Assert", obtained, checker, args...) {
		c.stopNow()
	}
}

func (c *C) internalCheck(funcName string, obtained interface{}, checker Checker, args ...interface{}) bool {
	if checker == nil {
		c.logCaller(2)
		c.logString(fmt.Sprintf("%s(obtained, nil!?, ...):", funcName))
		c.logString("Oops.. you've provided a nil checker!")
		c.logNewLine()
		c.Fail()
		return false
	}

	// If the last argument is a bug info, extract it out.
	var comment CommentInterface
	if len(args) > 0 {
		if c, ok := args[len(args)-1].(CommentInterface); ok {
			comment = c
			args = args[:len(args)-1]
		}
	}

	params := append([]interface{}{obtained}, args...)
	info := checker.Info()

	if len(params) != len(info.Params) {
		names := append([]string{info.Params[0], info.Name}, info.Params[1:]...)
		c.logCaller(2)
		c.logString(fmt.Sprintf("%s(%s):", funcName, strings.Join(names, ", ")))
		c.logString(fmt.Sprintf("Wrong number of parameters for %s: want %d, got %d", info.Name, len(names), len(params)+1))
		c.logNewLine()
		c.Fail()
		return false
	}

	// Copy since it may be mutated by Check.
	names := append([]string{}, info.Params...)

	// Do the actual check.
	result, error := checker.Check(params, names)
	if !result || error != "" {
		c.logCaller(2)
		for i := 0; i != len(params); i++ {
			c.logValue(names[i], params[i])
		}
		if comment != nil {
			c.logString(comment.CheckCommentString())
		}
		if error != "" {
			c.logString(error)
		}
		c.logNewLine()
		c.Fail()
		return false
	}
	return true
}
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// These tests verify the inner workings of the helper methods associated
// with check.T.

package check_test

import (
	"github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"os"
	"reflect"
	"runtime"
	"sync"
)

var helpersS = check.Suite(&HelpersS{})

type HelpersS struct{}

func (s *HelpersS) TestCountSuite(c *check.C) {
	suitesRun += 1
}

// -----------------------------------------------------------------------
// Fake checker and bug info to verify the behavior of Assert() and Check().

type MyChecker struct {
	info   *check.CheckerInfo
	params []interface{}
	names  []string
	result bool
	error  string
}

func (checker *MyChecker) Info() *check.CheckerInfo {
	if checker.info == nil {
		return &check.CheckerInfo{Name: "MyChecker", Params: []string{"myobtained", "myexpected"}}
	}
	return checker.info
}

func (checker *MyChecker) Check(params []interface{}, names []string) (bool, string) {
	rparams := checker.params
	rnames := checker.names
	checker.params = append([]interface{}{}, params...)
	checker.names = append([]string{}, names...)
	if rparams != nil {
		copy(params, rparams)
	}
	if rnames != nil {
		copy(names, rnames)
	}
	return checker.result, checker.error
}

type myCommentType string

func (c myCommentType) CheckCommentString() string {
	return string(c)
}

func myComment(s string) myCommentType {
	return myCommentType(s)
}

// -----------------------------------------------------------------------
// Ensure a real checker actually works fine.

func (s *HelpersS) TestCheckerInterface(c *check.C) {
	testHelperSuccess(c, "Check(1, Equals, 1)", true, func() interface{} {
		return c.Check(1, check.Equals, 1)
	})
}

// -----------------------------------------------------------------------
// Tests for Check(), mostly the same as for Assert() following these.

func (s *HelpersS) TestCheckSucceedWithExpected(c *check.C) {
	checker := &MyChecker{result: true}
	testHelperSuccess(c, "Check(1, checker, 2)", true, func() interface{} {
		return c.Check(1, checker, 2)
	})
	if !reflect.DeepEqual(checker.params, []interface{}{1, 2}) {
		c.Fatalf("Bad params for check: %#v", checker.params)
	}
}

func (s *HelpersS) TestCheckSucceedWithoutExpected(c *check.C) {
	checker := &MyChecker{result: true, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	testHelperSuccess(c, "Check(1, checker)", true, func() interface{} {
		return c.Check(1, checker)
	})
	if !reflect.DeepEqual(checker.params, []interface{}{1}) {
		c.Fatalf("Bad params for check: %#v", checker.params)
	}
}

func (s *HelpersS) TestCheckFailWithExpected(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, 2\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n\n"
	testHelperFailure(c, "Check(1, checker, 2)", false, false, log,
		func() interface{} {
			return c.Check(1, checker, 2)
		})
}

func (s *HelpersS) TestCheckFailWithExpectedAndComment(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, 2, myComment\\(\"Hello world!\"\\)\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n" +
		"\\.+ Hello world!\n\n"
	testHelperFailure(c, "Check(1, checker, 2, msg)", false, false, log,
		func() interface{} {
			return c.Check(1, checker, 2, myComment("Hello world!"))
		})
}

func (s *HelpersS) TestCheckFailWithExpectedAndStaticComment(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    // Nice leading comment\\.\n" +
		"    return c\\.Check\\(1, checker, 2\\) // Hello there\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n\n"
	testHelperFailure(c, "Check(1, checker, 2, msg)", false, false, log,
		func() interface{} {
			// Nice leading comment.
			return c.Check(1, checker, 2) // Hello there
		})
}

func (s *HelpersS) TestCheckFailWithoutExpected(c *check.C) {
	checker := &MyChecker{result: false, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker\\)\n" +
		"\\.+ myvalue int = 1\n\n"
	testHelperFailure(c, "Check(1, checker)", false, false, log,
		func() interface{} {
			return c.Check(1, checker)
		})
}

func (s *HelpersS) TestCheckFailWithoutExpectedAndMessage(c *check.C) {
	checker := &MyChecker{result: false, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, myComment\\(\"Hello world!\"\\)\\)\n" +
		"\\.+ myvalue int = 1\n" +
		"\\.+ Hello world!\n\n"
	testHelperFailure(c, "Check(1, checker, msg)", false, false, log,
		func() interface{} {
			return c.Check(1, checker, myComment("Hello world!"))
		})
}

func (s *HelpersS) TestCheckWithMissingExpected(c *check.C) {
	checker := &MyChecker{result: true}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker\\)\n" +
		"\\.+ Check\\(myobtained, MyChecker, myexpected\\):\n" +
		"\\.+ Wrong number of parameters for MyChecker: " +
		"want 3, got 2\n\n"
	testHelperFailure(c, "Check(1, checker, !?)", false, false, log,
		func() interface{} {
			return c.Check(1, checker)
		})
}

func (s *HelpersS) TestCheckWithTooManyExpected(c *check.C) {
	checker := &MyChecker{result: true}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, 2, 3\\)\n" +
		"\\.+ Check\\(myobtained, MyChecker, myexpected\\):\n" +
		"\\.+ Wrong number of parameters for MyChecker: " +
		"want 3, got 4\n\n"
	testHelperFailure(c, "Check(1, checker, 2, 3)", false, false, log,
		func() interface{} {
			return c.Check(1, checker, 2, 3)
		})
}

func (s *HelpersS) TestCheckWithError(c *check.C) {
	checker := &MyChecker{result: false, error: "Some not so cool data provided!"}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, 2\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n" +
		"\\.+ Some not so cool data provided!\n\n"
	testHelperFailure(c, "Check(1, checker, 2)", false, false, log,
		func() interface{} {
			return c.Check(1, checker, 2)
		})
}

func (s *HelpersS) TestCheckWithNilChecker(c *check.C) {
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, nil\\)\n" +
		"\\.+ Check\\(obtained, nil!\\?, \\.\\.\\.\\):\n" +
		"\\.+ Oops\\.\\. you've provided a nil checker!\n\n"
	testHelperFailure(c, "Check(obtained, nil)", false, false, log,
		func() interface{} {
			return c.Check(1, nil)
		})
}

func (s *HelpersS) TestCheckWithParamsAndNamesMutation(c *check.C) {
	checker := &MyChecker{result: false, params: []interface{}{3, 4}, names: []string{"newobtained", "newexpected"}}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    return c\\.Check\\(1, checker, 2\\)\n" +
		"\\.+ newobtained int = 3\n" +
		"\\.+ newexpected int = 4\n\n"
	testHelperFailure(c, "Check(1, checker, 2) with mutation", false, false, log,
		func() interface{} {
			return c.Check(1, checker, 2)
		})
}

// -----------------------------------------------------------------------
// Tests for Assert(), mostly the same as for Check() above.

func (s *HelpersS) TestAssertSucceedWithExpected(c *check.C) {
	checker := &MyChecker{result: true}
	testHelperSuccess(c, "Assert(1, checker, 2)", nil, func() interface{} {
		c.Assert(1, checker, 2)
		return nil
	})
	if !reflect.DeepEqual(checker.params, []interface{}{1, 2}) {
		c.Fatalf("Bad params for check: %#v", checker.params)
	}
}

func (s *HelpersS) TestAssertSucceedWithoutExpected(c *check.C) {
	checker := &MyChecker{result: true, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	testHelperSuccess(c, "Assert(1, checker)", nil, func() interface{} {
		c.Assert(1, checker)
		return nil
	})
	if !reflect.DeepEqual(checker.params, []interface{}{1}) {
		c.Fatalf("Bad params for check: %#v", checker.params)
	}
}

func (s *HelpersS) TestAssertFailWithExpected(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker, 2\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n\n"
	testHelperFailure(c, "Assert(1, checker, 2)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker, 2)
			return nil
		})
}

func (s *HelpersS) TestAssertFailWithExpectedAndMessage(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker, 2, myComment\\(\"Hello world!\"\\)\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n" +
		"\\.+ Hello world!\n\n"
	testHelperFailure(c, "Assert(1, checker, 2, msg)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker, 2, myComment("Hello world!"))
			return nil
		})
}

func (s *HelpersS) TestAssertFailWithoutExpected(c *check.C) {
	checker := &MyChecker{result: false, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker\\)\n" +
		"\\.+ myvalue int = 1\n\n"
	testHelperFailure(c, "Assert(1, checker)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker)
			return nil
		})
}

func (s *HelpersS) TestAssertFailWithoutExpectedAndMessage(c *check.C) {
	checker := &MyChecker{result: false, info: &check.CheckerInfo{Params: []string{"myvalue"}}}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker, myComment\\(\"Hello world!\"\\)\\)\n" +
		"\\.+ myvalue int = 1\n" +
		"\\.+ Hello world!\n\n"
	testHelperFailure(c, "Assert(1, checker, msg)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker, myComment("Hello world!"))
			return nil
		})
}

func (s *HelpersS) TestAssertWithMissingExpected(c *check.C) {
	checker := &MyChecker{result: true}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker\\)\n" +
		"\\.+ Assert\\(myobtained, MyChecker, myexpected\\):\n" +
		"\\.+ Wrong number of parameters for MyChecker: " +
		"want 3, got 2\n\n"
	testHelperFailure(c, "Assert(1, checker, !?)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker)
			return nil
		})
}

func (s *HelpersS) TestAssertWithError(c *check.C) {
	checker := &MyChecker{result: false, error: "Some not so cool data provided!"}
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, checker, 2\\)\n" +
		"\\.+ myobtained int = 1\n" +
		"\\.+ myexpected int = 2\n" +
		"\\.+ Some not so cool data provided!\n\n"
	testHelperFailure(c, "Assert(1, checker, 2)", nil, true, log,
		func() interface{} {
			c.Assert(1, checker, 2)
			return nil
		})
}

func (s *HelpersS) TestAssertWithNilChecker(c *check.C) {
	log := "(?s)helpers_test\\.go:[0-9]+:.*\nhelpers_test\\.go:[0-9]+:\n" +
		"    c\\.Assert\\(1, nil\\)\n" +
		"\\.+ Assert\\(obtained, nil!\\?, \\.\\.\\.\\):\n" +
		"\\.+ Oops\\.\\. you've provided a nil checker!\n\n"
	testHelperFailure(c, "Assert(obtained, nil)", nil, true, log,
		func() interface{} {
			c.Assert(1, nil)
			return nil
		})
}

// -----------------------------------------------------------------------
// Ensure that values logged work properly in some interesting cases.

func (s *HelpersS) TestValueLoggingWithArrays(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test.go:[0-9]+:.*\nhelpers_test.go:[0-9]+:\n" +
		"    return c\\.Check\\(\\[\\]byte{1, 2}, checker, \\[\\]byte{1, 3}\\)\n" +
		"\\.+ myobtained \\[\\]uint8 = \\[\\]byte{0x1, 0x2}\n" +
		"\\.+ myexpected \\[\\]uint8 = \\[\\]byte{0x1, 0x3}\n\n"
	testHelperFailure(c, "Check([]byte{1}, chk, []byte{3})", false, false, log,
		func() interface{} {
			return c.Check([]byte{1, 2}, checker, []byte{1, 3})
		})
}

func (s *HelpersS) TestValueLoggingWithMultiLine(c *check.C) {
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test.go:[0-9]+:.*\nhelpers_test.go:[0-9]+:\n" +
		"    return c\\.Check\\(\"a\\\\nb\\\\n\", checker, \"a\\\\nb\\\\nc\"\\)\n" +
		"\\.+ myobtained string = \"\" \\+\n" +
		"\\.+     \"a\\\\n\" \\+\n" +
		"\\.+     \"b\\\\n\"\n" +
		"\\.+ myexpected string = \"\" \\+\n" +
		"\\.+     \"a\\\\n\" \\+\n" +
		"\\.+     \"b\\\\n\" \\+\n" +
		"\\.+     \"c\"\n\n"
	testHelperFailure(c, `Check("a\nb\n", chk, "a\nb\nc")`, false, false, log,
		func() interface{} {
			return c.Check("a\nb\n", checker, "a\nb\nc")
		})
}

func (s *HelpersS) TestValueLoggingWithMultiLineException(c *check.C) {
	// If the newline is at the end of the string, don't log as multi-line.
	checker := &MyChecker{result: false}
	log := "(?s)helpers_test.go:[0-9]+:.*\nhelpers_test.go:[0-9]+:\n" +
		"    return c\\.Check\\(\"a b\\\\n\", checker, \"a\\\\nb\"\\)\n" +
		"\\.+ myobtained string = \"a b\\\\n\"\n" +
		"\\.+ myexpected string = \"\" \\+\n" +
		"\\.+     \"a\\\\n\" \\+\n" +
		"\\.+     \"b\"\n\n"
	testHelperFailure(c, `Check("a b\n", chk, "a\nb")`, false, false, log,
		func() interface{} {
			return c.Check("a b\n", checker, "a\nb")
		})
}

// -----------------------------------------------------------------------
// MakeDir() tests.

type MkDirHelper struct {
	path1  string
	path2  string
	isDir1 bool
	isDir2 bool
	isDir3 bool
	isDir4 bool
}

func (s *MkDirHelper) SetUpSuite(c *check.C) {
	s.path1 = c.MkDir()
	s.isDir1 = isDir(s.path1)
}

func (s *MkDirHelper) Test(c *check.C) {
	s.path2 = c.MkDir()
	s.isDir2 = isDir(s.path2)
}

func (s *MkDirHelper) TearDownSuite(c *check.C) {
	s.isDir3 = isDir(s.path1)
	s.isDir4 = isDir(s.path2)
}

func (s *HelpersS) TestMkDir(c *check.C) {
	helper := MkDirHelper{}
	output := String{}
	check.Run(&helper, &check.RunConf{Output: &output})
	c.Assert(output.value, check.Equals, "")
	c.Check(helper.isDir1, check.Equals, true)
	c.Check(helper.isDir2, check.Equals, true)
	c.Check(helper.isDir3, check.Equals, true)
	c.Check(helper.isDir4, check.Equals, true)
	c.Check(helper.path1, check.Not(check.Equals),
		helper.path2)
	c.Check(isDir(helper.path1), check.Equals, false)
	c.Check(isDir(helper.path2), check.Equals, false)
}

func isDir(path string) bool {
	if stat, err := os.Stat(path); err == nil {
		return stat.IsDir()
	}
	return false
}

// Concurrent logging should not corrupt the underling buffer.
// Use go test -race to detect the race in this test.
func (s *HelpersS) TestConcurrentLogging(c *check.C) {
	defer runtime.GOMAXPROCS(runtime.GOMAXPROCS(runtime.NumCPU()))
	var start, stop sync.WaitGroup
	start.Add(1)
	for i, n := 0, runtime.NumCPU()*2; i < n; i++ {
		stop.Add(1)
		go func(i int) {
			start.Wait()
			for j := 0; j < 30; j++ {
				c.Logf("Worker %d: line %d", i, j)
			}
			stop.Done()
		}(i)
	}
	start.Done()
	stop.Wait()
}

// -----------------------------------------------------------------------
// A couple of helper functions to test helper functions. :-)

func testHelperSuccess(c *check.C, name string, expectedResult interface{}, closure func() interface{}) {
	var result interface{}
	defer (func() {
		if err := recover(); err != nil {
			panic(err)
		}
		checkState(c, result,
			&expectedState{
				name:   name,
				result: expectedResult,
				failed: false,
				log:    "",
			})
	})()
	result = closure()
}

func testHelperFailure(c *check.C, name string, expectedResult interface{}, shouldStop bool, log string, closure func() interface{}) {
	var result interface{}
	defer (func() {
		if err := recover(); err != nil {
			panic(err)
		}
		checkState(c, result,
			&expectedState{
				name:   name,
				result: expectedResult,
				failed: true,
				log:    log,
			})
	})()
	result = closure()
	if shouldStop {
		c.Logf("%s didn't stop when it should", name)
	}
}
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Gocheck - A rich testing framework for Go
 
Copyright (c) 2010-2013 Gustavo Niemeyer <gustavo@niemeyer.net>

All rights reserved.

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met: 

1. Redistributions of source code must retain the above copyright notice, this
   list of conditions and the following disclaimer. 
2. Redistributions in binary form must reproduce the above copyright notice,
   this list of conditions and the following disclaimer in the documentation
   and/or other materials provided with the distribution. 

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS" AND
ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR CONTRIBUTORS BE LIABLE FOR
ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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package check

import (
	"bytes"
	"go/ast"
	"go/parser"
	"go/printer"
	"go/token"
	"os"
)

func indent(s, with string) (r string) {
	eol := true
	for i := 0; i != len(s); i++ {
		c := s[i]
		switch {
		case eol && c == '\n' || c == '\r':
		case c == '\n' || c == '\r':
			eol = true
		case eol:
			eol = false
			s = s[:i] + with + s[i:]
			i += len(with)
		}
	}
	return s
}

func printLine(filename string, line int) (string, error) {
	fset := token.NewFileSet()
	file, err := os.Open(filename)
	if err != nil {
		return "", err
	}
	fnode, err := parser.ParseFile(fset, filename, file, parser.ParseComments)
	if err != nil {
		return "", err
	}
	config := &printer.Config{Mode: printer.UseSpaces, Tabwidth: 4}
	lp := &linePrinter{fset: fset, fnode: fnode, line: line, config: config}
	ast.Walk(lp, fnode)
	result := lp.output.Bytes()
	// Comments leave \n at the end.
	n := len(result)
	for n > 0 && result[n-1] == '\n' {
		n--
	}
	return string(result[:n]), nil
}

type linePrinter struct {
	config *printer.Config
	fset   *token.FileSet
	fnode  *ast.File
	line   int
	output bytes.Buffer
	stmt   ast.Stmt
}

func (lp *linePrinter) emit() bool {
	if lp.stmt != nil {
		lp.trim(lp.stmt)
		lp.printWithComments(lp.stmt)
		lp.stmt = nil
		return true
	}
	return false
}

func (lp *linePrinter) printWithComments(n ast.Node) {
	nfirst := lp.fset.Position(n.Pos()).Line
	nlast := lp.fset.Position(n.End()).Line
	for _, g := range lp.fnode.Comments {
		cfirst := lp.fset.Position(g.Pos()).Line
		clast := lp.fset.Position(g.End()).Line
		if clast == nfirst-1 && lp.fset.Position(n.Pos()).Column == lp.fset.Position(g.Pos()).Column {
			for _, c := range g.List {
				lp.output.WriteString(c.Text)
				lp.output.WriteByte('\n')
			}
		}
		if cfirst >= nfirst && cfirst <= nlast && n.End() <= g.List[0].Slash {
			// The printer will not include the comment if it starts past
			// the node itself. Trick it into printing by overlapping the
			// slash with the end of the statement.
			g.List[0].Slash = n.End() - 1
		}
	}
	node := &printer.CommentedNode{n, lp.fnode.Comments}
	lp.config.Fprint(&lp.output, lp.fset, node)
}

func (lp *linePrinter) Visit(n ast.Node) (w ast.Visitor) {
	if n == nil {
		if lp.output.Len() == 0 {
			lp.emit()
		}
		return nil
	}
	first := lp.fset.Position(n.Pos()).Line
	last := lp.fset.Position(n.End()).Line
	if first <= lp.line && last >= lp.line {
		// Print the innermost statement containing the line.
		if stmt, ok := n.(ast.Stmt); ok {
			if _, ok := n.(*ast.BlockStmt); !ok {
				lp.stmt = stmt
			}
		}
		if first == lp.line && lp.emit() {
			return nil
		}
		return lp
	}
	return nil
}

func (lp *linePrinter) trim(n ast.Node) bool {
	stmt, ok := n.(ast.Stmt)
	if !ok {
		return true
	}
	line := lp.fset.Position(n.Pos()).Line
	if line != lp.line {
		return false
	}
	switch stmt := stmt.(type) {
	case *ast.IfStmt:
		stmt.Body = lp.trimBlock(stmt.Body)
	case *ast.SwitchStmt:
		stmt.Body = lp.trimBlock(stmt.Body)
	case *ast.TypeSwitchStmt:
		stmt.Body = lp.trimBlock(stmt.Body)
	case *ast.CaseClause:
		stmt.Body = lp.trimList(stmt.Body)
	case *ast.CommClause:
		stmt.Body = lp.trimList(stmt.Body)
	case *ast.BlockStmt:
		stmt.List = lp.trimList(stmt.List)
	}
	return true
}

func (lp *linePrinter) trimBlock(stmt *ast.BlockStmt) *ast.BlockStmt {
	if !lp.trim(stmt) {
		return lp.emptyBlock(stmt)
	}
	stmt.Rbrace = stmt.Lbrace
	return stmt
}

func (lp *linePrinter) trimList(stmts []ast.Stmt) []ast.Stmt {
	for i := 0; i != len(stmts); i++ {
		if !lp.trim(stmts[i]) {
			stmts[i] = lp.emptyStmt(stmts[i])
			break
		}
	}
	return stmts
}

func (lp *linePrinter) emptyStmt(n ast.Node) *ast.ExprStmt {
	return &ast.ExprStmt{&ast.Ellipsis{n.Pos(), nil}}
}

func (lp *linePrinter) emptyBlock(n ast.Node) *ast.BlockStmt {
	p := n.Pos()
	return &ast.BlockStmt{p, []ast.Stmt{lp.emptyStmt(n)}, p}
}
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package check_test

import (
	. "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

var _ = Suite(&PrinterS{})

type PrinterS struct{}

func (s *PrinterS) TestCountSuite(c *C) {
	suitesRun += 1
}

var printTestFuncLine int

func init() {
	printTestFuncLine = getMyLine() + 3
}

func printTestFunc() {
	println(1)  // Comment1
	if 2 == 2 { // Comment2
		println(3) // Comment3
	}
	switch 5 {
	case 6:
		println(6) // Comment6
		println(7)
	}
	switch interface{}(9).(type) { // Comment9
	case int:
		println(10)
		println(11)
	}
	select {
	case <-(chan bool)(nil):
		println(14)
		println(15)
	default:
		println(16)
		println(17)
	}
	println(19,
		20)
	_ = func() {
		println(21)
		println(22)
	}
	println(24, func() {
		println(25)
	})
	// Leading comment
	// with multiple lines.
	println(29) // Comment29
}

var printLineTests = []struct {
	line   int
	output string
}{
	{1, "println(1) // Comment1"},
	{2, "if 2 == 2 { // Comment2\n    ...\n}"},
	{3, "println(3) // Comment3"},
	{5, "switch 5 {\n...\n}"},
	{6, "case 6:\n    println(6) // Comment6\n    ..."},
	{7, "println(7)"},
	{9, "switch interface{}(9).(type) { // Comment9\n...\n}"},
	{10, "case int:\n    println(10)\n    ..."},
	{14, "case <-(chan bool)(nil):\n    println(14)\n    ..."},
	{15, "println(15)"},
	{16, "default:\n    println(16)\n    ..."},
	{17, "println(17)"},
	{19, "println(19,\n    20)"},
	{20, "println(19,\n    20)"},
	{21, "_ = func() {\n    println(21)\n    println(22)\n}"},
	{22, "println(22)"},
	{24, "println(24, func() {\n    println(25)\n})"},
	{25, "println(25)"},
	{26, "println(24, func() {\n    println(25)\n})"},
	{29, "// Leading comment\n// with multiple lines.\nprintln(29) // Comment29"},
}

func (s *PrinterS) TestPrintLine(c *C) {
	for _, test := range printLineTests {
		output, err := PrintLine("printer_test.go", printTestFuncLine+test.line)
		c.Assert(err, IsNil)
		c.Assert(output, Equals, test.output)
	}
}

var indentTests = []struct {
	in, out string
}{
	{"", ""},
	{"\n", "\n"},
	{"a", ">>>a"},
	{"a\n", ">>>a\n"},
	{"a\nb", ">>>a\n>>>b"},
	{" ", ">>> "},
}

func (s *PrinterS) TestIndent(c *C) {
	for _, test := range indentTests {
		out := Indent(test.in, ">>>")
		c.Assert(out, Equals, test.out)
	}

}
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Instructions
============

Install the package with:

    go get gopkg.in/check.v1
    
Import it with:

    import "gopkg.in/check.v1"

and use _check_ as the package name inside the code.

For more details, visit the project page:

* http://labix.org/gocheck

and the API documentation:

* https://gopkg.in/check.v1
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package check

import (
	"bufio"
	"flag"
	"fmt"
	"os"
	"testing"
	"time"
)

// -----------------------------------------------------------------------
// Test suite registry.

var allSuites []interface{}

// Suite registers the given value as a test suite to be run. Any methods
// starting with the Test prefix in the given value will be considered as
// a test method.
func Suite(suite interface{}) interface{} {
	allSuites = append(allSuites, suite)
	return suite
}

// -----------------------------------------------------------------------
// Public running interface.

var (
	oldFilterFlag  = flag.String("gocheck.f", "", "Regular expression selecting which tests and/or suites to run")
	oldVerboseFlag = flag.Bool("gocheck.v", false, "Verbose mode")
	oldStreamFlag  = flag.Bool("gocheck.vv", false, "Super verbose mode (disables output caching)")
	oldBenchFlag   = flag.Bool("gocheck.b", false, "Run benchmarks")
	oldBenchTime   = flag.Duration("gocheck.btime", 1*time.Second, "approximate run time for each benchmark")
	oldListFlag    = flag.Bool("gocheck.list", false, "List the names of all tests that will be run")
	oldWorkFlag    = flag.Bool("gocheck.work", false, "Display and do not remove the test working directory") 

	newFilterFlag  = flag.String("check.f", "", "Regular expression selecting which tests and/or suites to run")
	newVerboseFlag = flag.Bool("check.v", false, "Verbose mode")
	newStreamFlag  = flag.Bool("check.vv", false, "Super verbose mode (disables output caching)")
	newBenchFlag   = flag.Bool("check.b", false, "Run benchmarks")
	newBenchTime   = flag.Duration("check.btime", 1*time.Second, "approximate run time for each benchmark")
	newListFlag    = flag.Bool("check.list", false, "List the names of all tests that will be run")
	newWorkFlag    = flag.Bool("check.work", false, "Display and do not remove the test working directory") 
)

// TestingT runs all test suites registered with the Suite function,
// printing results to stdout, and reporting any failures back to
// the "testing" package.
func TestingT(testingT *testing.T) {
	benchTime := *newBenchTime
	if benchTime == 1*time.Second {
		benchTime = *oldBenchTime
	}
	conf := &RunConf{
		Filter:        *oldFilterFlag + *newFilterFlag,
		Verbose:       *oldVerboseFlag || *newVerboseFlag,
		Stream:        *oldStreamFlag || *newStreamFlag,
		Benchmark:     *oldBenchFlag || *newBenchFlag,
		BenchmarkTime: benchTime,
		KeepWorkDir:   *oldWorkFlag || *newWorkFlag,
	}
	if *oldListFlag || *newListFlag {
		w := bufio.NewWriter(os.Stdout)
		for _, name := range ListAll(conf) {
			fmt.Fprintln(w, name)
		}
		w.Flush()
		return
	}
	result := RunAll(conf)
	println(result.String())
	if !result.Passed() {
		testingT.Fail()
	}
}

// RunAll runs all test suites registered with the Suite function, using the
// provided run configuration.
func RunAll(runConf *RunConf) *Result {
	result := Result{}
	for _, suite := range allSuites {
		result.Add(Run(suite, runConf))
	}
	return &result
}

// Run runs the provided test suite using the provided run configuration.
func Run(suite interface{}, runConf *RunConf) *Result {
	runner := newSuiteRunner(suite, runConf)
	return runner.run()
}

// ListAll returns the names of all the test functions registered with the
// Suite function that will be run with the provided run configuration.
func ListAll(runConf *RunConf) []string {
	var names []string
	for _, suite := range allSuites {
		names = append(names, List(suite, runConf)...)
	}
	return names
}

// List returns the names of the test functions in the given
// suite that will be run with the provided run configuration.
func List(suite interface{}, runConf *RunConf) []string {
	var names []string
	runner := newSuiteRunner(suite, runConf)
	for _, t := range runner.tests {
		names = append(names, t.String())
	}
	return names
}

// -----------------------------------------------------------------------
// Result methods.

func (r *Result) Add(other *Result) {
	r.Succeeded += other.Succeeded
	r.Skipped += other.Skipped
	r.Failed += other.Failed
	r.Panicked += other.Panicked
	r.FixturePanicked += other.FixturePanicked
	r.ExpectedFailures += other.ExpectedFailures
	r.Missed += other.Missed
	if r.WorkDir != "" && other.WorkDir != "" {
		r.WorkDir += ":" + other.WorkDir
	} else if other.WorkDir != "" {
		r.WorkDir = other.WorkDir
	}
}

func (r *Result) Passed() bool {
	return (r.Failed == 0 && r.Panicked == 0 &&
		r.FixturePanicked == 0 && r.Missed == 0 &&
		r.RunError == nil)
}

func (r *Result) String() string {
	if r.RunError != nil {
		return "ERROR: " + r.RunError.Error()
	}

	var value string
	if r.Failed == 0 && r.Panicked == 0 && r.FixturePanicked == 0 &&
		r.Missed == 0 {
		value = "OK: "
	} else {
		value = "OOPS: "
	}
	value += fmt.Sprintf("%d passed", r.Succeeded)
	if r.Skipped != 0 {
		value += fmt.Sprintf(", %d skipped", r.Skipped)
	}
	if r.ExpectedFailures != 0 {
		value += fmt.Sprintf(", %d expected failures", r.ExpectedFailures)
	}
	if r.Failed != 0 {
		value += fmt.Sprintf(", %d FAILED", r.Failed)
	}
	if r.Panicked != 0 {
		value += fmt.Sprintf(", %d PANICKED", r.Panicked)
	}
	if r.FixturePanicked != 0 {
		value += fmt.Sprintf(", %d FIXTURE-PANICKED", r.FixturePanicked)
	}
	if r.Missed != 0 {
		value += fmt.Sprintf(", %d MISSED", r.Missed)
	}
	if r.WorkDir != "" {
		value += "\nWORK=" + r.WorkDir
	}
	return value
}
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// These tests verify the test running logic.

package check_test

import (
	"errors"
	. "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
	"os"
	"sync"
)

var runnerS = Suite(&RunS{})

type RunS struct{}

func (s *RunS) TestCountSuite(c *C) {
	suitesRun += 1
}

// -----------------------------------------------------------------------
// Tests ensuring result counting works properly.

func (s *RunS) TestSuccess(c *C) {
	output := String{}
	result := Run(&SuccessHelper{}, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 1)
	c.Check(result.Failed, Equals, 0)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 0)
	c.Check(result.FixturePanicked, Equals, 0)
	c.Check(result.Missed, Equals, 0)
	c.Check(result.RunError, IsNil)
}

func (s *RunS) TestFailure(c *C) {
	output := String{}
	result := Run(&FailHelper{}, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 0)
	c.Check(result.Failed, Equals, 1)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 0)
	c.Check(result.FixturePanicked, Equals, 0)
	c.Check(result.Missed, Equals, 0)
	c.Check(result.RunError, IsNil)
}

func (s *RunS) TestFixture(c *C) {
	output := String{}
	result := Run(&FixtureHelper{}, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 2)
	c.Check(result.Failed, Equals, 0)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 0)
	c.Check(result.FixturePanicked, Equals, 0)
	c.Check(result.Missed, Equals, 0)
	c.Check(result.RunError, IsNil)
}

func (s *RunS) TestPanicOnTest(c *C) {
	output := String{}
	helper := &FixtureHelper{panicOn: "Test1"}
	result := Run(helper, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 1)
	c.Check(result.Failed, Equals, 0)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 1)
	c.Check(result.FixturePanicked, Equals, 0)
	c.Check(result.Missed, Equals, 0)
	c.Check(result.RunError, IsNil)
}

func (s *RunS) TestPanicOnSetUpTest(c *C) {
	output := String{}
	helper := &FixtureHelper{panicOn: "SetUpTest"}
	result := Run(helper, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 0)
	c.Check(result.Failed, Equals, 0)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 0)
	c.Check(result.FixturePanicked, Equals, 1)
	c.Check(result.Missed, Equals, 2)
	c.Check(result.RunError, IsNil)
}

func (s *RunS) TestPanicOnSetUpSuite(c *C) {
	output := String{}
	helper := &FixtureHelper{panicOn: "SetUpSuite"}
	result := Run(helper, &RunConf{Output: &output})
	c.Check(result.Succeeded, Equals, 0)
	c.Check(result.Failed, Equals, 0)
	c.Check(result.Skipped, Equals, 0)
	c.Check(result.Panicked, Equals, 0)
	c.Check(result.FixturePanicked, Equals, 1)
	c.Check(result.Missed, Equals, 2)
	c.Check(result.RunError, IsNil)
}

// -----------------------------------------------------------------------
// Check result aggregation.

func (s *RunS) TestAdd(c *C) {
	result := &Result{
		Succeeded:        1,
		Skipped:          2,
		Failed:           3,
		Panicked:         4,
		FixturePanicked:  5,
		Missed:           6,
		ExpectedFailures: 7,
	}
	result.Add(&Result{
		Succeeded:        10,
		Skipped:          20,
		Failed:           30,
		Panicked:         40,
		FixturePanicked:  50,
		Missed:           60,
		ExpectedFailures: 70,
	})
	c.Check(result.Succeeded, Equals, 11)
	c.Check(result.Skipped, Equals, 22)
	c.Check(result.Failed, Equals, 33)
	c.Check(result.Panicked, Equals, 44)
	c.Check(result.FixturePanicked, Equals, 55)
	c.Check(result.Missed, Equals, 66)
	c.Check(result.ExpectedFailures, Equals, 77)
	c.Check(result.RunError, IsNil)
}

// -----------------------------------------------------------------------
// Check the Passed() method.

func (s *RunS) TestPassed(c *C) {
	c.Assert((&Result{}).Passed(), Equals, true)
	c.Assert((&Result{Succeeded: 1}).Passed(), Equals, true)
	c.Assert((&Result{Skipped: 1}).Passed(), Equals, true)
	c.Assert((&Result{Failed: 1}).Passed(), Equals, false)
	c.Assert((&Result{Panicked: 1}).Passed(), Equals, false)
	c.Assert((&Result{FixturePanicked: 1}).Passed(), Equals, false)
	c.Assert((&Result{Missed: 1}).Passed(), Equals, false)
	c.Assert((&Result{RunError: errors.New("!")}).Passed(), Equals, false)
}

// -----------------------------------------------------------------------
// Check that result printing is working correctly.

func (s *RunS) TestPrintSuccess(c *C) {
	result := &Result{Succeeded: 5}
	c.Check(result.String(), Equals, "OK: 5 passed")
}

func (s *RunS) TestPrintFailure(c *C) {
	result := &Result{Failed: 5}
	c.Check(result.String(), Equals, "OOPS: 0 passed, 5 FAILED")
}

func (s *RunS) TestPrintSkipped(c *C) {
	result := &Result{Skipped: 5}
	c.Check(result.String(), Equals, "OK: 0 passed, 5 skipped")
}

func (s *RunS) TestPrintExpectedFailures(c *C) {
	result := &Result{ExpectedFailures: 5}
	c.Check(result.String(), Equals, "OK: 0 passed, 5 expected failures")
}

func (s *RunS) TestPrintPanicked(c *C) {
	result := &Result{Panicked: 5}
	c.Check(result.String(), Equals, "OOPS: 0 passed, 5 PANICKED")
}

func (s *RunS) TestPrintFixturePanicked(c *C) {
	result := &Result{FixturePanicked: 5}
	c.Check(result.String(), Equals, "OOPS: 0 passed, 5 FIXTURE-PANICKED")
}

func (s *RunS) TestPrintMissed(c *C) {
	result := &Result{Missed: 5}
	c.Check(result.String(), Equals, "OOPS: 0 passed, 5 MISSED")
}

func (s *RunS) TestPrintAll(c *C) {
	result := &Result{Succeeded: 1, Skipped: 2, ExpectedFailures: 3,
		Panicked: 4, FixturePanicked: 5, Missed: 6}
	c.Check(result.String(), Equals,
		"OOPS: 1 passed, 2 skipped, 3 expected failures, 4 PANICKED, "+
			"5 FIXTURE-PANICKED, 6 MISSED")
}

func (s *RunS) TestPrintRunError(c *C) {
	result := &Result{Succeeded: 1, Failed: 1,
		RunError: errors.New("Kaboom!")}
	c.Check(result.String(), Equals, "ERROR: Kaboom!")
}

// -----------------------------------------------------------------------
// Verify that the method pattern flag works correctly.

func (s *RunS) TestFilterTestName(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "Test[91]"}
	Run(&helper, &runConf)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 5)
}

func (s *RunS) TestFilterTestNameWithAll(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: ".*"}
	Run(&helper, &runConf)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Test2")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	c.Check(helper.calls[7], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 8)
}

func (s *RunS) TestFilterSuiteName(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "FixtureHelper"}
	Run(&helper, &runConf)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test1")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "SetUpTest")
	c.Check(helper.calls[5], Equals, "Test2")
	c.Check(helper.calls[6], Equals, "TearDownTest")
	c.Check(helper.calls[7], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 8)
}

func (s *RunS) TestFilterSuiteNameAndTestName(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "FixtureHelper\\.Test2"}
	Run(&helper, &runConf)
	c.Check(helper.calls[0], Equals, "SetUpSuite")
	c.Check(helper.calls[1], Equals, "SetUpTest")
	c.Check(helper.calls[2], Equals, "Test2")
	c.Check(helper.calls[3], Equals, "TearDownTest")
	c.Check(helper.calls[4], Equals, "TearDownSuite")
	c.Check(len(helper.calls), Equals, 5)
}

func (s *RunS) TestFilterAllOut(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "NotFound"}
	Run(&helper, &runConf)
	c.Check(len(helper.calls), Equals, 0)
}

func (s *RunS) TestRequirePartialMatch(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "est"}
	Run(&helper, &runConf)
	c.Check(len(helper.calls), Equals, 8)
}

func (s *RunS) TestFilterError(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Filter: "]["}
	result := Run(&helper, &runConf)
	c.Check(result.String(), Equals,
		"ERROR: Bad filter expression: error parsing regexp: missing closing ]: `[`")
	c.Check(len(helper.calls), Equals, 0)
}

// -----------------------------------------------------------------------
// Verify that List works correctly.

func (s *RunS) TestListFiltered(c *C) {
	names := List(&FixtureHelper{}, &RunConf{Filter: "1"})
	c.Assert(names, DeepEquals, []string{
		"FixtureHelper.Test1",
	})
}

func (s *RunS) TestList(c *C) {
	names := List(&FixtureHelper{}, &RunConf{})
	c.Assert(names, DeepEquals, []string{
		"FixtureHelper.Test1",
		"FixtureHelper.Test2",
	})
}

// -----------------------------------------------------------------------
// Verify that verbose mode prints tests which pass as well.

func (s *RunS) TestVerboseMode(c *C) {
	helper := FixtureHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Verbose: true}
	Run(&helper, &runConf)

	expected := "PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Test1\t *[.0-9]+s\n" +
		"PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Test2\t *[.0-9]+s\n"

	c.Assert(output.value, Matches, expected)
}

func (s *RunS) TestVerboseModeWithFailBeforePass(c *C) {
	helper := FixtureHelper{panicOn: "Test1"}
	output := String{}
	runConf := RunConf{Output: &output, Verbose: true}
	Run(&helper, &runConf)

	expected := "(?s).*PANIC.*\n-+\n" + // Should have an extra line.
		"PASS: check_test\\.go:[0-9]+: FixtureHelper\\.Test2\t *[.0-9]+s\n"

	c.Assert(output.value, Matches, expected)
}

// -----------------------------------------------------------------------
// Verify the stream output mode.  In this mode there's no output caching.

type StreamHelper struct {
	l2 sync.Mutex
	l3 sync.Mutex
}

func (s *StreamHelper) SetUpSuite(c *C) {
	c.Log("0")
}

func (s *StreamHelper) Test1(c *C) {
	c.Log("1")
	s.l2.Lock()
	s.l3.Lock()
	go func() {
		s.l2.Lock() // Wait for "2".
		c.Log("3")
		s.l3.Unlock()
	}()
}

func (s *StreamHelper) Test2(c *C) {
	c.Log("2")
	s.l2.Unlock()
	s.l3.Lock() // Wait for "3".
	c.Fail()
	c.Log("4")
}

func (s *RunS) TestStreamMode(c *C) {
	helper := &StreamHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Stream: true}
	Run(helper, &runConf)

	expected := "START: run_test\\.go:[0-9]+: StreamHelper\\.SetUpSuite\n0\n" +
		"PASS: run_test\\.go:[0-9]+: StreamHelper\\.SetUpSuite\t *[.0-9]+s\n\n" +
		"START: run_test\\.go:[0-9]+: StreamHelper\\.Test1\n1\n" +
		"PASS: run_test\\.go:[0-9]+: StreamHelper\\.Test1\t *[.0-9]+s\n\n" +
		"START: run_test\\.go:[0-9]+: StreamHelper\\.Test2\n2\n3\n4\n" +
		"FAIL: run_test\\.go:[0-9]+: StreamHelper\\.Test2\n\n"

	c.Assert(output.value, Matches, expected)
}

type StreamMissHelper struct{}

func (s *StreamMissHelper) SetUpSuite(c *C) {
	c.Log("0")
	c.Fail()
}

func (s *StreamMissHelper) Test1(c *C) {
	c.Log("1")
}

func (s *RunS) TestStreamModeWithMiss(c *C) {
	helper := &StreamMissHelper{}
	output := String{}
	runConf := RunConf{Output: &output, Stream: true}
	Run(helper, &runConf)

	expected := "START: run_test\\.go:[0-9]+: StreamMissHelper\\.SetUpSuite\n0\n" +
		"FAIL: run_test\\.go:[0-9]+: StreamMissHelper\\.SetUpSuite\n\n" +
		"START: run_test\\.go:[0-9]+: StreamMissHelper\\.Test1\n" +
		"MISS: run_test\\.go:[0-9]+: StreamMissHelper\\.Test1\n\n"

	c.Assert(output.value, Matches, expected)
}

// -----------------------------------------------------------------------
// Verify that that the keep work dir request indeed does so.

type WorkDirSuite struct{}

func (s *WorkDirSuite) Test(c *C) {
	c.MkDir()
}

func (s *RunS) TestKeepWorkDir(c *C) {
	output := String{}
	runConf := RunConf{Output: &output, Verbose: true, KeepWorkDir: true}
	result := Run(&WorkDirSuite{}, &runConf)

	c.Assert(result.String(), Matches, ".*\nWORK="+result.WorkDir)

	stat, err := os.Stat(result.WorkDir)
	c.Assert(err, IsNil)
	c.Assert(stat.IsDir(), Equals, true)
}
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- Assert(slice, Contains, item)
- Parallel test support
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package goxos

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/server"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// Replica holds the state of a replicated service.
type Replica struct {
	started     bool
	id          grp.ID
	ah          app.Handler
	appID       string
	config      config.Config
	initialized bool
	server      *server.Server
}

// Create a new Goxos replica. Arguments required are an integer id, a string application id,
// a path to a configuration file, and an application that fulfills the app.Handler interface.
func NewReplica(id uint, appID string, config config.Config, ah app.Handler) *Replica {
	return &Replica{
		id:          grp.NewIDFromInt(int8(id), 0),
		appID:       appID,
		config:      config,
		ah:          ah,
		initialized: false,
	}
}

// Initialize the state.
func (r *Replica) Init() {
	glog.V(1).Info("initializing goxos node")

	r.server = server.NewServer(r.id, r.appID, r.config, r.ah)

	r.initialized = true
}

// Launch the server and all modules that make up Goxos.
func (r *Replica) Start() error {
	if !r.initialized {
		return ErrNodeNotInitialized
	}

	if r.started {
		return ErrCanNotStartAlreadyRunningNode
	}

	elog.Log(e.NewEvent(e.Start))
	glog.V(1).Info("starting node")

	r.server.InitModules()
	r.server.Start()
	r.started = true

	return nil
}

// Halt the server and all Goxos modules.
func (r *Replica) Stop() error {
	if !r.started {
		return ErrCanNotStopNonRunningNode
	}
	r.started = false
	glog.V(1).Info("stopping node")
	err := r.server.Stop()
	elog.Log(e.NewEvent(e.Exit))
	elog.Flush()
	return err
}
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package goxos

import (
	"errors"
)

var (
	ErrNodeNotInitialized            = errors.New("goxos node must be initialized before started")
	ErrCanNotStartAlreadyRunningNode = errors.New("can't start already running Goxos node")
	ErrCanNotStopNonRunningNode      = errors.New("can't stop non-runnning Goxos node")
	ErrMethodUnavailable             = errors.New("method unavailable for a Goxos replacer/reconfig node")
)
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package goxos

import (
	"fmt"
	"strings"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/nodeinit"
	"github.com/relab/goxos/server"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type StandbyReplica struct {
	Replica
	initListener *nodeinit.InitListener
}

func NewStandbyReplica(ah app.Handler,
	appID, standbyIP string) (s *StandbyReplica) {
	r := *NewReplica(0, appID, *config.NewConfig(), ah)
	return &StandbyReplica{
		Replica:      r,
		initListener: nodeinit.NewInitListener(standbyIP),
	}
}

func (s *StandbyReplica) Standby() error {
	glog.V(1).Infoln("attempting to start node in standby mode")

	elog.Log(e.NewEvent(e.InitListening))

	err := s.initListener.Start()
	if err != nil {
		err = logAbortAndGenError("starting initialization listener failed", err)
		return err
	}
	glog.V(2).Info("initilization listener started")

	initData, err := s.initListener.WaitForInitData()
	glog.V(2).Info("received init data from listener")
	if err != nil {
		err = logAbortAndGenError("receiving initialization data failed", err)
		return err
	}

	glog.V(2).Info("attempting to set application state")
	err = s.ah.SetState(initData.AppState.State)
	if err != nil {
		err = logAbortAndGenError("setting application state failed", err)
		initData.ApplyStateResult(err)
		return err
	}

	glog.V(2).Info("converting config")
	nodes, conf, err := initData.Config.GenerateNodeMapAndConfig()
	if err != nil {
		glog.Error(err)
		panic(err)
	}
	s.server = server.NewStandbyServer(
		initData.ID,
		s.appID,
		nodes,
		*conf,
		s.ah,
		initData.AppState.SlotMarker,
	)

	fhType := conf.GetString("failureHandlingType", config.DefFailureHandlingType)
	switch strings.ToLower(fhType) {
	case "livereplacement":
		s.server.InitModules()
	case "reconfiguration":
		s.server.InitModulesReconfig()
	case "areconfiguration":
		s.server.InitModules()
	default:
		return fmt.Errorf("cannot init new node with failurehandling %v",
			conf.GetString("failureHandlingType", config.DefFailureHandlingType))
	}

	glog.V(2).Info("init modules done and application state set, responding to init listener")
	initData.ApplyStateResult(nil)
	s.initialized = true
	glog.V(1).Infoln("initialization success, creating and starting server for handlingtype", fhType)
	elog.Log(e.NewEvent(e.InitInitialized))

	switch strings.ToLower(fhType) {
	case "livereplacement":
		s.server.StartReplacer()
	case "reconfiguration":
		s.server.StartReconfig()
	case "areconfiguration":
		s.server.StartAReconfig()
	}

	s.started = true

	return nil
}

func (s *StandbyReplica) Init() error {
	return ErrMethodUnavailable
}

func (s *StandbyReplica) Start() error {
	return ErrMethodUnavailable
}

func logAbortAndGenError(event string, reason error) error {
	err := InitializationAbort{event, reason}
	glog.Error(err)
	return err
}

type InitializationAbort struct {
	event  string
	reason error
}

func (ia InitializationAbort) Error() string {
	return fmt.Sprintf("Initialization abort on event: %v, reason: %v",
		ia.event, ia.reason)
}







github.com/relab/goxos/grp/doc.go

/*
Package grp implements a group manager (GrpMgr), as well as a node map (NodeMap).
*/
package grp







github.com/relab/goxos/grp/grpmgr.go

package grp

//TODO this interface is too big. Do we need a GroupManager interface? If so,
//what is the generic function of the group manager that could be implemented
//differently for different group managers?

// The RequestHold() and SubscribeToHold() should be removed: Instead Start()
// should return a channel on which requests to hold and corresponding
// releases should be sent. NO: this does not work, since Start() is only called once.

type GroupManager interface {
	Start()
	Stop()
	RequestHold(releaseChan chan bool)
	SubscribeToHold(name string) Subscriber
	NodeMap() *NodeMap
	NrOfNodes() uint
	NrOfAcceptors() uint
	Quorum() uint
	Epochs() []Epoch
	LrEnabled() bool
	ArEnabled() bool
	SetNewNodeMap(nm map[ID]Node)
	GetID() ID
	SetID(ID) error
}







github.com/relab/goxos/grp/grpmgr_imp.go

package grp

import (
	"errors"
	"sync"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type GrpMgr struct {
	id                ID
	nodeMap           *NodeMap
	arEnabled         bool
	lrEnabled         bool
	subscribers       map[string]Subscriber
	execHoldReqChan   chan chan bool
	globalReleaseChan chan bool
	stop              chan bool
	stopCheckIn       *sync.WaitGroup
}

func NewGrpMgr(id ID, nm *NodeMap, lrEnabled bool, arEnabled bool, stopCheckIn *sync.WaitGroup) *GrpMgr {
	return &GrpMgr{
		id:                id,
		nodeMap:           nm,
		arEnabled:         arEnabled,
		lrEnabled:         lrEnabled,
		subscribers:       make(map[string]Subscriber),
		execHoldReqChan:   make(chan chan bool),
		globalReleaseChan: make(chan bool),
		stop:              make(chan bool),
		stopCheckIn:       stopCheckIn,
	}
}

func (grpmgr *GrpMgr) Start() {
	glog.V(1).Info("starting")
	go func() {
		defer grpmgr.stopCheckIn.Done()
		for {
			select {
			case releaseChan := <-grpmgr.execHoldReqChan:
				grpmgr.handleHoldReq(releaseChan)
			case <-grpmgr.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

func (grpmgr *GrpMgr) RequestHold(releaseChan chan bool) {
	go func() {
		grpmgr.execHoldReqChan <- releaseChan
	}()
}

func (grpmgr *GrpMgr) SubscribeToHold(name string) Subscriber {
	grpsub := Subscriber{make(chan *sync.WaitGroup, 1), grpmgr.globalReleaseChan}
	grpmgr.subscribers[name] = grpsub
	return grpsub
}

func (grpmgr *GrpMgr) Stop() {
	grpmgr.stop <- true
}

func (grpmgr *GrpMgr) NodeMap() *NodeMap {
	return grpmgr.nodeMap
}

func (grpmgr *GrpMgr) NrOfNodes() uint {
	return grpmgr.nodeMap.NrOfNodes()
}

func (grpmgr *GrpMgr) NrOfAcceptors() uint {
	return grpmgr.nodeMap.NrOfAcceptors()
}

func (grpmgr *GrpMgr) Quorum() uint {
	return grpmgr.nodeMap.Quorum()
}

func (grpmgr *GrpMgr) Epochs() []Epoch {
	return grpmgr.nodeMap.Epochs()
}

func (grpmgr *GrpMgr) LrEnabled() bool {
	return grpmgr.lrEnabled
}

func (grpmgr *GrpMgr) ArEnabled() bool {
	return grpmgr.arEnabled
}

func (grpmgr *GrpMgr) SetNewNodeMap(nm map[ID]Node) {
	grpmgr.nodeMap = NewNodeMap(nm)
}

const groupReadyTimeout = 500 * time.Millisecond

func (grpmgr *GrpMgr) handleHoldReq(releaseChan chan bool) {
	glog.V(2).Info("received hold request")
	nrOfSubs := len(grpmgr.subscribers)
	wg := new(sync.WaitGroup)
	wg.Add(nrOfSubs)

	glog.V(2).Info("sending hold prepare to every subsciber")
	for name, subscriber := range grpmgr.subscribers {
		glog.V(2).Infoln("sending hold prepare to", name)
		subscriber.prepareChan <- wg
	}

	glog.V(2).Info("waiting for every subscriber to signal hold ready")
	groupReady := make(chan bool)
	go func() {
		wg.Wait()
		groupReady <- true
	}()

	select {
	case <-groupReady:
		glog.V(2).Info("received ready from every subscriber")
	case <-time.After(groupReadyTimeout):
		glog.Warningln("group ready timeout:", groupReadyTimeout)
	}

	glog.V(2).Info("allowing read access")
	<-releaseChan
	glog.V(2).Info("waiting for hold release")
	<-releaseChan
	glog.V(2).Info("hold release received")

	glog.V(2).Info("releasing every subscriber")
	close(grpmgr.globalReleaseChan)

	grpmgr.globalReleaseChan = make(chan bool)
}

func (grpmgr *GrpMgr) GetID() ID {
	return grpmgr.id
}

func (grpmgr *GrpMgr) SetID(newID ID) error {
	if newID.PaxosID == grpmgr.id.PaxosID && newID.Epoch > grpmgr.id.Epoch {
		grpmgr.id = newID
		return nil
	}
	return errors.New("invalid ID change")
}







github.com/relab/goxos/grp/grpmgr_mock.go

package grp

type GrpMgrMock struct {
	nrOfNodes uint
	arEnabled bool
	lrEnabled bool
	epochs    []Epoch
}

func (gmm *GrpMgrMock) Start() {}

func (gmm *GrpMgrMock) Stop() {}

func (gmm *GrpMgrMock) RequestHold(releaseChan chan bool) {}

func (gmm *GrpMgrMock) SubscribeToHold(name string) Subscriber {
	return Subscriber{}
}

func (gmm *GrpMgrMock) NodeMap() *NodeMap {
	return &NodeMap{}
}

func (gmm *GrpMgrMock) NrOfNodes() uint {
	return gmm.nrOfNodes
}

func (gmm *GrpMgrMock) NrOfAcceptors() uint {
	return 0
}

func (gmm *GrpMgrMock) Quorum() uint {
	return (gmm.nrOfNodes / 2) + 1
}

func (gmm *GrpMgrMock) Epochs() []Epoch {
	return gmm.epochs
}

func (gmm *GrpMgrMock) LrEnabled() bool {
	return gmm.lrEnabled
}

func (gmm *GrpMgrMock) ArEnabled() bool {
	return gmm.arEnabled
}

func (gmm *GrpMgrMock) SetNewNodeMap(nm map[ID]Node) {}

func NewGrpMgrMock(nrOfNodes uint) GroupManager {
	return &GrpMgrMock{nrOfNodes: nrOfNodes}
}

func NewGrpMgrMockWithLr(nrOfNodes uint, epochs []Epoch) GroupManager {
	return &GrpMgrMock{
		nrOfNodes: nrOfNodes,
		lrEnabled: true,
		epochs:    epochs,
	}
}

func (gmm *GrpMgrMock) GetID() ID {
	return undefinedID
}

func (gmm *GrpMgrMock) SetID(id ID) error {
	return nil
}







github.com/relab/goxos/grp/node.go

package grp

import (
	"errors"
	"fmt"
	"math"
	"strconv"
	"strings"
)

var (
	ErrNodeAlreadyPresent         = errors.New("node with given id is already present in NodeMap")
	ErrOldNodeNotFound            = errors.New("node with given id not already present in Nodemap")
	ErrEqualPaxosIDAlreadyPresent = errors.New("node with given paxos id is already present in NodeMap")
	ErrNodeIDOutOfBounds          = errors.New("node with given id is out of bounds for current cluster size")
)

const (
	MinPaxosID = PaxosID(-1)
	MinEpoch   = Epoch(0)
	MaxPaxosID = PaxosID(math.MaxInt8)
	MaxEpoch   = Epoch(math.MaxUint64)
)

type ID struct {
	PaxosID PaxosID
	Epoch   Epoch
}

type PaxosID int8
type Epoch uint64

func NewID(id PaxosID, epoch Epoch) ID {
	return ID{id, epoch}
}

func NewIDFromInt(paxosID int8, epoch uint64) ID {
	return ID{
		PaxosID(paxosID),
		Epoch(epoch),
	}
}

func NewPxIDFromInt(paxosID int8) ID {
	return ID{PaxosID: PaxosID(paxosID)}
}

var minID = ID{MinPaxosID, MinEpoch}
var maxID = ID{MaxPaxosID, MinEpoch}
var undefinedID = NewIDFromInt(-1, 0)

func MinID() ID {
	return minID
}

func MaxID() ID {
	return maxID
}

func UndefinedID() ID {
	return undefinedID
}

func (id ID) CompareTo(otherID ID) int {
	if id.PaxosID > otherID.PaxosID {
		return 1
	} else if id.PaxosID < otherID.PaxosID {
		return -1
	} else {
		if id.Epoch > otherID.Epoch {
			return 1
		} else if id.Epoch < otherID.Epoch {
			return -1
		}
	}

	return 0
}

func (id ID) PxInt() int {
	return int(id.PaxosID)
}

func (id ID) String() string {
	return strconv.Itoa(int(id.PaxosID)) + "-" + strconv.Itoa(int(id.Epoch))
}

type Node struct {
	IP         string
	PaxosPort  string
	ClientPort string
	Proposer   bool
	Acceptor   bool
	Learner    bool
}

func NewNode(ip, pp, cp string, prop, acc, lrn bool) Node {
	return Node{ip, pp, cp, prop, acc, lrn}
}

func (n Node) PaxosAddr() string {
	return n.IP + ":" + n.PaxosPort
}

func (n Node) ClientAddr() string {
	return n.IP + ":" + n.ClientPort
}

func (n Node) ActorString() string {
	var actors []string
	if n.Proposer {
		actors = append(actors, "P")
	}
	if n.Acceptor {
		actors = append(actors, "A")
	}
	if n.Learner {
		actors = append(actors, "L")
	}
	return strings.Join(actors, ":")
}

func (n Node) String() string {
	return fmt.Sprintf("node (%v) with address: %v:%v/%v",
		n.ActorString(), n.IP, n.PaxosPort, n.ClientPort)
}

func (n Node) IsSame(m Node) bool {
	return m.IP == n.IP && m.PaxosPort == n.PaxosPort
}

type NodeMap struct {
	nodes               map[ID]Node
	epochs              []Epoch
	nrOfNodes           uint
	nrOfAcceptors       uint
	quorum              uint
	idsMemoized         []ID
	proposerIdsMemoized []ID
	acceptorIdsMemoized []ID
	learnerIdsMemoized  []ID
}

func NewNodeMap(nodes map[ID]Node) *NodeMap {
	var nrOfNodes, nrOfAcc uint
	for _, node := range nodes {
		if node.Acceptor {
			nrOfAcc++
		}
		nrOfNodes++
	}

	nm := NodeMap{
		nodes:  nodes,
		epochs: make([]Epoch, nrOfNodes),
	}

	for id := range nodes {
		nm.epochs[id.PaxosID] = id.Epoch
	}

	nm.nrOfNodes = nrOfNodes
	nm.nrOfAcceptors = nrOfAcc
	nm.quorum = nrOfAcc/2 + 1

	nm.memoize()

	return &nm
}

func NewNodeMapWithCount(nodes map[ID]Node, nrOfNodes, nrOfAcceptors uint) *NodeMap {
	nm := NodeMap{
		nodes:  nodes,
		epochs: make([]Epoch, nrOfNodes),
	}

	for id := range nodes {
		nm.epochs[id.PaxosID] = id.Epoch
	}

	nm.nrOfNodes = nrOfNodes
	nm.nrOfAcceptors = nrOfAcceptors
	nm.quorum = nrOfAcceptors/2 + 1

	nm.memoize()

	return &nm
}

func NewNodeMapFromSingleNode(id ID, node Node, nrOfNodes, nrOfAcceptors uint) *NodeMap {
	nodes := make(map[ID]Node)
	nodes[id] = node
	return NewNodeMapWithCount(nodes, nrOfNodes, nrOfAcceptors)
}

func (nm *NodeMap) memoize() {
	nm.memoizeIDs()
	nm.memoizeActorIDs()
}

func (nm *NodeMap) memoizeIDs() {
	ids := make([]ID, len(nm.nodes))
	i := 0
	for id := range nm.nodes {
		ids[i] = id
		i++
	}
	nm.idsMemoized = ids
}

func (nm *NodeMap) memoizeActorIDs() {
	var pids, aids, lids []ID
	for id, n := range nm.nodes {
		if n.Proposer {
			pids = append(pids, id)
		}
		if n.Acceptor {
			aids = append(aids, id)
		}
		if n.Learner {
			lids = append(lids, id)
		}
	}
	nm.proposerIdsMemoized = pids
	nm.acceptorIdsMemoized = aids
	nm.learnerIdsMemoized = lids
}

func (nm *NodeMap) CloneMap() map[ID]Node {
	clonedMap := make(map[ID]Node)
	for id, node := range nm.nodes {
		clonedMap[id] = node
	}

	return clonedMap
}

func (nm *NodeMap) IDs() []ID {
	return nm.idsMemoized
}

func (nm *NodeMap) ProposerIDs() []ID {
	return nm.proposerIdsMemoized
}

func (nm *NodeMap) AcceptorIDs() []ID {
	return nm.acceptorIdsMemoized
}

func (nm *NodeMap) LearnerIDs() []ID {
	return nm.learnerIdsMemoized
}

func (nm *NodeMap) NrOfNodes() uint {
	return nm.nrOfNodes
}

func (nm *NodeMap) NrOfAcceptors() uint {
	return nm.nrOfAcceptors
}

func (nm *NodeMap) Quorum() uint {
	return nm.quorum
}

func (nm *NodeMap) LookupNode(id ID) (Node, bool) {
	n, found := nm.nodes[id]
	return n, found
}

func (nm *NodeMap) LookupNodeWithPaxosID(pxID PaxosID) (ID, Node, bool) {
	for id, node := range nm.nodes {
		if id.PaxosID == pxID {
			return id, node, true
		}
	}

	return ID{}, Node{}, false
}

func (nm *NodeMap) IsNew(id ID, n Node) bool {
	oldid, on, found := nm.LookupNodeWithPaxosID(id.PaxosID)
	if !found {
		return true
	}
	if id.CompareTo(oldid) < 1 {
		return false
	}
	return !on.IsSame(n)
}

func (nm *NodeMap) Len() uint {
	return uint(len(nm.nodes))
}

func (nm *NodeMap) Add(id ID, node Node) error {
	if id.PaxosID < 0 || int(id.PaxosID) > int(nm.nrOfNodes-1) {
		return ErrNodeIDOutOfBounds
	}

	if _, found := nm.nodes[id]; found {
		return ErrNodeAlreadyPresent
	}

	if _, _, found := nm.LookupNodeWithPaxosID(id.PaxosID); found {
		return ErrEqualPaxosIDAlreadyPresent
	}

	nm.nodes[id] = node
	nm.epochs[id.PaxosID] = id.Epoch
	nm.memoize()

	return nil
}

func (nm *NodeMap) Replace(newID ID, newNode Node) error {
	oldID, _, found := nm.LookupNodeWithPaxosID(newID.PaxosID)
	if !found {
		return ErrOldNodeNotFound
	}

	delete(nm.nodes, oldID)
	nm.nodes[newID] = newNode
	nm.epochs[newID.PaxosID] = newID.Epoch
	nm.memoize()

	return nil
}

func (nm *NodeMap) Epochs() []Epoch {
	return nm.epochs
}

func (nm *NodeMap) Nodes() []Node {
	var nodes []Node
	for _, node := range nm.nodes {
		nodes = append(nodes, node)
	}
	return nodes
}

func EpochSlicesEqual(a, b []Epoch) bool {
	if len(a) != len(b) {
		return false
	}
	for i := 0; i < len(a); i++ {
		if a[i] != b[i] {
			return false
		}
	}

	return true
}

func (nm *NodeMap) GetNext(id ID) ID {
	intid := uint(id.PaxosID)
	intid++
	intid %= nm.nrOfNodes
	return NewID(PaxosID(intid), nm.epochs[intid])
}







github.com/relab/goxos/grp/node_test.go

package grp

import (
	"testing"
)

var (
	id1        = NewID(0, 0)
	id2        = NewID(0, 1)
	id3        = NewID(1, 1)
	id4        = NewID(1, 0)
	id5        = NewID(2, 0)
	id6        = NewID(3, 0)
	dummyNode1 = NewNode("127.0.0.1", "8080", "8081", true, true, true)
	dummyNode2 = NewNode("127.0.0.1", "8080", "8081", true, false, false)
	dummyNode3 = NewNode("127.0.0.1", "8082", "8083", true, true, true)
)

func GenerateBasicMap() (map[ID]Node, uint, uint) {
	m := map[ID]Node{
		id1: dummyNode1,
		id4: dummyNode1,
		id5: dummyNode1,
	}

	return m, uint(len(m)), 3
}

func GenerateBasicMapWithDifferentActors() (map[ID]Node, uint, uint) {
	m := map[ID]Node{
		id1: dummyNode1,
		id4: dummyNode1,
		id5: dummyNode2,
	}

	return m, uint(len(m)), 2
}

func GenerateIncompleteMap() (map[ID]Node, uint, uint) {
	m := map[ID]Node{
		id1: dummyNode1,
		id4: dummyNode1,
	}

	return m, 3, 3
}

var idCompareToTests = []struct {
	a, b     ID
	expected int
}{
	{id1, id2, -1},
	{id1, id1, 0},
	{id2, id1, 1},
	{id3, id2, 1},
	{id3, id1, 1},
	{id1, id3, -1},
}

func TestIdCompareTo(t *testing.T) {
	var actual int
	for i, ictt := range idCompareToTests {
		actual = ictt.a.CompareTo(ictt.b)
		if actual != ictt.expected {
			t.Errorf("%d. %d != %d", i, actual, ictt.expected)
		}
	}
}

var idStringTests = []struct {
	id       ID
	expected string
}{
	{id1, "0-0"},
	{id2, "0-1"},
	{id3, "1-1"},
}

func TestIdString(t *testing.T) {
	var actual string
	for i, tist := range idStringTests {
		actual = tist.id.String()
		if actual != tist.expected {
			t.Errorf("%d. %q != %q", i, actual, tist.expected)
		}
	}
}

func TestBasicNodeMapAndIdsLength(t *testing.T) {
	nm, nrOfNodes, nrOfAcc := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	testNodeMapLength(t, nodeMap, nrOfNodes, nrOfNodes, nrOfAcc, nrOfNodes)
}

func TestNodeMapAdd(t *testing.T) {
	nm, nrOfNodes, nrOfAcc := GenerateIncompleteMap()

	nodeMap := NewNodeMapWithCount(nm, nrOfNodes, nrOfAcc)
	initial := nodeMap.Len()

	err := nodeMap.Add(id5, dummyNode1)
	if err != nil {
		t.Errorf("Expected no error, got %v", err)
	}

	testNodeMapLength(t, nodeMap, initial+1, initial+1, initial+1, initial+1)
}

func TestNodeMapAddExsistingId(t *testing.T) {
	nm, _, _ := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	initial := nodeMap.Len()

	err := nodeMap.Add(id1, dummyNode1)
	if err != ErrNodeAlreadyPresent {
		t.Errorf("Expected %v", ErrNodeAlreadyPresent)
	}

	testNodeMapLength(t, nodeMap, initial, initial, initial, initial)
}

func TestNodeMapAddExsistingPaxosId(t *testing.T) {
	nm, _, _ := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	initial := nodeMap.Len()

	err := nodeMap.Add(id3, dummyNode1)
	if err != ErrEqualPaxosIDAlreadyPresent {
		t.Errorf("Expected %v", ErrEqualPaxosIDAlreadyPresent)
	}

	testNodeMapLength(t, nodeMap, initial, initial, initial, initial)
}

func TestNodeMapAndIdsLenghtWithDifferentActorTypes(t *testing.T) {
	nm, nrOfNodes, nrOfAcc := GenerateBasicMapWithDifferentActors()
	nodeMap := NewNodeMap(nm)
	testNodeMapLength(t, nodeMap, nrOfNodes, nrOfNodes, nrOfAcc, nrOfNodes-1)
}

func TestNodeMapReplace(t *testing.T) {
	nm, _, _ := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	initial := nodeMap.Len()

	err := nodeMap.Replace(id2, dummyNode1)
	if err != nil {
		t.Errorf("Expected no error, got %v", err)
	}

	testNodeMapLength(t, nodeMap, initial, initial, initial, initial)
}

func TestNodeMapReplaceNonExisting(t *testing.T) {
	nm, _, _ := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	initial := nodeMap.Len()

	err := nodeMap.Replace(id6, dummyNode1)
	if err != ErrOldNodeNotFound {
		t.Errorf("Expected %v", ErrOldNodeNotFound)
	}

	testNodeMapLength(t, nodeMap, initial, initial, initial, initial)
}

func testNodeMapLength(t *testing.T, nodeMap *NodeMap, nmlen, plen, alen, llen uint) {
	if nodeMap.Len() != nmlen {
		t.Errorf("%d != %d", nodeMap.Len(), nmlen)
	}

	if uint(len(nodeMap.IDs())) != nmlen {
		t.Errorf("%d != %d", len(nodeMap.IDs()), nmlen)
	}

	if uint(len(nodeMap.ProposerIDs())) != plen {
		t.Errorf("%d != %d", len(nodeMap.ProposerIDs()), plen)
	}

	if uint(len(nodeMap.AcceptorIDs())) != alen {
		t.Errorf("%d != %d", len(nodeMap.AcceptorIDs()), alen)
	}

	if uint(len(nodeMap.LearnerIDs())) != llen {
		t.Errorf("%d != %d", len(nodeMap.LearnerIDs()), llen)
	}
}

var (
	epa = []Epoch{Epoch(0), Epoch(1), Epoch(2)}
	epb = []Epoch{Epoch(1), Epoch(1), Epoch(2)}
	epc = []Epoch{Epoch(1), Epoch(1)}
)

var epochSlicesEqualTests = []struct {
	a, b     []Epoch
	expected bool
}{
	{epa, epa, true},
	{epa, epb, false},
	{epa, epc, false},
	{epb, epb, true},
	{epb, epc, false},
	{epc, epc, true},
}

func TestEpochSlicesEqual(t *testing.T) {
	var actual bool
	for i, esqt := range epochSlicesEqualTests {
		actual = EpochSlicesEqual(esqt.a, esqt.b)
		if actual != esqt.expected {
			t.Errorf("%d. %t != %t", i, actual, esqt.expected)
		}
	}
}

func TestIsNew(t *testing.T) {
	mp, _, _ := GenerateBasicMap()
	nm := NewNodeMap(mp)
	if nm.IsNew(id1, dummyNode3) {
		t.Errorf("%v is reported new for %v", id1, nm)
	}

	if nm.IsNew(id2, dummyNode1) {
		t.Errorf("%v is reported new for %v", dummyNode1, nm)
	}

	if !nm.IsNew(id2, dummyNode3) {
		t.Errorf("%v with id %v is not reported new in %v", dummyNode3, id2, nm)
	}
}

func TestGetNext(t *testing.T) {
	var result ID
	nm, _, _ := GenerateBasicMap()
	nodeMap := NewNodeMap(nm)
	result = nodeMap.GetNext(id4)
	if result != id5 {
		t.Error("getNext could not increment")
	}
	result = nodeMap.GetNext(id5)
	if result != id1 {
		t.Error("getNext could not wrap around")
	}
	err := nodeMap.Replace(id3, dummyNode2)
	if err != nil {
		t.Errorf("Expected no error, got %v", err)
	}
	result = nodeMap.GetNext(id1)
	if result != id3 {
		t.Errorf("getNext did not return correct id with higher Epoch")
	}
}







github.com/relab/goxos/grp/sub.go

package grp

import (
	"sync"
)

type Subscriber struct {
	prepareChan chan *sync.WaitGroup
	releaseChan chan bool
}

func (s *Subscriber) PrepareChan() <-chan *sync.WaitGroup {
	return s.prepareChan
}

func (s *Subscriber) ReleaseChan() <-chan bool {
	return s.releaseChan
}







github.com/relab/goxos/ins.sh

go install github.com/relab/goxos/kvs/kvsd
go install github.com/relab/goxos/kvs/kvsc






github.com/relab/goxos/kvs/bgen/bgen.go

package bgen

import (
	"math/rand"
	"time"
)

func init() {
	rand.Seed(time.Now().UnixNano())
}

func GetBytes(p []byte) {
	for i := 0; i < len(p); i++ {
		p[i] = byte(randInt(65, 126))
	}
}

func randInt(min int, max int) int {
	return min + rand.Intn(max-min)
}







github.com/relab/goxos/kvs/common/ini_parser.go

// Got this from: https://github.com/vaughan0/go-ini
//
// Thought it was so small it was better to copy it instead of import
// it

// Copyright (c) 2013 Vaughan Newton
//
// Permission is hereby granted, free of charge, to any person
// obtaining a copy of this software and associated documentation
// files (the "Software"), to deal in the Software without
// restriction, including without limitation the rights to use, copy,
// modify, merge, publish, distribute, sublicense, and/or sell copies
// of the Software, and to permit persons to whom the Software is
// furnished to do so, subject to the following conditions:
//
// The above copyright notice and this permission notice shall be
// included in all copies or substantial portions of the Software.
//
// THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND,
// EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
// MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
// NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS
// BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN
// ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN
// CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
// SOFTWARE.

package common

import (
	"bufio"
	"fmt"
	"io"
	"os"
	"regexp"
	"strings"
)

var (
	sectionRegex = regexp.MustCompile(`^\[(.*)\]$`)
	assignRegex  = regexp.MustCompile(`^([^=]+)=(.*)$`)
)

// ErrSyntax is returned when there is a syntax error in an INI file.
type ErrSyntax struct {
	Line   int
	Source string // The contents of the erroneous line, without leading or trailing whitespace
}

func (e ErrSyntax) Error() string {
	return fmt.Sprintf("invalid INI syntax on line %d: %s", e.Line, e.Source)
}

// A File represents a parsed INI file.
type File map[string]Section

// A Section represents a single section of an INI file.
type Section map[string]string

// Returns a named Section. A Section will be created if one does not already exist for the given name.
func (f File) Section(name string) Section {
	section := f[name]
	if section == nil {
		section = make(Section)
		f[name] = section
	}
	return section
}

// Looks up a value for a key in a section and returns that value, along with a boolean result similar to a map lookup.
func (f File) Get(section, key string) (value string, ok bool) {
	if s := f[section]; s != nil {
		value, ok = s[key]
	}
	return
}

// Loads INI data from a reader and stores the data in the File.
func (f File) Load(in io.Reader) (err error) {
	bufin, ok := in.(*bufio.Reader)
	if !ok {
		bufin = bufio.NewReader(in)
	}
	return parseFile(bufin, f)
}

// Loads INI data from a named file and stores the data in the File.
func (f File) LoadFile(file string) (err error) {
	in, err := os.Open(file)
	if err != nil {
		return
	}
	defer in.Close()
	return f.Load(in)
}

func parseFile(in *bufio.Reader, file File) (err error) {
	section := ""
	lineNum := 0
	for done := false; !done; {
		var line string
		if line, err = in.ReadString('\n'); err != nil {
			if err == io.EOF {
				done = true
			} else {
				return
			}
		}
		lineNum++
		line = strings.TrimSpace(line)
		if len(line) == 0 {
			// Skip blank lines
			continue
		}
		if line[0] == ';' || line[0] == '#' {
			// Skip comments
			continue
		}

		if groups := assignRegex.FindStringSubmatch(line); groups != nil {
			key, val := groups[1], groups[2]
			key, val = strings.TrimSpace(key), strings.TrimSpace(val)
			file.Section(section)[key] = val
		} else if groups := sectionRegex.FindStringSubmatch(line); groups != nil {
			name := strings.TrimSpace(groups[1])
			section = name
			// Create the section if it does not exist
			file.Section(section)
		} else {
			return ErrSyntax{lineNum, line}
		}

	}
	return nil
}

// Loads and returns a File from a reader.
func Load(in io.Reader) (File, error) {
	file := make(File)
	err := file.Load(in)
	return file, err
}

// Loads and returns an INI File from a file on disk.
func LoadFile(filename string) (File, error) {
	file := make(File)
	err := file.LoadFile(filename)
	return file, err
}







github.com/relab/goxos/kvs/common/reqresp.go

package common

import (
	"fmt"
)

const (
	Read = iota
	Write
	Delete
)

var Commandtypes = [...]string{
	"Read",
	"Write",
	"Delete",
}

type CommandType int8

type MapRequest struct {
	Ct    CommandType
	Key   []byte
	Value []byte
}

type MapResponse struct {
	ToType CommandType
	Value  []byte
	Found  byte
	Err    []byte
}

func (ct CommandType) String() string {
	return Commandtypes[ct]
}

func (req MapRequest) String() string {
	switch req.Ct {
	case Read:
		return fmt.Sprintf("Read request for key %s", req.Key)
	case Write:
		return fmt.Sprintf("Write request for key %s with value %s", req.Key, req.Value)
	case Delete:
		return fmt.Sprintf("Delete request for key %s", req.Key)
	}

	return fmt.Sprintf("Unkown command type for map request (code %d)", req.Ct)
}

func (resp MapResponse) String() string {
	if len(resp.Err) != 0 {
		return fmt.Sprintf("Response to %v had error: %s", resp.ToType, resp.Err)
	}

	switch resp.ToType {
	case Read:
		if resp.Found != 0 {
			return fmt.Sprintf("Value for key: %s", resp.Value)
		}
		return fmt.Sprintf("Value for key was not found in map")
	case Write:
		return fmt.Sprintf("Write request for %q OK", resp.Value)
	case Delete:
		return fmt.Sprintf("Delete request OK")
	}

	return fmt.Sprintf("Unkown command type for map response (code %d)", resp.ToType)
}







github.com/relab/goxos/kvs/common/reqresp_marsh.go

package common

import (
	"bufio"
	"encoding/binary"
	"io"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type byteReader interface {
	io.Reader
	ReadByte() (c byte, err error)
}

func (t *MapRequest) BinarySize() (nbytes int, sizeKnown bool) {
	return 0, false
}

type MapRequestCache struct {
	mu    sync.Mutex
	cache []*MapRequest
}

func NewMapRequestCache() *MapRequestCache {
	c := &MapRequestCache{}
	c.cache = make([]*MapRequest, 0)
	return c
}

func (p *MapRequestCache) Get() *MapRequest {
	var t *MapRequest
	p.mu.Lock()
	if len(p.cache) > 0 {
		t = p.cache[len(p.cache)-1]
		p.cache = p.cache[0:(len(p.cache) - 1)]
	}
	p.mu.Unlock()
	if t == nil {
		t = &MapRequest{}
	}
	return t
}
func (p *MapRequestCache) Put(t *MapRequest) {
	p.mu.Lock()
	p.cache = append(p.cache, t)
	p.mu.Unlock()
}
func (t *MapRequest) Marshal(wire io.Writer) {
	var b [10]byte
	var bs []byte
	bs = b[:1]
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Marshal: ", r)
		}
	}()
	bs[0] = byte(t.Ct)
	wire.Write(bs)
	bs = b[:]
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Marshal: ", r)
		}
	}()
	alen1 := int64(len(t.Key))
	if wlen := binary.PutVarint(bs, alen1); wlen >= 0 {
		wire.Write(b[0:wlen])
	}
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Marshal: ", r)
		}
	}()
	for i := int64(0); i < alen1; i++ {
		bs = b[:1]
		bs[0] = byte(t.Key[i])
		wire.Write(bs)
	}
	bs = b[:]
	alen2 := int64(len(t.Value))
	if wlen := binary.PutVarint(bs, alen2); wlen >= 0 {
		wire.Write(b[0:wlen])
	}
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Marshal: ", r)
		}
	}()
	for i := int64(0); i < alen2; i++ {
		bs = b[:1]
		bs[0] = byte(t.Value[i])
		wire.Write(bs)
	}
}

func (t *MapRequest) Unmarshal(rr io.Reader) error {
	var wire byteReader
	var ok bool
	if wire, ok = rr.(byteReader); !ok {
		wire = bufio.NewReader(rr)
	}
	var b [10]byte
	var bs []byte
	bs = b[:1]
	if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
		return err
	}
	t.Ct = CommandType(bs[0])
	alen1, err := binary.ReadVarint(wire)
	if err != nil {
		return err
	}
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Unmarshal: ", r)
		}
	}()
	if alen1 < 0 {
		alen1 = -alen1
	}
	t.Key = make([]byte, alen1)
	for i := int64(0); i < alen1; i++ {
		if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
			return err
		}
		t.Key[i] = byte(bs[0])
	}
	alen2, err := binary.ReadVarint(wire)
	if err != nil {
		return err
	}
	defer func() {
		if r := recover(); r != nil {
			glog.Infoln("Recovered in Unmarshal: ", r)
		}
	}()
	if alen2 < 0 {
		alen2 = -alen2
	}
	t.Value = make([]byte, alen2)
	for i := int64(0); i < alen2; i++ {
		if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
			return err
		}
		t.Value[i] = byte(bs[0])
	}
	return nil
}

func (t *MapResponse) BinarySize() (nbytes int, sizeKnown bool) {
	return 0, false
}

type MapResponseCache struct {
	mu    sync.Mutex
	cache []*MapResponse
}

func NewMapResponseCache() *MapResponseCache {
	c := &MapResponseCache{}
	c.cache = make([]*MapResponse, 0)
	return c
}

func (p *MapResponseCache) Get() *MapResponse {
	var t *MapResponse
	p.mu.Lock()
	if len(p.cache) > 0 {
		t = p.cache[len(p.cache)-1]
		p.cache = p.cache[0:(len(p.cache) - 1)]
	}
	p.mu.Unlock()
	if t == nil {
		t = &MapResponse{}
	}
	return t
}
func (p *MapResponseCache) Put(t *MapResponse) {
	p.mu.Lock()
	p.cache = append(p.cache, t)
	p.mu.Unlock()
}
func (t *MapResponse) Marshal(wire io.Writer) {
	var b [10]byte
	var bs []byte
	bs = b[:1]
	bs[0] = byte(t.ToType)
	wire.Write(bs)
	bs = b[:]
	alen1 := int64(len(t.Value))
	if wlen := binary.PutVarint(bs, alen1); wlen >= 0 {
		wire.Write(b[0:wlen])
	}
	for i := int64(0); i < alen1; i++ {
		bs = b[:1]
		bs[0] = byte(t.Value[i])
		wire.Write(bs)
	}
	bs[0] = byte(t.Found)
	wire.Write(bs)
	bs = b[:]
	alen2 := int64(len(t.Err))
	if wlen := binary.PutVarint(bs, alen2); wlen >= 0 {
		wire.Write(b[0:wlen])
	}
	for i := int64(0); i < alen2; i++ {
		bs = b[:1]
		bs[0] = byte(t.Err[i])
		wire.Write(bs)
	}
}

func (t *MapResponse) Unmarshal(rr io.Reader) error {
	var wire byteReader
	var ok bool
	if wire, ok = rr.(byteReader); !ok {
		wire = bufio.NewReader(rr)
	}
	var b [10]byte
	var bs []byte
	bs = b[:1]
	if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
		return err
	}
	t.ToType = CommandType(bs[0])
	alen1, err := binary.ReadVarint(wire)
	if err != nil {
		return err
	}
	t.Value = make([]byte, alen1)
	for i := int64(0); i < alen1; i++ {
		if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
			return err
		}
		t.Value[i] = byte(bs[0])
	}
	if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
		return err
	}
	t.Found = byte(bs[0])
	alen2, err := binary.ReadVarint(wire)
	if err != nil {
		return err
	}
	t.Err = make([]byte, alen2)
	for i := int64(0); i < alen2; i++ {
		if _, err := io.ReadAtLeast(wire, bs, 1); err != nil {
			return err
		}
		t.Err[i] = byte(bs[0])
	}
	return nil
}







github.com/relab/goxos/kvs/kvsc/bench.go

package main

import (
	"log"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/kvs/bgen"
	kc "github.com/relab/goxos/kvs/common"
)

var outputFolder string

func runBench() {
	log.Println("KVS Benchmark Client")

	var err error
	if *report {
		if outputFolder, err = generateReportFolder(); err != nil {
			log.Fatalln("Aborted! Reason:", err)
		}
	}

	if err = setupLogging(*report, outputFolder); err != nil {
		log.Fatalln("Aborted! Reason:", err)
	}

	log.Println("Dialing kvs cluster")
	serviceConnection, err := client.Dial(clientConfig)
	if err != nil {
		log.Fatalln("Error dailing cluster:", err)
	}

	reqLatencies := make([][]time.Duration, *runs)
	runDurations := make([]time.Duration, *runs)

	if *prewait > 0 {
		log.Println("Starting in", *prewait)
		time.Sleep(*prewait)
	}

	log.Println("Running...")
	for i := 0; i < *runs; i++ {
		log.Println("Performing run", i)
		runDurations[i], reqLatencies[i], err = performRun(serviceConnection, *cmds)
		if err != nil {
			log.Fatalln("Aborted! Reason:", err)
		}
	}

	if !*noreport {
		log.Println("Generating report...")
		generateReport(runDurations, reqLatencies)
	}

	log.Println("Done!")
}

func performRun(conn client.ServiceConn, nrOfCmds int) (
	duration time.Duration, reqLatencies []time.Duration, err error) {
	reqLatencies = make([]time.Duration, nrOfCmds)
	var reqSent, respRscv time.Time
	key := make([]byte, *kl)
	val := make([]byte, *vl)
	mapreq := kc.MapRequest{Ct: kc.Write,
		Key:   key,
		Value: val,
	}

	start := time.Now()
	for i := 0; i < nrOfCmds; i++ {
		bgen.GetBytes(key)
		bgen.GetBytes(val)
		mapreq.Marshal(buffer)
		reqSent = time.Now()
		response := <-conn.Send(buffer.Bytes())
		respRscv = time.Now()

		// Abort if we get an error response
		if response.Err != nil {
			return 0, nil, response.Err
		}

		reqLatencies[i] = respRscv.Sub(reqSent)
		buffer.Reset()
	}

	end := time.Now()
	duration = end.Sub(start)
	return
}







github.com/relab/goxos/kvs/kvsc/benchasync.go

package main

import (
	"log"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/kvs/bgen"
	kc "github.com/relab/goxos/kvs/common"
)

func runBenchAsync() {
	log.Println("KVS Async Benchmark Client")

	var err error
	if *report {
		if outputFolder, err = generateReportFolder(); err != nil {
			log.Fatalln("Aborted! Reason:", err)
		}
	}

	if err = setupLogging(*report, outputFolder); err != nil {
		log.Fatalln("Aborted! Reason:", err)
	}

	log.Println("Dialing kvs cluster")
	serviceConnection, err := client.Dial(clientConfig)
	if err != nil {
		log.Fatalln("Error dailing cluster:", err)
	}

	reqLatencies := make([][]time.Duration, *runs)

	if *prewait > 0 {
		log.Println("Starting in", *prewait)
		time.Sleep(*prewait)
	}

	log.Println("Running...")
	for i := 0; i < *runs; i++ {
		log.Println("Performing run", i)
		reqLatencies[i], err = performAsyncRun(serviceConnection, *cmds)
		if err != nil {
			log.Fatalln("Aborted! Reason:", err)
		}
	}

	if !*noreport {
		log.Println("Generating report...")
		generateReport(nil, reqLatencies)
	}

	log.Print("Responses not received: ", countResponsesNotReceived(reqLatencies))

	log.Println("Done!")
}

func countResponsesNotReceived(times [][]time.Duration) int {
	counter := 0
	for i := range times {
		for j := range times[i] {
			if !(times[i][j] > 0) {
				counter++
			}
		}
	}
	return counter
}

func performAsyncRun(conn client.ServiceConn, nrOfCmds int) ([]time.Duration, error) {
	key := make([]byte, *kl)
	val := make([]byte, *vl)
	mapreq := kc.MapRequest{Ct: kc.Write,
		Key:   key,
		Value: val,
	}

	responseChannels := make([]<-chan client.ResponseData, nrOfCmds)

	for i := 0; i < nrOfCmds; i++ {
		//log.Println("Sending command number: ", i)
		bgen.GetBytes(key)
		bgen.GetBytes(val)
		mapreq.Marshal(buffer)

		responseChannels[i] = conn.Send(buffer.Bytes())

		// time.Sleep(10 * time.Millisecond)

		buffer.Reset()
	}

	log.Println("Waiting for responses")
	reqLatencies, err := getRequestLatencies(responseChannels)

	return reqLatencies, err
}

func getRequestLatencies(responseChannels []<-chan client.ResponseData) ([]time.Duration, error) {
	//<-time.After(2 * time.Second)
	reqLatencies := make([]time.Duration, len(responseChannels))

	for index, responseChan := range responseChannels {
	readloop:
		for readFromChannelAttempts := 0; readFromChannelAttempts < 5; readFromChannelAttempts++ {
			select {
			case response := <-responseChan:
				if response.Err != nil {
					return nil, response.Err
				}
				reqLatencies[index] = response.ReceiveTime.Sub(response.SendTime)
				//log.Printf("Response received: %v", response)
				break readloop
			default:
				//log.Printf("Waiting 10 ms")
				<-time.After(10 * time.Millisecond)
			}
		}
	}
	return reqLatencies, nil
}







github.com/relab/goxos/kvs/kvsc/config.ini

[goxos]
nodes = 0:127.0.0.1:8080:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085
; nodes = 0:152.94.1.65:8080:8081, 1:152.94.1.66:8082:8083, 2:152.94.1.67:8084:8085






github.com/relab/goxos/kvs/kvsc/exp.go

package main

import (
	"bytes"
	"encoding/gob"
	"io/ioutil"
	"log"
	"math/rand"
	"sync"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/kvs/bgen"
	kc "github.com/relab/goxos/kvs/common"
)

func runExp() {
	elog.Enable()
	defer elog.Flush()
	if *keyset != "" {
		runExpWithDetKeys()
	} else {
		runExpWithRandKeys()
	}
}

func runExpWithDetKeys() {
	keySet, err := loadKeySet()
	if err != nil {
		log.Fatalln("error loading keyset:", err)
	}
	rand.Seed(time.Now().UnixNano())
	var wg sync.WaitGroup
	for i := 0; i < *nclients; i++ {
		wg.Add(1)
		go func() {
			serviceConnection, err := client.Dial(clientConfig)
			if err != nil {
				log.Fatalln("Error dailing cluster:", err)
			}

			if *prewait > 0 {
				time.Sleep(*prewait)
			}

			var (
				reqsent time.Time
				kvreq   kc.MapRequest
				value   = make([]byte, *vl)
			)

			for i := 0; i < *cmds; i++ {
				bgen.GetBytes(value)
				kvreq = kc.MapRequest{Ct: kc.Write,
					Key:   keySet[rand.Intn(len(keySet))],
					Value: value,
				}
				kvreq.Marshal(buffer)
				reqsent = time.Now()
				response := <-serviceConnection.Send(buffer.Bytes())
				if response.Err != nil {
					log.Fatalln("Response error:", response.Err)
				}
				elog.Log(e.NewTimedEvent(e.ClientRequestLatency, reqsent))
				buffer.Reset()
			}
			wg.Done()
		}()
	}
	wg.Wait()
}

func loadKeySet() (keySet [][]byte, err error) {
	file, err := ioutil.ReadFile(*keyset)
	if err != nil {
		return nil, err
	}

	b := new(bytes.Buffer)
	if _, err := b.Write(file); err != nil {
		return nil, err
	}

	decoder := gob.NewDecoder(b)
	if err := decoder.Decode(&keySet); err != nil {
		return nil, err
	}

	return keySet, nil
}

func runExpWithRandKeys() {
	var wg sync.WaitGroup
	for i := 0; i < *nclients; i++ {
		wg.Add(1)
		go func() {
			serviceConnection, err := client.Dial(clientConfig)
			if err != nil {
				log.Fatalln("Error dailing cluster:", err)
			}

			if *prewait > 0 {
				time.Sleep(*prewait)
			}

			var (
				reqsent time.Time
				key     = make([]byte, *kl)
				value   = make([]byte, *vl)
				kvreq   = kc.MapRequest{Ct: kc.Write,
					Key:   key,
					Value: value,
				}
			)

			for i := 0; i < *cmds; i++ {
				bgen.GetBytes(key)
				bgen.GetBytes(value)
				kvreq.Marshal(buffer)
				reqsent = time.Now()
				response := <-serviceConnection.Send(buffer.Bytes())
				if response.Err != nil {
					log.Fatalln("Response error:", response.Err)
				}
				elog.Log(e.NewTimedEvent(e.ClientRequestLatency, reqsent))
				buffer.Reset()
			}
			wg.Done()
		}()
	}
	wg.Wait()
}







github.com/relab/goxos/kvs/kvsc/kvsc.go

package main

import (
	"bytes"
	"flag"
	"fmt"
	"os"
	"runtime/debug"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/kvs/common"
)

var (
	// General
	gcOff    = flag.Bool("gc-off", false, "turn garbage collection off")
	showHelp = flag.Bool("help", false, "show this help message and exit")

	// Config
	configFile = flag.String("config-file", "config.ini", "path for configuration file to be used")

	// Mode
	mode = flag.String("mode", "", "run mode: (user | bench | bench-async | exp)")

	// Benchmark mode
	report   = flag.Bool("report", false, "bench: save run report to disk")
	runs     = flag.Int("runs", 5, "bench: number of runs")
	noreport = flag.Bool("noreport", false, "bench: disable report")

	// Experiement mode
	nclients = flag.Int("nclients", 1, "exp: number of clients to run")
	keyset   = flag.String("keyset", "", "exp: path to gob encoded key set")

	// Common for both benchmark and experiment mode
	cmds    = flag.Int("cmds", 500, "bench/exp: number of commands per run")
	kl      = flag.Int("kl", 16, "bench/exp: number of bytes for key")
	vl      = flag.Int("vl", 16, "bench/exp: number of bytes for value")
	prewait = flag.Duration("prewait", 0, "batch/exp: pre-start wait")
)

func Usage() {
	fmt.Fprintf(os.Stderr, "Usage: %s [OPTIONS]\n", os.Args[0])
	fmt.Fprintf(os.Stderr, "\nOptions:\n")
	flag.PrintDefaults()
}

var (
	buffer       = new(bytes.Buffer)
	clientConfig *config.Config
)

func main() {
	parseFlags()

	if *gcOff {
		debug.SetGCPercent(-1)
	}

	parseConfig()

	switch *mode {
	case "", "user":
		runUser()
	case "bench":
		runBench()
	case "bench-async":
		runBenchAsync()
	case "exp":
		runExp()
	default:
		fmt.Fprintf(os.Stderr, "Unkown mode specified: %q\n", *mode)
		flag.Usage()
	}
}

func parseConfig() {
	iniconfig, err := common.LoadFile(*configFile)
	if err != nil {
		fmt.Printf("Could not parse config file %s, error: %v", *configFile, err)
	}

	clientConfig = config.NewConfig()
	for k, v := range iniconfig.Section("goxos") {
		clientConfig.Set(k, v)
	}

	for k, v := range iniconfig.Section("client") {
		clientConfig.Set(k, v)
	}
}

func parseFlags() {
	flag.Usage = Usage
	flag.Parse()
	if *showHelp {
		flag.Usage()
		os.Exit(0)
	}
}







github.com/relab/goxos/kvs/kvsc/report.go

package main

import (
	"log"
	"time"

	"github.com/relab/goxos/exp/util"
)

func generateReport(runDurations []time.Duration, reqLats [][]time.Duration) {
	var (
		meanRunDurations       time.Duration
		ssdRunDurations        time.Duration
		stdErrOfTheMeanRunDurs time.Duration
	)
	// Durations
	if runDurations != nil {
		meanRunDurations = util.MeanDuration(runDurations...)
		ssdRunDurations = util.SSDDuration(runDurations...)
		stdErrOfTheMeanRunDurs = util.StdErrMeanDuration(ssdRunDurations, len(runDurations))
	}

	// Request latencies
	meanRequestLatenciesPerRun := make([]time.Duration, *runs)
	ssdRequestLatenciesPerRun := make([]time.Duration, *runs)
	stdErrOfTheMeanLatenciesPerRun := make([]time.Duration, *runs)
	for i := range reqLats {
		meanRequestLatenciesPerRun[i] = util.MeanDuration(reqLats[i]...)
		ssdRequestLatenciesPerRun[i] = util.SSDDuration(reqLats[i]...)
		stdErrOfTheMeanLatenciesPerRun[i] = util.StdErrMeanDuration(ssdRequestLatenciesPerRun[i], len(reqLats[i]))
	}

	log.Println("")
	log.Println("---------------------------------------------------")
	log.Println("Report:")
	log.Println("")
	log.Println("Number of runs:", *runs)
	log.Println("Number of clients:", *nclients)
	log.Println("Number of commands per run:", *cmds)
	log.Println("Key byte size:", *kl)
	log.Println("Value byte size:", *vl)
	log.Println("")
	log.Println("")
	if runDurations != nil {
		log.Println("Duration per run:", runDurations)
		log.Println("Mean duration for runs:", meanRunDurations)
		log.Println("Sample standard deviation for run durations:", ssdRunDurations)
		log.Println("Standard error of the mean duration:", stdErrOfTheMeanRunDurs)
		log.Println("")
		log.Println("")
	}
	for i := range reqLats {
		log.Println("")
		log.Println("Run nr.", i)
		log.Println("Mean request latency:", meanRequestLatenciesPerRun[i])
		log.Println("Sample standard deviation for request latency:", ssdRequestLatenciesPerRun[i])
		log.Println("Standard error of the mean request latency:", stdErrOfTheMeanLatenciesPerRun[i])
		log.Println("")
	}
	log.Println("---------------------------------------------------")
	log.Println("")
}







github.com/relab/goxos/kvs/kvsc/user.go

package main

import (
	"fmt"
	"os"

	"github.com/relab/goxos/client"
	kc "github.com/relab/goxos/kvs/common"
)

func runUser() {
	printHeader()

	fmt.Println("Dialing kvs cluster...")
	serviceConnection, err := client.Dial(clientConfig)
	if err != nil {
		fmt.Println("Error dailing cluster:", err)
		os.Exit(1)
	}

	var (
		req        kc.MapRequest
		resp       kc.MapResponse
		ct         int
		key, value string
	)

	for {
		fmt.Println("\nEnter command type (int):")
		for i, ct := range kc.Commandtypes {
			fmt.Printf("%v for %q\n", i+1, ct)
		}

		fmt.Scanln(&ct)

		switch ct {
		case 1, 3:
			fmt.Println("Enter key:")
			fmt.Scanln(&key)
		case 2:
			fmt.Println("Enter key:")
			fmt.Scanln(&key)
			fmt.Println("Enter value:")
			fmt.Scanln(&value)
		default:
			fmt.Println("Error: Unkown command")
			continue
		}

		req = kc.MapRequest{
			Ct:    kc.CommandType(ct - 1),
			Key:   []byte(key),
			Value: []byte(value),
		}

		buffer.Reset()
		req.Marshal(buffer)

		fmt.Println(req)

		response := <-serviceConnection.Send(buffer.Bytes())
		if response.Err != nil {
			fmt.Println("Error when sending request: ", response.Err)
			continue
		}

		buffer.Reset()
		buffer.Write(response.Value)

		if err = resp.Unmarshal(buffer); err != nil {
			fmt.Println("Unmarshal error:, err")
			continue
		}

		fmt.Println(resp)
	}
}

func printHeader() {
	fmt.Println("------------------------")
	fmt.Println("KEY-VALUE STORE CLIENT  ")
	fmt.Println("------------------------")
	fmt.Println("")
	fmt.Println("Info: Key is a string.")
	fmt.Println("Info: Value is a string.")
	fmt.Println("Info: Control-C to exit.")
	fmt.Println("")
}







github.com/relab/goxos/kvs/kvsc/util.go

package main

import (
	"fmt"
	"io"
	"log"
	"os"
	"time"
)

func setupLogging(writeToFile bool, outputFolder string) error {
	if writeToFile {
		logfile, err := os.OpenFile(outputFolder+"/report.txt",
			os.O_WRONLY|os.O_CREATE, 0640)
		if err != nil {
			return err
		}
		log.SetOutput(io.MultiWriter(logfile, os.Stdout))
	}
	return nil
}

func generateReportFolder() (string, error) {
	folderName := renderTimestamp(time.Now())
	if err := os.Mkdir(folderName, 0755); err != nil {
		return folderName, err
	}
	return folderName, nil
}

func logBenchmarkProperties() {
	log.Println("Time:", time.Now())
	log.Println("Number of runs to be done:", *runs)
	log.Println("Number of clients:", *nclients)
	log.Println("Number of commands per run:", *cmds)
	log.Println("Key length in bytes:", *kl)
	log.Println("Value length in bytes:", *vl)
	log.Println("Save report:", *report)
}

func renderTimestamp(t time.Time) string {
	return fmt.Sprintf("%d%02d%02d-%02d%02d%02d",
		t.Year(),
		t.Month(),
		t.Day(),
		t.Hour(),
		t.Minute(),
		t.Second())
}







github.com/relab/goxos/kvs/kvsd/cleanup

#!/bin/sh

if [ -f "statehash-*" ]; then
	rm statehash-*
fi

if [ -f "log/*" ]; then
	rm log/*
fi

if [ -f "*.elog" ]; then
	rm *.elog
fi

if [ -d "profile" ]; then
	rm -r profile
fi







github.com/relab/goxos/kvs/kvsd/conf/config-ar.ini

# [kvsd]
#
# # Later we may add this `kvsd` section for setting kvsd
# # configs. Today all those are set through command line.


[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8080:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085


# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# NOTE: This format differs from `nodes` in that there is no ID on standbys!
# NodeInit specific settings
nodeInitStandbys = 127.0.0.1:8086:8087

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
# alpha = 3

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = AReconfiguration

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
nodeInitReplicaProvider = Kvs

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0







github.com/relab/goxos/kvs/kvsd/conf/config-batchpaxos.json

{
	"Nodes": {
		"0": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8080",
			"ClientPort": "8081"

		},
		"1": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8082",
			"ClientPort": "8083"

		},
		"2": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8084",
			"ClientPort": "8085"
		}
	},
	"PaxosType": "BatchPaxos",
	"BatchPaxosConfiguration": {
		"MaxSize": 100,
		"Timeout": 500
	},
	"FailureHandlingType": "None"
}







github.com/relab/goxos/kvs/kvsd/conf/config-fastpaxos.json

{
	"Nodes": {
		"0": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8080",
			"ClientPort": "8081"

		},
		"1": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8082",
			"ClientPort": "8083"

		},
		"2": {
			"Ip": "127.0.0.1",
			"PaxosPort": "8084",
			"ClientPort": "8085"
		}
	},
	"PaxosType": "FastPaxos",
	"BatchPaxosConfiguration": {
		"MaxSize": 100,
		"Timeout": 500
	},
	"FailureHandlingType": "None"
}







github.com/relab/goxos/kvs/kvsd/conf/config-lr.ini

# [kvsd]
#
# # Later we may add this `kvsd` section for setting kvsd
# # configs. Today all those are set through command line.


[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8079:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085


# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# # nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# # NOTE: This format differs from `nodes` in that there is no ID on standbys!
# # NodeInit specific settings
nodeInitStandbys = 127.0.0.1:8086:8087

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
# alpha = 3

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = LiveReplacement

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
nodeInitReplicaProvider = Kvs

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0







github.com/relab/goxos/kvs/kvsd/conf/config-reconf.ini

# [kvsd]
#
# # Later we may add this `kvsd` section for setting kvsd
# # configs. Today all those are set through command line.


[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8079:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085


# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# # nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# # NOTE: This format differs from `nodes` in that there is no ID on standbys!
# # NodeInit specific settings
nodeInitStandbys = 127.0.0.1:8086:8087 

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
# alpha = 3

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = Reconfiguration

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
nodeInitReplicaProvider = Kvs

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0







github.com/relab/goxos/kvs/kvsd/conf/config.ini

# [kvsd]
#
# # Later we may add this `kvsd` section for setting kvsd
# # configs. Today all those are set through command line.


[goxos]
# The goxos section sets goxos configurations. Defaults for most of
# them are set in /goxos/config/defaults.go


# REQUIRED!
# nodes: [id:hostname:paxosPort:clientPort], ...
# ines all nodes that should run. Comma separated list.
nodes = 0:127.0.0.1:8080:8081, 1:127.0.0.1:8082:8083, 2:127.0.0.1:8084:8085
; nodes = 0:152.94.1.65:8080:8081, 1:152.94.1.66:8082:8083, 2:152.94.1.67:8084:8085

# The rest of the settings are NOT REQUIRED. Defaults are usually set
# in goxos/config/defaults.go

# # nodeInitStandbys: [hostname:paxosPort:clientPort], ...
# # NOTE: This format differs from `nodes` in that there is no ID on standbys!
# # NodeInit specific settings
# nodeInitStandbys = 

# protocol: MultiPaxos | ParallelPaxos | BatchPaxos
protocol = MultiPaxos

# # alpha: int
# # Alpha value used for pipelining
# alpha = 3

# # batchMaxSize: int
# # Regular batching of requests before they are sent through paxos
# batchMaxSize = 1

# # batchTimeout: duration
# # Regular batching of requests before they are sent through paxos
# batchTimeout = 3000 us

# failureHandlingType: None | AReconfiguration | Reconfiguration | LiveReplacement
failureHandlingType = None

# # hbEmitterInterval: duration
# # How frequently do we emit heartbeats?
# hbEmitterInterval = 500 ms

# # fdTimeoutInterval: duration
# # How frequently does the FD module check for liveness?
# fdTimeoutInterval = 1000 ms

# # fdDeltaIncrease: duration
# # If node is falsely detected as crashed, how much do we increase
# # timeout by?
# fdDeltaIncrease = 250 ms

# # parallelPaxosProposers: int
# # Number of parallel proposers to run. Only when protocol = ParallelPaxos.
# parallelPaxosProposers = 2

# # parallelPaxosAcceptors: int
# # Number of parallel acceptors to run. Only when protocol = ParallelPaxos.
# parallelPaxosAcceptors = 2

# # parallelPaxosLearners: int
# # Number of parallel learners to run. Only when protocol = ParallelPaxos.
# parallelPaxosLearners = 2

# # parallelPaxosLearners: duration
# # Maximum period of inactivity before batching occurs anyway
# batchPaxosTimeout = 1000 ms

# # parallelPaxosLearners: int
# # Maximum number of requests in a batch
# batchPaxosMaxSize = 100

# # nodeInitReplicaProvider: Disabled | Mock | Kvs
# # NodeInit specific settings
# nodeInitReplicaProvider = Disabled

# # LRStrategy: int (1 | 2 | 3)
# # Live Replacement strategy
# LRStrategy = 2

# # LRExpRndSleep: duration
# # If != 0, enable 0.5 prob for sleeping this duration before connecting to replacer
# LRExpRndSleep = 0

# # throughputSamplingInterval: duration
# # How often should the server log its throughput.
# # 0 turns off throughput logging.
# throughputSamplingInterval = 0


[client]
# The client section sets client configurations. Defaults for most of
# them are set in /goxos/config/defaults.go

# # cycleListMax: int
# # How many times should we loop through the node list when trying to tcp connect?
cycleListMax = 3

# # cycleNodesWait: int (milliseconds)
# # How long should we wait between each connection attempt in tcp connect?
cycleNodesWait = 1000ms

# # dialTimeout: int (milliseconds)
# # What should the timeout be when dialing a replica in tcp connect?
dialTimeout = 500ms

# # writeTimeout: int (milliseconds)
# # What should the timeout be when writing/sending requests?
writeTimeout = 20000ms

# # readTimeout: int (seconds)
# # What should the timeout be when reading responses?
readTimeout = 20s

# # awaitResponseTimeout: int (seconds)
# # How long should we wait before timing out (wihtout a response) when sending requests?
awaitResponseTimeout = 60s






github.com/relab/goxos/kvs/kvsd/conscheck

#!/bin/sh
if [ -f "statehash-*" ]; then
	awk 'FNR==1{print ""}1' statehash-* | sort | uniq -u
fi







github.com/relab/goxos/kvs/kvsd/handler.go

package main

import (
	"bytes"

	kc "github.com/relab/goxos/kvs/common"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type GoxosHandler struct {
	kvmap map[string][]byte
}

var (
	buffer = new(bytes.Buffer)
	kvreq  kc.MapRequest
	kvresp kc.MapResponse
)

func (gh *GoxosHandler) Execute(req []byte) (resp []byte) {
	buffer.Reset()
	buffer.Write(req)

	if err := kvreq.Unmarshal(buffer); err != nil {
		glog.Errorln("Execute: Unmarshal error:", err)
		buffer.Reset()
		kvresp = kc.MapResponse{
			Err: []byte("I can't decode you request"),
		}
		kvresp.Marshal(buffer)
		return buffer.Bytes()
	}

	if glog.V(3) {
		glog.Info(kvreq)
	}

	switch kvreq.Ct {

	case kc.Read:
		val, found := gh.kvmap[string(kvreq.Key)]
		kvresp = kc.MapResponse{
			Value:  val,
			ToType: kc.Read,
		}
		if found {
			kvresp.Found = 1
		} else {
			kvresp.Found = 0
		}
	case kc.Write:
		gh.kvmap[string(kvreq.Key)] = kvreq.Value
		kvresp = kc.MapResponse{
			Value:  kvreq.Value,
			ToType: kc.Write,
		}
	case kc.Delete:
		delete(gh.kvmap, string(kvreq.Key))
		kvresp = kc.MapResponse{
			ToType: kc.Delete,
		}
	default:
		kvresp = kc.MapResponse{Err: []byte("Unkown map command")}

	}

	buffer.Reset()
	kvresp.Marshal(buffer)

	if glog.V(3) {
		glog.Info(kvresp)
	}

	resp = make([]byte, buffer.Len())
	if _, err := buffer.Read(resp); err != nil {
		glog.Errorln("Execute:", err)
	}

	return resp
}







github.com/relab/goxos/kvs/kvsd/kvsd.go

package main

import (
	"flag"
	"fmt"
	"os"
	"os/signal"
	"runtime"
	"runtime/debug"
	"syscall"

	"github.com/relab/goxos"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/kvs/common"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/davecheney/profile"
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const appID = "kvs"

var (
	id             = flag.Uint("id", 0, "id for node (must match entry in config file)")
	configFile     = flag.String("config-file", "config.ini", "path for configuration file to be used")
	mode           = flag.String("mode", "normal", "replica operation mode (normal | standby)")
	allCores       = flag.Bool("all-cores", false, "use all available logical CPUs")
	gcOff          = flag.Bool("gc-off", false, "turn garbage collection off")
	loadState      = flag.String("load-state", "", "file path to gob encoded data to use as initial state")
	standbyIP      = flag.String("standby-ip", "127.0.0.1", "the node's IP address if started as replacer")
	writeStateHash = flag.Bool("write-state-hash", true, "write hash of state to disk on exit")
	cpuprofile     = flag.Bool("cpuprofile", false, "write cpu profile to disk")
	memprofile     = flag.Bool("memprofile", false, "write memory profile to disk")
	blockprofile   = flag.Bool("blockprofile", false, "wirte contention profile to disk")
	showHelp       = flag.Bool("help", false, "show this help message and exit")
)

func Usage() {
	fmt.Fprintf(os.Stderr, "Usage: %s [OPTIONS]\n", os.Args[0])
	fmt.Fprintf(os.Stderr, "\nOptions:\n")
	flag.PrintDefaults()
}

func main() {
	parseFlags()

	if *gcOff {
		debug.SetGCPercent(-1)
	}

	if profilingEnabled() {
		pconfig := generateProfilingConfig()
		defer profile.Start(pconfig).Stop()
	}

	defer glog.Flush()
	glog.V(1).Infoln("replica id is", *id)
	glog.V(1).Infoln("mode is", *mode)

	if *allCores {
		cpus := runtime.NumCPU()
		runtime.GOMAXPROCS(cpus)
		glog.V(1).Infoln("#cpus:", cpus)
	} else {
		glog.V(1).Info("#cpus: single")
	}

	start()
}

func parseFlags() {
	flag.Usage = Usage
	flag.Parse()

	if *showHelp {
		flag.Usage()
		os.Exit(0)
	}
}

func start() {
	// Log any runtime panic to file
	defer func() {
		if r := recover(); r != nil {
			glog.Fatalln("Runtime panic:", r)
		}
	}()

	gh := &GoxosHandler{
		kvmap: make(map[string][]byte),
	}

	if *loadState != "" {
		if *mode == "replacer" || *mode == "reconfig" {
			glog.Warning("configured to load an initial state for a standby node")
		}

		if err := gh.loadState(*loadState); err != nil {
			glog.Fatalln("loading intial state failed:", err)
		}
	}

	defer func() {
		if *writeStateHash {
			if err := gh.writeStateHash(); err != nil {
				glog.Warning(err)
			}
		}
	}()

	iniconfig, err := common.LoadFile(*configFile)
	if err != nil {
		glog.Errorf("Could not parse config file %s, error: %v", *configFile, err)
	}

	goxosConfig := config.NewConfig()
	for k, v := range iniconfig.Section("goxos") {
		goxosConfig.Set(k, v)
	}

	switch *mode {

	case "normal":
		goxos := goxos.NewReplica(*id, appID, *goxosConfig, gh)

		goxos.Init()
		if err := goxos.Start(); err != nil {
			glog.Fatal(err)
		}

		defer func() {
			err := goxos.Stop()
			if err != nil {
				glog.Errorln("error when stopping goxos:", err)
			}
		}()

	case "standby":
		goxos := goxos.NewStandbyReplica(gh, appID, *standbyIP)
		if err := goxos.Standby(); err != nil {
			glog.Fatalln("initialization of goxos replacer failed:", err)
		}

		defer func() {
			err := goxos.Stop()
			if err != nil {
				glog.Errorln("error when stopping goxos:", err)
			}
		}()

	default:
		fmt.Fprintf(os.Stderr, "Unkown operation mode provided (%q)", *mode)
		flag.Usage()
		os.Exit(0)

	}

	signalChan := make(chan os.Signal, 1)
	signal.Notify(signalChan, os.Interrupt, os.Kill, syscall.SIGTERM)

	for {
		select {
		case signal := <-signalChan:
			if exit := handleSignal(signal); exit {
				return
			}
		}
	}
}

func handleSignal(signal os.Signal) bool {
	glog.V(1).Infoln("received signal,", signal)
	switch signal {
	case os.Interrupt, os.Kill, syscall.SIGTERM:
		return true
	default:
		glog.Warningln("unhandled signal", signal)
		return false
	}
}







github.com/relab/goxos/kvs/kvsd/log/.gitignore

# Ignore everything in this folder; used as log dir for glog.
*
!.gitignore







github.com/relab/goxos/kvs/kvsd/profile.go

package main

import (
	"github.com/relab/goxos/Godeps/_workspace/src/github.com/davecheney/profile"
)

func profilingEnabled() bool {
	return *cpuprofile || *memprofile || *blockprofile
}

func generateProfilingConfig() *profile.Config {
	return &profile.Config{
		Quiet:          false,
		CPUProfile:     *cpuprofile,
		MemProfile:     *memprofile,
		BlockProfile:   *blockprofile,
		ProfilePath:    "profile",
		NoShutdownHook: true,
	}
}







github.com/relab/goxos/kvs/kvsd/runtestcluster

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./kvsd -v=3 -log_dir=./log/ -id $i -all-cores -config-file conf/config.ini &
done

echo "Running. Press enter to stop."

read && killall kvsd







github.com/relab/goxos/kvs/kvsd/runtestcluster-batch

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./kvsd -v=3 -log_dir=./log/ -id $i -all-cores -config-file conf/config-batchpaxos.json &
done

echo "Running. Press enter to stop."

read && killall kvsd







github.com/relab/goxos/kvs/kvsd/runtestcluster-fast

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./kvsd -v=3 -log_dir=./log/ -id $i -all-cores -config-file conf/config-fastpaxos.json &
done

echo "Running. Press enter to stop."

read && killall kvsd







github.com/relab/goxos/kvs/kvsd/runtestcluster-lr

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./kvsd -v 3 -log_dir=./log/ -id $i -all-cores -config-file conf/config-lr.ini &
done

echo "Running. Press enter to stop."

read && killall kvsd 







github.com/relab/goxos/kvs/kvsd/runtestcluster-reconf

#!/bin/sh

go build
BUILD=$?

if [ $BUILD -ne 0 ]; then
	echo "go build failed"
	exit
fi

N=2
OUT=k

for i in `seq 0 $N`; do
  echo "Starting $i..."
  ./kvsd -v 3 -log_dir=./log/ -id $i -all-cores -config-file conf/config-reconf.ini &
done

echo "Running. Press enter to stop."

read && killall kvsd







github.com/relab/goxos/kvs/kvsd/runtestcluster-win-batchpaxos.bat

@ECHO OFF

go build

if %errorlevel% == 0 (
	goto buildSuccess
) ELSE (
	echo go build failed. Press any key to exit
	pause>nul
	exit
)

:buildSuccess
echo go build successful.


for /l %%i in (0,1,2) do (
	echo starting %%i...
	start /B kvsd.exe -v=4 -log_dir=./log/ -id %%i -all-cores -config-file conf/config-batchpaxos.json
)



echo.
echo Running. Press any key to stop.

pause>nul

taskkill /F /IM kvsd.exe

echo Processes stopped. Press any key to exit.

pause>nul








github.com/relab/goxos/kvs/kvsd/runtestcluster-win.bat

@ECHO OFF

go build

if %errorlevel% == 0 (
	goto buildSuccess
) ELSE (
	echo go build failed. Press any key to exit
	pause>nul
	exit
)

:buildSuccess
echo go build successful.


for /l %%i in (0,1,2) do (
	echo starting %%i...
	start /B kvsd.exe -v=3 -log_dir=./log/ -id %%i -all-cores -config-file conf/config.ini
)



echo.
echo Running. Press any key to stop.

pause>nul

taskkill /F /IM kvsd.exe

echo Processes stopped. Press any key to exit.

pause>nul








github.com/relab/goxos/kvs/kvsd/state.go

package main

import (
	"bytes"
	"crypto/sha1"
	"encoding/base64"
	"encoding/gob"
	"io/ioutil"
	"sort"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const hashFilename = "statehash"

func (gh *GoxosHandler) GetState(slotMarker uint) (sm uint, state []byte) {
	buf := new(bytes.Buffer)
	encoder := gob.NewEncoder(buf)
	encoder.Encode(gh.kvmap)
	return slotMarker, buf.Bytes()
}

func (gh *GoxosHandler) SetState(state []byte) error {
	buf := bytes.NewBuffer(state)
	decoder := gob.NewDecoder(buf)
	if err := decoder.Decode(&gh.kvmap); err != nil {
		return err
	}
	return nil
}

func (gh *GoxosHandler) loadState(filePath string) error {
	glog.V(1).Infoln("loading state from", filePath)

	file, err := ioutil.ReadFile(filePath)
	if err != nil {
		return err
	}

	glog.V(1).Infof("state has size of %d bytes, setting state", len(file))
	if err = gh.SetState(file); err != nil {
		return err
	}

	glog.V(1).Info("loading of initial state was successful")

	return nil
}

func (gh *GoxosHandler) writeStateHash() error {
	// Map key iteration order is randomized. The bytes from gob encoding
	// the map is therefore not deterministic and results in different
	// hashes.
	glog.V(1).Info("generating state hash...")

	// Get all keys
	keys := make([]string, len(gh.kvmap))
	i := 0
	for k := range gh.kvmap {
		keys[i] = k
		i++
	}
	sort.Strings(keys)

	// Write every key and value to hasher in key sorted order
	hasher := sha1.New()
	for i := range keys {
		hasher.Write([]byte(keys[i]))
		hasher.Write(gh.kvmap[keys[i]])
	}
	stateFingerprint := base64.StdEncoding.EncodeToString(hasher.Sum(nil))

	// Debugging information
	glog.V(1).Infof("hash generated using %d map entries", len(keys))
	if len(gh.kvmap) > 1 {
		glog.V(1).Infof("first entry: %s - %s",
			keys[0], gh.kvmap[keys[0]])
		glog.V(1).Infof("last entry: %s - %s",
			keys[len(gh.kvmap)-1], gh.kvmap[keys[len(gh.kvmap)-1]])
	}
	glog.V(1).Infoln("resulting hash:", stateFingerprint)

	return ioutil.WriteFile(hashFilename, []byte(stateFingerprint), 0644)
}







github.com/relab/goxos/launch/apps/kvsd.json

{"Label":"github.com/relab/goxos/kvs/kvsd","Program":"kvsd","ProgramArgs":["a","b"],"Disabled":false}







github.com/relab/goxos/launch/apps/sleep.json

{"Label":"bullhorn.cn/sleep60","Program":"sleep","ProgramArgs":["60"],"Disabled":false}







github.com/relab/goxos/launch/apps/sleep90.json

{"Label":"bullfire.no/sleep90","Program":"sleep","ProgramArgs":["90"],"Disabled":false}







github.com/relab/goxos/launch/apps/whoami.json

{"Label":"identify/yourself","Program":"whoami","ProgramArgs":[],"Disabled":false}







github.com/relab/goxos/launch/list.go

package main

import (
	"encoding/gob"
	"log"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

// list [label]

const listName = "list"

//TODO: How to document the optional [label] argument?
var listCmd = cli.Command{
	Name:      listName,
	ShortName: "l",
	Usage:     "list all running services if no label is provided",
	Action:    list,
}

func list(c *cli.Context) {
	args := c.Args()
	label := ""
	if len(args) == 1 {
		label = args[0]
	}
	listServices(label)
}

func listServices(label string) {
	err := ipcFunc(listName, func(enc *gob.Encoder, dec *gob.Decoder) error {
		if e := enc.Encode(label); e != nil {
			return e
		}
		var srvList []string
		if e := dec.Decode(&srvList); e != nil {
			return e
		}
		for _, srv := range srvList {
			log.Println(srv)
		}
		return nil
	})
	if err != nil {
		log.Println(err)
	}
}

func listHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	var label string
	err := dec.Decode(&label)
	if err != nil {
		log.Printf("Failed to decode: %v\n", err)
		return err
	}
	var r []string
	if label == "" {
		r = running.services()
	} else {
		if running.contains(label) {
			r = []string{label}
		} else {
			r = []string{"Service not running"}
		}
	}
	err = enc.Encode(r)
	if err != nil {
		log.Printf("Failed to encode: %v\n", err)
		return err
	}
	return nil
}







github.com/relab/goxos/launch/load.go

package main

import (
	"encoding/json"
	"fmt"
	"log"
	"os"
	"path/filepath"
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

// load paths ...
//   Load the specified configuration files or directories of configuration
//   files. At least one file or directory must be provided. We do not
//   traverse subdirectories.

const loadName = "load"

var loadCmd = cli.Command{
	Name:      loadName,
	ShortName: "ld",
	Usage:     "load the specified configuration files or directories of configuration files",
	Action:    load,
}

// The load function is only for parsing configuration files/directories. We
// rely on the submitService and its corresponding submitHandler, and thus we
// do not need to have separate loadService/Handler functions.
func load(c *cli.Context) {
	args := c.Args()
	if len(args) == 0 {
		fmt.Println("No file or directory provided.")
		cli.ShowCommandHelp(c, loadName)
		os.Exit(-2)
	}
	loadAndSubmit(c.Args())
}

func loadAndSubmit(paths []string) {
	for _, path := range paths {
		services := loadConfig(path)
		for _, v := range services {
			log.Println(v)
		}
		submitServices(services)
	}
}

func loadConfig(path string) map[string]*ServiceInfo {
	log.Printf("loading configuration from %s ...\n", path)
	fi, err := os.Stat(path)
	if err != nil {
		panic(err)
	}
	services := make(map[string]*ServiceInfo)
	if fi.IsDir() {
		cfgFiles := filter(filesIn(path), func(file string) bool {
			return strings.HasSuffix(file, fileType)
		})
		for _, file := range cfgFiles {
			srvInfo := readConfigFile(filepath.Join(path, file))
			services[srvInfo.Label] = &srvInfo
		}
	} else {
		srvInfo := readConfigFile(path)
		services[srvInfo.Label] = &srvInfo
	}
	return services
}

func readConfigFile(path string) ServiceInfo {
	fd, err := os.Open(path)
	if err != nil {
		panic(err)
	}
	dec := json.NewDecoder(fd)
	var s ServiceInfo
	if err = dec.Decode(&s); err != nil {
		panic(err)
	}
	return s
}

// filter returns a new slice with elements of s that satisfy fn()
func filter(s []string, fn func(string) bool) []string {
	var p []string
	for _, v := range s {
		if fn(v) {
			p = append(p, v)
		}
	}
	return p
}

// filesIn returns files in the given directory dir
func filesIn(dir string) []string {
	fh, err := os.Open(dir)
	if err != nil {
		panic(err)
	}
	files, err := fh.Readdirnames(0)
	if err != nil {
		panic(err)
	}
	return files
}







github.com/relab/goxos/launch/main.go

// The launch command is used to start services. To be able to start services
// on the local machine, there must be an instance of launch that runs in
// serve mode on the local machine. A service may be started in several ways,
// either using a configuration file specifying the service(s) to start or a
// service can be submitted to launch for immediate execution. To start a
// service from a remote machine, we can simply call the launch command using
// ssh or mosh or some other mechanism that allows command execution from a
// remote machine. The command line interface is partially inspired by the
// launchctl command on OS X; see 'man launchctl' for more details (I may add
// more command line options later to allow improved compatability with
// launchctl, although that is not a goal in itself.)
package main

import (
	"encoding/gob"
	"fmt"
	"log"
	"os"
	"os/exec"
	"path"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

const (
	// Should ideally be in /var/run on Unix, but that requires root access
	socketAddr = "/tmp/launch.sock"
	// the file type used for configuration files.
	fileType = "json"
)

//TODO: store stuff on disk?
//TODO: Store things in a data store (kvs)

// CmdHandler is the handler that a command must provide to the serve mode
// for it to be able to process the request and return a reply if needed.
// See 'submitHandler' and 'listHandler' for examples.
type CmdHandler func(*gob.Encoder, *gob.Decoder) error

// To be able to serve new commands, a corresponding command handler must
// be added to the map below. See 'submit.go' and 'list.go' for examples.
var cmdHandlers = map[string]CmdHandler{
	submitName:     submitHandler,
	listName:       listHandler,
	stopName:       stopHandler,
	shutdownName:   shutdownHandler,
	subscribeName:  subscribeHandler,
	socketTestName: socketTestHandler,
}

// TODO Make part of this command line structure into a library that is easier to test and use

func main() {
	app := cli.NewApp()
	app.Name = os.Args[0]
	app.Usage = "Launch programs on remote nodes."
	app.Version = "0.0.1"
	app.Author = "Hein Meling"
	app.Email = "hein.meling@uis.no"
	app.Commands = []cli.Command{
		serveCmd,
		submitCmd,
		loadCmd,
		saveCmd,
		listCmd,
		stopCmd,
		shutdownCmd,
		subscribeCmd,
	}
	app.Flags = flags
	app.Run(os.Args)
}

//TODO Send special struct or interface over channel (should contain ProcessState and Process info)
type Event struct {
	Label string
	Path  string
	Pid   int
	Succ  bool
}

func (e Event) String() string {
	return fmt.Sprintf("%s: %s (%d): %t", e.Label, e.Path, e.Pid, e.Succ)
}

func launch(srv *ServiceInfo) {
	if running.contains(srv.Label) {
		log.Printf("%v already running\n", srv.Label)
		return
	}
	cmd := exec.Command(srv.Program, srv.ProgramArgs...)
	decoupleParent(cmd)
	err := cmd.Start()
	if err != nil {
		log.Printf("%v failed to start; %v\n", cmd.Path, err)
		return
	}
	log.Printf("Started: %s from %s\n", srv.Label, cmd.Path)
	running.add(srv.Label, srv, cmd)
	defer running.remove(srv.Label)

	if err = cmd.Wait(); err != nil {
		log.Printf("%v returned with error: %v\n", cmd.Path, err)
	} else {
		log.Printf("%v returned without error\n", cmd.Path)
	}
	ev := &Event{srv.Label, cmd.Path, cmd.Process.Pid, cmd.ProcessState.Success()}
	notify(ev)
}

// Who owns the lockfile?
// func (l Lockfile) GetOwner() (*os.Process, error) {
// 	name := string(l)

// 	// Ok, see, if we have a stale lockfile here
// 	content, err := ioutil.ReadFile(name)
// 	if err != nil {
// 		return nil, err
// 	}

// 	var pid int
// 	_, err = fmt.Sscanln(string(content), &pid)
// 	if err != nil {
// 		return nil, ErrInvalidPid
// 	}

// 	// try hard for pids. If no pid, the lockfile is junk anyway and we delete it.
// 	if pid > 0 {
// 		p, err := os.FindProcess(pid)
// 		if err != nil {
// 			return nil, err
// 		}
// 		err = p.Signal(os.Signal(syscall.Signal(0)))
// 		if err == nil {
// 			return p, nil
// 		}
// 		errno, ok := err.(syscall.Errno)
// 		if !ok {
// 			return nil, err
// 		}

// 		switch errno {
// 		case syscall.ESRCH:
// 			return nil, ErrDeadOwner
// 		case syscall.EPERM:
// 			return p, nil
// 		default:
// 			return nil, err
// 		}
// 	} else {
// 		return nil, ErrInvalidPid
// 	}
// 	panic("Not reached")
// }

func notify(ev *Event) {
	for k, sub := range subscribers {
		if m, _ := path.Match(sub.filter, ev.Label); m {
			fmt.Println("notifying:", k)
			// We assume that the filter provided with the subscription
			// does not fail; this is checked in subscriberHandler()
			sub.failCh <- ev
		}
	}
}







github.com/relab/goxos/launch/main_decouple_unix.go

// +build !windows

package main

import (
	"os/exec"
	"syscall"
)

// This decouples the provided child process from its parent (this process).
// This prevents the child process from being killed off by the operating
// system, if this process is killed or crashes.
func decoupleParent(cmd *exec.Cmd) {
	cmd.SysProcAttr = &syscall.SysProcAttr{
		Setpgid: true,
	}
}







github.com/relab/goxos/launch/main_decouple_windows.go

// +build windows

package main

import "os/exec"

// Unsupported on Windows
func decoupleParent(cmd *exec.Cmd) {
}







github.com/relab/goxos/launch/main_test.go

// +build launcher

// To run this integration test:
//   go test -tags launcher
package main

import (
	"testing"
	. "time"
)

func TestLaunch(t *testing.T) {
	go serve(nil)
	Sleep(1000 * Millisecond)

	// l := subscribeListener("tcp", "0.0.0.0:9000")
	// go subscribeLoop(l)

	// sshSubscription(
	// 	currentUser().Username,
	// 	filepath.Join(currentUser().HomeDir, ".ssh", "id_rsa"),
	// 	"*",
	// 	l.Addr().String(),
	// 	"localhost:22",
	// )
	// Sleep(1000 * Millisecond)

	loadAndSubmit([]string{"apps"})

	Sleep(10000 * Millisecond)
}







github.com/relab/goxos/launch/README.md

This folder contains the launcher for remote processes.

To use it, you first need to start the launcher in serve mode as follows:

 `launch serve`

This will accept connections from a local process (over Unix domain sockets),
and will allow starting new processes, stop processes already running, list
running processes, and shutdown the launcher and all processes running through
the launcher.

Note that we will want start a launch process on all machines in the cluster
to be able to start new processes (i.e. replicas) on all machines.

Now, the fact that we only accept connections from local processes is just a
convenience to ensure proper secure access to the machine to start processes.
It also will only allow a specific user to start processes through the
launcher, because the user must be the same user as the one starting the
launcher.

However, to allow remote processes to start new processes on our node, we must
use ssh.

This can be done through:

 `ssh <host_running_launcher> launch submit -l <label> -p <command name>`.

(I will implement a simple wrapper for this later, but for now, I've only been
testing the localhost version of this.)

However, I have implemented a ssh client for a slightly different purpose
already so the proof of concept is more or less there.

The following command can be started in a separate terminal. The purpose of
this command is to start listening for failure notifications of processes
running on machines with a launcher.

 `launch subscribe --serve`

The launcher will send notifications to processes that are subscribers running
in serve mode.

The following commands can be executed on the same machine as a launcher (in
serve mode). 

```
 launch submit -l p1 -p sleep 120
 launch submit -l p2 -p sleep 120
 launch submit -l p3 -p sleep 120
 launch submit -l p4 -p sleep 120
 launch submit -l o1 -p sleep 120
 launch submit -l o2 -p sleep 120
 launch submit -l o3 -p sleep 120
 launch submit -l o4 -p sleep 120
 launch list
 launch stop p1 p2
 launch stop p3
 launch stop o1 o2
 launch stop o3
 launch stop o4
 launch shutdown
```

Note that above, I've used really short labels, to simplify the command line
details. In practice, when we use a JSON configuration file or other format,
such as plist (XML), to provide programs to start on the launcher servers, we
should provide labels that look something like:

 `label: "github.com/relab/goxos/kvs/kvsd"`

These two does not need to run on the same machine as the launcher:

```
 launch subscribe --serve
 launch subscribe --serve -a :9001 -f 'o*'
```

The first command will receive all notifications for all failures (e.g. due to
a stop), while the second command will only receive events that match the
pattern provided, i.e. the ones with labels that start with the letter 'o'.
The subscribers will send their subscription to the launcher over a ssh
connection, but the launcher connects to each of the subscribers to send
notifications. (TODO: We might want to send notifications over reliable UDP
instead of TCP to avoid issues of failure/reconnect.)









github.com/relab/goxos/launch/save.go

package main

import (
	"encoding/json"
	"fmt"
	"log"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

// save -l label [-o path] [-e path] -p executable [args]
//
//               -o path  Where to send the stdout of the program.
//
//               -e path  Where to send the stderr of the program.

const saveName = "save"

//TODO: How to document the optional arguments portion?
var saveCmd = cli.Command{
	Name:      saveName,
	ShortName: "s",
	Usage:     "save a program to a configuration file",
	Action:    save,
	Flags:     saveFlags,
}

var saveFlags = []cli.Flag{
	cli.StringFlag{
		Name:  "label, l",
		Value: "",
		Usage: "Unique label assigned to this service",
	},
	cli.StringFlag{
		Name:  "program, p",
		Value: "",
		Usage: "Program to execute",
	},
}

func save(c *cli.Context) {
	label := c.String("label")
	prg := c.String("program")
	if label == "" || prg == "" {
		fmt.Println("Required flags not provided.")
		cli.ShowCommandHelp(c, "save")
		os.Exit(-1)
	}
	srvInfo := &ServiceInfo{
		Label:       label,
		Program:     prg,
		ProgramArgs: c.Args(),
		Disabled:    false,
	}
	log.Printf("saving %s to %s.%s\n", srvInfo.Program, prg, fileType)
	saveConfigFile(prg+"."+fileType, srvInfo)
}

func saveConfigFile(path string, srvInfo *ServiceInfo) {
	fd, err := os.Create(path)
	if err != nil {
		panic(err)
	}
	enc := json.NewEncoder(fd)
	if err = enc.Encode(srvInfo); err != nil {
		panic(err)
	}
}







github.com/relab/goxos/launch/serve.go

package main

import (
	"encoding/gob"
	"log"
	"net"
	"os"
	"os/signal"
	"syscall"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

var serveCmd = cli.Command{
	Name:      "serve",
	ShortName: "",
	Usage:     "start serving requests",
	Action:    serve,
}

const socketTestName = "SocketTest"

func socketTestHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	pid := os.Getpid()
	log.Println("Testing socket... returning pid:", pid)
	if err := enc.Encode(pid); err != nil {
		log.Printf("Failed to encode: %v\n", err)
		return err
	}
	return nil
}

func serve(c *cli.Context) {
	l, lerr := net.Listen("unix", socketAddr)
	if lerr != nil {
		var pid int
		// test if there is a server running by sending it a message; it will
		// return its pid if its running; if its not running, we remove the
		// old socket file, which may have been left behind due to a crash.
		err := ipcFunc(socketTestName, func(enc *gob.Encoder, dec *gob.Decoder) error {
			if e := dec.Decode(&pid); e != nil {
				return e
			}
			return nil
		})
		if err != nil {
			log.Println("no server running; removing old socket file.")
			err = os.Remove(socketAddr)
			if err != nil {
				log.Fatalf("failed to remove socket file: %v\n", err)
			}
			// Retrying:
			l, err = net.Listen("unix", socketAddr)
			if err != nil {
				log.Fatalf("retry failed on socket: %s: %v\n", socketAddr, err)
			}
		} else {
			log.Fatalf("%s (pid %d) already running\n", os.Args[0], pid)
		}
	}
	defer l.Close()
	sigHandler(l)
	log.Printf("%s starting to serve... pid: %d\n", os.Args[0], os.Getpid())
	serveLoop(l)
}

func sigHandler(l net.Listener) {
	sigc := make(chan os.Signal, 1)
	signal.Notify(sigc, os.Interrupt, os.Kill, syscall.SIGTERM)
	go func(c chan os.Signal) {
		// Wait for a SIGINT or SIGKILL or SIGTERM:
		sig := <-c
		log.Printf("Caught signal %s: shutting down.", sig)
		// Stop listening (and unlink the socket if unix type):
		l.Close()
		// And we're done:
		os.Exit(0)
	}(sigc)
}

func serveLoop(l net.Listener) {
	for {
		conn, err := l.Accept()
		if err != nil {
			log.Printf("Failed connection attempt: %v", err)
			continue
		}
		defer conn.Close()

		dec := gob.NewDecoder(conn)
		enc := gob.NewEncoder(conn)

		var cmd string
		err = dec.Decode(&cmd)
		if err != nil {
			log.Println(err)
			continue
		}
		if handler, ok := cmdHandlers[cmd]; ok {
			err = handler(enc, dec)
			if err != nil {
				if err.Error() == "Shutdown" {
					// exit for loop
					break
				}
				log.Println(err)
				continue
			}
		} else {
			log.Printf("Unknown command: %s\n", cmd)
			continue
		}
	}
	log.Println("Shutdown completed. Goodbye.")
}

// Helper function called by domain socket clients to communicate with launch
// in serve mode. Simply pass the function with the interaction logic to
// ipcFunc() taking as input the encoder and decoder over which interaction
// can take place. See 'list.go' for a request/reply example, 'shutdown.go'
// for a really simple command-only example, and 'submit.go' for a simple one-
// way example.
func ipcFunc(cmd string, f CmdHandler) error {
	conn, err := net.Dial("unix", socketAddr)
	if err != nil {
		// TODO Why not return err here??  I think it is ok to return err.
		// log.Fatalln(err)
		return err
	}
	defer conn.Close()
	dec := gob.NewDecoder(conn)
	enc := gob.NewEncoder(conn)
	if err = enc.Encode(cmd); err != nil {
		return err
	}
	// We allow passing a nil instead of a function, if we only need to encode
	// a simple command and need no reply etc.
	if f != nil {
		return f(enc, dec)
	}
	return nil
}







github.com/relab/goxos/launch/servicedb.go

package main

import (
	"fmt"
	"log"
	"os/exec"
	"sync"
)

type ServiceInfo struct {
	Label       string   `plist:"Label"`
	Program     string   `plist:"Program"`
	ProgramArgs []string `plist:"ProgramArguments,omitempty"`
	Disabled    bool     `plist:"Disabled,omitempty"`
	// TODO: ssh host/public/private key? (do we need user name?) No, these
	// are independent of the service info? However, in some cases it may make
	// sense to run a program as a specific user?
}

func (s *ServiceInfo) String() string {
	return fmt.Sprintf("label: %s, prg: %s, args: %v, run it: %v",
		s.Label, s.Program, s.ProgramArgs, !s.Disabled)
}

type Entry struct {
	*ServiceInfo
	*exec.Cmd
}

type Services struct {
	s map[string]*Entry
	*sync.Mutex
}

func (r *Services) contains(label string) bool {
	r.Lock()
	defer r.Unlock()
	_, exists := running.s[label]
	return exists
}

func (r *Services) add(label string, srv *ServiceInfo, cmd *exec.Cmd) {
	r.Lock()
	defer r.Unlock()
	r.s[label] = &Entry{srv, cmd}
}

func (r *Services) remove(label string) {
	r.Lock()
	defer r.Unlock()
	delete(r.s, label)
}

func (r *Services) entry(label string) *Entry {
	r.Lock()
	defer r.Unlock()
	return r.s[label]
}

func (r *Services) killall() {
	r.Lock()
	defer r.Unlock()
	for label, cmd := range r.s {
		err := cmd.Process.Kill()
		if err != nil {
			log.Printf("%s could not be killed: %v\n", label, err)
		}
	}
}

func (r *Services) services() []string {
	r.Lock()
	defer r.Unlock()
	var running []string
	for label := range r.s {
		running = append(running, label)
	}
	return running
}

var (
	// set of running services: label -> *Entry
	running = &Services{make(map[string]*Entry), new(sync.Mutex)}
)







github.com/relab/goxos/launch/shutdown.go

package main

import (
	"encoding/gob"
	"log"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

const shutdownName = "shutdown"

var shutdownCmd = cli.Command{
	Name:   shutdownName,
	Usage:  "shutdown launch (in serve mode) and all its services",
	Action: shutdown,
}

func shutdown(c *cli.Context) {
	err := ipcFunc(shutdownName, nil)
	if err != nil {
		log.Println(err)
	}
}

type ShutdownError struct{}

func (s ShutdownError) Error() string {
	return "Shutdown"
}

func shutdownHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	log.Println("Shutdown in progress...")
	running.killall()
	return &ShutdownError{}
}







github.com/relab/goxos/launch/ssh.go

package main

import (
	"bytes"
	"errors"
	"fmt"
	"io/ioutil"
	"net"
	"os"
	"os/user"
	"path/filepath"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"

	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh"
	"github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/go.crypto/ssh/agent"
)

var flags = []cli.Flag{
	cli.StringFlag{
		Name:  "user, u",
		Value: currentUser().Username,
		Usage: "User name for ssh connection (default is the local user)",
	},
	cli.StringFlag{
		Name:  "keypath, k",
		Value: filepath.Join(currentUser().HomeDir, ".ssh", "id_rsa"),
		Usage: "Path to private ssh key",
	},
}

// Wrapper for user.Current() to avoid handling error.
func currentUser() *user.User {
	usr, err := user.Current()
	if err != nil {
		panic("Unable to get current user:" + err.Error())
	}
	return usr
}

func sshAuthSock(userName string) (*ssh.ClientConfig, error) {
	conn, err := net.Dial("unix", os.Getenv("SSH_AUTH_SOCK"))
	if err != nil {
		return nil, err
	}
	// defer conn.Close()

	ag := agent.NewClient(conn)
	signers, err := ag.Signers()
	if err != nil {
		return nil, err
	}
	if len(signers) < 1 {
		return nil, errors.New("No signers registered with ssh-agent")
	}
	config := &ssh.ClientConfig{
		User: userName,
		Auth: []ssh.AuthMethod{
			ssh.PublicKeysCallback(ag.Signers),
		},
	}
	return config, nil
}

func sshConfig(userName, privKeyPath string) (*ssh.ClientConfig, error) {
	privateBytes, err := ioutil.ReadFile(privKeyPath)
	if err != nil {
		return nil, err
	}
	priv, err := ssh.ParsePrivateKey(privateBytes)
	if err != nil {
		return nil, err
	}

	// To authenticate with the remote server you must pass at least one
	// implementation of AuthMethod via the Auth field in ClientConfig.
	config := &ssh.ClientConfig{
		User: userName,
		Auth: []ssh.AuthMethod{
			ssh.PublicKeys(priv),
		},
	}
	return config, nil
}

// Run the provided cmd on host using the given client config.
func sshRun(config *ssh.ClientConfig, host, cmd string) error {
	client, err := ssh.Dial("tcp", host, config)
	if err != nil {
		return err
	}

	// Each ClientConn can support multiple interactive sessions,
	// represented by a Session.
	session, err := client.NewSession()
	if err != nil {
		return err
	}
	defer session.Close()

	var s, e bytes.Buffer
	session.Stdout = &s
	session.Stderr = &e
	err = session.Run(cmd)
	fmt.Print(s.String())
	fmt.Print(e.String())
	return err
}







github.com/relab/goxos/launch/stop.go

package main

import (
	"encoding/gob"
	"log"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

const stopName = "stop"

var stopCmd = cli.Command{
	Name:   stopName,
	Usage:  "stop services corresponding to the provide labels",
	Action: stop,
}

func stop(c *cli.Context) {
	labels := c.Args()
	if len(labels) == 0 {
		log.Fatalln("No services to stop provided.")
	}
	stopServices(labels)
}

func stopServices(labels []string) {
	err := ipcFunc(stopName, func(enc *gob.Encoder, dec *gob.Decoder) error {
		return enc.Encode(labels)
	})
	if err != nil {
		log.Println(err)
	}
}

func stopHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	var labels []string
	err := dec.Decode(&labels)
	if err != nil {
		log.Printf("Failed to decode: %v\n", err)
		return err
	}
	for _, label := range labels {
		if running.contains(label) {
			err = running.entry(label).Process.Kill()
			if err != nil {
				log.Printf("%s could not be stopped: %v\n", label, err)
				return err
			}
		} else {
			log.Printf("%s is not running.\n", label)
		}
	}
	return nil
}







github.com/relab/goxos/launch/submit.go

package main

import (
	"encoding/gob"
	"fmt"
	"log"
	"os"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

// submit -l label [-o path] [-e path] -p executable [args]
//
//               -o path  Where to send the stdout of the program.
//
//               -e path  Where to send the stderr of the program.

const submitName = "submit"

//TODO: How to document the optional arguments portion?
var submitCmd = cli.Command{
	Name:      submitName,
	ShortName: "s",
	Usage:     "submit a program to launch without configuration file",
	Action:    submit,
	Flags:     submitFlags,
}

var submitFlags = []cli.Flag{
	cli.StringFlag{
		Name:  "label, l",
		Value: "",
		Usage: "Unique label assigned to this service",
	},
	cli.StringFlag{
		Name:  "program, p",
		Value: "",
		Usage: "Program to execute",
	},
}

func submit(c *cli.Context) {
	label := c.String("label")
	prg := c.String("program")
	if label == "" || prg == "" {
		fmt.Println("Required flags not provided.")
		cli.ShowCommandHelp(c, submitName)
		os.Exit(-1)
	}
	srvInfo := &ServiceInfo{
		Label:       label,
		Program:     prg,
		ProgramArgs: c.Args(),
		Disabled:    false,
	}
	log.Printf("submitting %s for execution on ...\n", srvInfo.Program)
	services := make(map[string]*ServiceInfo)
	services[label] = srvInfo
	submitServices(services)
}

// Submit services in the provided map to launch for execution on the local
// machine. This function is also used for submitting from a configuration
// file, which may actually contain multiple map entries.
func submitServices(services map[string]*ServiceInfo) {
	err := ipcFunc(submitName, func(enc *gob.Encoder, dec *gob.Decoder) error {
		return enc.Encode(services)
	})
	if err != nil {
		log.Println(err)
	}
}

func submitHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	var services map[string]*ServiceInfo
	err := dec.Decode(&services)
	if err != nil {
		log.Printf("Failed to decode: %v\n", err)
		return err
	}
	for _, srv := range services {
		go launch(srv)
	}
	return nil
}







github.com/relab/goxos/launch/subscribe.go

package main

import (
	"encoding/gob"
	"io"
	"log"
	"net"
	"os"
	"path"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/codegangsta/cli"
)

const subscribeName = "subscribe"

var subscribeCmd = cli.Command{
	Name:      subscribeName,
	ShortName: "sub",
	Usage:     "start a subscriber",
	Action:    subscribe,
	Flags:     subscribeFlags,
}

var subscribeFlags = []cli.Flag{
	cli.StringFlag{
		Name:  "net, n",
		Value: "tcp",
		Usage: "Network (unix/tcp) to use for receiving notifications",
	},
	cli.StringFlag{
		Name:  "addr, a",
		Value: "0.0.0.0:9000",
		Usage: "Host:Port on which to receive notifications",
	},
	cli.StringFlag{
		Name:  "filter, f",
		Value: "*",
		Usage: "Match labels of interest; default is all labels",
	},
	cli.BoolFlag{
		Name:  "serve, s",
		Usage: "If set, start receiver for notifications",
	},
}

func subscribe(c *cli.Context) {
	notifyAddr := c.String("addr")
	if c.Bool("serve") {
		netw := c.String("net")
		l := subscribeListener(netw, notifyAddr)
		go subscribeLoop(l)

		// TODO SSH to the node of interest (all nodes?)
		sshSubscription(
			c.GlobalString("user"),
			c.GlobalString("keypath"),
			c.String("filter"),
			l.Addr().String(),
			"localhost:22",
		)
		select {}
	} else {
		log.Println("Sending subscribe to", notifyAddr)
		sendSubscribe(notifyAddr, c.String("filter"))
	}
}

func subscribeListener(netw, addr string) net.Listener {
	l, err := net.Listen(netw, addr)
	if err != nil {
		log.Fatalf("subscribe: %v\n", err)
	}
	defer l.Close()
	sigHandler(l)
	log.Printf("Listening for notifications on %s\n", l.Addr().String())
	return l
}

// send (with ssh) the provided subscription filter to host. The rcvAddr is
// the endpoint on which notifications are expected.
func sshSubscription(userName, privKeyPath, filter, rcvAddr, host string) {
	log.Printf("%s %s\n", userName, privKeyPath)
	config, err := sshAuthSock(userName)
	if err != nil {
		log.Println("Could not authenticate with ssh-agent:", err)
		log.Println("Trying with password-less public-key.")
		config, err = sshConfig(userName, privKeyPath)
		if err != nil {
			log.Fatalln(err)
		}
	}
	cmd := os.Args[0] + " " + subscribeName + " -a '" + rcvAddr + "' -f '" + filter + "'"
	err = sshRun(config, host, cmd)
	if err != nil {
		log.Fatalln("sshRun: failed to execute command:", err)
	}
	log.Printf("%s %s\n", userName, privKeyPath)
}

// This needs to be invoked from each local machine to be able to connect over
// domain sockets to the local 'launch' in serve mode. Thus, one needs to use
// ssh to insert the relevant subscription.
func sendSubscribe(notifyAddr, filter string) {
	err := ipcFunc(subscribeName, func(enc *gob.Encoder, dec *gob.Decoder) error {
		if e := enc.Encode(notifyAddr); e != nil {
			return e
		}
		return enc.Encode(filter)
	})
	if err != nil {
		log.Println(err)
	}
}

type eventSubscriber struct {
	failCh chan *Event
	filter string
}

var (
	subscribers = make(map[string]*eventSubscriber)
)

func subscribeHandler(enc *gob.Encoder, dec *gob.Decoder) error {
	var callbackAddr, filter string
	err := dec.Decode(&callbackAddr)
	if err != nil {
		return err
	}
	err = dec.Decode(&filter)
	if err != nil {
		return err
	}
	log.Printf("callbackAddr: %s", callbackAddr)
	log.Printf("filter: %s", filter)
	_, err = path.Match(filter, "")
	if err != nil {
		// Filter is bad
		return err
	}
	sub := &eventSubscriber{failCh: make(chan *Event, 10), filter: filter}
	subscribers[callbackAddr] = sub

	go func(callbackAddr string) {
		conn, err := net.Dial("tcp", callbackAddr)
		if err != nil {
			log.Println("Failed to connect to subscriber", err)
		}
		defer conn.Close()
		encoder := gob.NewEncoder(conn)
		failChan := subscribers[callbackAddr].failCh

		for {
			notification := <-failChan
			log.Println("notifying failure of:", notification)

			err = encoder.Encode(notification)
			if err != nil {
				log.Println("Failed to notify subscriber", err)
				break
			}
		}
	}(callbackAddr)

	return nil
}

func subscribeLoop(l net.Listener) {
	var notification Event
	for {
		conn, err := l.Accept()
		if err != nil {
			log.Println("Failed connection attempt:", err)
			continue
		}
		defer conn.Close()
		log.Println("Connection from:", conn.RemoteAddr())

		dec := gob.NewDecoder(conn)
		for {
			err = dec.Decode(&notification)
			if err == io.EOF {
				break
			}
			if err != nil {
				log.Println("Failed to decode notification:", err)
				continue
			}
			log.Printf("Service %v failed.", notification)
		}
	}
}







github.com/relab/goxos/liveness/doc.go

/*
Package liveness provides a failure detecter (Fd), leader detector (Ld) and heartbeat
emitter (HbEm).

The failure detector algorithm is based on the eventually perfect failure detector algorithm
described in the Introduction to Reliable and Secure Distributed Programming textbook.

The leader detector algorithm builds on the failure detector algorithm and is based on the
monarchical eventual leader detection algorithm also described in the aforementioned textbook.

The heartbeat emitter algorithm emits heartbeats to the other replicas in the system based on
a periodic timeout generated by a Ticker.
*/
package liveness







github.com/relab/goxos/liveness/fd.go

package liveness

import (
	"fmt"
	"sync"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type fdEvent bool

const (
	Suspect fdEvent = false
	Restore fdEvent = true
)

// The state of the failure detector (Fd)
type Fd struct {
	grpmgr          grp.GroupManager
	grpSubscriber   grp.Subscriber
	alive           map[grp.ID]bool
	suspected       map[grp.ID]bool
	timeout         time.Duration
	Δ               time.Duration
	ticker          *time.Ticker
	heartbeatChan   <-chan grp.ID
	fdSubscribers   map[string]chan FdMsg
	resendSuspected chan bool
	getSuspected    chan SuspectedRequest
	stop            chan bool
	stopCheckIn     *sync.WaitGroup
}

// The type of message sent to other modules who are interested in receiving
// notifications about possible failures.
//
// There are two types of events, as defined in the eventually perfect failure
// detector algorithm description: Suspect and Restore.
type FdMsg struct {
	Event fdEvent
	ID    grp.ID
}

// Construct a new failure detector
func NewFd(id grp.ID, gm grp.GroupManager, cfg config.Config,
	heartbeatChan <-chan grp.ID, stopCheckIn *sync.WaitGroup) *Fd {
	return &Fd{
		grpmgr:          gm,
		alive:           make(map[grp.ID]bool),
		suspected:       make(map[grp.ID]bool),
		fdSubscribers:   make(map[string]chan FdMsg),
		resendSuspected: make(chan bool),
		getSuspected:    make(chan SuspectedRequest),
		timeout:         cfg.GetDuration("fdTimeoutInterval", config.DefFdTimeoutInterval),
		Δ:               cfg.GetDuration("fdDeltaIncrease", config.DefFdDeltaIncrease),
		heartbeatChan:   heartbeatChan,
		stop:            make(chan bool),
		stopCheckIn:     stopCheckIn,
	}
}

// Start running the failure detector, spawn a goroutine to handle incoming and
// outgoing messages.
func (fd *Fd) Start() {
	glog.V(1).Info("starting")
	fd.grpSubscriber = fd.grpmgr.SubscribeToHold("fd")

	go func() {
		defer fd.stopCheckIn.Done()
		fd.ticker = time.NewTicker(fd.timeout)
		for {
			select {
			case <-fd.ticker.C:
				fd.timeoutProcedure()
			case id := <-fd.heartbeatChan:
				fd.alive[id] = true
			case grpPrepare := <-fd.grpSubscriber.PrepareChan():
				fd.handleGrpHold(grpPrepare)
			case <-fd.resendSuspected:
				fd.handleResendSuspected()
			case sr := <-fd.getSuspected:
				fd.handleSuspectedRequest(sr)
			case <-fd.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the failure detector.
func (fd *Fd) Stop() {
	fd.stop <- true
}

// If a module is interested in receiving Suspect and Restore events, this interest
// can be registered with this method. A name is needed to uniquely identify the
// subscription.
func (fd *Fd) SubscribeToFdMsgs(name string) <-chan FdMsg {
	fdChan := make(chan FdMsg, fd.grpmgr.Quorum())
	fd.fdSubscribers[name] = fdChan

	return fdChan
}

// Let the current replica know about all currently suspected replicas. Used by the
// Live Replacement module.
func (fd *Fd) ResendCurrentSuspected() {
	fd.resendSuspected <- true
}

// Set a replica to be considered alive by the failure detector
func (fd *Fd) SetAlive(id grp.ID) {
	fd.alive[id] = true
	delete(fd.suspected, id)
}

func (fd *Fd) timeoutProcedure() {
	if glog.V(4) {
		glog.Info("timeout")
	}

	if !fd.isAliveSuspectedIntersectionEmpty() {
		fd.timeout = fd.timeout + fd.Δ
		fd.ticker = time.NewTicker(fd.timeout)
	}

	fd.alive[fd.grpmgr.GetID()] = true // add ourselves
	for _, id := range fd.grpmgr.NodeMap().IDs() {
		if fd.notInAliveAndSuspected(id) {
			fd.suspected[id] = true
			elog.Log(e.NewEventWithMetric(e.FailureHandlingSuspect, uint64(id.PaxosID)))
			fd.publishFdMsg(FdMsg{Suspect, id})
		} else if fd.inAliveAndSuspected(id) {
			delete(fd.suspected, id)
			fd.publishFdMsg(FdMsg{Restore, id})
		}
	}

	fd.alive = make(map[grp.ID]bool)
}

func (fd *Fd) isAliveSuspectedIntersectionEmpty() bool {
	for k := range fd.suspected {
		if _, found := fd.alive[k]; found {
			return false
		}
	}

	return true
}

func (fd *Fd) notInAliveAndSuspected(id grp.ID) bool {
	_, inAlive := fd.alive[id]
	_, inSuspected := fd.suspected[id]

	return !inAlive && !inSuspected
}

func (fd *Fd) inAliveAndSuspected(id grp.ID) bool {
	_, inAlive := fd.alive[id]
	_, inSuspected := fd.suspected[id]

	return inAlive && inSuspected
}

func (fd *Fd) publishFdMsg(msg FdMsg) {
	for _, sub := range fd.fdSubscribers {
		sub <- msg
	}
}

// Return a string representation of an FdMsg.
func (fdmsg FdMsg) String() string {
	switch fdmsg.Event {
	case Suspect:
		return fmt.Sprintf("suspecting node %v", fdmsg.ID)
	case Restore:
		return fmt.Sprintf("restore msg for node %v", fdmsg.ID)
	}

	return "unknown message from fd"
}

func (fd *Fd) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-fd.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
}

func (fd *Fd) handleResendSuspected() {
	glog.V(2).Infoln("resending suspected nodes, size:", len(fd.suspected))
	for id := range fd.suspected {
		// TODO(tormod): The publish channels are buffered up to quorum
		// size, but it's probably best somehow to ensure that this resending
		// can't block the FD.
		fd.publishFdMsg(FdMsg{ID: id})
	}
}

// Is Id suspected
func (fd *Fd) IsSuspected(id grp.ID) bool {
	SusChan := make(chan bool, 1)
	fd.getSuspected <- SuspectedRequest{id, SusChan}
	return <-SusChan
}

func (fd *Fd) handleSuspectedRequest(sr SuspectedRequest) {
	if fd.suspected[sr.id] {
		sr.susChan <- true
	} else {
		sr.susChan <- false
	}
}

type SuspectedRequest struct {
	id      grp.ID
	susChan chan bool
}
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package liveness

import (
	"sync"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// State associated with the heartbeat emitter module.
type HbEm struct {
	emInterval  time.Duration
	id          grp.ID
	ticker      *time.Ticker
	resetChan   <-chan bool
	outB        chan<- interface{}
	stop        chan bool
	stopCheckIn *sync.WaitGroup
}

// Create a new heartbeat emitter (HbEm).
func NewHbEm(cfg config.Config, id grp.ID, rc <-chan bool,
	outB chan<- interface{}, stopCheckIn *sync.WaitGroup) *HbEm {
	return &HbEm{
		emInterval:  cfg.GetDuration("hbEmitterInterval", config.DefHbEmitterInterval),
		id:          id,
		resetChan:   rc,
		outB:        outB,
		stop:        make(chan bool),
		stopCheckIn: stopCheckIn,
	}
}

// Start the heartbeat emitter, which periodically broadcasts Heartbeat messages
// onto the network to all replicas.
func (hbem *HbEm) Start() {
	glog.V(1).Info("starting")
	go func() {
		defer hbem.stopCheckIn.Done()
		hbMsg := Heartbeat{ID: hbem.id}
		hbem.outB <- hbMsg
		for {
			select {
			case <-time.After(hbem.emInterval):
				hbem.outB <- hbMsg
			case <-hbem.resetChan:
				if glog.V(4) {
					glog.Info("received reset")
				}
			case <-hbem.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the heartbeat emitter.
func (hbem *HbEm) Stop() {
	hbem.stop <- true
}
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package liveness

import (
	"github.com/relab/goxos/grp"
)

type LeaderDetector interface {
	Start()
	Stop()
	SubscribeToPaxosLdMsgs(name string) <-chan grp.ID
	SubscribeToReplacementLdMsgs(name string) <-chan grp.ID
	PaxosLeader() grp.ID
	ReplacementLeader() grp.ID
}
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package liveness

import (
	"github.com/relab/goxos/grp"
)

type MockLD struct{}

func NewMockLD() *MockLD {
	return &MockLD{}
}

func (mld *MockLD) Start() {}

func (mld *MockLD) Stop() {}

func (mld *MockLD) SubscribeToPaxosLdMsgs(name string) <-chan grp.ID {
	return nil
}

func (mld *MockLD) SubscribeToReplacementLdMsgs(name string) <-chan grp.ID {
	return nil
}

func (mld *MockLD) PaxosLeader() grp.ID {
	return grp.ID{}
}

func (mld *MockLD) ReplacementLeader() grp.ID {
	return grp.ID{}
}
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package liveness

import (
	"sync"

	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// The state of the leader detector (Ld)
type MonarchicalLD struct {
	pleader        grp.ID
	rleader        grp.ID
	fd             *Fd
	grpmgr         grp.GroupManager
	grpSubscriber  grp.Subscriber
	suspected      map[grp.ID]bool
	fdChan         <-chan FdMsg
	pldSubscribers map[string]chan grp.ID
	rldSubscribers map[string]chan grp.ID
	checkLeaders   func()
	stop           chan bool
	stopCheckIn    *sync.WaitGroup
}

// Construct a new leader detector.
func NewMonarchicalLD(gm grp.GroupManager, fd *Fd, stopCheckIn *sync.WaitGroup) *MonarchicalLD {
	ld := &MonarchicalLD{
		fd:             fd,
		grpmgr:         gm,
		suspected:      make(map[grp.ID]bool),
		pldSubscribers: make(map[string]chan grp.ID),
		rldSubscribers: make(map[string]chan grp.ID),
		stop:           make(chan bool),
		stopCheckIn:    stopCheckIn,
	}

	if !ld.grpmgr.LrEnabled() && !ld.grpmgr.ArEnabled() {
		ld.checkLeaders = ld.checkPaxosLeader
	} else {
		ld.checkLeaders = ld.checkLeadersLrAr
	}

	ld.checkLeaders()

	return ld
}

// Initialize the leader detector and spawn a goroutine handling messages. The
// leader detector subscribes to messages from the failure detector.
func (mld *MonarchicalLD) Start() {
	glog.V(1).Info("starting")
	mld.grpSubscriber = mld.grpmgr.SubscribeToHold("ld")
	mld.fdChan = mld.fd.SubscribeToFdMsgs("ld")
	go func() {
		defer mld.stopCheckIn.Done()
		mld.checkLeaders()
		for {
			select {
			case fdmsg := <-mld.fdChan:
				mld.handleFdMsg(fdmsg)
			case grpPrepare := <-mld.grpSubscriber.PrepareChan():
				mld.handleGrpHold(grpPrepare)
			case <-mld.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the leader detector.
func (mld *MonarchicalLD) Stop() {
	mld.stop <- true
}

// Modules may register interest in receiving notifications when a new leader is
// elected. A name is needed to uniquely identify the module who is interested. This
// method returns a channel where information about newly elected leaders can be read
// from.
func (mld *MonarchicalLD) SubscribeToPaxosLdMsgs(name string) <-chan grp.ID {
	ldChan := make(chan grp.ID, 4)
	mld.pldSubscribers[name] = ldChan
	return ldChan
}

// Modules may also register interest in receiving notifications when a new replacement
// leader is elected. This is used by the Live Replacement module.
func (mld *MonarchicalLD) SubscribeToReplacementLdMsgs(name string) <-chan grp.ID {
	rldChan := make(chan grp.ID, 4)
	mld.rldSubscribers[name] = rldChan
	return rldChan
}

// Get the id of the replica considered as the Paxos leader.
func (mld *MonarchicalLD) PaxosLeader() grp.ID {
	return mld.pleader
}

// Get the id of the replica considered as the replacement leader.
func (mld *MonarchicalLD) ReplacementLeader() grp.ID {
	return mld.rleader
}

func (mld *MonarchicalLD) checkPaxosLeader() {
	if newLeader := mld.maxRank(); newLeader != mld.pleader {
		mld.pleader = newLeader
		mld.publishPaxosTrust(newLeader)
		glog.V(2).Infof("now trusting %v as paxos leader", newLeader)
	}
}

func (mld *MonarchicalLD) checkLeadersLrAr() {
	newPaxosLeader, newReplacementLeader := mld.maxRankLr()

	if newPaxosLeader != mld.pleader {
		mld.pleader = newPaxosLeader
		mld.publishPaxosTrust(newPaxosLeader)
		glog.V(2).Infof("now trusting %v as paxos leader", newPaxosLeader)
	}

	if newReplacementLeader != mld.rleader {
		mld.rleader = newReplacementLeader
		mld.publishReplacementTrust(newReplacementLeader)
		glog.V(2).Infof("now trusting %v as replacement leader", newReplacementLeader)
	}
}

func (mld *MonarchicalLD) handleFdMsg(fdmsg FdMsg) {
	switch fdmsg.Event {
	case Suspect:
		glog.V(2).Infoln("received", fdmsg)
		mld.suspected[fdmsg.ID] = true
		mld.checkLeaders()
	case Restore:
		glog.V(2).Infoln("received", fdmsg)
		delete(mld.suspected, fdmsg.ID)
		mld.checkLeaders()
	default:
		glog.Warning("unknown message from fd")
	}
}

func (mld *MonarchicalLD) publishPaxosTrust(id grp.ID) {
	for _, sub := range mld.pldSubscribers {
		sub <- id
	}
}

func (mld *MonarchicalLD) publishReplacementTrust(id grp.ID) {
	for _, sub := range mld.rldSubscribers {
		sub <- id
	}
}

func (mld *MonarchicalLD) maxRank() grp.ID {
	// Paxos leader: node with the highest paxos id
	paxosLeader := grp.MinID()

	if mld.grpmgr.NodeMap().Len() == 0 {
		glog.Fatal("no nodes to rank")
	}

	for _, id := range mld.grpmgr.NodeMap().ProposerIDs() {
		if _, suspected := mld.suspected[id]; id.PaxosID > paxosLeader.PaxosID && !suspected {
			paxosLeader = id
		}
	}

	glog.V(2).Infoln("highest paxos rank was", paxosLeader)

	return paxosLeader
}

func (mld *MonarchicalLD) maxRankLr() (paxosLeader, replacementLeader grp.ID) {
	// Paxos leader: node with lowest epoch and highest paxos id.
	paxosLeader = grp.MinID()

	// Replacement leader: node with lowest epoch and lowest paxos id.
	replacementLeader = grp.MaxID()

	if mld.grpmgr.NodeMap().Len() == 0 {
		glog.Fatal("no nodes to rank")
	}

	// What is the lowest epoch
	minSeenEpoch := grp.MaxEpoch
	for _, id := range mld.grpmgr.NodeMap().ProposerIDs() {
		if id.Epoch < minSeenEpoch {
			minSeenEpoch = id.Epoch
		}
	}

	// Which nodes have the lowest epoch
	nodesWithMinEpoch := make(map[grp.ID]bool)
	for _, id := range mld.grpmgr.NodeMap().ProposerIDs() {
		if id.Epoch == minSeenEpoch {
			nodesWithMinEpoch[id] = true
		}
	}

	// Find highest and lowest paxos id
	for id := range nodesWithMinEpoch {
		if _, suspected := mld.suspected[id]; id.PaxosID > paxosLeader.PaxosID && !suspected {
			paxosLeader = id
		}
		if _, suspected := mld.suspected[id]; id.PaxosID < replacementLeader.PaxosID && !suspected {
			replacementLeader = id
		}
	}

	glog.V(2).Infof("node ids %v, epochs %v",
		mld.grpmgr.NodeMap().IDs(), mld.grpmgr.NodeMap().Epochs())
	glog.V(2).Infof("nr of nodes with lowest epoch: %v",
		len(nodesWithMinEpoch))

	glog.V(2).Infoln("highest paxos rank was", paxosLeader)
	glog.V(2).Infoln("highest replacement rank was", replacementLeader)

	return paxosLeader, replacementLeader
}

func (mld *MonarchicalLD) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-mld.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	mld.checkLeaders()
}







github.com/relab/goxos/liveness/mon_ld_test.go

package liveness

import (
	"testing"

	"github.com/relab/goxos/grp"
)

var (
	mockNode = grp.NewNode("", "", "", true, true, true)

	nodeMapForPaxosRank = map[grp.ID]grp.Node{
		grp.NewIDFromInt(0, 0): mockNode,
		grp.NewIDFromInt(1, 0): mockNode,
		grp.NewIDFromInt(2, 0): mockNode,
		grp.NewIDFromInt(3, 0): mockNode,
		grp.NewIDFromInt(4, 0): mockNode,
	}

	nodeMapForLrRank = map[grp.ID]grp.Node{
		grp.NewIDFromInt(0, 0): mockNode,
		grp.NewIDFromInt(1, 0): mockNode,
		grp.NewIDFromInt(2, 0): mockNode,
		grp.NewIDFromInt(3, 0): mockNode,
		grp.NewIDFromInt(4, 0): mockNode,
	}

	id          = grp.NewIDFromInt(0, 0)
	nrOfNodes   = len(nodeMapForPaxosRank)
	nrOfNodesLr = len(nodeMapForLrRank)

	nmPaxos       = grp.NewNodeMap(nodeMapForPaxosRank)
	nmPaxosWithLr = grp.NewNodeMap(nodeMapForLrRank)
)

func TestMaxRank(t *testing.T) {
	grpmgr := grp.NewGrpMgr(id, nmPaxos, false, false, nil)
	ld := NewMonarchicalLD(grpmgr, nil, nil)

	actualID, expectedID := ld.maxRank(), grp.NewIDFromInt(4, 0)
	if actualID != expectedID {
		t.Errorf("maxRank: want %v, got %v", expectedID, actualID)
	}

	// Suspect {4,0}
	ld.suspected[grp.NewIDFromInt(4, 0)] = true

	actualID, expectedID = ld.maxRank(), grp.NewIDFromInt(3, 0)
	if actualID != expectedID {
		t.Errorf("maxRank: want %v, got %v", expectedID, actualID)
	}
}
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package liveness

import (
	"encoding/gob"

	"gopkg.in/vmihailenco/msgpack.v2"

	"github.com/relab/goxos/grp"
)

func init() {
	gob.Register(Heartbeat{})

	msgpack.RegisterExt(7, Heartbeat{})
	msgpack.RegisterExt(11, FdMsg{})
}

// A Heartbeat message is used by replicas to indicate they are alive in
// periods when no other messages are sent.
type Heartbeat struct {
	ID grp.ID
}
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package lr

import (
	"fmt"

	"github.com/relab/goxos/grp"
)

// ReplaceCmd encapsualtes a replacement command.
type ReplaceCmd struct {
	id  grp.ID
	err chan error
}

// NewReplaceCmd returns a replacement command for
// the replica with identifier id.
func NewReplaceCmd(id grp.ID) ReplaceCmd {
	return ReplaceCmd{id, make(chan error)}
}

// String returns a text representation of the
// replacement command.
func (rc ReplaceCmd) String() string {
	return fmt.Sprintf("Replace node %v", rc.id)
}
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package lr

import (
	"math/big"
)

type CombinationIterator struct {
	r, n, i, c, max int
	s               []int
}

func NewCombinationIterator(n, r int) *CombinationIterator {
	s := make([]int, r)
	for j := range s {
		s[j] = j
	}
	c := int(new(big.Int).Binomial(int64(n), int64(r)).Int64())

	return &CombinationIterator{r: r, n: n, c: c, s: s}
}

func (ci *CombinationIterator) HasNext() bool {
	return ci.i < ci.c
}

func (ci *CombinationIterator) Next() {
	if ci.HasNext() {
		ci.updateS()
	}
}

func (ci *CombinationIterator) S() []int {
	return ci.s
}

func (ci *CombinationIterator) updateS() {
	ci.i++

	i := ci.r - 1
	ci.s[i]++
	for (i > 0) && (ci.s[i] >= ci.n-ci.r+1+i) {
		i--
		ci.s[i]++
	}

	for i = i + 1; i < ci.r; i++ {
		ci.s[i] = ci.s[i-1] + 1
	}
}
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/*
Package lr provides the Live Replacement features needed to implement MultiPaxosLr.
*/
package lr
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package lr

import "github.com/relab/goxos/grp"

func epochGenerator(id grp.ID) func(grp.Epoch) grp.Epoch {
	var n uint64
	baseForNode := cantorPairing(uint64(id.PaxosID), uint64(id.Epoch))
	return func(oldEpoch grp.Epoch) grp.Epoch {
		var replacerEpoch uint64
		for replacerEpoch <= uint64(oldEpoch) {
			replacerEpoch = cantorPairing(baseForNode, n)
			n++
		}
		return grp.Epoch(replacerEpoch)
	}
}

func cantorPairing(k1, k2 uint64) uint64 {
	return (k1+k2)*(k1+k2+1)/2 + k2
}







github.com/relab/goxos/lr/epochgen_test.go

package lr

import (
	"github.com/relab/goxos/grp"
	"testing"
)

var cantorTests = []struct {
	k1, k2   uint64
	expected uint64
}{
	{0, 0, 0},
	{1, 0, 1},
	{2, 0, 3},
	{0, 1, 2},
	{1, 42, 988},
	{77, 103, 16393},
}

func TestCantorPairing(t *testing.T) {
	var actual uint64
	for i, ct := range cantorTests {
		actual = cantorPairing(ct.k1, ct.k2)
		if actual != ct.expected {
			t.Errorf("%d. %d != %d", i, actual, ct.expected)
		}
	}
}

func TestEpochGenerator(t *testing.T) {
	// Just a small sanity check for duplicates
	for i := 0; i < 100; i++ {
		id0 := grp.NewIDFromInt(0, uint64(i))
		id1 := grp.NewIDFromInt(1, uint64(i))
		id2 := grp.NewIDFromInt(2, uint64(i))

		epochGen0 := epochGenerator(id0)
		epochGen1 := epochGenerator(id1)
		epochGen2 := epochGenerator(id2)

		e0 := make([]grp.Epoch, 500)
		e1 := make([]grp.Epoch, 500)
		e2 := make([]grp.Epoch, 500)

		for j := 0; j < 500; j++ {
			e0[j] = epochGen0(grp.Epoch(j))
			e1[j] = epochGen1(grp.Epoch(j))
			e2[j] = epochGen2(grp.Epoch(j))
		}

		for _, ep0 := range e0 {
			for _, ep1 := range e1 {
				if ep0 == ep1 {
					t.Errorf("Duplicate! %v == %v", ep0, ep1)
				}
			}
			for _, ep2 := range e2 {
				if ep0 == ep2 {
					t.Errorf("Duplicate! %v ==  %v", ep0, ep2)
				}
			}
		}
		for _, ep1 := range e1 {
			for _, ep2 := range e2 {
				if ep1 == ep2 {
					t.Errorf("Duplicate! %v == %v", ep1, ep2)
				}
			}
		}
	}
}
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package lr

import (
	"github.com/relab/goxos/config"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (rh *ReplacementHandler) handleEpochPromise(ep EpochPromise) {
	glog.V(2).Infoln("received", ep)

	if !rh.replacer {
		glog.V(2).Info("not a replacer node, ignoring epoch promise")
		return
	}

	// Add sender to NodeMap even if we're activated. This is how we (for
	// now) get to know each node's id.
	if err := rh.grpmgr.NodeMap().Add(ep.ID, ep.Sender); err != nil {
		glog.Warningln("epoch promise sender not added to nodemap:", err)
	}

	if rh.activated {
		glog.V(2).Info("already activated, ignoring epoch promise")
		return
	}

	// Store EpochPromise
	rh.epochPromises = append(rh.epochPromises, &ep)

	// Is it not possible to obtain a valid quorum due to size?
	if uint(len(rh.epochPromises)) < rh.grpmgr.Quorum() {
		glog.V(2).Infof("need %d epoch promises before staring to check for "+
			"a valid quorum", rh.grpmgr.Quorum()-uint(len(rh.epochPromises)))
		return
	}

	validQuorum, vqIndices := extractValidQuorumEp(rh.epochPromises, rh.grpmgr.Quorum())
	if !validQuorum {
		glog.V(2).Info("could not extract a valid quorum from " +
			"current set of epoch promises")
		return
	}

	accState := extractAcceptorState(rh.epochPromises, vqIndices)
	glog.V(2).Info("setting acceptor state")
	rh.acceptor.SetState(accState)

	// Startegies: see comments in pe_handle.go
	switch rh.config.GetInt("LRStrategy", config.DefLRStrategy) {
	case 1, 2:
		rh.acceptor.SetLowSlot(ep.SlotMarker)
	case 3:
		rh.acceptor.SetLowSlot(accState.MaxSeen)
	}

	glog.V(2).Info("signaling activated")

	// Disabled for the current implementation using TCP
	//rh.cancelActivationTimer <- true

	rh.activated = true
	close(rh.activatedSignal)
}

func extractAcceptorState(eps []*EpochPromise, vqIndices []int) *px.AcceptorSlotMap {
	glog.V(2).Info("extracting acceptor state from epoch promises")
	slotMap := px.NewAcceptorSlotMap()
	for _, idx := range vqIndices {
		if eps[idx].AccState.Rnd.Compare(slotMap.Rnd) == 1 {
			slotMap.Rnd = eps[idx].AccState.Rnd
		}
		if eps[idx].AccState.MaxSeen > slotMap.MaxSeen {
			slotMap.MaxSeen = eps[idx].AccState.MaxSeen
		}
		for _, epAccSlot := range eps[idx].AccState.Slots {
			currentSlot := slotMap.GetSlot(epAccSlot.ID)
			if epAccSlot.VRnd.Compare(currentSlot.VRnd) >= 0 &&
				epAccSlot.VRnd.Compare(currentSlot.VRnd) != 0 {
				currentSlot = epAccSlot
			}
		}
	}

	return slotMap
}
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package lr

import (
	"errors"
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/paxos"
	"github.com/relab/goxos/ringreplacer"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// ReplacementHandler represents a Goxos submodule handling the core Live
// Replacement protocol. It is responsible for handling startup for replicas
// joining a Goxos cluster as the result of a replacement. The module is also
// responsible for initiating replacements based failure indications.
type ReplacementHandler struct {
	id                    grp.ID
	config                *config.Config
	replacer              bool
	creationSlotMarker    paxos.SlotID
	activated             bool
	activatedSignal       chan bool
	cancelActivationTimer chan bool
	epochPromises         []*EpochPromise
	getReplacerEpoch      func(grp.Epoch) grp.Epoch
	dmx                   net.Demuxer
	grpmgr                grp.GroupManager
	recMsgChan            chan ringreplacer.ReconfMsg
	bcast                 chan<- interface{}
	ucast                 chan<- net.Packet
	prepareEpochChan      chan PrepareEpoch
	epochPromiseChan      <-chan EpochPromise
	forwardedEpSetChan    <-chan ForwardedEpSet
	acceptor              paxos.Acceptor
	adu                   *paxos.Adu
	stop                  chan bool
	stopCheckIn           *sync.WaitGroup
}

// NewReplacementHandler returns a new replacement handler.
func NewReplacementHandler(id grp.ID, conf *config.Config,
	replacer bool, slotMarker paxos.SlotID,
	grpmgr grp.GroupManager, rrChan chan ringreplacer.ReconfMsg,
	bcast chan<- interface{}, ucast chan<- net.Packet, dmx net.Demuxer,
	acceptor paxos.Acceptor, adu *paxos.Adu,
	stopCheckIn *sync.WaitGroup) *ReplacementHandler {
	return &ReplacementHandler{
		id:                    id,
		config:                conf,
		replacer:              replacer,
		activated:             false,
		activatedSignal:       make(chan bool),
		cancelActivationTimer: make(chan bool),
		epochPromises:         make([]*EpochPromise, 0, grpmgr.NrOfNodes()),
		getReplacerEpoch:      epochGenerator(id),
		dmx:                   dmx,
		grpmgr:                grpmgr,
		recMsgChan:            rrChan,
		bcast:                 bcast,
		ucast:                 ucast,
		acceptor:              acceptor,
		adu:                   adu,
		stop:                  make(chan bool),
		stopCheckIn:           stopCheckIn,
	}
}

// Start starts the ReplacementHandler by spawning a goroutine to handle
// incoming and outgoing messages.
func (rh *ReplacementHandler) Start() {
	glog.V(1).Info("starting")
	rh.registerAndSubscribe()
	go func() {
		defer rh.stopCheckIn.Done()
		for {
			select {
			case rmsg := <-rh.recMsgChan:
				rh.handleRecMsg(rmsg)
			case pe := <-rh.prepareEpochChan:
				rh.handlePrepareEpoch(pe)
			case ep := <-rh.epochPromiseChan:
				rh.handleEpochPromise(ep)
			case <-rh.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the ReplacementHandler.
func (rh *ReplacementHandler) Stop() {
	rh.stop <- true
}

// WaitForActivation blocks until a replica is activated by using the
// Live Replacement protocol. The method returns immediately if the replica
// is already activated. This method should be used by a replacer replica
// during startup.
func (rh *ReplacementHandler) WaitForActivation() {
	if rh.activated {
		return
	}

	<-rh.activatedSignal
	rh.activated = true
}

func (rh *ReplacementHandler) registerAndSubscribe() {
	pech := make(chan PrepareEpoch, rh.grpmgr.Quorum())
	rh.dmx.RegisterChannel(pech)
	rh.prepareEpochChan = pech

	epch := make(chan EpochPromise, rh.grpmgr.NrOfNodes()*2)
	rh.dmx.RegisterChannel(epch)
	rh.epochPromiseChan = epch

	feps := make(chan ForwardedEpSet, 1)
	rh.dmx.RegisterChannel(feps)
	rh.forwardedEpSetChan = feps
}

func (rh *ReplacementHandler) handleRecMsg(rmsg ringreplacer.ReconfMsg) {
	elog.Log(e.NewEvent(e.LRStart))
	glog.V(2).Infoln("received reconfMsg - ", rmsg)
	ppEp, err := rh.checkandhandleRecMsg(rmsg)
	if err != nil {
		glog.Errorln("replacement aborted, reason:", err)
		return
	}

	glog.V(2).Infoln("broadcasting prepareEpoch:", ppEp)
	rh.bcast <- ppEp
	elog.Log(e.NewEvent(e.LRPrepareEpochSent))
	rh.prepareEpochChan <- *ppEp
}

func (rh *ReplacementHandler) checkandhandleRecMsg(rmsg ringreplacer.ReconfMsg) (ppEp *PrepareEpoch, err error) {
	if len(rmsg.NewIds) == 0 {
		glog.Errorln("replacement message without new Nodes")
		return nil, errors.New("Replacement message without new nodes")
	}

	for _, id := range rmsg.NewIds {
		if id.Epoch <= rh.grpmgr.Epochs()[id.PaxosID] {
			return nil, errors.New("New node with old epoch")
		}
	}

	//TODO: Suport multiple replacements in one Message:
	if len(rmsg.NewIds) > 1 {
		glog.Errorln("replacement with multiple new nodes. Only doing the first.")
	}

	if rh.config.GetInt("LRStrategy", config.DefLRStrategy) == 2 {
		rmsg.AduSlot = rh.adu.Value()
	}

	return &PrepareEpoch{rmsg.NewIds[0], rmsg.NodeMap[rmsg.NewIds[0]], rmsg.AduSlot}, nil
}

var (
	ErrInvalidID     = errors.New("provided id is not a part of the running cluster")
	ErrEpochMismatch = errors.New("inconsistency between epoch in id and epoch in epoch vector")
)

func (rh *ReplacementHandler) handleForwardedEpSet(feps *ForwardedEpSet) {
	glog.V(2).Infof("received set of forwarded epoch promises (size=%d)\n", len(feps.EpSet))
	for _, ep := range feps.EpSet {
		rh.handleEpochPromise(*ep)
	}
}







github.com/relab/goxos/lr/msg.go

package lr

import (
	"encoding/gob"
	"fmt"

	"gopkg.in/vmihailenco/msgpack.v2"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(PrepareEpoch{})
	gob.Register(EpochPromise{})
	gob.Register(ForwardedEpSet{})

	msgpack.RegisterExt(8, PrepareEpoch{})
	msgpack.RegisterExt(9, EpochPromise{})
	msgpack.RegisterExt(10, ForwardedEpSet{})
}

// Represents a PrepareEpoch message as defined in the Live Replacement protocol.
type PrepareEpoch struct {
	ReplacerID   grp.ID
	ReplacerNode grp.Node
	SlotMarker   paxos.SlotID
}

// Represents an EpochPromise message as defined in the Live Replacement protocol.
type EpochPromise struct {
	ID          grp.ID
	Sender      grp.Node
	EpochVector []grp.Epoch
	SlotMarker  paxos.SlotID
	AccState    paxos.AcceptorSlotMap
}

// ForwardEpSet encapsulates a set of EpochPromise messages.
type ForwardedEpSet struct {
	EpSet []*EpochPromise
}

// String returns a text representation of the PrepareEpoch message.
func (pe PrepareEpoch) String() string {
	return fmt.Sprintf("PrepareEpoch: replace id %v - new epoch %v, "+
		"new %v, slot marker is %v", pe.ReplacerID.PaxosID, pe.ReplacerID.Epoch,
		pe.ReplacerNode, pe.SlotMarker)
}

// String returns a text representation of the EpochPromise message.
func (ep EpochPromise) String() string {
	return fmt.Sprintf("EpochPromise from %v (%v), "+
		"epoch vector %v and slot marker %v", ep.ID,
		ep.Sender, ep.EpochVector, ep.SlotMarker)

}

// String returns a text representation of the ForwaredEpSet message.
func (fes ForwardedEpSet) String() string {
	return fmt.Sprintf("Forwared set of EpochPromises with size %d", len(fes.EpSet))
}







github.com/relab/goxos/lr/pe_handle.go

package lr

import (
	"math/rand"
	"time"

	"github.com/relab/goxos/config"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func init() {
	rand.Seed(time.Now().UnixNano())
}

func (rh *ReplacementHandler) handlePrepareEpoch(pe PrepareEpoch) {
	elog.Log(e.NewEvent(e.LRPrepareEpochRecv))
	glog.V(2).Infoln("received prepare epoch:", pe)

	// If we're a replacer node, are we activated ?
	if rh.replacer && !rh.activated {
		glog.V(2).Info("we're not activated, forwarding our EPs if any")
		if err := rh.forwardEpochPromises(pe); err != nil {
			glog.Errorln("forwarding EPs failed:", err)
		}
	}

	// Is epoch for PaxosId larger than already present?
	if !(pe.ReplacerID.Epoch > rh.grpmgr.Epochs()[pe.ReplacerID.PaxosID]) {
		glog.V(2).Info("epoch for id lower or equal to present, ignoring")
		return
	}

	// Are we being replaced?
	if pe.ReplacerID.PaxosID == rh.id.PaxosID {
		glog.Warning("received prepare epoch for our paxos id,",
			"returning and expecting terminate request")
		return
	}

	// Only for use of Approach 2.:
	if pe.SlotMarker > rh.adu.Value() {
		glog.Warning("received prepare epoch with slot marker higher than adu.",
			"Resending to self.")
		rh.prepareEpochChan <- pe
		return
	}

	glog.V(2).Info("connecting to replacer node")
	if rh.config.GetDuration("LRExpRndSleep", config.DefLRExpRndSleep) != 0 {
		if rand.Intn(2) == 1 {
			elog.Log(e.NewEvent(e.LRPreConnectSleep))
			glog.V(2).Infoln("performing pre-connect sleep, duration:",
				rh.config.GetDuration("LRExpRndSleep", config.DefLRExpRndSleep))
			time.Sleep(rh.config.GetDuration("LRExpRndSleep", config.DefLRExpRndSleep))
		}
	}
	//conn, err := net.GxConnectTo(pe.ReplacerNode, rh.id, pe.ReplacerID, rh.dmx)
	var err error = nil
	if err != nil {
		glog.Errorln("handling epoch promise aborted, reason:", err)
		return
	}

	glog.V(2).Info("requesting hold from grpmgr")
	holdChan := make(chan bool)
	rh.grpmgr.RequestHold(holdChan)
	defer close(holdChan)
	/*
			glog.V(2).Info("requesting acceptor state")
			var acceptorState *paxos.AcceptorSlotMap
			acceptorRelease := make(chan bool)
			defer close(acceptorRelease)

			/*
				Important notice regarding obtaining acceptor state for
				the EpochPromise message.

				There are three different approaches:

					1. Request all acceptor state above the slot for which
					the new replica received an application state.  This
					slot is contained in the PrepareEpoch message.  This
					state may be quite large if initialization of the
					replacer replica requires a considerable amount of time
					(for example due to a large amount of application state
					transfer). This is because the replicated service can
					decide on consensus instances concurrently while the
					new replica is initialized.

					2. Request acceptor state above the adu (all decided
					upto) slot on the replacement leader. This slot is
					contained in the PrepareEpoch message. The state can
					still contain many instances, but fewer than in the
					first approach.  This approach also relies on the check
					above.

					3. In this apprach we only ask for the highest slot
					(MaxSeen) in the acceptor state. The method GetMaxSlot
					returns an acceptor state with rnd and maxSeen, but an
					empty slotmap.  To change between method number 3 and
					2, you have to also change code in ep_handle.go.

				The different approaches are further discussed in our Paper.


		switch rh.config.GetInt("LRStrategy", config.DefLRStrategy) {
		case 1, 2:
			// Request all Acceptor state from the slot contained in the
			// PrepareEpoch message:
			acceptorState = rh.acceptor.GetState(pe.SlotMarker, acceptorRelease)
		case 3:
			// Only get highest nonempty slotid:
			acceptorState = rh.acceptor.GetMaxSlot(acceptorRelease)
		}

		// Our id and node info
		id := rh.id
		node, found := rh.grpmgr.NodeMap().LookupNode(id)
		if !found {
			glog.Fatal("running node not found in nodemap")
		}

			var ep EpochPromise
			glog.V(2).Info("generating epoch promise")
			switch rh.config.GetInt("LRStrategy", config.DefLRStrategy) {
			case 1, 2:
				ep = EpochPromise{id, node, rh.grpmgr.Epochs(), pe.SlotMarker, *acceptorState}
			case 3:
				ep = EpochPromise{id, node, rh.grpmgr.Epochs(), acceptorState.MaxSeen, *acceptorState}
			}
	*/
	/*
			Notes for sending epoch promise as discussed in code review
			meeting Leander/Hein/Tormod. Async. resend until success or
			until new PE for same PxId? Less Disruption?

		go func() {
			if err = conn.Write(ep); err != nil {
				glog.Errorln("error sending epoch promise:", err)
				conn.Close()
			}
			glog.V(2).Info("sending epoch promise")
		}()
	*/
	glog.V(2).Info("updating node map")
	err = rh.grpmgr.NodeMap().Replace(pe.ReplacerID, pe.ReplacerNode)
	if err != nil {
		glog.Errorln("handling epoch promise aborted, reason:", err)
		return
	}

	glog.V(2).Info("passing connection to network modules")
	//if err = net.AddToConnections(conn, true); err != nil {
	//	glog.Fatalln("error when adding replacer connection to network connections:", err)
	// TODO(tormod): How to handle this?
	// Need to revert replacement call to NodeMap.
	//}

	elog.Log(e.NewEvent(e.LRActivatedFromPE))
	glog.V(2).Infoln("installed replacer", pe.ReplacerNode, "with id", pe.ReplacerID)
}

func (rh *ReplacementHandler) forwardEpochPromises(pe PrepareEpoch) error {
	if len(rh.epochPromises) == 0 {
		return nil
	}
	/*
		conn, err := net.GxConnectTo(pe.ReplacerNode, rh.id, pe.ReplacerID, rh.dmx)
		if err != nil {
			return err
		}

		defer conn.Close()

		feps := ForwardedEpSet{EpSet: rh.epochPromises}
		if err = conn.Enc.Encode(feps); err != nil {
			return err
		}
	*/
	return nil
}







github.com/relab/goxos/lr/vq.go

package lr

func extractValidQuorumEp(msgs []*EpochPromise, quorumSize uint) (bool, []int) {
	if len(msgs) == 0 || uint(len(msgs)) < quorumSize {
		return false, nil
	}

	ci := NewCombinationIterator(len(msgs), int(quorumSize))
	for ci.HasNext() {
		if checkCombination(ci.S(), msgs) {
			return true, ci.S()
		}

		ci.Next()
	}

	return false, []int{}
}

func checkCombination(indices []int, msgs []*EpochPromise) bool {
	for i := 0; i < len(indices); i++ {
		for j := i + 1; j < len(indices); j++ {
			if epConflict(msgs[indices[i]], msgs[indices[j]]) {
				return false
			}
		}
	}

	return true
}

func epConflict(a, b *EpochPromise) bool {
	if a.ID.PaxosID == b.ID.PaxosID {
		return true
	}

	return a.ID.Epoch < b.EpochVector[a.ID.PaxosID] || b.ID.Epoch < a.EpochVector[b.ID.PaxosID]
}







github.com/relab/goxos/lr/vq_test.go

package lr

import (
	"testing"

	"github.com/relab/goxos/grp"
)

var (
	id00 = grp.NewIDFromInt(0, 0)
	id10 = grp.NewIDFromInt(1, 0)
	id20 = grp.NewIDFromInt(2, 0)
	id30 = grp.NewIDFromInt(3, 0)
	id40 = grp.NewIDFromInt(4, 0)

	id02 = grp.NewIDFromInt(0, 2)
	id23 = grp.NewIDFromInt(2, 3)
)

var (
	qs2ev1 = []grp.Epoch{0, 0, 0}
	qs2ev2 = []grp.Epoch{2, 0, 0}

	qs2msg1 = &EpochPromise{ID: id00, EpochVector: qs2ev1}
	qs2msg2 = &EpochPromise{ID: id10, EpochVector: qs2ev1}
	qs2msg3 = &EpochPromise{ID: id20, EpochVector: qs2ev1}

	qs2msg4 = &EpochPromise{ID: id02, EpochVector: qs2ev2}
	qs2msg5 = &EpochPromise{ID: id10, EpochVector: qs2ev2}

	qs2msgs1 = []*EpochPromise{qs2msg1}
	qs2msgs2 = []*EpochPromise{qs2msg1, qs2msg2}
	qs2msgs3 = []*EpochPromise{qs2msg1, qs2msg2, qs2msg3}
	qs2msgs4 = []*EpochPromise{qs2msg1, qs2msg4}
	qs2msgs5 = []*EpochPromise{qs2msg3, qs2msg5}
	qs2msgs6 = []*EpochPromise{qs2msg4, qs2msg3, qs2msg5}
	qs2msgs7 = []*EpochPromise{qs2msg4, qs2msg1, qs2msg2}
)

var (
	qs3ev1 = []grp.Epoch{0, 0, 0, 0, 0}
	qs3ev2 = []grp.Epoch{0, 0, 3, 0, 0}
	qs3ev3 = []grp.Epoch{1, 0, 3, 0, 0}

	qs3msg1  = &EpochPromise{ID: id00, EpochVector: qs3ev1}
	qs3msg2  = &EpochPromise{ID: id10, EpochVector: qs3ev1}
	qs3msg3  = &EpochPromise{ID: id20, EpochVector: qs3ev1}
	qs3msg4  = &EpochPromise{ID: id30, EpochVector: qs3ev1}
	qs3msg5  = &EpochPromise{ID: id40, EpochVector: qs3ev1}
	qs3msg7  = &EpochPromise{ID: id23, EpochVector: qs3ev2}
	qs3msg8  = &EpochPromise{ID: id23, EpochVector: qs3ev2}
	qs3msg9  = &EpochPromise{ID: id30, EpochVector: qs3ev2}
	qs3msg10 = &EpochPromise{ID: id23, EpochVector: qs3ev3}

	qs3msgs1  = []*EpochPromise{qs3msg1}
	qs3msgs2  = []*EpochPromise{qs3msg1, qs3msg1, qs3msg1}
	qs3msgs3  = []*EpochPromise{qs3msg1, qs3msg1, qs3msg2}
	qs3msgs4  = []*EpochPromise{qs3msg1, qs3msg2, qs3msg3}
	qs3msgs5  = []*EpochPromise{qs3msg1, qs3msg2, qs3msg3, qs3msg4}
	qs3msgs6  = []*EpochPromise{qs3msg1, qs3msg2, qs3msg3, qs3msg4, qs3msg5}
	qs3msgs7  = []*EpochPromise{qs3msg3, qs3msg4, qs3msg5}
	qs3msgs8  = []*EpochPromise{qs3msg1, qs3msg2, qs3msg7}
	qs3msgs9  = []*EpochPromise{qs3msg1, qs3msg2, qs3msg10}
	qs3msgs10 = []*EpochPromise{qs3msg1, qs3msg2, qs3msg10, qs3msg9}
)

var extractValidQuorumSize2EpTests = []struct {
	msgs            []*EpochPromise
	quorumSize      uint
	expectedFound   bool
	expectedIndices []int
}{
	{qs2msgs1, 2, false, []int{}},
	{qs2msgs2, 2, true, []int{0, 1}},
	{qs2msgs3, 2, true, []int{0, 1}},
	{qs2msgs4, 2, false, []int{}},
	{qs2msgs5, 2, true, []int{0, 1}},
	{qs2msgs6, 2, true, []int{0, 1}},
	{qs2msgs7, 2, true, []int{0, 2}},
}

func TestExtractValidQuorumSize2Ep(t *testing.T) {
	var actualFound bool
	var actualIndices []int

	for i, evaqt := range extractValidQuorumSize2EpTests {
		actualFound, actualIndices = extractValidQuorumEp(evaqt.msgs, evaqt.quorumSize)
		if actualFound != evaqt.expectedFound {
			t.Errorf("%d. Got '%t', want '%t'", i, actualFound, evaqt.expectedFound)
		}
		if !equal(actualIndices, evaqt.expectedIndices) {
			t.Errorf("%d. Got '%v', want '%v'", i, actualIndices, evaqt.expectedIndices)
		}
	}
}

var extractValidQuorumSize3EpTests = []struct {
	msgs            []*EpochPromise
	quorumSize      uint
	expectedFound   bool
	expectedIndices []int
}{
	{qs3msgs1, 3, false, []int{}},
	{qs3msgs2, 3, false, []int{}},
	{qs3msgs3, 3, false, []int{}},
	{qs3msgs4, 3, true, []int{0, 1, 2}},
	{qs3msgs5, 3, true, []int{0, 1, 2}},
	{qs3msgs6, 3, true, []int{0, 1, 2}},
	{qs3msgs7, 3, true, []int{0, 1, 2}},
	{qs3msgs8, 3, true, []int{0, 1, 2}},
	{qs3msgs9, 3, false, []int{}},
	{qs3msgs10, 3, true, []int{0, 1, 3}},
}

func TestExtractValidQuorumEpSize3(t *testing.T) {
	var actualFound bool
	var actualIndices []int

	for i, evaqt := range extractValidQuorumSize3EpTests {
		actualFound, actualIndices = extractValidQuorumEp(evaqt.msgs, evaqt.quorumSize)
		if actualFound != evaqt.expectedFound {
			t.Errorf("%d. Got '%t', want '%t'", i, actualFound, evaqt.expectedFound)
		}
		if !equal(actualIndices, evaqt.expectedIndices) {
			t.Errorf("%d. Got '%v', want '%v'", i, actualIndices, evaqt.expectedIndices)
		}
	}
}

func equal(a, b []int) bool {
	if len(a) != len(b) {
		return false
	}
	for i, c := range a {
		if c != b[i] {
			return false
		}
	}
	return true
}







github.com/relab/goxos/misc/commit-msg-style.txt

http://tbaggery.com/2008/04/19/a-note-about-git-commit-messages.html







github.com/relab/goxos/misc/design-issues.txt

Design issue:

How to avoid dependencies between modules?

-> We are passing too many parameters to each constructor.
-> We have too big structs
-> There is significant redundancy between structs (no embedding)


- Example NewClientHandlerTCP: references the GroupManager, the replica ID, the liveness detector, channels for requests, the stopCheckIn, etc.

How can we avoid this? Here are some alternatives:

1. Keep a central hub of references, e.g. in the GroupManager, and only pass around the group manager, leaving it to each module to lookup the references/information they need. 
- Disadvantage: Everything depends on the GroupManager. Is this really bad? Maybe, because we must initialize the group manger with lots of info to run tests of simple modules.


2. Use a message bus (a channel of interface{} type) on which the relevant reference type can be requested. Still depends on initializing modules, but only those that are needed for a particular other module. Requests for dependencies can block until the module becomes available during startup. Prevents circular dependencies. Can be checked/detected with the race detector.


3. What is the idiomatic Go approach to handle dependencies?



We need to avoid using interfaces for simple getters and setters.

I also heard in the dotGo final panel that one should not use interfaces as the argument to a constructor, instead one should use the concrete type. Listen to this again. Check out presentations related to interfaces again, e.g. rsc's from the golang.org front page.

Methods should take an interface, e.g. Reader or Writer and can call methods on it.

Enforce naming convention for interfaces with the ER ending as in Reader. 



Protocol/Module Life Cycle Management: We should not have Start() Stop() in all interfaces. Instead of manual starting and stopping, we should just keep an ordered list of stuff to start and stop that implement a StartStopper interface. Stop could take place in reverse of start. An alternative could possibly require that modules start/stop/block when they receive a signal on a channel?

Can we use the init() method to Register modules in some registry like our demuxer.Register() and gob.Register() ?


Naming convention for Module constructor: We only need to say lr.New() and reconfig.New() etc.


GroupManager interface:
TODO this interface is too big. Do we need a GroupManager interface? If so,
what is the generic function of the group manager that could be implemented
differently for different group managers?

The RequestHold() and SubscribeToHold() should be removed: Instead Start()
should return a channel on which requests to hold and corresponding
releases should be sent. NO: this does not work, since Start() is only called once.










github.com/relab/goxos/misc/doc/Arec-notes-Leander.txt

handleforwarded: this might be wrong. We can only use forwarded ep's if we also received a ep from the sender.
grpmgr :48 why do this as a goroutine. Probably to do it nonblocking. Would it not be better to simply have a buffered channel?

QUESTION1: can it happen, that a epochpromise arrives, before the new node has done failureHandlingStart() 
SOLUTION:(TODO) move the initdataresponse and maybe remove the
initdataresponseack.

question2: Is it possible to start FH and LD before initializing/starting Paxos?
Not Needed now.

TASK3: Check, if we can handle reconf/newconf messages concurrently with doing
createAndSendReconfCmd. Check unique access.

PROBLEM4: When connecting to a new node, GxConnect, the demuxer does a check
(validateId()), which returns false, if the Paxos id is out of bound. This
could be a problem, when using arec to change to a larger configuration.

TASK5: Is the lock on reconfInProgress really needed, and can we instead use
valid or statefull?

problem6:Update nodeId:the current implementation does not support this. It
might be possible to implement this on top of the grpmgr hold. But not every
agent, using the id has this hold, e.g. the proposer not.
SOLUTION: Global Ids.

TASK8: Decouple round from Acceptor Slots. Adjust also getAcceptorState,
acceptor.SetState and the extractAcceptorState(lr/arec) methods.

QUESTION9: After activation, should a CPromise be answered by an activation
message?

IDEA11: RECONNECT: Solution: We want to have GxConnections to those servers 
that we think will eventually run Paxos. Communication with other should 
use other means. To avoid accepting paxos messages from other epochs, 
we can simply temper with the ProposerRound.Compare method, to always return -1, 
if the epoch is different.

QUESTION12: Upon changing the id, should we still implement a method, 
that tells others to update aswell, s.t. they can update the id stored in their connection.

QUESTION13: Can I change the exported function GxConnect to first look up, 
if the node exists in the map, and only connect if it does not?

TODO14: Include global id's in arec.

QUESTION15: How should we pass the AduSlot included in the activation message
to paxos modul?

TASK16: Insert Arec in config/variants.go

TASH17: Write unittest for init_areconf.go







github.com/relab/goxos/misc/doc/DEVGUIDE.md

% Goxos Developer's Guide
% Stephen Michael Jothen
% June 27, 2013

The Goxos User's Guide goes through the steps of creating a replicated
service using Goxos. This document, the Goxos Developer's Guide, does
something a little different. It explains how to modify Goxos to support
future Paxos variants.

In order to do this, we will go through the steps of developing the
framework for an implementation of Fast Paxos. Most of the actual
implementation details will be left out of this guide, and we will focus
on the main changes required to Goxos to support such a new variant of
Paxos.

Actor Interfaces
================

The first key to understanding how to develop a new Paxos variant in
Goxos is to look at the requirements. The main requirements are that
there are three actors -- a proposer, an acceptor, and a learner. This
does not mean that all three must be functioning, in fact there can be a
single functioning actor as is done in the implementation of Acropolis.

Each actor has a specified set of methods that the actor must implement.
In order to enforce that they implement the correct set of methods, we
define a set of interfaces for each actor.

    type PaxosActor interface {
      Start()
      Stop()
    }

    type Proposer interface {
      PaxosActor
      HandlePromise(PromiseMsg) error
      HandleVal(Value) error
    }

Each actor must implement the `PaxosActor` interface. This is done by
embedding the `PaxosActor` interface in each of the actor interfaces.
This is shown above. This forces each of the actors to define `Start`
and `Stop` methods which tell the actor to start and stop handling
messages from channels respectively. In addition to these methods, each
actor must implement a specific set of methods for itself. In the case
of the proposer above, these are the `HandlePromise` and `HandleVal`
methods. These methods are defined in the `Proposer` interface because
the proposer in Paxos typically receives two types of messages, promise
messages from the acceptors, as well as client requests.

We can also take a look at the interfaces for the other two actors in
Paxos, the acceptor and the learner:

    type Acceptor interface {
      PaxosActor
      HandlePrepare(PrepareMsg) error
      HandleAccept(AcceptMsg) error
      GetState(afterSlot SlotId, release <-chan bool) *AcceptorSlotMap
      SetState(slotmap *AcceptorSlotMap)
    }

    type Learner interface {
      PaxosActor
      HandleLearn(LearnMsg) error
    }

The `Learner` interface is rather simple, stating that the Learner must
implement a `HandleLearn` method in addition to the base `PaxosActor`
methods. This mirrors the definition of Paxos, which says that a learner
is responsible for handling incoming learn messages from the acceptors.
The `Acceptor` interface is a bit more complicated. The acceptor in
traditional Paxos handles two types of messages, a prepare message and
an accept message, both sent from the leader. This is the reason for the
requirement of the `Acceptor` needing to define `HandlePrepare` and
`HandlePromise` methods with the given signatures.

In addition to these methods, the acceptor actor must also implement
`GetState` and `SetState` methods, which are currently used by the two
supported failure handling methods, Live Replacement and
Reconfiguration.

Actor Implementation
====================

Now that we understand the actor interfaces that each actor is required
to implement, we can begin to discuss the actual implementation of the
actors. In our case, we are implementing Fast Paxos. Because of this, we
will refer to our actors as `FastProposer`, `FastAcceptor` and
`FastLearner`.

The first thing to do is to create the necessary types and methods that
will fulfill the interface requirements. This is quite simple. First we
will implement the boilerplate code for the `FastProposer`:

    import (
      px "goxos/paxos"
    )

    type FastProposer struct {
    }

    func (fp *FastProposer) Start() {
    }

    func (fp *FastProposer) Stop() {
    }

    func (fp *FastProposer) HandlePromise(msg px.PromiseMsg) error {
    }

    func (fp *FastProposer) HandleVal(val px.Value) error {
    }

This satisfies the requirements, however, it is also useful to define a
constructor that initializes the actor based on a `PaxosPack` struct,
which we'll go into further detail later on:

    func NewFastProposer(pp px.PaxosPack) *FastProposer {
      // ...
    }

Note that the `FastProposer` has implemented all of the methods required
by the `Proposer` interface, as well as a constructor. The same pattern
can be done for the other two actors, the `FastAcceptor` and
`FastLearner`.

The `PaxosPack` that each actor constructor gets is shown below:

    type PaxosPack struct {
      Id          grp.Id
      Gm          *grp.GrpMgr
      StopCheckIn *sync.WaitGroup
      EventLogger *elog.EventLogger

      Alpha         uint
      NrOfNodes     uint
      NrOfAcceptors uint

      BatchPaxosTimeout uint
      BatchPaxosMaxSize uint

      RunProp bool
      RunAcc  bool
      RunLrn  bool

      Dmx *network.Demuxer

      TrustP <-chan grp.Id
      TrustA <-chan grp.Id
      TrustL <-chan grp.Id

      Ucast  chan<- network.Packet
      Bcast  chan<- interface{}
      BcastP chan<- interface{}
      BcastA chan<- interface{}
      BcastL chan<- interface{}

      PropChan        <-chan Value // Proposal values
      DcdChan         chan<- Value // Decided values
      DcdSlotIdToProp chan SlotId

      FirstSlot       SlotId
      NextExpectedDcd SlotId
    }

As can be seen, the struct is quite large. This struct gets passed to
each of the actor constructors, and the constructors can pull out the
necessary information that it needs. Take, for example, the `TrustP`,
`TrustA`, and `TrustL` channels. These channels are created by the
server module and allow the proposer, acceptor, and learner actors to
retrieve information about leader election. The `Ucast` and `Bcast`
channels are used by an actor to send information to a single replica or
all of the replicas respectively. Other interesting things in the
`PaxosPack` are the `PropChan` and `DcdChan`, which are where the client
requests are retrieved from and where decided values are placed. Also of
note is the `Dmx`, containing the demuxer which actors can use to
register their interest in certain message types. Now, we can take a
look at the actual code in the `NewFastProposer` constructor:

    func NewFastProposer(pp px.PaxosPack) *FastProposer {
      return &FastProposer{
        id:          pp.Id,
        dmx:         pp.Dmx,
        nAcceptors:  pp.NrOfAcceptors,
        nFaulty:     (pp.NrOfAcceptors - 1) / 3,
        nextSlot:    pp.NextExpectedDcd,
        ucast:       pp.Ucast,
        bcast:       pp.Bcast,
        trust:       pp.TrustP,
        slots:       px.NewProposerSlotMap(),
        stop:        make(chan bool),
        stopCheckIn: pp.StopCheckIn,
      }
    }

As expected, the `FastProposer` simply copies a lot of the values from
the `PaxosPack` into its own structure, which it can access from any of
the methods defined on it, as we discussed earlier.

The implementation of the `HandlePromise` and `HandleVal` methods will
not be discussed in this document, since this is giving a more general
picture of how a Paxos variant is implemented; we are not interested in
the actual details of the Fast Paxos algorithm itself.

However, we can take a look at the `Start` and `Stop` methods to see how
they are implemented for Fast Paxos, since the same techniques are used
for all of the Paxos variants implemented in Goxos.

First, we will look at the `Start` method shown below.

    func (fp *FastProposer) Start() {
      fp.registerChannels()

      go func() {
        defer fp.stopCheckIn.Done()
        for {
          select {
          case decided := <-fp.decidedChan:
            fp.handleDecided(decided)
          case promise := <-fp.promiseChan:
            fp.HandlePromise(promise)
          case cpromise := <-fp.compPromiseChan:
            fp.HandleCompositePromise(cpromise)
          case trustId := <-fp.trust:
            fp.changeLeader(trustId)
          case <-fp.stop:
            return
          }
        }
      }()
    }

The first thing this method does is call the method `registerChannel`:

    func (fp *FastProposer) registerChannels() {
      decidedChan := make(chan px.SlotId)
      fp.decidedChan = decidedChan
      fp.dmx.RegisterChannel(decidedChan)

      promiseChan := make(chan px.PromiseMsg)
      fp.promiseChan = promiseChan
      fp.dmx.RegisterChannel(promiseChan)

      compPromiseChan := make(chan px.CompositePromiseMsg)
      fp.compPromiseChan = compPromiseChan
      fp.dmx.RegisterChannel(compPromiseChan)
    }

This method creates three channels, stores them in the `FastProposer`
structure, and then registers each channel with the demuxer. By calling
`RegisterChannel` on the demuxer, the demuxer will infer the type of
channel and place any messages of that type that it receives over the
network on said channel. For example, a `PromiseMsg` channel is
registered. If any `PromiseMsg` types are received over the network,
they will be placed on this channel.

Once the registering of channels is complete, the `Start` method spawns
a goroutine using the `go` keyword. This anonymous goroutine is the most
central part of Goxos's concurrency scheme. As can be seen in the code,
the goroutine is responsible for handling all of the messages received
over the channels -- both the channels registered in the
`registerChannels` method, and the channels that were created in the
constructor. A common idiom used in Goxos is to receive a message from
one of the registered channels, and then pass it on to a method with a
`Handle` prefix. These `Handle` methods are responsible for doing the
heavy lifting of the actual implemented protocol. One channel to take
note of is the `stop` channel, which is created by the constructor, and
is used to cause the goroutine to exit.

    func (fp *FastProposer) Stop() {
      fp.stop <- true
    }

The `stop` channel is read from in the anonymous goroutine created by
`Start`, and is written to by the `Stop` method, which places a value on
the channel. This `Stop` method is used by the server module to cause
all message handling for this actor to cease.

The final thing to cover about the implementation of a Paxos variant is
how to send messages to other replicas. Usually a message is read off
one of the channels and handled by one of the `Handle` methods. This
method may want to act on the message, perhaps sending a response back
to the sender or broadcasting to the whole replicated service. This can
be done through use of the `ucast` and `bcast` channels which were taken
from the `PaxosPack` in the constructor.

The simplest way of doing this is to abstract the channel communication
away for each of the actors. This can be done by defining `send` and
`broadcast` methods on the actor as follows:

    func (fa *FastProposer) send(msg interface{}, id grp.Id) {
        fa.ucast <- network.Packet{DestId: id, Data: msg}
    }

    func (fa *FastProposer) broadcast(msg interface{}) {
        fa.bcast <- msg 
    }

Now, in any of the `Handle` methods, the actor can simply call the
desired method to communicate with the outside world. If it wants to
send to a specific replica, it can use the `send` method, supplying the
message as well as the id of the receiving replica. To broadcast, a
message is simply supplied to the `broadcast` method.

With the blueprint of implementing an actual actor covered, we can begin
discussing how the construction and initialization of the actors occurs.

Configuration
=============

When implementing a Paxos variant, it is often useful to be able to
configure which Paxos variant is to be run from the configuration file.
To do this, some of the configuration parsing code must be edited.

The necessary code to change is located in the `config/variants.go`
file:

    const (
      MultiPaxos PaxosVariant = iota
      FastPaxos
      BatchPaxos
      MultiPaxosLr
    )

    var paxosVariantMap = map[string]PaxosVariant{
      "FastPaxos":    FastPaxos,
      "MultiPaxos":   MultiPaxos,
      "BatchPaxos":   BatchPaxos,
      "MultiPaxosLr": MultiPaxosLr,
    }

    var paxosVariantToStringMap = map[PaxosVariant]string{
      FastPaxos:    "FastPaxos",
      MultiPaxos:   "MultiPaxos",
      BatchPaxos:   "BatchPaxos",
      MultiPaxosLr: "MultiPaxosLr",
    }

In order to add a variant that you can set in the configuration file, a
new constant representing the variant must be added, as well as a
mapping from string to the constant, and a mapping from the constant to
a string. This variant constant can then be used when instantiation of
the variant occurs in the server module, which we will discuss next.

Actor Construction and Initialization
=====================================

We've already discussed how to implement the types and the methods
required by each of the actors. However, these types still need to be
used by the Goxos framework. Who actually calls the `NewFastProposer`
constructor and calls the `Start` method? The server module is
responsible for much of the setup of Goxos, including this.

The actual initialization of much of the Goxos framework occurs in the
server module, specifically in the `server/init.go` file. The
`initPaxos` method in particular is the most interesting for
implementors of Paxos variants. This function is responsible for
creating the actual `PaxosPack`, as well as the initialization of the
variants:

    func (s *Server) initPaxos() {
      node, exists := s.config.Nodes.LookupNode(s.id)

      if !exists {
        panic("server: can't find self in nodemap")
      }

      propLdChan := s.ld.SubscribeToLdMsgs("proposer")
      accLdChan := s.ld.SubscribeToLdMsgs("acceptor")
      lrnLdChan := s.ld.SubscribeToLdMsgs("learner")

      pp := paxos.PaxosPack{
        // ...
      }

      switch s.config.PaxosType {
      case config.MultiPaxos:
        log.Println("server: running in multipaxos mode")
        s.prop, s.acc, s.lrn = multipaxos.CreateMultiPaxos(pp)
      case config.FastPaxos:
        log.Println("server: running in fastpaxos mode")
        s.prop, s.acc, s.lrn = fastpaxos.CreateFastPaxos(pp)
      case config.BatchPaxos:
        log.Println("server: running in batchpaxos mode")
        s.prop, s.acc, s.lrn = batchpaxos.CreateBatchPaxos(pp)
      case config.MultiPaxosLr:
        log.Println("server: running in multipaxos-lr mode")
        s.prop, s.acc, s.lrn = multipaxoslr.CreateMultiPaxosLr(pp)
      default:
        panic("unknown paxos type")
      }
    }

We can also see that, depending on the Paxos variant type set in the
configuration file, we instantiate a different Paxos variant with the
`PaxosPack`. Since we have to instatiate three actors for each of the
variants, each variant is required to have a super constructor that
constructs and returns all of the actors. Take, for example, the Fast
Paxos constructor shown below:

    func CreateFastPaxos(pp px.PaxosPack)
        (*FastProposer, *FastAcceptor, *FastLearner) {
      p := NewFastProposer(pp)
      a := NewFastAcceptor(pp)
      l := NewFastLearner(pp)

      return p, a, l
    }

All that is done in the super constructor is to call each of the actor
constructors in turn, and then return them in the specified order.
Usually the super constructor should be placed in a separate file, for
example `create.go` in the Paxos variant's module.

With all of this out of the way, you're now ready to create your own
Goxos implementation of a Paxos variant. Good luck!
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% Goxos User's Guide
% Stephen Michael Jothen; Tormod Erevik Lea
% December 26, 2013

Goxos is a framework for building a replicated service. This guide will
introduce the user to building replicated services using the Goxos
framework. First, we will go over the basic concepts, and then we will
dive into a real-world example explaining how to build a replicated
key-value store.

Introduction
============

The first key to understanding how to build a fault-tolerant replicated
service using Goxos is to look at the interface available to developers.

Creating a replicated service can be done with the
`goxos.NewGoxosReplica` function. This function will construct a new
replica, and has the following signature:

    func NewGoxosReplica(uint, string, string, app.Handler) *Goxos

The first two arguments to `NewGoxosReplica` are the id of the replica,
and the id of the application. Next is a string denoting the path to the
configuration file. Finally, the fourth argument is a type that
implements the `app.Handler` interface.

The `app.Handler` interface is what an application that is to be
replicated must implement. This interface defines a few methods that
must be implemented on the type. These methods are:

    type Handler interface {
      Execute(req []byte) (resp []byte)
      GetState(slotMarker uint) (sm uint, state []byte)
      SetState(state []byte) error
    }

The first method, `Execute` takes a byte slice, which should be some
sort of command that can be executed in the application. The `Execute`
method also returns a response from the application in the form of a
byte slice.

The second and third methods, `GetState` and `SetState` are used for
live replacement, but could also be used for snapshotting in the future.

This is one way to look at the replicated service, from the point of
view of the server. However, it is also useful to look at it from the
other side, from the point of view of the client. The client library for
Goxos, located in the `goxosc` package, is used for connecting to the
replicated as well as sending and receiving responses. The client
connection can be created with the `Dial` method in the `goxosc`
package:

    func Dial() (*Conn, error)

This method returns a `Conn` representing a connection to the whole
replicated service. All of the dirty work of handshaking with the
servers and identifying the leader are abstracted away. The most useful
method on a `Conn` is `SendRequest`, which can be used to send requests
to the service:

    func (c *Conn) SendRequest(req []byte) ([]byte, error)

Some things to note about `SendRequest` is that the request is a byte
slice. This means that if you want to send Go structs or other complex
types as commands to the service, you must marshal them into byte form.
Another thing is that the return value is also a byte slice, and this
represents the response from the service. This also means that the
client-server interaction is synchronous, i.e. a client must wait for a
response before it can send any further requests.

Replicate Your Service -- Server Side
=====================================

We can now begin to discuss how to create an actual replicated service.
For this example, we will be giving an overview of how to create a
fault-tolerant key-value store. A key-value store is a simple type of
database with three basic operations:

-   `READ(key)` which returns the value associated with `key`.
-   `WRITE(key, value)` which associates `key` with `value`.
-   `DELETE(key)` which removes `key` from the store.

For simplicity's sake, we will assume that both `key` and `value` are of
type string. This means we can model the key-value store as a
`map[string]string`, which simplifies things for us greatly. This is
where we will discuss the main type which implements the `app.Handler`
interface.

    type GoxosHandler struct {
      smap   map[string]string
      buffer *bytes.Buffer
    }

As can be seen, the type `GoxosHandler` has some fields defined inside
of it. These fields make up the state of the replicated service, which
gets modified based on the incoming commands. Of course, to satisfy the
interface requirements, the methods described in the previous section
must be implemented for this type. First, however we will delve into the
details of how the commands are implemented. The first type is a
`MapRequest` which is a request to the key-value store to either read or
write a value:

    type CommandType int 

    type MapRequest struct {
      Ct    CommandType
      Key   string
      Value string
    }

The `MapRequest` struct contains three fields, the first one (`Ct`)
tells us what type of command this is (whether it is a `READ`, `WRITE`,
or `DELETE`). The second and third fields give us information about what
key is to be read or written to, as well as the value to write in the
latter case. The `CommandType` is just a type alias to `int` and can be
one of three predefined constants:

    const (
      READ = iota
      WRITE
      DELETE
    )

The second type we need to discuss is the `MapResponse` type, which the
client will receive as a response to one of its requests:

    type MapResponse struct {
      ToType CommandType
      Value  string
      Found  bool
      Err    string
    }

This type contains a `CommandType` which is the same as the field
contained in the corresponding `MapRequest`. It also contains fields
`Value` and `Found`, which contain the value in the case of a `READ` as
well as whether or not the entry was found in the key-value store.
`Found` could be false if trying to `READ` a key that doesn't exist.
Finally, the field `Err` is used to return errors back to the client.
With all of the discussion about the types used in the key-value store,
we can discuss the essential methods.

When a value is decided on a replica, it is passed to the `Execute`
method discussed in the previous section. This method is responsible for
applying meaning to the byte slice passed to it. Usually, as in our
case, this meaning is some form of a command. In our case, the commands
are structs, and these need to be unmarshalled from Go's `gob` format.
We can take a look at the `Execute` method to see how this works.

    func (gh *GoxosHandler) Execute(req []byte) (resp []byte) {
      var mreq kc.MapRequest
      var mresp kc.MapResponse

      gh.buffer.Reset()
      gh.buffer.Write(req)

      if err := gob.NewDecoder(gh.buffer).Decode(&mreq); err != nil {
        // Handle error in decoding ...
      }

      // Actual execution goes here ... which sets mresp.

      gh.buffer.Reset()
      gob.NewEncoder(gh.buffer).Encode(mresp)
      return gh.buffer.Bytes()
    }

In this code snippet, the execution and error handling code has been
left out; we can discuss these things later. The essential thing to note
is that the byte slice `req` is being written to an empty buffer, which
we then decode using `gob`. The `gob` decoder puts the decoded
`MapRequest` into the `mreq` variable. Finally, after the execution has
taken place, the buffer is reset and `mresp` is encoded from a
`MapResponse` to a byte slice, which is then returned. This return value
is sent back to the client by the `server` module.

The execution code, replaced with a comment in the previous code block,
is actually quite simple. All it needs to do is execute based on the
`CommandType` field in the `MapRequest` that was decoded:

    switch mreq.Ct {
    case kc.READ:
      val, ok := gh.smap[mreq.Key]
      mresp = kc.MapResponse{Value: val, Found: ok, ToType: kc.READ}
    case kc.WRITE:
      gh.smap[mreq.Key] = mreq.Value
      mresp = kc.MapResponse{Value: mreq.Value, ToType: kc.WRITE}
    case kc.DELETE:
      delete(gh.smap, mreq.Key)
      mresp = kc.MapResponse{ToType: kc.DELETE}
    default:
      mresp = kc.MapResponse{Err: "Unknown map command"}
    }

As can be seen in the above code block, what is done in the execution
phase is dependent on the type of command stored in the `Ct` field. In
case the case of `READ`, the value is read out of the map stored in the
`GoxosHandler` type, and a response is created. In the case of `WRITE`,
the key is associated to a value supplied in the `MapRequest`. The
`DELETE` case uses the built-in function `delete` to remove the mapping
for the key. Finally, if there is any other value stored in `Ct`, this
is a problem and this is where the `Err` field of the `MapResponse`
comes into play.

The `Err` field is also used in the error case omitted above. In this
case, the actual request cannot be unmarshalled from `gob` format and we
must signal an error back to the client:

    gh.buffer.Reset()
    mresp = kc.MapResponse{Found: false, Err: "Can't decode request"}
    gob.NewEncoder(gh.buffer).Encode(mresp)
    return gh.buffer.Bytes()

This section describes the server-side implementation, i.e. the
implementation of the application run by each of the replicas making up
the replicated service. However, the client-side is just as important.

Replicate Your Service -- Client Side
=====================================

The usage pattern of a client is dependent on what type of application
is using the replicated service. Due to this, we won't go into any
details about specific applications, but just explain how to use the
client interface in a general fashion.

The first thing that needs to be done by the client is to connect to the
replicated service. There's no way to issue requests without doing this
first! The client application must first connect to the replicated
service using the `Dial` function:

    g, err := goxosc.Dial()

The client interface, as discussed in the introduction section, is very
simple. For usage of the key-value store, all that needs to be done is
to create the desired `MapRequest` structure describing the type of
request you wish to send to the service. This then needs to be
marshalled to `gob` format so that it fits the requirements of the
`SendRequest` method:

    req = kc.MapRequest{kc.CommandType(ct - 1), key, value}

    if err := gob.NewEncoder(buffer).Encode(req); err != nil {
      // Handle error
    }   

In this case the marshalled request gets stored into a `Buffer`. Once
this is complete, the request can be taken out of the `Buffer` as a byte
slice and passed to the `SendRequest` method:

    byteResp, err := g.SendRequest(buffer.Bytes())

    if err != nil {
      // Handle error
    }   

Since `SendRequest` is synchronous, it also returns the response
received from the replicated service. However, it receives the response
as a byte slice, which needs to be unmarshalled into a `MapResponse`:

    buffer.Reset()
    buffer.Write(byteResp)
    var resp kc.MapResponse

    if err = gob.NewDecoder(buffer).Decode(&resp); err != nil {
      // Handle error
    }

Once this is complete, the response can be interpreted by the client
application, and further requests can be made to the replicated service.

Running
=======

So far, we've discussed how to create the replicated service, but
there's still one important part missing: How do we run the service and
the clients?

The application, described above, must first be compiled to a single
executable. This can be done simply using the `go build` functionality.
This executable should take the id of the replica as an argument. Once
this is done the replica can be booted up. For this example, we will
boot the replicas up on three different machines (`pitter`, `pitter2`,
and `pitter3`):

    pitter1$ go build
    pitter1$ ./kvs -id 0

When the replica is launched, it will also read the configuration file.
The id passed to the executable must correspond to one of the nodes
listed in the configuration file. This configuration file is a file
containing a JSON object. The object stores information about each of
the nodes, as well as different settings that can be tweaked. An example
of a configuration file is shown below:

    {
      "Nodes": {
        "0": {
          "Ip": "pitter1",
          "PaxosPort": "8080",
          "ClientPort": "8081"
        },
        "1": {
          "Ip": "pitter2",
          "PaxosPort": "8082",
          "ClientPort": "8083"
        },
        "2": {
          "Ip": "pitter3",
          "PaxosPort": "8084",
          "ClientPort": "8085"
        }
      },
      "PaxosType": "MultiPaxos",
      "FailureHandlingType": "None"
    }

This configuration file lists three different replicas, along with the
information about where they are running and on which ports. Also shown
is some configuration settings for which Paxos variant is to be run, as
well as the failure handling type, and logging information.

Note that the replicas are indexed by their id. We've already booted up
a replica with id 0, so we still have to boot up the remaining two
replicas on `pitter2` and `pitter3`.

    pitter2$ ./kvs -id 1
    pitter3$ ./kvs -id 2

Once all three replicas from the configuration file are booted up, the
replicas will begin communicating with one another, and client requests
can begin being sent to the service.

Logging
=======

Goxos and its sub packages use the glog package for logging. We recommend to
use the glog package when developing your own replicated service using Goxos.
Please see the [documentation][Godoc] for more information and available
command line flags. 

The glog package uses V-levels to control the amount of log output generated.
V-levels can only be specified for INFO, and not WARN, ERROR or FATAL. The glog
package also offers even more granularity by making it possible to specify
individual V-levels for specific files. Again, refer to the glog documentation
for details. 

The table below list the V-level logging policy used for Goxos and its example
applications.  

------------------------------------------------------------------------
  V-Level   Description
----------- ------------------------------------------------------------
     1      Logging of startup, initialization and shutdown procedures.

     2      Logging related to individual events, e.g. snapshotting,
	    failure handling etc.

     3      Logging for events related to individual Paxos slots
	    (instances). This can for example be logging when handling
	    Accept/Learn messages, executing application requests etc.

     4      Logging of low-level network and liveness procedures.
------------------------------------------------------------------------

[Godoc]: http://godoc.org/github.com/golang/glog
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#!/bin/sh

status=0

# go test 
go test github.com/relab/goxos/...

if [ $? -eq 1 ] ; then
	echo
	echo "ERROR: all tests did not pass"
	status=1
fi

# go fmt
dirs=$(go list -f {{.Dir}} github.com/relab/goxos/...)
out=""
tmp=""
for d in $dirs; do
	tmp=$(gofmt -s -l $d/*.go)
	if [ "${tmp}" != "" ]
	then
		out="${out}${tmp}
		"
	fi
done
if [ "${out}" != "" ]
then
	echo
	echo "ERROR: there are files that need to be formatted with gofmt"
	echo "Files:"
    	for file in $out
    	do
		echo "- ${file}"
    	done
	status=1
fi

# go vet
`go vet github.com/relab/goxos/... > .vet 2>&1`
out=`cat .vet`
if [ "${out}" != "" ]
then
    	echo
	echo "ERROR: go vet failures:"
	cat <<END
${out}
END
    	status=1
fi

rm .vet || true
exit $status
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#!/bin/bash

#----------------------------------------------------------------------------
# Download and extract specific Go version
#----------------------------------------------------------------------------

go_version=go1.4.linux-amd64
echo Attempting to use Go version $go_version

if [ ! -e $go_version.tar.gz ]
then
	rm -rf $WORKSPACE/go
	echo Downloading $go_version
	wget https://storage.googleapis.com/golang/$go_version.tar.gz
	tar xf $go_version.tar.gz
fi

#----------------------------------------------------------------------------
# Environment variables
#----------------------------------------------------------------------------

echo
echo Setting GOROOT...
export GOROOT=$WORKSPACE/go
echo GOROOT is $GOROOT

echo
echo Adding GOROOT/bin to PATH...
export PATH=$GOROOT/bin:$PATH

echo
echo Setting GOPATH...
export GOPATH=$WORKSPACE/gopath
echo GOPATH is $GOPATH

echo Adding GOPATH/bin to PATH...
export PATH=$PATH:$GOPATH/bin
echo PATH is $PATH

echo Setting NIGHTLYEXPS...
export NIGHTLYEXPS=$GOPATH/src/github.com/relab/goxos/exp/nightlyexperiments
echo NIGHTLYEXPS is $NIGHTLYEXPS

echo Setting EXPRUN...
export EXPRUN=$GOPATH/src/github.com/relab/goxos/exp/exprun
echo EXPRUN is $EXPRUN

echo Setting EXPPATH...
export EXPPATH=/home/ansatt/jenkins/output/ 
echo EXPPATH is $EXPPATH

echo Setting REPORTPATH...
export REPORTPATH=/home/ansatt/jenkins/public_html/Reports/ 
echo REPORTPATH is $REPORTPATH

echo Setting HTMLPATH...
export HTMLPATH=/home/ansatt/jenkins/public_html/
echo HTMLPATH is $HTMLPATH

echo Setting EXPANALYZE_BIN
export EXPANALYZE_BIN=$GOPATH/bin/expanalyze
echo EXPANALYZE_BIN is $EXPANALYZE_BIN

echo Setting VGFONTPATH
export VGFONTPATH=$GOPATH/src/github.com/relab/goxos/Godeps/_workspace/src/code.google.com/p/plotinum/vg/fonts
echo VGFONTPATH is $VGFONTPATH

#----------------------------------------------------------------------------
# Check go folder structure
#----------------------------------------------------------------------------

echo
echo Checking go folder structure...
if [ ! -d "$GOPATH/src" ]; then
	echo Creating $GOPATH/src
	mkdir -p $GOPATH/src
fi
if [ ! -d "$GOPATH/bin" ]; then
	echo Creating $GOPATH/bin
	mkdir -p $GOPATH/bin
fi
if [ ! -d "$GOPATH/pkg" ]; then
	echo Creating $GOPATH/pkg
	mkdir -p $GOPATH/pkg
fi

#----------------------------------------------------------------------------
# go version, get, install and test
#----------------------------------------------------------------------------

echo
echo Printing version reported by the go tool...
go version

echo Bulding and installing every binary in repository... 
go install github.com/relab/goxos/...
if [ $? -eq 1 ] ; then
	echo "ERROR: 'go install' failed..."
	exit 1
fi

echo
echo Running all tests...
go test github.com/relab/goxos/...
if [ $? -eq 1 ] ; then
	echo "ERROR: 'go test' failed..."
	exit 1
fi

#----------------------------------------------------------------------------
# Running experiments
#----------------------------------------------------------------------------

echo
echo Running every found experiment in NIGHTLYEXPS 
cd $NIGHTLYEXPS
for f in *.ini
do
	echo Running experiment $f
	exppinghosts -exp_path=$NIGHTLYEXPS/$f -w
	cd $EXPRUN
	fab run_exp:$NIGHTLYEXPS/$f,local_out=$EXPPATH
done

#----------------------------------------------------------------------------
# Analyzing experiments
#----------------------------------------------------------------------------

echo
echo Running expanalyzeall...
expanalyzeall \
	-exppath=$EXPPATH \
	-reportpath=$REPORTPATH \
	-htmlpath=$HTMLPATH \
	-expanalyze-bin-path=$EXPANALYZE_BIN \
/
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#!/bin/bash

#----------------------------------------------------------------------------
# Download and extract specific Go version
#----------------------------------------------------------------------------

go_version=go1.4.linux-amd64
echo Attempting to use Go version $go_version

if [ ! -e $go_version.tar.gz ]
then
	rm -rf $WORKSPACE/go
	echo Downloading $go_version
	wget https://storage.googleapis.com/golang/$go_version.tar.gz
	tar xf $go_version.tar.gz
fi

#----------------------------------------------------------------------------
# Environment variables
#----------------------------------------------------------------------------

echo
echo Setting GOROOT...
export GOROOT=$WORKSPACE/go
echo GOROOT is $GOROOT

echo
echo Adding GOROOT/bin to PATH...
export PATH=$GOROOT/bin:$PATH

echo
echo Setting GOPATH...
export GOPATH=$WORKSPACE/gopath
echo GOPATH is $GOPATH

#----------------------------------------------------------------------------
# Check go folder structure
#----------------------------------------------------------------------------

echo
echo Checking go folder structure...
if [ ! -d "$GOPATH/src" ]; then
	echo Creating $GOPATH/src
	mkdir -p $GOPATH/src
fi
if [ ! -d "$GOPATH/bin" ]; then
	echo Creating $GOPATH/bin
	mkdir -p $GOPATH/bin
fi
if [ ! -d "$GOPATH/pkg" ]; then
	echo Creating $GOPATH/pkg
	mkdir -p $GOPATH/pkg
fi

#----------------------------------------------------------------------------
# go version
#----------------------------------------------------------------------------

echo
echo Printing version reported by the go tool...
go version

#----------------------------------------------------------------------------
# go build
#----------------------------------------------------------------------------

echo
echo Building repository...
go build -v github.com/relab/goxos/...
if [ $? -eq 1 ] ; then
	echo "ERROR: 'go build' failed..."
	exit 1
fi

#----------------------------------------------------------------------------
# go test
#----------------------------------------------------------------------------

echo
echo Running all tests...
go test github.com/relab/goxos/...
if [ $? -eq 1 ] ; then
	echo "ERROR: 'go test' failed..."
	exit 1
fi
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https://code.google.com/p/gobin-codegen/
(consider to rewamp this codebase when the go generate tool is ready)

Need to compare it with protobuf version and gogoprotobuf.
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Goxos Programming Rules and Style Guidelines
--------------------------------------------

(TODO: Turn this document into Markdown so that it can be view online in github.)

(TODO: Organize into design aspects versus more programming oriented.)

- Rob Pike's blog about configuration options:
  http://commandcenter.blogspot.no/2014_01_01_archive.html
  See also Dave Cheney's blog/talk at dotGo'2014:
  http://dave.cheney.net/2014/10/17/functional-options-for-friendly-apis

- Read and adopt the Google internal code review guidelines:
  https://code.google.com/p/go-wiki/wiki/CodeReviewComments

  (Read also the links pointing to the Effective Go page.)

- Twelve Go Best practices:
  http://talks.golang.org/2013/bestpractices.slide#1

- Naming of interfaces: Should end with 'er' as in Demuxer and Reader.

- Simple Made Easy talk by Rich Hickey (author of Clojure) 
    http://www.infoq.com/presentations/Simple-Made-Easy

- Josh Bloch's Bumper-Sticker API Design:
    http://www.infoq.com/articles/API-Design-Joshua-Bloch
  Link to presentation: 
    http://www.infoq.com/presentations/effective-api-design


- Read and adopt the Power of Ten rules, summarized below:
  + Rule 1: Avoid goto and recursion.

  + Rule 2: Loop is either pre-determined or infinite.

  - Rule 3: Dynamic memory allocation (not appropriate for Go).

  + Rule 4: No function should be longer than about 60 lines of code
    (and lines should be no longer than 78 columns)

  + Rule 5: Minimally two assertions per function.

  + Rule 6: Declare all data objects at the smallest possible level of scope.

  + Rule 7: Each calling function must check the return value of functions,
    and each called function must check the validity of all parameters
    provided by the caller.

  - Rule 8: The use of the pre-processor (not applicable to Go).

  - Rule 9: The use of pointers must be restricted (not applicable to Go, I think).

  - Rule 10: All code must compile with all warnings enabled at the most
    pedantic setting. (Go already enforces this, at least to some extent).


- Design by contract discipline.


- Design: Separate between policy and mechanism


- Follow the SOLID principles:
  - S:
  - O:
  - L:
  - I:
  - D:


- Five Rules for writing safe code that share objects:
  - See pages 237-239 in Op.sys. book.


- Function calls with parameter lists that would extend beyond 78 columns
  should instead place one argument per line.


- Install and run golint and try to follow the guidelines provided by lint:

  go get github.com/golang/lint/golint
  go install github.com/golang/lint/golint
  golint .


- Adopt git commit messages according to:
  http://tbaggery.com/2008/04/19/a-note-about-git-commit-messages.html


- Install the goxos pre-commit hook:
  cp misc/git-hooks/pre-commit .git/hooks/


- Try to keep intermodule dependencies to a minimum
  A tool that will be helpful to identify dependencies is:
  https://github.com/kisielk/godepgraph
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Specification for Failure Detector Services

Requirements:
- Reliable Failure Detection

Concepts:
- Host (machine or virtual machine)
- Switch (physical switch or open vswitch)
- Process
- Launcher
- Sensor (Spy, Snitch, Monitor)


Multiple processes may run on a Host.

A machine may have multiple Hosts in the form of VMs.
If so, each of VM will have its own Launcher and Sensors.


ProcessSensor:
- Listen for connections from processes that wish to be monitored.
  - Register(process)
  - Keep connection to 'process'
  - On connection to 'process' lost
  	- If 'process' in OS process table
  	  - Wait for a period of time
  	  - Continue to check OS process table
  	  - Ping 'process' for health status?? Try reconnect??
  	- Else: Report failure of 'process' to subscribers

- Accept Subscribe() calls for a given 'process' type, e.g. "kvs".
- Issue FailureEvents to subscribers.

- How to combine ProcessSensor with ProcessWaiting?


OSSensor:
- Use kill signals etc to detect reboot/restart/shutdown events
  - Report FailureEvent to subscribers. 


Launcher implementation:
- Implement


Tests:
- Large number of processes connect to the ProcessSensor
- Take down the network interface
- Kill process in various ways
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Specification for the Launcher

While these design choices might be seem obvious and reasonable, it took us a
long time and much trial and error to reach this design.

(Check out the Pigeon paper for similar formulations.)

We draw inspiration from numerous sources:
- Pigeon and Falcon
- launchd: local process restarter
- http://launchd.info/
- http://supervisord.org/
- systemd, Upstart??
- gmx (davecheny)
- runsit (bradfitz)

Requirements and Features:
- Must be a generic process launcher (not tied to Goxos)

- Launcher process should be resident always to monitor that
  subprocesses have not crashed.

- Launcher runs only locally, but remote clients can connect over ssh or
  mosh or other means of remote login. This could be a custom solution with
  Websockets or TLS.

- Embed ssh client in 'launch' command to launch itself on machines in
  configuration.

- These subcommands should be invoked from the command line, or using APIs:
  - Requests to launch a new subprocess.
  - Query the health of existing subprocesses.
  - Subscribe to failure notifications.
  - The query 'list' command should be able to give results per host and per
    service (filtered by label); should support filtering by glob pattern:
      launch list <hostnames>
      launch list <service label>


- If launcher crashes, it will loose connection to all its
  subprocesses. So it cannot monitor them anymore.
  - How to deal with that?
  - New launcher: 
    - looks in persisent storage for pid of subprocesses
    - if any of those pid's remain.

--- MAYBE its not worth it. Just let them die with the launcher, as if the
--- host died. Then we don't need to use separate process groups. Then the
--- launcher can just restart; if any old pids remains, kill them off.

*** An alternative could be to leave them until a replacement has been
*** installed to avoid the reduced redundancy, but we will want to kill them
*** off before reusing the node for other replicas (with a new launcher
*** instance.)

- On restart of launch: either restart old processes (config option) or leave
  it be.

- The launcher may need to use a pid file to determine if it is still
  running?? Maybe we can connect over the domain socket to ask the launcher
  what its pid is. Meaning that if it responds, we know it is running at that
  pid.

- An extra design: the clients can help detect the crash of the launcher. By
  child processes (of the launcher) calling back over the domain socket or
  using the stdio pipes between them. This requires that the client volunteer
  to monitor the local launcher. If it cannot find its local launcher, it can
  commit suicide or report directly to the failure detection service over UDP
  multicast. Or do other application specific actions.


- Failure detectors requires the launchers to authenticate themselves;
  otherwise anyone can connect and push failure notifications to the failure
  detectors. We can use WebSocket with https.

/*

Our failure detection service is interested in failure notifications from
'launcher' entities deployed at all nodes. But since the launcher could also
fail, or the network in-between could fail, we cannot rely exclusively on
these failure notifications. Thus, the fallback will always be a timeout at
the application level. This will also capture the rare loss of a failure
notification due to message loss, inherent to UDP multicast.

This means that each launcher entity can simply multicast failure
notifications to a specific address to which interested failure detection
service entities can listen. This will work nicely since each data center will
have its own failure detection service entity and we assume that the data
center is configured to allow multicast within the data center.

Failure notifications sent over multicast must be authenticated as coming from
a real launcher.

Make test cases: - Start multiple launchers locally, and corresponding
processes and kill these processes in various ways and observe that the
failure detection service sees the notifications (unless there is network
problems or message loss etc.)

*/

Launcher:
- Receive request to launch a process on local Host.
- stdout/err should be redirected to a file

- Design alternatives:
  - ssh server (check out fab)
  	- Pro: no need for separate client
  	- Con: process must want to be monitored 
           (must register with ProcessSensor)
  	- Q: can we get feedback on whether a service started?
  	  A: Must query the Host sensor to see that it is in
  	  the process table.
  - RPC server with Command.Exec()
  	- Pro: can signal/kill subprocesses easily
  	- Pro: process does not need to tell sensor that it
  		   wishes to be monitored.
  	- Con: need custom client to launch processes from
  	- Con: not compatible with fab experiment files.

- Can serve as the host for ProcessSensor.
  - If so, ProcessSensor can use the Wait() call to detect
    process crashes/exits.
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package multipaxos

import (
	"sync"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// A MultiAcceptor holds all of the state for an acceptor in MultiPaxos.
type MultiAcceptor struct {
	id            grp.ID
	started       bool
	startable     bool
	processing    bool
	leader        grp.ID
	lowSlot       px.SlotID // The acceptor can't respond with learns for slots lower than this
	slots         *px.AcceptorSlotMap
	ucast         chan<- net.Packet
	bcast         chan<- interface{}
	trust         <-chan grp.ID
	prepareChan   <-chan px.Prepare
	acceptChan    <-chan px.Accept
	handlePrepare func(*px.Prepare) (*px.Promise, grp.ID)
	handleAccept  func(*px.Accept) *px.Learn
	dmx           net.Demuxer
	grpmgr        grp.GroupManager
	stateReqChan  chan acceptorStateRequest
	slotReqChan   chan acceptorSlotRequest
	stop          chan bool
	stopCheckIn   *sync.WaitGroup
}

// NewMultiAcceptor returns a new acceptor based on the state in pp.
func NewMultiAcceptor(pp *px.Pack) *MultiAcceptor {
	ma := &MultiAcceptor{
		id:           pp.ID,
		startable:    pp.RunAcc,
		processing:   false,
		leader:       pp.Ld.PaxosLeader(),
		lowSlot:      pp.NextExpectedDcd,
		slots:        px.NewAcceptorSlotMap(),
		ucast:        pp.Ucast,
		bcast:        pp.Bcast,
		trust:        pp.Ld.SubscribeToPaxosLdMsgs("acceptor"),
		dmx:          pp.Dmx,
		grpmgr:       pp.Gm,
		stateReqChan: make(chan acceptorStateRequest),
		slotReqChan:  make(chan acceptorSlotRequest),
		stop:         make(chan bool),
		stopCheckIn:  pp.StopCheckIn,
	}

	// Set maxSeen to lowSlot in slot map
	ma.slots.MaxSeen = ma.lowSlot

	if ma.grpmgr.LrEnabled() {
		ma.handleAccept = ma.handleAccLr
		ma.handlePrepare = ma.handlePrepLr
	} else if ma.grpmgr.ArEnabled() {
		ma.handlePrepare = ma.handlePrepAr
		ma.handleAccept = ma.handleAccAr
	} else {
		ma.handlePrepare = ma.handlePrep
		ma.handleAccept = ma.handleAcc
	}

	return ma
}

// Start starts the acceptor.
func (a *MultiAcceptor) Start() {
	if !a.startable || a.started {
		glog.Warning("ignoring start request")
		return
	}

	glog.V(1).Info("starting")
	a.started = true
	a.registerChannels()

	go func() {
		defer a.stopCheckIn.Done()
		for {
			select {
			case prepare := <-a.prepareChan:
				promise, dest := a.handlePrepare(&prepare)
				if promise != nil {
					a.send(*promise, dest)
				}
			case accept := <-a.acceptChan:
				learn := a.handleAccept(&accept)
				if learn != nil {
					a.broadcast(*learn)
				}
			case trustID := <-a.trust:
				a.leader = trustID
			case asr := <-a.stateReqChan:
				a.handleStateRequest(asr)
			case sr := <-a.slotReqChan:
				a.handleSlotRequest(sr)
			case <-a.stop:
				a.started = false
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the acceptor.
func (a *MultiAcceptor) Stop() {
	if a.started {
		a.stop <- true
	}
}

func (a *MultiAcceptor) registerChannels() {
	acceptChan := make(chan px.Accept, 64)
	a.acceptChan = acceptChan
	a.dmx.RegisterChannel(acceptChan)

	prepareChan := make(chan px.Prepare, 8)
	a.prepareChan = prepareChan
	a.dmx.RegisterChannel(prepareChan)
}

func (a *MultiAcceptor) handlePrep(msg *px.Prepare) (*px.Promise, grp.ID) {
	if glog.V(3) {
		glog.Infoln(
			"got prepare from", msg.ID, "with crnd",
			msg.CRnd, "and slot id", msg.Slot)
	}

	// If the round number for the Promise is lower or equal
	// to the highest one in which we have participated: ignore.
	// Future work: Reply with some kind of NACK.
	if a.slots.Rnd.Compare(msg.CRnd) >= 0 {
		return nil, grp.UndefinedID()
	}

	a.slots.Rnd = msg.CRnd
	max := a.slots.MaxSeen
	var accslots []px.AcceptorSlot
	if int(msg.Slot-max) >= 0 {
		accslots = make([]px.AcceptorSlot, msg.Slot-max)
	} else {
		accslots = make([]px.AcceptorSlot, 0)
	}

	// For every slot in range [msg.Slot, max]:
	// Add to []PromiseMsg if VRnd != ⊥
	for i := msg.Slot; i <= max; i++ {
		slot := a.slots.GetSlot(i)
		if slot.VRnd.Compare(px.ZeroRound) > 0 {
			accslots = append(accslots, *slot)
		}
	}

	return &px.Promise{
		ID:       a.id,
		Rnd:      a.slots.Rnd,
		AccSlots: accslots,
	}, msg.ID
}

func (a *MultiAcceptor) handlePrepAr(msg *px.Prepare) (*px.Promise, grp.ID) {
	if glog.V(3) {
		glog.Infoln(
			"got prepare from", msg.ID, "with crnd",
			msg.CRnd, "and slot id", msg.Slot,
		)
	}

	//If from other epoch (configuration), ignore!
	if msg.ID.Epoch != a.id.Epoch {
		return nil, grp.UndefinedID()
	}

	// If the round number for the Promise is lower or equal
	// to the highest one in which we have participated: ignore.
	// Future work: Reply with some kind of NACK.
	if a.slots.Rnd.Compare(msg.CRnd) >= 0 {
		return nil, grp.UndefinedID()
	}

	a.slots.Rnd = msg.CRnd
	max := a.slots.MaxSeen
	var accslots []px.AcceptorSlot
	if int(msg.Slot-max) >= 0 {
		accslots = make([]px.AcceptorSlot, msg.Slot-max)
	} else {
		accslots = make([]px.AcceptorSlot, 0)
	}

	// For every slot in range [msg.Slot, max]:
	// Add to []PromiseMsg if VRnd != ⊥
	for i := msg.Slot; i <= max; i++ {
		slot := a.slots.GetSlot(i)
		if slot.VRnd.Compare(px.ZeroRound) > 0 {
			accslots = append(accslots, *slot)
		}
	}

	return &px.Promise{
		ID:       a.id,
		Rnd:      a.slots.Rnd,
		AccSlots: accslots,
	}, msg.ID
}

func (a *MultiAcceptor) handlePrepLr(msg *px.Prepare) (*px.Promise, grp.ID) {
	if glog.V(3) {
		glog.Infoln(
			"got prepare from", msg.ID, "with crnd",
			msg.CRnd, "and slot id", msg.Slot,
		)
	}

	// If the round number for the Promise is lower or equal
	// to the highest one in which we have participated: ignore.
	// Future work: Reply with some kind of NACK.
	if a.slots.Rnd.Compare(msg.CRnd) >= 0 {
		return nil, grp.UndefinedID()
	}

	a.slots.Rnd = msg.CRnd
	max := a.slots.MaxSeen
	var accslots []px.AcceptorSlot
	if int(msg.Slot-max) >= 0 {
		accslots = make([]px.AcceptorSlot, msg.Slot-max)
	} else {
		accslots = make([]px.AcceptorSlot, 0)
	}

	// For every slot in range [msg.Slot, max]:
	// Add to []PromiseMsg if VRnd != ⊥
	for i := msg.Slot; i <= max; i++ {
		slot := a.slots.GetSlot(i)
		if slot.VRnd.Compare(px.ZeroRound) > 0 {
			accslots = append(accslots, *slot)
		}
	}

	return &px.Promise{
		ID:          a.id,
		Rnd:         a.slots.Rnd,
		AccSlots:    accslots,
		EpochVector: a.grpmgr.Epochs(),
	}, msg.ID
}

func (a *MultiAcceptor) handleAcc(msg *px.Accept) *px.Learn {
	if !a.processing {
		a.processing = true
		elog.Log(e.NewEvent(e.Processing))
	}

	if msg.Slot < a.lowSlot {
		return nil
	}

	slot := a.slots.GetSlot(msg.Slot)

	// If the round number for the Accept is lower or equal to the highest
	// one in which we have participated, or the message round is eqaual to
	// vrnd: ignore.
	if a.slots.Rnd.Compare(msg.Rnd) == 1 || msg.Rnd.Compare(slot.VRnd) == 0 {
		return nil
	}

	// If the round number for the Accept for some reason is higher than
	// the highest one in which we have participated: update our round
	// variable to this value.
	if a.slots.Rnd.Compare(msg.Rnd) == -1 {
		a.slots.Rnd = msg.Rnd
	}

	slot.VRnd = msg.Rnd
	slot.VVal = msg.Val

	return &px.Learn{
		Slot: slot.ID,
		ID:   a.id,
		Rnd:  a.slots.Rnd,
		Val:  slot.VVal,
	}
}

func (a *MultiAcceptor) handleAccAr(msg *px.Accept) *px.Learn {
	if !a.processing {
		a.processing = true
		elog.Log(e.NewEvent(e.Processing))
	}

	if msg.Slot < a.lowSlot {
		return nil
	}

	if msg.ID.Epoch != a.id.Epoch {
		return nil
	}

	slot := a.slots.GetSlot(msg.Slot)

	// If the round number for the Accept is lower or equal to the highest
	// one in which we have participated, or the message round is eqaual to
	// vrnd: ignore.
	if a.slots.Rnd.Compare(msg.Rnd) == 1 || msg.Rnd.Compare(slot.VRnd) == 0 {
		return nil
	}

	// If the round number for the Accept for some reason is higher than
	// the highest one in which we have participated: update our round
	// variable to this value.
	if a.slots.Rnd.Compare(msg.Rnd) == -1 {
		a.slots.Rnd = msg.Rnd
	}

	slot.VRnd = msg.Rnd
	slot.VVal = msg.Val

	return &px.Learn{
		Slot: slot.ID,
		ID:   a.id,
		Rnd:  a.slots.Rnd,
		Val:  slot.VVal,
	}
}

func (a *MultiAcceptor) handleAccLr(msg *px.Accept) *px.Learn {
	if !a.processing {
		a.processing = true
		elog.Log(e.NewEvent(e.Processing))
	}

	if msg.Slot < a.lowSlot {
		return nil
	}

	slot := a.slots.GetSlot(msg.Slot)

	// If the round number for the Accept is lower or equal to the highest
	// one in which we have participated, or the message round is eqaual to
	// vrnd: ignore.
	if a.slots.Rnd.Compare(msg.Rnd) == 1 || msg.Rnd.Compare(slot.VRnd) == 0 {
		return nil
	}

	// If the round number for the Accept for some reason is higher than
	// the highest one in which we have participated: update our round
	// variable to this value.
	if a.slots.Rnd.Compare(msg.Rnd) == -1 {
		a.slots.Rnd = msg.Rnd
	}

	slot.VRnd = msg.Rnd
	slot.VVal = msg.Val

	return &px.Learn{
		Slot:        slot.ID,
		ID:          a.id,
		Rnd:         a.slots.Rnd,
		Val:         slot.VVal,
		EpochVector: a.grpmgr.Epochs(),
	}
}

// -----------------------------------------------------------------------
// Communication utilities

func (a *MultiAcceptor) send(msg interface{}, id grp.ID) {
	a.ucast <- net.Packet{DestID: id, Data: msg}
}

func (a *MultiAcceptor) broadcast(msg interface{}) {
	a.bcast <- msg
}

// -----------------------------------------------------------------------
// Acceptor state

// SetState sets the state of the accetor to the slot map contained in slots.
func (a *MultiAcceptor) SetState(slots *px.AcceptorSlotMap) {
	a.slots = slots
}

// GetState returns a new slot map with all acceptor state over afterSlot. The
// acceptor will pause running until the provided release channel is closed.
func (a *MultiAcceptor) GetState(afterSlot px.SlotID,
	release <-chan bool) *px.AcceptorSlotMap {
	responseChan := make(chan *px.AcceptorSlotMap)
	a.stateReqChan <- acceptorStateRequest{afterSlot, responseChan, release}
	return <-responseChan
}

type acceptorStateRequest struct {
	afterSlot    px.SlotID
	responseChan chan<- *px.AcceptorSlotMap
	release      <-chan bool
}

func (a *MultiAcceptor) handleStateRequest(asr acceptorStateRequest) {
	slotMap := px.CopyAccSlotMapRange(asr.afterSlot, a.slots)
	asr.responseChan <- slotMap
	<-asr.release
	a.id = a.grpmgr.GetID()
}

// SetLowSlot sets the low slot of the acceptor. The acceptor will not respond
// to learns for slots below this slot.
func (a *MultiAcceptor) SetLowSlot(slot px.SlotID) {
	a.lowSlot = slot
}

// SlotRequest: Used for LR fast version
type acceptorSlotRequest struct {
	responseChan chan<- *px.AcceptorSlotMap
	release      <-chan bool
}

// GetMaxSlot returns a new empty slot map. The current round in the slot map
// is set to the acceptor's current round. The highest seen slot in the slot
// map is set to the acceptor's highest seen slot.  The acceptor will pause
// running until the provided release channel is closed.
//
// TODO: This method should be renamed to better indicate what it does.
func (a *MultiAcceptor) GetMaxSlot(release <-chan bool) *px.AcceptorSlotMap {
	responseChan := make(chan *px.AcceptorSlotMap)
	a.slotReqChan <- acceptorSlotRequest{responseChan, release}
	return <-responseChan
}

func (a *MultiAcceptor) handleSlotRequest(asr acceptorSlotRequest) {
	emptyMap := px.NewAcceptorSlotMap()
	emptyMap.MaxSeen = a.slots.MaxSeen
	emptyMap.Rnd = a.slots.Rnd
	asr.responseChan <- emptyMap
	<-asr.release
}







github.com/relab/goxos/multipaxos/acceptor_test.go

package multipaxos

import (
	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"

	gc "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

// -----------------------------------------------------------------------
// Initialization

type accSuite struct {
	asm *px.AcceptorSlotMap
}

var _ = gc.Suite(&accSuite{})

func (accs *accSuite) SetUpSuite(c *gc.C) {
	// Populate an acceptor slot map with history, slot 1-2 and 4
	accs.asm = px.NewAcceptorSlotMap()
	s1 := accs.asm.GetSlot(1)
	s1.VRnd = rnd11
	s1.VVal = valFoo
	s2 := accs.asm.GetSlot(2)
	s2.VRnd = rnd11
	s2.VVal = valBar
	s3 := accs.asm.GetSlot(4)
	s3.VRnd = rnd11
	s3.VVal = valFoo
}

// -----------------------------------------------------------------------
// Tests: Handle prepare messages

func (*accSuite) TestIgnorePromiseIfOldRound(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (0,1) should be ignored
	promise, _ := acceptor.handlePrepare(&px.Prepare{
		ID:   r0id,
		Slot: 1,
		CRnd: rnd01,
	})
	c.Assert(promise, gc.IsNil)
}

func (*accSuite) TestIgnorePromiseIfEqualRound(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (1,1) should be ignored
	promise, _ := acceptor.handlePrepare(&px.Prepare{
		ID:   r1id,
		Slot: 1,
		CRnd: rnd11,
	})
	c.Assert(promise, gc.IsNil)
}

func (*accSuite) TestSetRndIfCrndIsHigher(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (1,2) should set rnd to (1,2)
	_, _ = acceptor.handlePrepare(&px.Prepare{
		ID:   r1id,
		Slot: 1,
		CRnd: rnd12,
	})
	c.Assert(acceptor.slots.Rnd, gc.DeepEquals, rnd12)
}

func (*accSuite) TestEmptyAccSlotsInPromiseIfNoHistoryToSend(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (2,1) should produce a promise with no AccSlots
	// and destination r2id
	promise, dest := acceptor.handlePrepare(&px.Prepare{
		ID:   r2id,
		Slot: 1,
		CRnd: rnd21,
	})
	c.Assert(promise, gc.NotNil)
	c.Assert(promise.ID, gc.Equals, r0id)
	c.Assert(promise.Rnd, gc.Equals, rnd21)
	c.Assert(promise.AccSlots, gc.HasLen, 0)
	c.Assert(dest, gc.Equals, r2id)
}

func (accs *accSuite) TestNonEmptyAccSlotsInPromiseIfHistoryToSend(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Use a slot map with history at slot 1,2 and 4.
	acceptor.slots = accs.asm

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (2,1) should produce a promise with non-empty
	// AccSlots (slot 1, 2 and 3) and destination r2id

	promise, dest := acceptor.handlePrepare(&px.Prepare{
		ID:   r2id,
		Slot: 1,
		CRnd: rnd21,
	})
	c.Assert(promise, gc.NotNil)
	c.Assert(promise.ID, gc.Equals, r0id)
	c.Assert(promise.Rnd, gc.Equals, rnd21)
	c.Assert(dest, gc.Equals, r2id)

	c.Assert(promise.AccSlots, gc.HasLen, 3)

	c.Assert(promise.AccSlots[0].ID, gc.Equals, sid1)
	c.Assert(promise.AccSlots[0].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[0].VVal, gc.DeepEquals, valFoo)

	c.Assert(promise.AccSlots[1].ID, gc.Equals, sid2)
	c.Assert(promise.AccSlots[1].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[1].VVal, gc.DeepEquals, valBar)

	c.Assert(promise.AccSlots[2].ID, gc.Equals, sid4)
	c.Assert(promise.AccSlots[2].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[2].VVal, gc.DeepEquals, valFoo)
}

// -----------------------------------------------------------------------
// Tests: Handle prepare messages with Live Replacement these are
// duplicates of the ones above, but additionally checking that the
// promise contain a correct epoch vector.

func (*accSuite) TestIgnorePromiseIfOldRoundLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (0,1) should be ignored
	promise, _ := acceptor.handlePrepare(&px.Prepare{
		ID:   r0id,
		Slot: 1,
		CRnd: rnd01,
	})
	c.Assert(promise, gc.IsNil)
}

func (*accSuite) TestIgnorePromiseIfEqualRoundLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (1,1) should be ignored
	promise, _ := acceptor.handlePrepare(&px.Prepare{
		ID:   r1id,
		Slot: 1,
		CRnd: rnd11,
	})
	c.Assert(promise, gc.IsNil)
}

func (*accSuite) TestSetRndIfCrndIsHigherLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (1,2) should set rnd to (1,2)
	_, _ = acceptor.handlePrepare(&px.Prepare{
		ID:   r1id,
		Slot: 1,
		CRnd: rnd12,
	})
	c.Assert(acceptor.slots.Rnd, gc.DeepEquals, rnd12)
}

func (*accSuite) TestEmptyAccSlotsInPromiseIfNoHistoryToSendLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (2,1) should produce a promise with no AccSlots
	// and destination r2id
	promise, dest := acceptor.handlePrepare(&px.Prepare{
		ID:   r2id,
		Slot: 1,
		CRnd: rnd21,
	})
	c.Assert(promise, gc.NotNil)
	c.Assert(promise.ID, gc.Equals, r0id)
	c.Assert(promise.Rnd, gc.Equals, rnd21)
	c.Assert(promise.AccSlots, gc.HasLen, 0)
	c.Assert(promise.EpochVector, gc.DeepEquals, []grp.Epoch{0, 0, 0})
	c.Assert(dest, gc.Equals, r2id)
}

func (accs *accSuite) TestNonEmptyAccSlotsInPromiseIfHistoryToSendLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Use a slot map with history at slot 1,2 and 4.
	acceptor.slots = accs.asm

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Prepare for round (2,1) should produce a promise with non-empty
	// AccSlots (slot 1, 2 and 3) and destination r2id

	promise, dest := acceptor.handlePrepare(&px.Prepare{
		ID:   r2id,
		Slot: 1,
		CRnd: rnd21,
	})
	c.Assert(promise, gc.NotNil)
	c.Assert(promise.ID, gc.Equals, r0id)
	c.Assert(promise.Rnd, gc.Equals, rnd21)
	c.Assert(promise.EpochVector, gc.DeepEquals, []grp.Epoch{0, 0, 0})
	c.Assert(dest, gc.Equals, r2id)

	c.Assert(promise.AccSlots, gc.HasLen, 3)

	c.Assert(promise.AccSlots[0].ID, gc.Equals, sid1)
	c.Assert(promise.AccSlots[0].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[0].VVal, gc.DeepEquals, valFoo)

	c.Assert(promise.AccSlots[1].ID, gc.Equals, sid2)
	c.Assert(promise.AccSlots[1].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[1].VVal, gc.DeepEquals, valBar)

	c.Assert(promise.AccSlots[2].ID, gc.Equals, sid4)
	c.Assert(promise.AccSlots[2].VRnd, gc.Equals,
		rnd11)
	c.Assert(promise.AccSlots[2].VVal, gc.DeepEquals, valFoo)
}

// -----------------------------------------------------------------------
// Tests: Handle accept messages

func (*accSuite) TestIgnoreAcceptIfBelowLowSlot(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Handling an accept for slot 0 should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestIgnoreAcceptfOldRound(c *gc.C) {
	// New acceptor with low slot 1
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Handling an accept for slot 1 with rnd (0,1) should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestIgnoreAcceptIfEqualRound(c *gc.C) {
	// New acceptor with low slot 1
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Handling an accept for slot 1 with rnd (1,1) should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd11,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestGenLearnIfNoHistory(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Handling an accept for slot 1 with rnd (0,1) should result in learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.NotNil)
	c.Assert(learn, gc.DeepEquals, &px.Learn{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})

	// Rnd should now be set to (0,1)
	c.Assert(acceptor.slots.Rnd, gc.Equals, rnd01)
}

func (*accSuite) TestGenLearnIfHigherRound(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesNonLr)

	// Set rnd to (1,1)

	// Handling an accept for slot 1 with rnd (2,1) should result in learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd21,
		Val:  valFoo,
	})
	c.Assert(learn, gc.NotNil)
	c.Assert(learn, gc.DeepEquals, &px.Learn{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd21,
		Val:  valFoo,
	})

	// Rnd should now be set to (2,1)
	c.Assert(acceptor.slots.Rnd, gc.Equals, rnd21)
}

// -----------------------------------------------------------------------
// Tests: Handle accept messages with Live Replacement enabled. These are
// duplicates of the ones above, but additionally checking that the
// learns contain a correct epoch vector.

func (*accSuite) TestIgnoreAcceptIfBelowLowSlotLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Handling an accept for slot 0 should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestIgnoreAcceptIfOldRoundLr(c *gc.C) {
	// New acceptor with low slot 1
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Handling an accept for slot 1 with rnd (0,1) should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestIgnoreAcceptIfEqualRoundLr(c *gc.C) {
	// New acceptor with low slot 1
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)
	acceptor.slots.Rnd = rnd11

	// Handling an accept for slot 1 with rnd (1,1) should not result in a learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 0,
		Rnd:  rnd11,
		Val:  valFoo,
	})
	c.Assert(learn, gc.IsNil)
}

func (*accSuite) TestGenLearnIfNoHistoryLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Handling an accept for slot 1 with rnd (0,1) should result in learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(learn, gc.NotNil)
	c.Assert(learn, gc.DeepEquals, &px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})

	// Rnd should now be set to (0,1)
	c.Assert(acceptor.slots.Rnd, gc.Equals, rnd01)
}

func (*accSuite) TestGenLearnIfHigherRoundLr(c *gc.C) {
	// New acceptor with low slot 1 and rnd (0,0)
	acceptor := NewMultiAcceptor(ppThreeNodesLr)

	// Set rnd to (1,1)

	// Handling an accept for slot 1 with rnd (2,1) should result in learn
	learn := acceptor.handleAccept(&px.Accept{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd21,
		Val:  valFoo,
	})
	c.Assert(learn, gc.NotNil)
	c.Assert(learn, gc.DeepEquals, &px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd21,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})

	// Rnd should now be set to (2,1)
	c.Assert(acceptor.slots.Rnd, gc.Equals, rnd21)
}







github.com/relab/goxos/multipaxos/create.go

package multipaxos

import px "github.com/relab/goxos/paxos"

// Construct all of the actors for MultiPaxos. Returns a MultiProposer, MultiAcceptor, and
// MultiLearner.
func CreateMultiPaxos(pp *px.Pack) (*MultiProposer, *MultiAcceptor, *MultiLearner) {
	p := NewMultiProposer(pp)
	a := NewMultiAcceptor(pp)
	l := NewMultiLearner(pp)

	return p, a, l
}







github.com/relab/goxos/multipaxos/doc.go

/*
Package multipaxos implements all of the functionality of the MultiPaxos protocol.
The implementation is split up into three main types: MultiProposer, MultiAcceptor, and
MultiLearner.

Each of the actors (MultiProposer, MultiAcceptor, MultiLearner) must implement the PaxosActor
interface:

    type PaxosActor interface {
      Start()
      Stop()
    }

The Start method gets called after the network is booted up, and is expected to register its
channels and spawn a goroutine waiting for results on the channels. The Stop method is expected
to stop said goroutine.

In addition to this interface, they have to implement their respective actor interface (one of
Proposer, Acceptor, or Learner).
*/
package multipaxos







github.com/relab/goxos/multipaxos/learner.go

package multipaxos

import (
	"sync"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// A MultiLearner holds all of the state for a learner in MultiPaxos.
type MultiLearner struct {
	id                grp.ID
	startable         bool
	started           bool
	leader            grp.ID
	slots             *px.LearnerSlotMap
	slotsLr           *px.LearnerLrSlotMap
	dmx               net.Demuxer
	grpmgr            grp.GroupManager
	grpSubscriber     grp.Subscriber
	next              px.SlotID // Next expected decided slot
	ucast             chan<- net.Packet
	bcast             chan<- interface{}
	trust             <-chan grp.ID
	learnChan         <-chan px.Learn
	creqChan          <-chan px.CatchUpRequest
	crespChan         <-chan px.CatchUpResponse
	catchUpInProgress bool
	handleLearn       func(*px.Learn) (*px.Value, px.SlotID)
	learnValue        func(*px.Value, px.SlotID) (bool, bool, px.SlotID)
	advance           func() (*px.Value, px.SlotID)
	dcdChan           chan<- *px.Value
	getUndecidedSlots func(slot px.SlotID) []px.RangeTuple
	handleCatchUpReq  func(msg *px.CatchUpRequest) (*px.CatchUpResponse, grp.ID)
	handleCatchUpResp func(msg *px.CatchUpResponse)
	stop              chan bool
	stopCheckIn       *sync.WaitGroup
}

// NewMultiLearner returns a new learner based on the state in pp.
func NewMultiLearner(pp *px.Pack) *MultiLearner {
	ml := &MultiLearner{
		id:          pp.ID,
		startable:   pp.RunLrn,
		leader:      pp.Ld.PaxosLeader(),
		dmx:         pp.Dmx,
		grpmgr:      pp.Gm,
		next:        pp.NextExpectedDcd,
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		trust:       pp.Ld.SubscribeToPaxosLdMsgs("learner"),
		dcdChan:     pp.DcdChan,
		stop:        make(chan bool),
		stopCheckIn: pp.StopCheckIn,
	}

	if !ml.grpmgr.LrEnabled() {
		ml.handleLearn = ml.handleLrn
		ml.learnValue = ml.learnVal
		ml.advance = ml.adv
		ml.getUndecidedSlots = ml.getUndecSlots
		ml.handleCatchUpReq = ml.handleCUReq
		ml.handleCatchUpResp = ml.handleCUResp
		ml.slots = px.NewLearnerSlotMap()
	} else {
		ml.handleLearn = ml.handleLrnLr
		ml.learnValue = ml.learnValLr
		ml.advance = ml.advLr
		ml.getUndecidedSlots = ml.getUndecSlotsLr
		ml.handleCatchUpReq = ml.handleCUReqLr
		ml.handleCatchUpResp = ml.handleCURespLr
		ml.slotsLr = px.NewLearnerLrSlotMap()
	}

	return ml
}

// Start starts the learner.
func (l *MultiLearner) Start() {
	if !l.startable || l.started {
		glog.Warning("ignoring start request")
		return
	}

	glog.V(1).Info("starting")
	l.started = true
	l.registerChannels()

	go func() {
		defer l.stopCheckIn.Done()
		for {
			select {
			case learn := <-l.learnChan:
				value, slotID := l.handleLearn(&learn)
				advance, startcu, cuslot := l.learnValue(value, slotID)
				switch {
				case advance:
					for dcdVal, slotID := l.advance(); dcdVal != nil; dcdVal, slotID = l.advance() {
						l.dcdChan <- dcdVal
						l.next = slotID + 1
					}
				case startcu:
					if l.catchUpInProgress || l.id == l.leader {
						break
					}
					l.catchUpInProgress = true
					elog.Log(e.NewEvent(e.CatchUpMakeReq))
					creq, dest := l.genCatchUpReq(cuslot)
					l.send(creq, dest)
					elog.Log(e.NewEvent(e.CatchUpSentReq))
				}
			case creq := <-l.creqChan:
				elog.Log(e.NewEvent(e.CatchUpRecvReq))
				cresp, dest := l.handleCatchUpReq(&creq)
				elog.Log(e.NewEvent(e.CatchUpSentResp))
				l.send(cresp, dest)
			case cresp := <-l.crespChan:
				elog.Log(e.NewEvent(e.CatchUpRecvResp))
				l.handleCatchUpResp(&cresp)
				elog.Log(e.NewEvent(e.CatchUpDoneHandlingResp))
				l.catchUpInProgress = false
				for dcdVal, slotID := l.advance(); dcdVal != nil; dcdVal, slotID = l.advance() {
					l.dcdChan <- dcdVal
					l.next = slotID + 1
				}
			case trustID := <-l.trust:
				l.leader = trustID
			case grpPrepare := <-l.grpSubscriber.PrepareChan():
				l.handleGrpHold(grpPrepare)
			case <-l.stop:
				l.started = false
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the learner.
func (l *MultiLearner) Stop() {
	if l.started {
		l.stop <- true
	}
}

func (l *MultiLearner) registerChannels() {
	learnChan := make(chan px.Learn, 64)
	l.learnChan = learnChan
	l.dmx.RegisterChannel(learnChan)
	creqChan := make(chan px.CatchUpRequest, 8)
	l.creqChan = creqChan
	l.dmx.RegisterChannel(creqChan)
	crespChan := make(chan px.CatchUpResponse, 8)
	l.crespChan = crespChan
	l.dmx.RegisterChannel(crespChan)
	if l.grpmgr.ArEnabled() {
		l.grpSubscriber = l.grpmgr.SubscribeToHold("Learner")
	}
}

func (l *MultiLearner) handleLrn(msg *px.Learn) (*px.Value, px.SlotID) {
	if glog.V(3) {
		glog.Infof("got learn from %v for slot %d", msg.ID, msg.Slot)
	}

	slot := l.slots.GetSlot(msg.Slot)

	if slot.Learned {
		return nil, 0
	}

	switch {
	case slot.Rnd.Compare(msg.Rnd) == 1:
		// Round in learn is lower, ignore
		return nil, 0
	case slot.Rnd.Compare(msg.Rnd) == -1:
		// Round in learn is bigger, reset and initialize, then
		// fallthrough. Note that this case always will be true for the
		// first learn received for a new slot.
		slot.Rnd = msg.Rnd
		slot.Learns = make([]*px.Learn, l.grpmgr.NrOfNodes())
		slot.Votes = 0
		fallthrough
	case slot.Rnd.Compare(msg.Rnd) == 0:
		if slot.Learns[msg.ID.PxInt()] != nil {
			// If we already have a learn with same round from the
			// replica: ignore.
			return nil, 0
		}

		slot.Votes++
		slot.Learns[msg.ID.PxInt()] = msg

		// Quorum?
		if slot.Votes >= l.grpmgr.Quorum() {
			return &msg.Val, slot.ID
		}
	}

	return nil, 0
}

func (l *MultiLearner) handleLrnLr(msg *px.Learn) (*px.Value, px.SlotID) {
	if glog.V(3) {
		glog.Infof("got learn from %v for slot %d", msg.ID, msg.Slot)
	}

	slot := l.slotsLr.GetSlot(msg.Slot)

	if slot.Learned {
		return nil, 0
	}

	// Only check the epoch vectors if valid quorum chekcing is not already
	// enabled for this slot
	if !slot.CheckVQ {
		// If we see a EpochVector different from ours, turn on valid
		// quorum checking for this slot.
		if !grp.EpochSlicesEqual(msg.EpochVector, l.grpmgr.Epochs()) {
			if glog.V(3) {
				glog.Infoln(
					"epoch vectors differ:",
					msg.EpochVector, l.grpmgr.Epochs(),
				)
			}
			slot.CheckVQ = true
		}
	}

	switch {

	case slot.Rnd.Compare(msg.Rnd) == 1:
		// Round in learn is lower, ignore
		return nil, 0
	case slot.Rnd.Compare(msg.Rnd) == -1:
		// Round in learn is bigger, reset and initalize, then
		// fallthrough. Note that this case will be true for the first
		// learn received for a specific slot.
		slot.Rnd = msg.Rnd
		slot.Learns = make([]*px.Learn, 0, l.grpmgr.NrOfNodes())
		slot.Votes = 0
		slot.Voted = make(map[grp.ID]bool)
		fallthrough
	case slot.Rnd.Compare(msg.Rnd) == 0:
		if slot.Voted[msg.ID] {
			// We already have a learn with same round from the
			// replica: ignore.
			return nil, 0
		}

		slot.Votes++
		slot.Voted[msg.ID] = true
		slot.Learns = append(slot.Learns, msg)

		// May have a quorum
		if slot.Votes < l.grpmgr.Quorum() {
			return nil, 0
		}

		if !slot.CheckVQ {
			// Fast path: we have learned this slot
			return &msg.Val, slot.ID
		}

		if glog.V(3) {
			glog.Info("vq-check enabled for this slot")
		}
		vq, vqmsgs := extractVqLearns(slot.Learns, l.grpmgr.Quorum())
		if vq {
			// Just pick the first valid one
			msg := slot.Learns[vqmsgs[0]]
			return &msg.Val, slot.ID
		}
	}

	return nil, 0
}

func (l *MultiLearner) learnVal(val *px.Value, slotID px.SlotID) (
	advance, startcu bool, cuslot px.SlotID) {
	if val == nil {
		return false, false, 0
	}
	if glog.V(3) {
		glog.Infof("learned slot %d", slotID)
	}
	slot := l.slots.GetSlot(slotID)
	slot.Learned = true
	slot.LearnedVal = *val
	if slot.ID == l.next {
		return true, false, 0
	} else if slot.ID > l.next {
		// Gap in range of learned messages
		return false, true, slot.ID
	} else {
		panic("unhandled case in learnValue")
	}
}

func (l *MultiLearner) learnValLr(val *px.Value, slotID px.SlotID) (
	advance, startcu bool, cuslot px.SlotID) {
	if val == nil {
		return false, false, 0
	}
	if glog.V(3) {
		glog.Infof("learned slot %d", slotID)
	}
	slot := l.slotsLr.GetSlot(slotID)
	slot.Learned = true
	slot.LearnedVal = *val
	if slot.ID == l.next {
		return true, false, 0
	} else if slot.ID > l.next {
		// Gap in range of learned messages
		return false, true, slot.ID
	} else {
		panic("unhandled case in learnValueLr")
	}
}

func (l *MultiLearner) adv() (*px.Value, px.SlotID) {
	slot := l.slots.GetSlot(l.next)
	if slot.Learned && !slot.Decided {
		// If we've received quorum of learns, but haven't yet sent it
		// to the application.
		if glog.V(3) {
			glog.Info("advancing next expected slot")
		}
		slot.Decided = true
		return &slot.LearnedVal, l.next
	}

	// Next is undecided
	return nil, 0
}

func (l *MultiLearner) advLr() (*px.Value, px.SlotID) {
	if glog.V(3) {
		glog.Info("advancing next expected slot")
	}
	slot := l.slotsLr.GetSlot(l.next)
	if slot.Learned && !slot.Decided {
		// If we've received quorum of learns, but haven't yet sent it
		// to the application.
		slot.Decided = true
		return &slot.LearnedVal, l.next
	}

	// Next is undecided
	return nil, 0
}

// -----------------------------------------------------------------------
// Catch-up (Common)

func (l *MultiLearner) genCatchUpReq(slot px.SlotID) (*px.CatchUpRequest, grp.ID) {
	glog.V(2).Info("generating catch up request")

	// List of undecided slots as ranges (from, to)
	rngs := l.getUndecidedSlots(slot)

	glog.V(2).Info("catch up ranges are:")
	for _, rng := range rngs {
		glog.V(2).Infof("[%d, %d]", rng.From, rng.To)
	}

	glog.V(2).Infoln("catch up request destination is set to:", l.leader)
	return &px.CatchUpRequest{ID: l.id, Ranges: rngs}, l.leader
}

// -----------------------------------------------------------------------
// Catch-up (Reg)

func (l *MultiLearner) getUndecSlots(slot px.SlotID) []px.RangeTuple {
	var ts []px.RangeTuple
	t := px.RangeTuple{}
	start := false

	for i := l.next; i < slot; i++ {
		slot := l.slots.GetSlot(i)
		if !slot.Decided {
			if !start {
				start = true
				t.From = i
			}
		} else {
			if start {
				t.To = i - 1
				ts = append(ts, t)
				t = px.RangeTuple{}
				start = false
			}
		}
	}

	if start {
		// Handle case where we ended in undecided slots
		t.To = slot - 1
		ts = append(ts, t)
	}

	return ts
}

func (l *MultiLearner) handleCUReq(msg *px.CatchUpRequest) (*px.CatchUpResponse, grp.ID) {
	glog.V(2).Infoln("got catch up request from", msg.ID)
	for _, rng := range msg.Ranges {
		glog.V(2).Infof("range [%d, %d]", rng.From, rng.To)
	}

	var ts []px.ResponseTuple

	for _, rng := range msg.Ranges {
		for i := rng.From; i < rng.To+1; i++ {
			slot := l.slots.GetSlot(i)
			if slot.Decided {
				ts = append(ts, px.ResponseTuple{
					Slot: i,
					Val:  slot.LearnedVal})
			}
		}
	}

	return &px.CatchUpResponse{ID: l.id, Vals: ts}, msg.ID
}

func (l *MultiLearner) handleCUResp(msg *px.CatchUpResponse) {
	if len(msg.Vals) == 0 {
		glog.V(2).Infoln("catch up response from", msg.ID, "was empty")
		return
	}
	glog.V(2).Infoln(
		"got catch up response from", msg.ID, "with", len(msg.Vals),
		"decided slots, range:", msg.Vals[0].Slot, "-",
		msg.Vals[len(msg.Vals)-1].Slot,
	)
	for _, dec := range msg.Vals {
		slot := l.slots.GetSlot(dec.Slot)
		// If the slot hasn't already been learned, update it
		if !slot.Learned {
			slot.Learned = true
			slot.LearnedVal = dec.Val
		}
	}
}

// -----------------------------------------------------------------------
// Catch-up (LR)

func (l *MultiLearner) getUndecSlotsLr(slot px.SlotID) []px.RangeTuple {
	var ts []px.RangeTuple
	t := px.RangeTuple{}
	start := false

	for i := l.next; i < slot; i++ {
		slot := l.slotsLr.GetSlot(i)
		if !slot.Decided {
			if !start {
				start = true
				t.From = i
			}
		} else {
			if start {
				t.To = i - 1
				ts = append(ts, t)
				t = px.RangeTuple{}
				start = false
			}
		}
	}

	if start {
		// Handle case where we ended in undecided slots
		t.To = slot - 1
		ts = append(ts, t)
	}

	return ts
}

func (l *MultiLearner) handleCUReqLr(msg *px.CatchUpRequest) (*px.CatchUpResponse, grp.ID) {
	glog.V(2).Infoln("got catch up request from", msg.ID)
	for _, rng := range msg.Ranges {
		glog.V(2).Infof("range [%d, %d]", rng.From, rng.To)
	}

	var ts []px.ResponseTuple

	for _, rng := range msg.Ranges {
		for i := rng.From; i < rng.To+1; i++ {
			slot := l.slotsLr.GetSlot(i)
			if slot.Decided {
				ts = append(ts, px.ResponseTuple{
					Slot: i,
					Val:  slot.LearnedVal})
			}
		}
	}

	return &px.CatchUpResponse{ID: l.id, Vals: ts}, msg.ID
}

func (l *MultiLearner) handleCURespLr(msg *px.CatchUpResponse) {
	if len(msg.Vals) == 0 {
		glog.V(2).Infoln("catch up response from", msg.ID, "was empty")
		return
	}
	glog.V(2).Infoln(
		"got catch up response from", msg.ID, "with", len(msg.Vals),
		"decided slots, range:", msg.Vals[0].Slot, "-",
		msg.Vals[len(msg.Vals)-1].Slot,
	)
	for _, dec := range msg.Vals {
		slot := l.slotsLr.GetSlot(dec.Slot)
		// If the slot hasn't already been learned, update it
		if !slot.Learned {
			slot.Learned = true
			slot.LearnedVal = dec.Val
		}
	}
}

// -----------------------------------------------------------------------
// Communication utilities

func (l *MultiLearner) send(msg interface{}, id grp.ID) {
	l.ucast <- net.Packet{DestID: id, Data: msg}
}

// -----------------------------------------------------------------------
// Group Manager Hold

func (l *MultiLearner) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold request")
	gp.Done()
	<-l.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	l.id = l.grpmgr.GetID()
}







github.com/relab/goxos/multipaxos/learner_test.go

package multipaxos

import (
	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"

	gc "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

// -----------------------------------------------------------------------
// Initialization

type lrnSuite struct {
	lsm   *px.LearnerSlotMap
	lsmLr *px.LearnerLrSlotMap
}

var _ = gc.Suite(&lrnSuite{})

func (ls *lrnSuite) SetUpSuite(c *gc.C) {
	// Populate a learner slot map with history, slot 1-3
	ls.lsm = px.NewLearnerSlotMap()
	s1 := ls.lsm.GetSlot(1)
	s1.Decided = true
	s1.LearnedVal = valFoo
	s2 := ls.lsm.GetSlot(2)
	s2.Decided = true
	s2.LearnedVal = valBar
	s3 := ls.lsm.GetSlot(3)
	s3.Decided = true
	s3.LearnedVal = valFoo

	// Populate a learner LR slot map with history, slot 1-3
	ls.lsmLr = px.NewLearnerLrSlotMap()
	s1lr := ls.lsmLr.GetSlot(1)
	s1lr.Decided = true
	s1lr.LearnedVal = valFoo
	s2lr := ls.lsmLr.GetSlot(2)
	s2lr.Decided = true
	s2lr.LearnedVal = valBar
	s3lr := ls.lsmLr.GetSlot(3)
	s3lr.Decided = true
	s3lr.LearnedVal = valFoo
}

// -----------------------------------------------------------------------
// Tests: Handling learn messages

func (*lrnSuite) TestLearnWithQuorumOfTwo(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Round 1 from r0 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 1 from r1 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)

	// Last learn should be ignored
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r2id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

func (*lrnSuite) TestIgnoreOldRound(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Round 2 from r0 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r0id,
		Slot: 1,
		Rnd:  rnd02,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 1 from r1 is an old round and should be ignored
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r2 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r2id,
		Slot: 1,
		Rnd:  rnd02,
		Val:  valFoo,
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)
}

func (*lrnSuite) TestIgnoreTwoEqualLearnsFromSameReplica(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Not a quorum, already have a message from r1
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

func (*lrnSuite) TestResetDueToHigherRound(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Round 1 from r1 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r2 should reset, still no quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r2id,
		Slot: 1,
		Rnd:  rnd02,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r1 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd02,
		Val:  valFoo,
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)
}

func (*lrnSuite) TestTwoLearnsWithEqualSenderShouldNotGiveQuorum(c *gc.C) {
	// Learner with no history, next expected is slot 1
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Learn for slot 1 from r1
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 with [0,0,0] from r1
	// Not a valid quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

// -----------------------------------------------------------------------
// Tests: Handling learn messages with Live Replacement enabled

func (*lrnSuite) TestLearnWithQuorumOfTwoLr(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesLr)

	// Round 1 from r0 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 1 from r1 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)

	// Last learn should be ignored
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r2id,
		Slot: 1,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

func (*lrnSuite) TestIgnoreOldRoundLr(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesLr)

	// Round 2 from r0 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd02,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 1 from r1 is an old round and should be ignored
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r2 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd02,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)
}

func (*lrnSuite) TestIgnoreTwoEqualLearnsFromSameReplicaLr(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesLr)

	// Not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Not a quorum, already have a message from r1
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

func (*lrnSuite) TestResetDueToHigherRoundLr(c *gc.C) {
	learner := NewMultiLearner(ppThreeNodesLr)

	// Round 1 from r1 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r2 should reset, still no quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd02,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Round 2 from r1 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd02,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)

	// We should advance and no catch-up should trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, true)
	c.Assert(startcu, gc.Equals, false)
	c.Assert(cuslot, gc.Equals, sid0)

	// First advance should return decided value and correct slot id
	dcdVal, slotID := learner.advance()
	c.Assert(dcdVal, gc.DeepEquals, &valFoo)
	c.Assert(slotID, gc.Equals, sid1)

	// Next advance should return no decided value
	dcdVal, slotID = learner.advance()
	c.Assert(dcdVal, gc.IsNil)
	c.Assert(slotID, gc.Equals, sid0)
}

func (*lrnSuite) TestTwoLearnsWithEqualSenderButDifferentRoundsShouldNotGiveQuorumLr(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// Learn for slot 1, round (1,1) with [0,0,0] from r1
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd11,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1, round (1,2) with [0,0,0] from r1
	// Not a valid quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd12,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

// -----------------------------------------------------------------------
// Tests: Handling learn messages with Live Replacement enabled

func (*lrnSuite) TestDifferingEpochVectorShouldEnableVQCheck(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// VQ-check for slot 1 should be false
	vqc := learner.slotsLr.GetSlot(1).CheckVQ
	c.Assert(vqc, gc.Equals, false)

	// Learn for slot 1 with differing epoch vector should enable VQ-check
	_, _ = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	vqc = learner.slotsLr.GetSlot(1).CheckVQ
	c.Assert(vqc, gc.Equals, true)
}

func (*lrnSuite) TestEqualEpochVectorShouldNotEnableVQCheck(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// VQ-check for slot 1 should be false
	vqc := learner.slotsLr.GetSlot(1).CheckVQ
	c.Assert(vqc, gc.Equals, false)

	// Learn for slot 1 with equal epoch vector should not enable VQ-check
	_, _ = learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	vqc = learner.slotsLr.GetSlot(1).CheckVQ
	c.Assert(vqc, gc.Equals, false)
}

func (*lrnSuite) TestLearnsWithConflictingEpVecShouldNotGiveQuorum(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// Learn for slot 1 with [0,0,0]
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 with [0,0,1]
	// Not a valid quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)
}

func (*lrnSuite) TestLearnsWithNonConflictingEpVecShouldGiveQuorumVariationOne(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// Learn for slot 1 from r0 with [0,0,0]
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 from r2 with [0,0,1]
	// A valid quorum from r0 and r2
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(val, gc.NotNil)
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)
}

func (*lrnSuite) TestLearnsWithNonConflictingEpVecShouldGiveQuorumVariationTwo(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// Learn for slot 1 from r1 with [0,0,1]
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 from r2 with [0,0,1]
	// Not a valid quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 from r0 with [0,0,1]
	// A valid quorum from r0 and r1
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(val, gc.NotNil)
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)
}

func (*lrnSuite) TestLearnsWithNonConflictingEpVecShouldGiveQuorumVariationThree(c *gc.C) {
	// Learner with no history, next expected is slot 1
	// LR enabled and epoch vector [0,0,0]
	learner := NewMultiLearner(ppThreeNodesLr)

	// Learn for slot 1 from r1 with [0,0,1]
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 from r2 with [0,1,0]
	// Not a valid quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Learn for slot 1 from r0 with [0,1,0]
	// A valid quorum from r0 and r2
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r0id,
		Slot:        1,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(val, gc.NotNil)
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid1)
}

// -----------------------------------------------------------------------
// Tests: Catch-up

func (*lrnSuite) TestTiggerCatchUp(c *gc.C) {
	// We expect next decided to be slot 1
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// Slot 4, round 1 from r1 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:   r1id,
		Slot: 4,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Slot 4, round 1 from r2 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:   r2id,
		Slot: 4,
		Rnd:  rnd01,
		Val:  valFoo,
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid4)

	// We should _not_ advance and catch-up _should_ trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, false)
	c.Assert(startcu, gc.Equals, true)
	c.Assert(cuslot, gc.Equals, sid4)

	// Catch-Up range should be [1,3]
	ranges := learner.getUndecidedSlots(cuslot)
	c.Assert(ranges, gc.HasLen, 1)
	c.Assert(ranges[0].From, gc.Equals, sid1)
	c.Assert(ranges[0].To, gc.Equals, sid3)

	// Catch-Up request should contain range and replica id
	cureq, _ := learner.genCatchUpReq(cuslot)
	c.Assert(cureq, gc.NotNil)
	c.Assert(cureq.ID, gc.Equals, learner.id)
	c.Assert(cureq.Ranges, gc.HasLen, 1)
	c.Assert(cureq.Ranges[0].From, gc.Equals, sid1)
	c.Assert(cureq.Ranges[0].To, gc.Equals, sid3)
}

func (ls *lrnSuite) TestHandleCatchUpReq(c *gc.C) {
	// Learner at r0, set a slot map with history
	learner := NewMultiLearner(ppThreeNodesNonLr)
	learner.slots = ls.lsm

	// Catch-up request from r1 with range [1,3]
	cureq := px.CatchUpRequest{
		ID: r1id,
		Ranges: []px.RangeTuple{
			{From: 1, To: 3},
		},
	}

	// Catch-up response should not be nil, contain correct values for
	// range [1,3] and contain correct destination id

	curesp, destID := learner.handleCatchUpReq(&cureq)
	c.Assert(curesp, gc.NotNil)
	c.Assert(curesp.Vals, gc.HasLen, 3)
	c.Assert(curesp.Vals[0].Slot, gc.Equals, sid1)
	c.Assert(curesp.Vals[1].Slot, gc.Equals, sid2)
	c.Assert(curesp.Vals[2].Slot, gc.Equals, sid3)
	c.Assert(curesp.Vals[0].Val, gc.DeepEquals, valFoo)
	c.Assert(curesp.Vals[1].Val, gc.DeepEquals, valBar)
	c.Assert(curesp.Vals[2].Val, gc.DeepEquals, valFoo)
	c.Assert(destID, gc.Equals, r1id)
}

func (*lrnSuite) TestApplyCatchUpResp(c *gc.C) {
	// Learner with no history, next expected is slot 1
	learner := NewMultiLearner(ppThreeNodesNonLr)

	// A catch-up response for slot [1,3]
	cresp := &px.CatchUpResponse{
		ID: r1id,
		Vals: []px.ResponseTuple{
			{Slot: 1, Val: valFoo},
			{Slot: 2, Val: valBar},
			{Slot: 3, Val: valFoo},
		},
	}

	// Handle catch-up response
	learner.handleCatchUpResp(cresp)

	// Check that state for slot [1,3] has been set correctly
	s1 := learner.slots.GetSlot(1)
	c.Assert(s1.Learned, gc.Equals, true)
	c.Assert(s1.LearnedVal, gc.DeepEquals, valFoo)
	s2 := learner.slots.GetSlot(2)
	c.Assert(s2.Learned, gc.Equals, true)
	c.Assert(s2.LearnedVal, gc.DeepEquals, valBar)
	s3 := learner.slots.GetSlot(3)
	c.Assert(s3.Learned, gc.Equals, true)
	c.Assert(s3.LearnedVal, gc.DeepEquals, valFoo)
}

// -----------------------------------------------------------------------
// Tests: Catch-up (LR)

func (*lrnSuite) TestTiggerCatchUpLr(c *gc.C) {
	// We expect next decided to be slot 1
	learner := NewMultiLearner(ppThreeNodesLr)

	// Slot 4, round 1 from r1 is not a quorum
	val, sid := learner.handleLearn(&px.Learn{
		ID:          r1id,
		Slot:        4,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.IsNil)
	c.Assert(sid, gc.Equals, sid0)

	// Slot 4, round 1 from r2 is a quorum
	val, sid = learner.handleLearn(&px.Learn{
		ID:          r2id,
		Slot:        4,
		Rnd:         rnd01,
		Val:         valFoo,
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(val, gc.DeepEquals, &valFoo)
	c.Assert(sid, gc.Equals, sid4)

	// We should _not_ advance and catch-up _should_ trigger
	advance, startcu, cuslot := learner.learnValue(val, sid)
	c.Assert(advance, gc.Equals, false)
	c.Assert(startcu, gc.Equals, true)
	c.Assert(cuslot, gc.Equals, sid4)

	// Catch-Up range should be [1,3]
	ranges := learner.getUndecidedSlots(cuslot)
	c.Assert(ranges, gc.HasLen, 1)
	c.Assert(ranges[0].From, gc.Equals, sid1)
	c.Assert(ranges[0].To, gc.Equals, sid3)

	// Catch-Up request should contain range and replica id
	cureq, _ := learner.genCatchUpReq(cuslot)
	c.Assert(cureq, gc.NotNil)
	c.Assert(cureq.ID, gc.Equals, learner.id)
	c.Assert(cureq.Ranges, gc.HasLen, 1)
	c.Assert(cureq.Ranges[0].From, gc.Equals, sid1)
	c.Assert(cureq.Ranges[0].To, gc.Equals, sid3)
}

func (ls *lrnSuite) TestHandleCatchUpReqLr(c *gc.C) {
	// Learner at r0, set a slot map with history
	learner := NewMultiLearner(ppThreeNodesLr)
	learner.slotsLr = ls.lsmLr

	// Catch-up request from r1 with range [1,3]
	cureq := px.CatchUpRequest{
		ID: r1id,
		Ranges: []px.RangeTuple{
			{From: 1, To: 3},
		},
	}

	// Catch-up response should not be nil, contain correct values for
	// range [1,3] and contain correct destination id

	curesp, destID := learner.handleCatchUpReq(&cureq)
	c.Assert(curesp, gc.NotNil)
	c.Assert(curesp.Vals, gc.HasLen, 3)
	c.Assert(curesp.Vals[0].Slot, gc.Equals, sid1)
	c.Assert(curesp.Vals[1].Slot, gc.Equals, sid2)
	c.Assert(curesp.Vals[2].Slot, gc.Equals, sid3)
	c.Assert(curesp.Vals[0].Val, gc.DeepEquals, valFoo)
	c.Assert(curesp.Vals[1].Val, gc.DeepEquals, valBar)
	c.Assert(curesp.Vals[2].Val, gc.DeepEquals, valFoo)
	c.Assert(destID, gc.Equals, r1id)
}

func (*lrnSuite) TestApplyCatchUpRespLr(c *gc.C) {
	// Learner with no history, next expected is slot 1
	learner := NewMultiLearner(ppThreeNodesLr)

	// A catch-up response for slot [1,3]
	cresp := &px.CatchUpResponse{
		ID: r1id,
		Vals: []px.ResponseTuple{
			{Slot: 1, Val: valFoo},
			{Slot: 2, Val: valBar},
			{Slot: 3, Val: valFoo},
		},
	}

	// Handle catch-up response
	learner.handleCatchUpResp(cresp)

	// Check that state for slot [1,3] has been set correctly
	s1 := learner.slotsLr.GetSlot(1)
	c.Assert(s1.Learned, gc.Equals, true)
	c.Assert(s1.LearnedVal, gc.DeepEquals, valFoo)
	s2 := learner.slotsLr.GetSlot(2)
	c.Assert(s2.Learned, gc.Equals, true)
	c.Assert(s2.LearnedVal, gc.DeepEquals, valBar)
	s3 := learner.slotsLr.GetSlot(3)
	c.Assert(s3.Learned, gc.Equals, true)
	c.Assert(s3.LearnedVal, gc.DeepEquals, valFoo)
}







github.com/relab/goxos/multipaxos/mp_test.go

package multipaxos

import (
	"testing"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	px "github.com/relab/goxos/paxos"

	gc "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

// -----------------------------------------------------------------------
// Hook up gocheck into the "go test" runner
func TestMultiPaxos(t *testing.T) {
	gc.TestingT(t)
}

// -----------------------------------------------------------------------
// Common test data used across MultiPaxos actors

func genClientReq(cid, value string, seq uint32) client.Request {
	return client.Request{
		Type: client.Request_EXEC.Enum(),
		Id:   &cid,
		Seq:  &seq,
		Val:  []byte(value),
	}
}

// Client requests
var (
	reqFoo = genClientReq("clientx", "foo", 0)
	reqBar = genClientReq("clienty", "bar", 0)
)

// Paxos Slots
var (
	sid0 = px.SlotID(0)
	sid1 = px.SlotID(1)
	sid2 = px.SlotID(2)
	sid3 = px.SlotID(3)
	sid4 = px.SlotID(4)
)

// Paxos values
var (
	valFoo = px.Value{
		Vt: px.App,
		Cr: []*client.Request{&reqFoo},
	}

	valBar = px.Value{
		Vt: px.App,
		Cr: []*client.Request{&reqBar},
	}
)

// Replica IDs
var (
	r0id = grp.NewPxIDFromInt(0)
	r1id = grp.NewPxIDFromInt(1)
	r2id = grp.NewPxIDFromInt(2)
)

// Proposer rounds
var (
	rnd00 = px.ProposerRound{ID: r0id, Rnd: 0}
	rnd01 = px.ProposerRound{ID: r0id, Rnd: 1}
	rnd02 = px.ProposerRound{ID: r0id, Rnd: 2}
	rnd03 = px.ProposerRound{ID: r0id, Rnd: 3}
	rnd10 = px.ProposerRound{ID: r1id, Rnd: 0}
	rnd11 = px.ProposerRound{ID: r1id, Rnd: 1}
	rnd12 = px.ProposerRound{ID: r1id, Rnd: 2}
	rnd20 = px.ProposerRound{ID: r2id, Rnd: 0}
	rnd21 = px.ProposerRound{ID: r2id, Rnd: 1}
	rnd22 = px.ProposerRound{ID: r2id, Rnd: 2}
)

// Paxos Packs
var (
	ppThreeNodesNonLr = &px.Pack{
		ID:              r0id,
		Gm:              grp.NewGrpMgrMock(3),
		Ld:              liveness.NewMockLD(),
		NextExpectedDcd: 1,
		FirstSlot:       1,
		Config:          config.NewConfig(),
	}

	ppThreeNodesLr = &px.Pack{
		ID:              r0id,
		Gm:              grp.NewGrpMgrMockWithLr(3, []grp.Epoch{0, 0, 0}),
		Ld:              liveness.NewMockLD(),
		NextExpectedDcd: 1,
		FirstSlot:       1,
		Config:          config.NewConfig(),
	}
)







github.com/relab/goxos/multipaxos/proposer.go

package multipaxos

import (
	"container/list"
	"fmt"
	"sync"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const (
	phaseOneTimeout                 = 500 * time.Millisecond
	phaseTwoTimeout                 = 50 * time.Millisecond
	resendsBeforeRestartingPhaseOne = 10
)

// A MultiProposer contains all the state for a proposer in MultiPaxos.
type MultiProposer struct {
	id               grp.ID
	startable        bool
	started          bool
	leader           grp.ID
	dmx              net.Demuxer
	grpmgr           grp.GroupManager
	grpSubscriber    grp.Subscriber
	alpha            uint
	crnd             *px.ProposerRound // Current round, spans across slots
	nextSlot         px.SlotID         // The next slot for an accept
	aru              *px.Adu
	adu              px.SlotID              // All-decided-up-to: highest decided slot
	slots            *px.ProposerSlotMap    // Proposer slot map
	reqQueue         *list.List             // Client request queue
	handlePromise    func(*px.Promise) bool // Method for handling promises (dependent on LR on/off)
	phaseOneVQCheck  bool                   // VQ-check for Phase One if LR is enabled
	phaseOnePromises []*px.Promise          // Stored promise messages
	phaseOneRecvFrom map[grp.ID]bool        // Has replica sent promise (LR)
	phaseOneCount    uint                   // Number of promises received for current crnd
	phaseOneDone     bool                   // Phase 1 completed?
	phaseOneTimer    *time.Timer            // Phase One progress check timer
	phaseTwoTimer    *time.Timer            // Phase Two progress check timer
	ucast            chan<- net.Packet      // Unicast channel
	bcast            chan<- interface{}     // Broadcast channel
	trust            <-chan grp.ID
	promiseChan      <-chan px.Promise
	newDcdChan       <-chan bool
	propChan         <-chan *px.Value
	stopCheckIn      *sync.WaitGroup
	stop             chan bool
}

// NewMultiProposer returns a new proposer based on the state in pp.
func NewMultiProposer(pp *px.Pack) *MultiProposer {
	mp := &MultiProposer{
		id:          pp.ID,
		startable:   pp.RunProp,
		leader:      pp.Ld.PaxosLeader(),
		dmx:         pp.Dmx,
		grpmgr:      pp.Gm,
		alpha:       uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		crnd:        px.NewProposerRound(pp.ID),
		nextSlot:    pp.FirstSlot,
		aru:         pp.LocalAdu,
		adu:         pp.FirstSlot - 1,
		slots:       px.NewProposerSlotMap(),
		reqQueue:    list.New(),
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		trust:       pp.Ld.SubscribeToPaxosLdMsgs("proposer"),
		newDcdChan:  pp.NewDcdChan,
		propChan:    pp.PropChan,
		stopCheckIn: pp.StopCheckIn,
		stop:        make(chan bool),
	}

	if !mp.grpmgr.LrEnabled() {
		mp.handlePromise = mp.handleProm
	} else {
		mp.handlePromise = mp.handlePromLr
	}

	return mp
}

// Start starts the proposer.
func (p *MultiProposer) Start() {
	if !p.startable || p.started {
		glog.Warning("ignoring start request")
		return
	}

	glog.V(1).Info("starting")
	glog.V(1).Infoln("status:", p.getStatus())

	p.registerChannels()

	p.phaseOneTimer = time.NewTimer(phaseOneTimeout)
	p.phaseTwoTimer = time.NewTimer(phaseTwoTimeout)

	if p.grpmgr.ArEnabled() {
		p.grpSubscriber = p.grpmgr.SubscribeToHold("proposer")
	}

	go func() {
		defer p.stopCheckIn.Done()
		for {
			select {
			// Decided progress from Server
			case <-p.newDcdChan:
				// Reset the resend accept timer, we only check
				// progress after periods of inactivity.
				p.phaseTwoTimer.Reset(phaseTwoTimeout)
				p.advanceAdu()
				if !p.isLeaderAndPhaseOneComplete() {
					break
				}
				p.sendAccept()
			// Values received from clients
			case val := <-p.propChan:
				// If we're not leader, drop request
				if p.leader != p.id {
					break
				}
				p.reqQueue.PushBack(val)
				if p.phaseOneDone {
					p.sendAccept()
				}
			// Trust messages from leader detector
			case trustID := <-p.trust:
				// The check below will prevent us from
				// starting a new round if we receive a trust
				// message for ourselves while we already see
				// ourselves as the leader.
				if p.leader == trustID {
					glog.V(2).Infof(
						"trust message for ",
						"current leader (%v), ",
						"ignoring...", trustID,
					)
					break
				}
				p.leader = trustID
				if p.leader != p.id {
					break
				}
				glog.V(2).Info(
					"we're elected leader ",
					"starting Phase 1...",
				)
				p.startPhaseOne(true)
			// Promise messages from peers
			case promise := <-p.promiseChan:
				quorum := p.handlePromise(&promise)
				if !quorum {
					break
				}
				p.setStateFromPromises()
				p.phaseOneDone = true
				glog.V(2).Info("phase 1 complete")
				p.nextSlot = p.adu + 1
				p.sendAccept()
			// Phase 1 progress timeout
			case <-p.phaseOneTimer.C:
				if p.leader != p.id || p.phaseOneDone {
					break
				}
				glog.V(2).Info(
					"timeout: phase 1 not complete, ",
					"retrying...",
				)
				p.startPhaseOne(true)
			// Resend accept timeout
			case <-p.phaseTwoTimer.C:
				p.resendAcceptsIfNecessary()
			// Group manager hold
			case grpPrepare := <-p.grpSubscriber.PrepareChan():
				p.handleGrpHold(grpPrepare)
			// Stop signal
			case <-p.stop:
				p.started = false
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the proposer.
func (p *MultiProposer) Stop() {
	if p.startable {
		p.stop <- true
	}
}

func (p *MultiProposer) registerChannels() {
	promiseChan := make(chan px.Promise, p.grpmgr.NrOfNodes())
	p.promiseChan = promiseChan
	p.dmx.RegisterChannel(promiseChan)
}

// -----------------------------------------------------------------------
// Phase 1: Common methods for both regular operation and Live Replacement

func (p *MultiProposer) startPhaseOne(clearRequestQueue bool) {
	p.updateStatePrePhaseOne(clearRequestQueue)
	p.broadcast(px.Prepare{
		ID:   p.id,
		CRnd: *p.crnd,
		Slot: p.adu,
	})
	p.phaseOneTimer.Reset(phaseOneTimeout)
}

func (p *MultiProposer) updateStatePrePhaseOne(clearRequestQueue bool) {
	p.resetPhaseOneData()
	p.resetSentCountersInAlphaWindow()
	p.crnd.Next()
	if clearRequestQueue {
		p.reqQueue.Init()
	}
}

func (p *MultiProposer) resetPhaseOneData() {
	p.phaseOneDone = false
	p.phaseOneCount = 0
	if p.grpmgr.LrEnabled() {
		p.phaseOneVQCheck = false
		p.phaseOnePromises = make([]*px.Promise, 0)
		p.phaseOneRecvFrom = make(map[grp.ID]bool)
	} else {
		p.phaseOnePromises = make([]*px.Promise, p.grpmgr.NrOfNodes())
	}
}

func (p *MultiProposer) setStateFromPromises() {
	for _, promise := range p.phaseOnePromises {
		if promise != nil {
			p.setStateFromPromise(promise)
		}
	}
}

func (p *MultiProposer) setStateFromPromise(promise *px.Promise) {
	for _, accSlot := range promise.AccSlots {
		// Should not happen, but lets check it anyway
		if accSlot.ID <= p.adu {
			continue
		}

		slot := p.slots.GetSlot(accSlot.ID)
		if slot.Proposal == nil {
			// We can set it directly
			slot.Proposal = &px.Accept{
				Rnd: accSlot.VRnd,
				Val: accSlot.VVal,
			}
			continue
		}

		// We must compare round
		if slot.Proposal.Rnd.Compare(accSlot.VRnd) >= 0 {
			// Lower: ignore
			continue
		}
		// Higher: set new value
		slot.Proposal = &px.Accept{
			Rnd: accSlot.VRnd,
			Val: accSlot.VVal,
		}
	}
}

// -----------------------------------------------------------------------
// Phase 1: Sending prepares and handling promises

func (p *MultiProposer) handleProm(msg *px.Promise) (quorum bool) {
	/* Return early if:
	1. Phase 1 is done
	2. CRnd does not match our current one
	3. We have already received a promise from the replica with equal CRnd
	*/
	if p.phaseOneDone {
		return false
	}
	if p.crnd.Compare(msg.Rnd) != 0 {
		return false
	}
	if p.phaseOnePromises[msg.ID.PxInt()] != nil {
		return false
	}

	glog.V(3).Infof(
		"got composite promise (size=%d) from %v",
		len(msg.AccSlots),
		msg.ID,
	)

	p.phaseOnePromises[msg.ID.PxInt()] = msg
	p.phaseOneCount++

	if p.phaseOneCount < p.grpmgr.Quorum() {
		return false
	}

	glog.V(3).Infof("received quorum of %d promises", p.phaseOneCount)

	return true
}

// -----------------------------------------------------------------------
// Phase 1: Sending prepares and handling promises with Live Replacement
// enabled

func (p *MultiProposer) handlePromLr(msg *px.Promise) (quorum bool) {
	/* Return early if:
	1. Phase 1 is done
	2. CRnd does not match our current one
	3. We already received a promise from the replica with equal CRnd
	*/
	if p.phaseOneDone {
		return false
	}
	if p.crnd.Compare(msg.Rnd) != 0 {
		return false
	}
	if p.phaseOneRecvFrom[msg.ID] {
		return false
	}

	glog.V(3).Infof(
		"got composite promise (size=%d) from %v",
		len(msg.AccSlots),
		msg.ID,
	)

	p.phaseOnePromises = append(p.phaseOnePromises, msg)
	p.phaseOneCount++

	// Only check the epoch vectors if valid quorum checking is not already
	// enabled for this slot
	if !p.phaseOneVQCheck {
		// If we see a EpochVector different from ours, turn on valid
		// quorum checking for phase 1
		if !grp.EpochSlicesEqual(msg.EpochVector, p.grpmgr.Epochs()) {
			if glog.V(3) {
				glog.Infoln("epoch vectors differ:",
					msg.EpochVector,
					p.grpmgr.Epochs(),
				)
			}
			p.phaseOneVQCheck = true
		}
	}

	// We can't have a valid quorum
	if p.phaseOneCount < p.grpmgr.Quorum() {
		return false
	}

	if !p.phaseOneVQCheck {
		// Fast path: we have a valid quorum of promises
		glog.V(3).Infoln(
			"received valid quorum of",
			p.phaseOneCount,
			"promises",
		)
		return true
	}

	// We must check for a valid quorum
	glog.V(3).Info("vq-check is enabled for phase 1")

	vq, vqmsgsidx := extractVqPromises(
		p.phaseOnePromises,
		p.grpmgr.Quorum(),
	)
	if !vq {
		return false
	}

	if len(vqmsgsidx) == len(p.phaseOnePromises) {
		// Every messages forms a valid quorum
		glog.V(3).Infoln(
			"received valid quorum of",
			vqmsgsidx,
			"promises",
		)
		return true
	}

	// Every promise is not a part of the valid quorum, we need to extract
	// the valid ones.
	onlyValidPromises := make([]*px.Promise, len(vqmsgsidx))
	for i, j := range vqmsgsidx {
		onlyValidPromises[i] = p.phaseOnePromises[j]
	}
	p.phaseOnePromises = onlyValidPromises

	glog.V(3).Infoln("received valid quorum of", vqmsgsidx, "promises")

	return true
}

// -----------------------------------------------------------------------
// Phase 2: Sending accepts

func (p *MultiProposer) sendAccept() {
	for {
		// Check that we're not restricted by alpha
		if !inAlphaRange(p.nextSlot, p.adu, p.alpha) {
			if glog.V(3) {
				glog.Info("sendAccept: we are restricted by alpha/adu/nextSlot, breaking")
			}
			break
		}

		ns := p.slots.GetSlot(p.nextSlot)
		acc := p.genAccept(ns)
		if acc != nil {
			p.broadcast(*acc)
			if glog.V(3) {
				glog.Info("sendAccept: accept broadcasted for slot: ", acc.Slot)
			}
			p.nextSlot++
			p.phaseTwoTimer.Reset(phaseTwoTimeout)
		} else {
			break
		}
	}
}

func (p *MultiProposer) genAccept(nextSlot *px.ProposerSlot) *px.Accept {
	var val *px.Value
	if nextSlot.Proposal != nil {
		val = &nextSlot.Proposal.Val
	} else if p.reqQueue.Len() == 0 {
		return nil
	} else {
		val = p.reqQueue.Front().Value.(*px.Value)
		p.reqQueue.Remove(p.reqQueue.Front())
	}

	accept := &px.Accept{
		ID:   p.id,
		Rnd:  *p.crnd,
		Slot: nextSlot.ID,
		Val:  *val,
	}

	nextSlot.Proposal = accept

	return accept
}

func (p *MultiProposer) advanceAdu() {
	p.adu++
	if glog.V(3) {
		glog.Infoln("received decided slot id, advanced adu to", p.adu)
	}
}

// -----------------------------------------------------------------------
// Resend accept methods

func (p *MultiProposer) resendAcceptsIfNecessary() {
	if !p.isLeaderAndPhaseOneComplete() {
		return
	}
	for i := p.adu + 1; i < p.nextSlot; i++ {
		slot := p.slots.GetSlot(i)
		p.resendAccept(slot.Proposal)
	}
}

func (p *MultiProposer) resendAccept(acc *px.Accept) {
	if acc != nil {
		if p.hasReachedResendThreshold(acc.Slot) {
			// Restart Phase One. False as argument because we
			// don't want to reset the client queue in this case.
			glog.V(2).Infoln(
				"slot", acc.Slot, "has reached resend limit, ",
				"starting phase 1...",
			)
			p.startPhaseOne(false)
			return
		}
		p.broadcast(acc)
		p.incrementSentCountFor(acc.Slot)
		p.phaseTwoTimer.Reset(phaseTwoTimeout)
		glog.V(3).Infoln("resending accept for slot: ", acc.Slot)
	}
}

func (p *MultiProposer) incrementSentCountFor(slot px.SlotID) {
	s := p.slots.GetSlot(slot)
	s.SentCount++
}

func (p *MultiProposer) hasReachedResendThreshold(slot px.SlotID) bool {
	s := p.slots.GetSlot(slot)
	return s.SentCount >= resendsBeforeRestartingPhaseOne
}

func (p *MultiProposer) resetSentCountersInAlphaWindow() {
	for i := p.adu + 1; i < p.nextSlot; i++ {
		slot := p.slots.GetSlot(i)
		slot.SentCount = 0
	}
}

// -----------------------------------------------------------------------
// Utility methods

func (p *MultiProposer) broadcast(msg interface{}) {
	p.bcast <- msg
}

func (p *MultiProposer) isLeaderAndPhaseOneComplete() bool {
	return (p.leader == p.id) && p.phaseOneDone
}

func (p *MultiProposer) getStatus() string {
	return fmt.Sprintf(
		"adu: %d, next slot: %d, alpha: %d",
		p.adu, p.nextSlot, p.alpha,
	)
}

func inAlphaRange(nextSlot, adu px.SlotID, alpha uint) bool {
	return uint(nextSlot) <= uint(adu)+alpha
}

// SetNextSlot sets the internal next slot variable in the proposer. Should not
// be used while running.
func (p *MultiProposer) SetNextSlot(ns px.SlotID) {
	if p.nextSlot > ns+px.SlotID(p.alpha) {
		ns = p.nextSlot - px.SlotID(p.alpha)
	}
	glog.V(2).Infof("moving next slot from %d to %d", p.nextSlot, ns)
	p.nextSlot = ns
}

func (p *MultiProposer) handleGrpHold(gp *sync.WaitGroup) {
	gp.Done()
	glog.V(2).Info("grpmgr hold request")
	<-p.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	// ARec specific
	if p.leader == p.id {
		p.id = p.grpmgr.GetID()
		p.leader = p.id
	} else {
		p.id = p.grpmgr.GetID()
	}
	p.crnd.SetOwner(p.id)
}







github.com/relab/goxos/multipaxos/proposer_test.go

package multipaxos

import (
	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"

	gc "github.com/relab/goxos/Godeps/_workspace/src/gopkg.in/check.v1"
)

// -----------------------------------------------------------------------
// Initialization

type propSuite struct {
	psm1 *px.ProposerSlotMap
	psm2 *px.ProposerSlotMap
}

var _ = gc.Suite(&propSuite{})

// -----------------------------------------------------------------------
// Test: Sending prepare

func (*propSuite) TestResetPhaseOneData(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Simulate completed Phase 1
	proposer.phaseOneDone = true
	proposer.phaseOneCount = 2
	proposer.phaseOnePromises = make(
		[]*px.Promise,
		proposer.grpmgr.NrOfNodes(),
	)
	proposer.phaseOnePromises[1] = &px.Promise{ID: r1id}
	proposer.phaseOnePromises[2] = &px.Promise{ID: r2id}

	// Reset Phase 1 data
	proposer.resetPhaseOneData()

	// Check that Phase 1 data is reset
	c.Assert(proposer.phaseOneDone, gc.Equals, false)
	c.Assert(proposer.phaseOneCount, gc.Equals, uint(0))
	c.Assert(proposer.phaseOnePromises, gc.HasLen, 3)
	c.Assert(proposer.phaseOnePromises[1], gc.IsNil)
	c.Assert(proposer.phaseOnePromises[2], gc.IsNil)

}

func (*propSuite) TestResetPhaseOneDataLr(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1) and Live Replacement
	// enabled
	proposer := NewMultiProposer(ppThreeNodesLr)

	// Simulate completed Phase 1
	proposer.phaseOneDone = true
	proposer.phaseOneVQCheck = true
	proposer.phaseOneCount = 2
	proposer.phaseOneRecvFrom = make(map[grp.ID]bool)
	proposer.phaseOneRecvFrom[r1id] = true
	proposer.phaseOneRecvFrom[r2id] = true
	proposer.phaseOnePromises = make([]*px.Promise, 0)
	proposer.phaseOnePromises = append(
		proposer.phaseOnePromises,
		&px.Promise{ID: r1id},
	)
	proposer.phaseOnePromises = append(
		proposer.phaseOnePromises,
		&px.Promise{ID: r2id},
	)

	// Reset Phase 1 data
	proposer.resetPhaseOneData()

	// Check that Phase 1 data is reset
	c.Assert(proposer.phaseOneDone, gc.Equals, false)
	c.Assert(proposer.phaseOneVQCheck, gc.Equals, false)
	c.Assert(proposer.phaseOneCount, gc.Equals, uint(0))
	c.Assert(proposer.phaseOnePromises, gc.HasLen, 0)
	c.Assert(proposer.phaseOneRecvFrom, gc.HasLen, 0)
}

func (*propSuite) TestStartPhaseOne(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Simulate single client request in queue
	proposer.reqQueue.PushBack(valFoo)

	// Update state pre Phase 1 and reset client request queue
	proposer.updateStatePrePhaseOne(true)

	// Check that client request queue is reset
	c.Assert(proposer.reqQueue.Len(), gc.Equals, 0)

	// Check that state used to generate prepare is correct:
	// ID, current round and ADU (used as slot in prepare).
	c.Assert(proposer.id, gc.Equals, r0id)
	c.Assert(*proposer.crnd, gc.Equals, rnd02)
	c.Assert(proposer.adu, gc.Equals, sid0)

	// Simulate single client request in queue
	proposer.reqQueue.PushBack(valBar)

	// Update state pre Phase 1 and do not reset client request queue
	proposer.updateStatePrePhaseOne(false)

	// Check that client request queue is not reset
	c.Assert(proposer.reqQueue.Len(), gc.Equals, 1)

	// Check that state used to generate prepare is correct:
	// ID, current round and ADU (used as slot in prepare).
	c.Assert(proposer.id, gc.Equals, r0id)
	c.Assert(*proposer.crnd, gc.Equals, rnd03)
	c.Assert(proposer.adu, gc.Equals, sid0)
}

// -----------------------------------------------------------------------
// Tests: Handling promises

func (*propSuite) TestIgnorePromiseIfPhaseOneDOne(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Simulate phase 1 done
	proposer.phaseOneDone = true

	// Should not be stored or report a quorum
	quorum := proposer.handlePromise(&px.Promise{
		ID:       r1id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	})

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.IsNil)
}

func (*propSuite) TestIgnorePromiseIfDifferentRound(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Should not be stored or report a quorum due to differing round
	quorum := proposer.handlePromise(&px.Promise{
		ID:       r1id,
		Rnd:      px.ProposerRound{ID: r0id, Rnd: 42},
		AccSlots: []px.AcceptorSlot{},
	})

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.IsNil)
}

func (*propSuite) TestAddPromiseIfValid(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Should be stored but not report a quorum
	promise := &px.Promise{
		ID:       r1id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	}
	quorum := proposer.handlePromise(promise)

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.NotNil)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.DeepEquals, promise)
}

func (*propSuite) TestIgnorePromiseIfCorrectRoundButDuplicate(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Should be stored but not report a quorum
	promise := &px.Promise{
		ID:       r1id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	}
	quorum := proposer.handlePromise(promise)

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.NotNil)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.DeepEquals, promise)

	// Should not be stored or report a quorum since it is duplicate
	// from the same replica
	quorum = proposer.handlePromise(promise)

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.NotNil)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.DeepEquals, promise)
}

func (*propSuite) TestAddQuorumOfPromises(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Should be stored but not report a quorum
	promise1 := &px.Promise{
		ID:       r1id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	}
	quorum := proposer.handlePromise(promise1)

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.NotNil)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.DeepEquals, promise1)

	// Should be stored and report a quorum
	promise2 := &px.Promise{
		ID:       r2id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	}
	quorum = proposer.handlePromise(promise2)

	c.Assert(quorum, gc.Equals, true)
	c.Assert(proposer.phaseOnePromises[r2id.PxInt()], gc.NotNil)
	c.Assert(proposer.phaseOnePromises[r2id.PxInt()], gc.DeepEquals, promise2)
}

func (*propSuite) TestSetStateNoValuesReported(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Add a quorum of promises
	_ = proposer.handlePromise(&px.Promise{
		ID:       r1id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	})
	_ = proposer.handlePromise(&px.Promise{
		ID:       r2id,
		Rnd:      rnd01,
		AccSlots: []px.AcceptorSlot{},
	})

	proposer.setStateFromPromises()

	// Slot 1 should not contain propsal
	s1 := proposer.slots.GetSlot(1)
	c.Assert(s1.Proposal, gc.IsNil)
}

func (*propSuite) TestSetStateSingleValueReported(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Increase crnd to (0,2)
	proposer.crnd.Next()

	// Add a quorum of promises, where r2 reports a value for slot 1
	_ = proposer.handlePromise(&px.Promise{
		ID:       r1id,
		Rnd:      rnd02,
		AccSlots: []px.AcceptorSlot{},
	})
	_ = proposer.handlePromise(&px.Promise{
		ID:  r2id,
		Rnd: rnd02,
		AccSlots: []px.AcceptorSlot{
			{
				ID:   1,
				VRnd: rnd11,
				VVal: valFoo,
			},
		},
	})

	proposer.setStateFromPromises()

	// Slot 1 should a contain propsal but not be decided
	s1 := proposer.slots.GetSlot(1)
	c.Assert(s1.Proposal, gc.NotNil)
	c.Assert(s1.Proposal.Rnd, gc.DeepEquals, rnd11)
	c.Assert(s1.Proposal.Val, gc.DeepEquals, valFoo)
}

func (*propSuite) TestSetStateIgnoreBelowAdu(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Set next slot to 2 and adu to 1
	proposer.nextSlot = sid2
	proposer.adu = sid1

	// Should be stored but not report a quorum.
	// AcceptorSlot is below adu and have no effect
	quorum := proposer.handlePromise(&px.Promise{
		ID:  r1id,
		Rnd: rnd01,
		AccSlots: []px.AcceptorSlot{
			{
				ID:   1,
				VRnd: rnd11,
				VVal: valFoo,
			},
		},
	})
	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOnePromises[r1id.PxInt()], gc.NotNil)

	s1 := proposer.slots.GetSlot(1)
	c.Assert(s1.Proposal, gc.IsNil)
}

func (*propSuite) TestSetStateWithDifferingRoundsReportedForSameSlot(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)
	proposer.resetPhaseOneData()

	// Increase crnd to (0,3)
	proposer.crnd.Next()
	proposer.crnd.Next()

	// Add a quorum of promises.
	// Both r1 and r2 reports a value for slot 1.
	// R2 has the highest round and should be used.
	quorum := proposer.handlePromise(&px.Promise{
		ID:  r1id,
		Rnd: rnd03,
		AccSlots: []px.AcceptorSlot{
			{
				ID:   1,
				VRnd: rnd11,
				VVal: valFoo,
			},
		},
	})

	c.Assert(quorum, gc.Equals, false)

	quorum = proposer.handlePromise(&px.Promise{
		ID:  r2id,
		Rnd: rnd03,
		AccSlots: []px.AcceptorSlot{
			{
				ID:   1,
				VRnd: rnd12,
				VVal: valBar,
			},
		},
	})
	c.Assert(quorum, gc.Equals, true)

	proposer.setStateFromPromises()
	s1 := proposer.slots.GetSlot(1)
	c.Assert(s1.Proposal, gc.DeepEquals, &px.Accept{
		Rnd: rnd12,
		Val: valBar,
	})
}

// -----------------------------------------------------------------------
// Tests: Handling promises with Live Replacement enabled

func (*propSuite) TestDifferingEpochVectorShouldEnableVQCheck(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// VQ-check for slot 1 should be false
	c.Assert(proposer.phaseOneVQCheck, gc.Equals, false)

	// Promise with differing epoch vector should enable phase 1 valid
	// quorum checking
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 1},
	})

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOneVQCheck, gc.Equals, true)
}

func (*propSuite) TestEqualEpochVectorShouldNotEnableVQCheck(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// VQ-check for slot 1 should be false
	c.Assert(proposer.phaseOneVQCheck, gc.Equals, false)

	// Promise with equal epoch vector should not enable phase 1 valid
	// quorum checking
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 0},
	})

	c.Assert(quorum, gc.Equals, false)
	c.Assert(proposer.phaseOneVQCheck, gc.Equals, false)
}

func (*propSuite) TestTwoPromisesWithConflictingEpVecShouldNotGiveQuorum(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// Promise from r1 with [0,0,0]
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 0},
	})

	c.Assert(quorum, gc.Equals, false)

	// Promise from r1 with [0,1,0]
	// Not a valid quorum
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r2id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 1, 0},
	})

	c.Assert(quorum, gc.Equals, false)
}

func (*propSuite) TestPromisesWithNonConflictingEpVecShouldGiveQuorumVariationOne(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// Promise from r0 with [0,0,0]
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r0id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 0},
	})
	c.Assert(quorum, gc.Equals, false)

	// Promise from r2 with [0,1,0]
	// A valid quorum frin r0 and r2
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r2id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(quorum, gc.Equals, true)
}

func (*propSuite) TestPromisesWithNonConflictingEpVecShouldGiveQuorumVariationTwo(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// Promise from r1 with [0,0,1]
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(quorum, gc.Equals, false)

	// Promise from r2 with [0,1,0]
	// Not a valid quorum
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r2id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(quorum, gc.Equals, false)

	// Promise from r0 with [0,0,1]
	// A valid quorum from r0 and r1
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r0id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(quorum, gc.Equals, true)
}

func (*propSuite) TestPromisesWithNonConflictingEpVecShouldGiveQuorumVariationThree(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// Promise from r1 with [0,0,1]
	quorum := proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 0, 1},
	})
	c.Assert(quorum, gc.Equals, false)

	// Promise from r2 with [0,1,0]
	// Not a valid quorum
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r2id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(quorum, gc.Equals, false)

	// Promise from r0 with [0,1,0]
	// A valid quorum from r0 and r2
	quorum = proposer.handlePromise(&px.Promise{
		ID:          r0id,
		Rnd:         rnd01,
		AccSlots:    []px.AcceptorSlot{},
		EpochVector: []grp.Epoch{0, 1, 0},
	})
	c.Assert(quorum, gc.Equals, true)
}

func (*propSuite) TestSetStateSingleValueReportedLiveReplacement(c *gc.C) {
	// New proposer with next slot 1, adu 0 and rnd (0,1) and epoch vector
	// [0,0,0]
	proposer := NewMultiProposer(ppThreeNodesLr)
	proposer.resetPhaseOneData()

	// Increase crnd to (0,2)
	proposer.crnd.Next()

	// Add a quorum of promises, where r2 reports a value for slot 1
	_ = proposer.handlePromise(&px.Promise{
		ID:          r1id,
		Rnd:         rnd02,
		EpochVector: []grp.Epoch{0, 0, 0},
		AccSlots:    []px.AcceptorSlot{},
	})
	_ = proposer.handlePromise(&px.Promise{
		ID:          r2id,
		Rnd:         rnd02,
		EpochVector: []grp.Epoch{0, 0, 0},
		AccSlots: []px.AcceptorSlot{
			{
				ID:   1,
				VRnd: rnd11,
				VVal: valFoo,
			},
		},
	})

	proposer.setStateFromPromises()

	// Slot 1 should a contain propsal but not be decided
	s1 := proposer.slots.GetSlot(1)
	c.Assert(s1.Proposal, gc.NotNil)
	c.Assert(s1.Proposal.Rnd, gc.DeepEquals, rnd11)
	c.Assert(s1.Proposal.Val, gc.DeepEquals, valFoo)
}

// -----------------------------------------------------------------------
// Tests: Generating accepts

func (*propSuite) TestGenNoAcceptWithEmptyReqQueue(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Increment crnd to (0,1) to simulate phase 1 done
	proposer.crnd.Next()

	// No history and no requests in queue
	nextSlot := proposer.slots.GetSlot(proposer.nextSlot)
	accept := proposer.genAccept(nextSlot)
	c.Assert(accept, gc.IsNil)
}

func (*propSuite) TestGenAcceptWithNOnemptyReqQueue(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Increment crnd to (0,2) to simulate phase 1 done
	proposer.crnd.Next()

	// Add One request to the queue
	proposer.reqQueue.PushFront(&valFoo)

	// No history but One request in queue
	nextSlot := proposer.slots.GetSlot(proposer.nextSlot)
	accept := proposer.genAccept(nextSlot)
	c.Assert(accept, gc.NotNil)
	c.Assert(accept.ID, gc.Equals, r0id)
	c.Assert(accept.Rnd, gc.Equals, rnd02)
	c.Assert(accept.Slot, gc.Equals, sid1)
	c.Assert(accept.Val, gc.DeepEquals, valFoo)
}

func (*propSuite) TestGenAcceptWithBoundedSlot(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Increment crnd to (0,2) to simulate phase 1 done
	proposer.crnd.Next()

	// Simulate a recevied proposal from a phase 1 promise for slot 1
	nextSlot := proposer.slots.GetSlot(proposer.nextSlot)
	nextSlot.Proposal = &px.Accept{
		ID:   r1id,
		Slot: sid1,
		Rnd:  rnd21,
		Val:  valBar,
	}

	// Bound history should produce accept
	accept := proposer.genAccept(nextSlot)
	c.Assert(accept, gc.NotNil)
	c.Assert(accept.ID, gc.Equals, r0id)
	c.Assert(accept.Slot, gc.Equals, sid1)
	c.Assert(accept.Rnd, gc.Equals, rnd02)
	c.Assert(accept.Val, gc.DeepEquals, valBar)
}

func (*propSuite) TestGenAcceptWithBoundedSlotAndNOnemptyQueue(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Increment crnd to (0,2) to simulate phase 1 done
	proposer.crnd.Next()

	// Simulate a recevied proposal from a phase 1 promise for slot 1
	nextSlot := proposer.slots.GetSlot(proposer.nextSlot)
	nextSlot.Proposal = &px.Accept{
		ID:   r1id,
		Slot: sid1,
		Rnd:  rnd21,
		Val:  valBar,
	}

	// Add One request to the queue
	proposer.reqQueue.PushFront(&valFoo)

	// Bound history should produce accept, no the queued client request
	accept := proposer.genAccept(nextSlot)
	c.Assert(accept, gc.NotNil)
	c.Assert(accept.ID, gc.Equals, r0id)
	c.Assert(accept.Slot, gc.Equals, sid1)
	c.Assert(accept.Rnd, gc.Equals, rnd02)
	c.Assert(accept.Val, gc.DeepEquals, valBar)
}

// -----------------------------------------------------------------------
// Tests: Utility methods

var alphatests = []struct {
	nextSlot, adu px.SlotID
	alpha         uint
	inRange       bool
}{
	{0, 0, 3, true},
	{1, 0, 3, true},
	{2, 0, 3, true},
	{3, 0, 3, true},
	{4, 0, 3, false},
	{3, 1, 3, true},
	{3, 2, 3, true},
	{3, 3, 3, true},
	{3, 4, 3, true},
	{3, 5, 3, true},
	{3, 6, 3, true},
	{0, 0, 1, true},
	{1, 0, 1, true},
	{1, 1, 1, true},
}

func (*propSuite) TestInAlphaRange(c *gc.C) {
	for i, tt := range alphatests {
		inRange := inAlphaRange(tt.nextSlot, tt.adu, tt.alpha)
		c.Assert(inRange, gc.Equals, tt.inRange,
			gc.Commentf("%d: ns: %d, adu: %d, alpha: %d",
				i, tt.nextSlot, tt.adu, tt.alpha))
	}
}

// -----------------------------------------------------------------------
// Tests: Resending accepts

func (*propSuite) TestResetSentCountersInAlphaWindow(c *gc.C) {
	// New proposer with next slot 1 and rnd (0,1)
	proposer := NewMultiProposer(ppThreeNodesNonLr)

	// Simulate state:
	// 	- ADU: 1
	//	- nextSlot: 4
	//	- Slot 2 and 3: >0 values for SentCount
	proposer.adu = 1
	proposer.nextSlot = 4
	proposer.slots = px.NewProposerSlotMap()
	s2 := proposer.slots.GetSlot(sid2)
	s2.SentCount = 8
	s3 := proposer.slots.GetSlot(sid3)
	s3.SentCount = 9

	// Set ADU and next slot to != 0 values to check that they are not
	// touched by reset call below.
	s1 := proposer.slots.GetSlot(sid1) // ADU
	s1.SentCount = 42
	s4 := proposer.slots.GetSlot(sid4) // Next slot
	s4.SentCount = 42

	// Reset
	proposer.resetSentCountersInAlphaWindow()

	// Counters in window should be reset
	c.Assert(s2.SentCount, gc.Equals, uint8(0))
	c.Assert(s3.SentCount, gc.Equals, uint8(0))

	// Counters outside window should not be reset
	c.Assert(s1.SentCount, gc.Equals, uint8(42))
	c.Assert(s4.SentCount, gc.Equals, uint8(42))
}







github.com/relab/goxos/multipaxos/vq.go

package multipaxos

import (
	"github.com/relab/goxos/lr"
	"github.com/relab/goxos/paxos"
)

func extractVqLearns(msgs []*paxos.Learn, quorumSize uint) (bool, []int) {
	if len(msgs) == 0 || uint(len(msgs)) < quorumSize {
		return false, nil
	}

	ci := lr.NewCombinationIterator(len(msgs), int(quorumSize))
	for ci.HasNext() {
		if checkCombinationLrn(ci.S(), msgs) {
			return true, ci.S()
		}

		ci.Next()
	}

	return false, []int{}
}

func checkCombinationLrn(indices []int, msgs []*paxos.Learn) bool {
	for i := 0; i < len(indices); i++ {
		for j := i + 1; j < len(indices); j++ {
			if lrnConflict(msgs[indices[i]], msgs[indices[j]]) {
				return false
			}
		}
	}

	return true
}

func lrnConflict(a, b *paxos.Learn) bool {
	if a.ID.PaxosID == b.ID.PaxosID {
		return true
	}

	return a.ID.Epoch < b.EpochVector[a.ID.PaxosID] || b.ID.Epoch < a.EpochVector[b.ID.PaxosID]
}

func extractVqPromises(msgs []*paxos.Promise, quorumSize uint) (bool, []int) {
	if len(msgs) == 0 || uint(len(msgs)) < quorumSize {
		return false, nil
	}

	ci := lr.NewCombinationIterator(len(msgs), int(quorumSize))
	for ci.HasNext() {
		if checkCombinationPromises(ci.S(), msgs) {
			return true, ci.S()
		}

		ci.Next()
	}

	return false, []int{}
}

func checkCombinationPromises(indices []int, msgs []*paxos.Promise) bool {
	for i := 0; i < len(indices); i++ {
		for j := i + 1; j < len(indices); j++ {
			if promiseConflict(msgs[indices[i]], msgs[indices[j]]) {
				return false
			}
		}
	}

	return true
}

func promiseConflict(a, b *paxos.Promise) bool {
	if a.ID.PaxosID == b.ID.PaxosID {
		return true
	}

	return a.ID.Epoch < b.EpochVector[a.ID.PaxosID] || b.ID.Epoch < a.EpochVector[b.ID.PaxosID]
}







github.com/relab/goxos/net/connection_manager.go

package net

import (
	"bytes"
	"encoding/binary"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"github.com/relab/goxos/grp"
)

// The connection manager is a layer on top of the PacketProtocol
// interface to manage connections according to our GroupManager. This
// separation is made because we want to have our PacketProtocols to
// be as low-level as possible, without depending on GroupManager.
type ConnectionManager struct {
	protocol       PacketProtocol
	grpmgr         grp.GroupManager
	initialDone    bool
	signature      []byte
	heartbeatChans []chan<- grp.ID
}

// Creates a new connection manager for the PacketProtocol.
func NewConnectionManager(p PacketProtocol, grpmgr grp.GroupManager) *ConnectionManager {
	mgr := &ConnectionManager{
		protocol:       p,
		initialDone:    false,
		grpmgr:         grpmgr,
		heartbeatChans: make([]chan<- grp.ID, 0),
	}

	buffer := bytes.Buffer{}
	id := grpmgr.GetID()
	binary.Write(&buffer, binary.LittleEndian, &id.PaxosID)
	binary.Write(&buffer, binary.LittleEndian, &id.Epoch)
	mgr.signature = buffer.Bytes()

	return mgr
}

func (cm *ConnectionManager) AddConnection(addr string) error {
	return cm.protocol.AddConnection(addr)
}

// The connection manager prepend the senders grp.Id to all packets,
// so we should substract this size:
func (cm *ConnectionManager) GetPacketMaxSize() uint {
	return cm.protocol.GetPacketMaxSize()
}

func (cm *ConnectionManager) SendPacket(addr string, data []byte) error {
	return cm.protocol.SendPacket(addr, append(cm.signature, data...))
}

func (cm *ConnectionManager) BroadcastPacket(data []byte) error {
	return cm.protocol.BroadcastPacket(append(cm.signature, data...))
}

func (cm *ConnectionManager) ReadPacket() []byte {
	packet := cm.protocol.ReadPacket()

	go func() {
		reader := bytes.NewReader(packet)
		id := grp.ID{}

		binary.Read(reader, binary.LittleEndian, &id.PaxosID)
		binary.Read(reader, binary.LittleEndian, &id.Epoch)

		// Send heartbeats
		for _, ch := range cm.heartbeatChans {
			ch <- id
		}
	}()

	return packet[9:]
}

func (cm *ConnectionManager) RegisterHeartbeatChannel(ch chan<- grp.ID) {
	cm.heartbeatChans = append(cm.heartbeatChans, ch)
}
func (cm *ConnectionManager) Stop() {
	cm.protocol.Stop()
}

func (cm *ConnectionManager) InitialConnect() {
	if cm.initialDone {
		glog.V(1).Info("ignoring call to net.ConnectionManager.InitialConnect.",
			"The initial connect is already done.")
		return
	}

	glog.V(1).Info("starting initial-connect procedure.")
	me := cm.grpmgr.GetID()

	for _, id := range cm.grpmgr.NodeMap().IDs() {
		if id == me {
			continue
		}

		node, found := cm.grpmgr.NodeMap().LookupNode(id)
		if !found {
			glog.Fatalln("initial-connect failed", errNodeNotFound)
		}

		addr := node.PaxosAddr()
		err := cm.protocol.AddConnection(addr)
		if err != nil {
			glog.Infoln(err)
		}
	}

	cm.initialDone = true
}







github.com/relab/goxos/net/demuxer.go

package net

type Demuxer interface {
	Start()
	Stop()
	RegisterChannel(ch interface{})
	HandleMessage(msg interface{})
}







github.com/relab/goxos/net/demuxer_gob.go

package net

import (
	"bytes"
	"encoding/gob"
	"reflect"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type GobDemuxer struct {
	protocol    PacketProtocol
	channels    map[msgtype][]reflect.Value
	closed      bool
	stopCheckIn *sync.WaitGroup
}

func NewGobDemuxer(protocol PacketProtocol, stopCheckIn *sync.WaitGroup) Demuxer {
	return &GobDemuxer{
		protocol:    protocol,
		channels:    make(map[msgtype][]reflect.Value),
		stopCheckIn: stopCheckIn,
	}
}

// Register channel for receiving messages of the type defined by the
// channel
func (dmx *GobDemuxer) RegisterChannel(ch interface{}) {
	chVal := reflect.ValueOf(ch)

	// TODO: This should return an error instead?
	if chVal.Kind() != reflect.Chan {
		glog.Fatal("argument 'ch' to RegisterChannel must be a channel")
	}

	// Extract the message type supported by the provided channel
	chType := chVal.Type().Elem()
	if _, present := dmx.channels[chType]; !present {
		//log.Panicf("demuxer: multiple receivers registered for message type: %s", chType)
		dmx.channels[chType] = make([]reflect.Value, 0)
	}

	// The message/channel type is used as map key for channels
	dmx.channels[chType] = append(dmx.channels[chType], chVal)
	glog.V(2).Infof("registered channel for: %s", chType)
}

func (dmx *GobDemuxer) Start() {
	glog.Infoln("Starting")
	dmx.closed = false
	go func() {
		defer dmx.stopCheckIn.Done()
		for !dmx.closed {
			var rawBytes = make([]byte, dmx.protocol.GetPacketMaxSize())
			rawBytes = dmx.protocol.ReadPacket()
			var msg interface{}
			buf := bytes.NewBuffer(rawBytes)
			dec := gob.NewDecoder(buf)
			err := dec.Decode(&msg)
			if err != nil {
				glog.Warningln("decode error:", err)
			} else {
				dmx.HandleMessage(msg)
			}
		}
	}()
}

func (dmx *GobDemuxer) Stop() {
	glog.V(1).Info("exiting")
	dmx.protocol.Stop()
	dmx.closed = true
}

// Delegate handling of specific messages to a priori registered channels
func (dmx *GobDemuxer) HandleMessage(msg interface{}) {
	// Inspect type of msg
	mx := reflect.ValueOf(msg)
	msgType := mx.Type()
	if glog.V(4) {
		glog.Infof("received message of type: %s", msgType)
	}

	// Lookup channel on which to send the given message type
	if chVals, ok := dmx.channels[msgType]; ok {
		for _, ch := range chVals {
			ch.Send(mx)
		}
	}
}







github.com/relab/goxos/net/demuxer_msgpack.go

package net

import (
	"reflect"
	"sync"

	"gopkg.in/vmihailenco/msgpack.v2"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type MpDemuxer struct {
	protocol    PacketProtocol
	channels    map[msgtype][]reflect.Value
	closed      bool
	stopCheckIn *sync.WaitGroup
}

func NewMpDemuxer(protocol PacketProtocol, stopCheckIn *sync.WaitGroup) Demuxer {
	return &MpDemuxer{
		protocol:    protocol,
		channels:    make(map[msgtype][]reflect.Value),
		stopCheckIn: stopCheckIn,
	}
}

// Register channel for receiving messages of the type defined by the
// channel
func (dmx *MpDemuxer) RegisterChannel(ch interface{}) {
	chVal := reflect.ValueOf(ch)

	// TODO: This should return an error instead?
	if chVal.Kind() != reflect.Chan {
		glog.Fatal("argument 'ch' to RegisterChannel must be a channel")
	}

	// Extract the message type supported by the provided channel
	chType := chVal.Type().Elem()
	if _, present := dmx.channels[chType]; !present {
		//log.Panicf("demuxer: multiple receivers registered for message type: %s", chType)
		dmx.channels[chType] = make([]reflect.Value, 0)
	}

	// The message/channel type is used as map key for channels
	dmx.channels[chType] = append(dmx.channels[chType], chVal)
	glog.V(2).Infof("registered channel for: %s", chType)
}

func (dmx *MpDemuxer) Start() {
	glog.Infoln("Starting Demuxer loop")
	dmx.closed = false
	go func() {
		defer dmx.stopCheckIn.Done()
		for !dmx.closed {
			var msg interface{}
			var rawBytes = make([]byte, dmx.protocol.GetPacketMaxSize())
			rawBytes = dmx.protocol.ReadPacket()
			err := msgpack.Unmarshal(rawBytes, &msg)
			if err == nil {
				dmx.HandleMessage(msg)
			}
		}
	}()
}

func (dmx *MpDemuxer) Stop() {
	glog.V(1).Info("exiting")
	dmx.protocol.Stop()
	dmx.closed = true
}

// Delegate handling of specific messages to a priori registered channels
func (dmx *MpDemuxer) HandleMessage(msg interface{}) {
	// Inspect type of msg
	mx := reflect.ValueOf(msg)
	msgType := mx.Type()
	if glog.V(4) {
		glog.Infof("received message of type: %s", msgType)
	}

	// Lookup channel on which to send the given message type
	if chVals, ok := dmx.channels[msgType]; ok {
		for _, ch := range chVals {
			ch.Send(mx)
		}
	}
}







github.com/relab/goxos/net/demuxer_xson.go

package net

import (
	"reflect"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type XsonDemuxer struct {
	protocol      PacketProtocol
	channels      map[msgtype][]reflect.Value
	closed        bool
	unmarshallers map[uint32]func([]byte) (interface{}, error)
	stopCheckIn   *sync.WaitGroup
}

func NewXsonDemuxer(protocol PacketProtocol, unmarshallers map[uint32]func([]byte) (interface{}, error), stopCheckIn *sync.WaitGroup) Demuxer {
	return &XsonDemuxer{
		unmarshallers: unmarshallers,
		protocol:      protocol,
		channels:      make(map[msgtype][]reflect.Value),
		stopCheckIn:   stopCheckIn,
	}
}

// Register channel for receiving messages of the type defined by the
// channel
func (dmx *XsonDemuxer) RegisterChannel(ch interface{}) {
	chVal := reflect.ValueOf(ch)

	// TODO: This should return an error instead?
	if chVal.Kind() != reflect.Chan {
		glog.Fatal("argument 'ch' to RegisterChannel must be a channel")
	}

	// Extract the message type supported by the provided channel
	chType := chVal.Type().Elem()
	if _, present := dmx.channels[chType]; !present {
		//log.Panicf("demuxer: multiple receivers registered for message type: %s", chType)
		dmx.channels[chType] = make([]reflect.Value, 0)
	}

	// The message/channel type is used as map key for channels
	dmx.channels[chType] = append(dmx.channels[chType], chVal)
	glog.V(2).Infof("registered channel for: %s", chType)
}

func (dmx *XsonDemuxer) Start() {
	glog.Infoln("Starting Demuxer loop")
	dmx.closed = false
	go func() {
		defer dmx.stopCheckIn.Done()
		for !dmx.closed {
			var rawBytes = make([]byte, dmx.protocol.GetPacketMaxSize())
			rawBytes = dmx.protocol.ReadPacket()
			dmx.processBytes(rawBytes)
		}
	}()
}

func (dmx *XsonDemuxer) processBytes(rawBytes []byte) {
	val, err := dmx.unmarshalInnerData(bytesToInt(rawBytes[0:4]), rawBytes[4:])
	if err == nil {
		dmx.HandleMessage(val)
	} else if bytesToInt(rawBytes[0:4]) == 99 {
		glog.Infoln(string(rawBytes[4:]))
	} else {
		glog.Infoln("xson.Unmarshal:", err)
	}
}

func (dmx *XsonDemuxer) unmarshalInnerData(i uint32, b []byte) (interface{}, error) {
	unmarshaller, found := dmx.unmarshallers[i]
	if !found {
		return nil, ErrUnmarshallerNotFound
	}
	return unmarshaller(b)
}

func (dmx *XsonDemuxer) Stop() {
	glog.V(1).Info("exiting")
	dmx.protocol.Stop()
	dmx.closed = true
}

// Delegate handling of specific messages to a priori registered channels
func (dmx *XsonDemuxer) HandleMessage(msg interface{}) {
	// Inspect type of msg
	mx := reflect.ValueOf(msg)
	msgType := mx.Type()
	if glog.V(4) {
		glog.Infof("received message of type: %s", msgType)
	}

	// Lookup channel on which to send the given message type
	if chVals, ok := dmx.channels[msgType]; ok {
		for _, ch := range chVals {
			ch.Send(mx)
		}
	}
}







github.com/relab/goxos/net/grdp_connection.go

package net

type GRDPConnection struct {
	addr      string
	Connected bool
	sw_out    SlidingWindow
	sw_in     SlidingWindow
}

// Create a new EDPC, ready to receive.
func NewGRDPConnection(addr string, wndSize uint32) *GRDPConnection {
	c := &GRDPConnection{
		addr:      addr,
		Connected: false,
		sw_in:     *NewSlidingWindow(wndSize),
	}
	return c
}

// Called after a Pong is received, confirming the connection
// and allowing the EDPCs outgoing SlidingWindow to be initialized
func (c *GRDPConnection) initOutWindow(wndSize uint32) {
	c.Connected = true
	c.sw_out = *NewSlidingWindow(wndSize)
}
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package net

//////////////////////////////////////////////////
//////////////////////////////////////////////////
//												//
//	Goxos Reliable Datagram Protocol (GRDP)		//
//	by Fredrik Wæhre Severinsen					//
//		Spring 2016								//
//												//
//////////////////////////////////////////////////
//////////////////////////////////////////////////

import (
	"fmt"
	"net"
	"strconv"
	"sync"
	"time"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const (
	// UDP (on IPv4) theoretical upper limit: 65507
	//Header:
	//| 1    | 4      | 1      | 8   | 4     |
	//|msg id|headernr|paxos id|epoch|type id|
	// Header size = 1 + 4 + 1 + 8 + 4 = 18 bytes
	// Datagram size = 65507 - 18 = 65489 bytes
	headerSize    = 18
	datagramSize  = 65489
	maxWindowSize = 100
)

type GRDProtocol struct {
	connections           map[string]*GRDPConnection
	packetsIncomingBuffer chan []byte
	nullconn              *net.UDPConn
	mu                    sync.Mutex
	stopped               bool
	wndSize_Max           uint32
	stopChan              chan int
}

// Creates a new GRDProtocol and starts listeners receiving unicast packets

func NewGRDProtocol(listenAddr string) *GRDProtocol {
	conn, _ := net.ListenUDP("udp", &net.UDPAddr{IP: net.IPv4zero, Port: 0})
	grdp := &GRDProtocol{
		stopped:               false,
		stopChan:              make(chan int, 100),
		nullconn:              conn,
		connections:           make(map[string]*GRDPConnection),
		packetsIncomingBuffer: make(chan []byte, 2000),
		wndSize_Max:           maxWindowSize,
	}
	// Listen for unicast messages
	go grdp.receive(listenAddr)
	return grdp
}

// A GRDP has a single receiving loop. The GRDP listens on the
// address passed to its factory funtion

func (grdp *GRDProtocol) receive(listenAddr string) {
	addr, err := net.ResolveUDPAddr("udp", listenAddr)
	if err != nil {
		glog.Fatalf("Couldnt resolve udpAddr (%v)", err)
	}

	// Prepare the listen socket
	glog.V(4).Info("listenAddr: ", addr)
	sock, err := net.ListenUDP("udp", addr)
	if err != nil {
		glog.Fatalf("Couldnt listen on udp addr (%v)", err)
	}

	glog.Infoln("listen loop: started")
	for !grdp.stopped {
		// Prepare a buffer to recieve into
		receivedDatagram := make([]byte, headerSize+datagramSize)
		sock.SetReadDeadline(time.Now().Add(500 * time.Millisecond))
		// Read from the socket
		length, r, err := sock.ReadFromUDP(receivedDatagram)
		if err != nil {
			glog.V(3).Infoln(err)
		} else {
			// Reslice the received byte slice
			receivedDatagram = receivedDatagram[:length]
			// Packets are sent from a wildcard port, so we add
			// the port of our own listening address to the remote IP address.
			// We do this assuming that all nodes in the system are listening on the same port
			remoteAddr := r.IP.String() + ":" + strconv.Itoa(addr.Port)
			// Pass the received data to be processed
			grdp.processReceivedDatagram(remoteAddr, receivedDatagram)

		}
	}
}

// Identify the message type and distributed the received data
// to the correct functions.

func (grdp *GRDProtocol) processReceivedDatagram(remoteAddr string, receivedDatagram []byte) {
	grdp.mu.Lock()
	c, found := grdp.connections[remoteAddr]
	grdp.mu.Unlock()
	if found {
		switch uint8(receivedDatagram[0]) {
		case 4:
			// NACK
			// TODO: handle NACKs some spesific way.
			// Currently NACKs are naivly treated as regular ACKs.
			// This is due to the fact that NACKs are mostly sent as a
			// result of a dropped ack message, i.e. receiver ACKS seq nr 5
			// but the ACK is lost during transmission. MSG with seq nr 5 then
			// reaches a Time-out at the transmitter and is retransmitted. The receiver
			// receives MSG seq nr 5 but it's next expected seq is 6. The MSG is deemed
			// outside the current window of the receiver so it returns a NACK
			// with seq nr 5.
			c.sw_out.ackMsg(bytesToInt(receivedDatagram[1:5]))
		case 3:
			// Pong received
			if !c.Connected {
				c.initOutWindow(bytesToInt(receivedDatagram[1:5]))
			}
		case 2:
			// Ping received
			if !c.Connected {
				c.initOutWindow(bytesToInt(receivedDatagram[1:5]))
			}
			// Send Pong
			c.sw_out.outChan <- append([]byte{3}, intToBytes(grdp.wndSize_Max)...)
		case 1:
			// ACK received
			c.sw_out.ackMsg(bytesToInt(receivedDatagram[1:5]))
		case 0:
			// MSG received
			grdp.processMessage(c, bytesToInt(receivedDatagram[1:5]), receivedDatagram[5:])
		}
	} else {
		//If we received a Ping from an new/unknown address we add
		//it to the connections map and send a Pong
		if uint8(receivedDatagram[0]) == 2 {
			c := NewGRDPConnection(remoteAddr, grdp.wndSize_Max)
			grdp.mu.Lock()
			grdp.connections[remoteAddr] = c
			grdp.connections[remoteAddr].initOutWindow(bytesToInt(receivedDatagram[1:5]))
			grdp.mu.Unlock()
			go grdp.transmit(c)
			c.sw_out.outChan <- append([]byte{3}, intToBytes(grdp.wndSize_Max)...)
		}
	}
}

// processMessages ensures that messages are sorted and pass
// them to the Demuxer in the correct order.

func (grdp *GRDProtocol) processMessage(c *GRDPConnection, nr uint32, data []byte) {
	c.sw_in.Mu.Lock()
	if c.sw_in.currentWindowContains(nr) {
		// Add received message to incoming sliding window buffer
		c.sw_in.Buffer[nr] = &swPacket{msg: data, acked: true}
		// Check if the message is next in line to be passed to app
		if nr == c.sw_in.NextAck {
			// Iterate through the buffer until a not-yet-acked
			// message or an empty buffer slot is encountered
			for c.sw_in.Buffer[c.sw_in.NextAck].acked {
				// pass message to app
				grdp.packetsIncomingBuffer <- c.sw_in.Buffer[c.sw_in.NextAck].msg
				// Clear the bufferslot
				c.sw_in.Buffer[c.sw_in.NextAck] = &swPacket{acked: false}
				// increment NextAck
				c.sw_in.NextAck = (c.sw_in.NextAck + 1) % c.sw_in.maxSeqNr
				if c.sw_in.Buffer[c.sw_in.NextAck] == nil {
					break
				}
			}
		}
		//Send ACK
		message := append([]byte{1}, intToBytes(nr)...)
		c.sw_out.outChan <- message
	} else {
		//Send NACK
		message := append([]byte{4}, intToBytes(nr)...)
		c.sw_out.outChan <- message
	}
	c.sw_in.Mu.Unlock()
}

// ReadPacket is constantly being called from a loop in the
// Demuxer's start function.
// The "99" return signals to the Demuxer that the protocol
// is stopping

func (grdp *GRDProtocol) ReadPacket() []byte {
	select {
	case <-grdp.stopChan:
		var s []byte
		s = make([]byte, 9, 9)
		return append(append(s, intToBytes(99)...), []byte("GRDP stopping")...)
	case b := <-grdp.packetsIncomingBuffer:
		return b
	}
}

// Called at startup by the Connection Manager

func (grdp *GRDProtocol) AddConnection(addr string) error {
	udpAddr, err := net.ResolveUDPAddr("udp", addr)
	if err != nil {
		return err
	}
	glog.V(1).Info("Adding: ", udpAddr.String())
	_, found := grdp.connections[udpAddr.String()]
	if !found {
		//Create new GRDP connection and add to connections map
		c := NewGRDPConnection(udpAddr.String(), grdp.wndSize_Max)
		grdp.mu.Lock()
		grdp.connections[udpAddr.String()] = c
		grdp.mu.Unlock()

		//Build Ping message
		var message []byte
		message = append([]byte{2}, intToBytes(grdp.wndSize_Max)...)
		//Send Ping until Pong received
		for !c.Connected {
			grdp.singleTransmit(c, message)
			time.Sleep(500 * time.Millisecond)
		}
		go grdp.transmit(c)
	}
	glog.V(1).Info(udpAddr.String(), " Connected")

	return nil
}

//Each GRDPC has a transmit loop connected to it.
//Every GRDPC has a outgoing Sliding Window buffer which holds
//A channel called outChan. Anything passed to outChan will
//be transmitted over the connection

func (grdp *GRDProtocol) transmit(c *GRDPConnection) error {
	glog.V(1).Infoln("starting transmitting loop for ", c.addr)
	udpaddr, err := net.ResolveUDPAddr("udp", c.addr)
	if err != nil {
		return err
	}
	for {
		select {
		case msg := <-c.sw_out.outChan:
			_, err = grdp.nullconn.WriteToUDP(msg, udpaddr)
			if err != nil {
				fmt.Printf("Error while transmitting (%v)", err)
			}
		case <-grdp.stopChan:
			return nil
		}
	}
}

//singleTransmitt is used to send Pings. A GRDPC's outgoing window can't be
//initialized before a Pong (containing the receivers incomming window size)
//has been returned. When a Pong is received, the grDP can start its regular
//transmission loop

func (grdp *GRDProtocol) singleTransmit(c *GRDPConnection, msg []byte) error {
	udpaddr, err := net.ResolveUDPAddr("udp", c.addr)
	if err != nil {
		return err
	}
	_, err = grdp.nullconn.WriteToUDP(msg, udpaddr)
	if err != nil {
		fmt.Printf("Error while transmitting (%v)", err)
	}
	return err
}

//SendPacket is called by the Sender through the Connection Manager

func (grdp *GRDProtocol) SendPacket(addr string, data []byte) error {
	udpAddr, err := net.ResolveUDPAddr("udp", addr)
	if err != nil {
		return err
	}
	//Retrieve grDPC from map
	grdp.mu.Lock()
	c, found := grdp.connections[udpAddr.String()]
	grdp.mu.Unlock()
	if !found {
		return errConnectionNotFound
	}
	//SlidingWindow.getSeq() will block until
	//a sequence number becomes available
	nr := c.sw_out.getSeq()
	//Build message
	var message []byte
	message = append(append([]byte{0}, intToBytes(nr)...), data...)
	go c.sw_out.addToBufferAndSend(nr, message)
	return nil
}

//Broadcast a packet to all grDPCs in the connections map
func (grdp *GRDProtocol) BroadcastPacket(data []byte) error {
	var rerr error = nil
	for addr, _ := range grdp.connections {
		err := grdp.SendPacket(addr, data)
		if err != nil {
			rerr = err
		}
	}
	return rerr
}

//Called when Goxos is shutting down.
//Two values are passed to each grDPCs stopChan
//This ensures that their transmission loop is stopped,
//Aswell as returning a potential ReadPacket from the
//Demuxer. The SlidingWindow.stop() call stops any
//sending or retransmission going on.

func (grdp *GRDProtocol) Stop() {
	glog.V(1).Info("exiting")
	for _, c := range grdp.connections {
		c.sw_out.stop()
		grdp.stopChan <- 1
		grdp.stopChan <- 1
	}
	grdp.stopped = true
}

//Returns the maximum packet size

func (grdp *GRDProtocol) GetPacketMaxSize() uint {
	return datagramSize
}
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package net

import (
	"github.com/relab/goxos/grp"
)

// A Packet contains a message, as well as the destination id of the replica. Used
// to send a unicast message to a replica.
type Packet struct {
	DestID grp.ID
	Data   interface{}
}
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package net

// PacketProtocols should be as low level as possible and contain no
// Goxos-specific dependencies. It's an abstraction of the underlaying
// network transport protocol. Example of implementations are:
// TCPProtocol, UDPProtocol and TCPDuplexProtocol.
//
// Addresses should have the format [HOSTNAME or IP]:[PORT NUMBER]
//
// A PacketProtocol SHOULD BE threadsafe!
type PacketProtocol interface {

	// Connect to a new replica on given address (ip and port). Store
	// the connection on the given id. (connection-less protocols like
	// UDP will not connect to the peers, but this method should be
	// called anyway to support all kinds of protocols)
	AddConnection(addr string) error

	// Returns the maximum packet size this protocol supports. UDP is
	// limited to one datagram in size.
	GetPacketMaxSize() uint

	// Sends (unicasts) a packet to given receiver.
	SendPacket(addr string, data []byte) error

	// Receives packets sent both as unicast and multicast. Can be
	// from any client, so you'll have to make your own way to
	// identify them.
	ReadPacket() []byte

	// Send a packet to all connected peers.
	BroadcastPacket(data []byte) error

	// Shut down the protocol
	Stop()
}
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package net

import (
	"sync"

	"github.com/relab/goxos/grp"
)

type Sender interface {
	Start()
	Stop()
	ResetChan() <-chan bool
	unicast(msg interface{}, id grp.ID)
	broadcast(msg interface{})
	handleGrpHold(gp *sync.WaitGroup)
}
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package net

import (
	"bytes"
	"encoding/binary"
	"encoding/gob"
	"sync"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"github.com/relab/goxos/grp"
)

// A Sender is responsible for outward communication from one replica
// to all others. Goroutines in a replica communicate with the Sender
// through channels, which are then sent out onto the network.
type GobSender struct {
	id             grp.ID
	connected      bool
	grpmgr         grp.GroupManager
	grpSubscriber  grp.Subscriber
	protocol       PacketProtocol
	resetch        chan bool
	stop           chan bool
	outB           <-chan interface{} // Broadcast to all nodes
	outU           <-chan Packet      // Unicast channel
	dmx            Demuxer
	stopCheckIn    *sync.WaitGroup
	signature      []byte
	heartbeatChans []chan<- grp.ID
}

// Create a new Sender for the given replica id. Also passed in are
// channels which the Gobsender receives messages from.
func NewGobSender(id grp.ID, gm grp.GroupManager, outU <-chan Packet,
	outB <-chan interface{}, protocol PacketProtocol, dmx Demuxer,
	stopCheckIn *sync.WaitGroup) (snd *GobSender) {
	snd = &GobSender{
		id:          id,
		connected:   false,
		grpmgr:      gm,
		protocol:    protocol,
		resetch:     make(chan bool, 64),
		stop:        make(chan bool),
		outB:        outB,
		outU:        outU,
		dmx:         dmx,
		stopCheckIn: stopCheckIn,
	}

	buffer := bytes.Buffer{}
	binary.Write(&buffer, binary.LittleEndian, &id.PaxosID)
	binary.Write(&buffer, binary.LittleEndian, &id.Epoch)
	snd.signature = buffer.Bytes()
	return snd
}

// Start receiving messages from other Goxos modules.
func (snd *GobSender) Start() {
	glog.V(1).Info("Starting")
	snd.grpSubscriber = snd.grpmgr.SubscribeToHold("Gobsender")
	go func() {
		defer glog.Flush()
		defer snd.stopCheckIn.Done()
		for {
			select {
			case msg := <-snd.outB:
				snd.broadcast(msg)
			case packet := <-snd.outU:
				snd.unicast(packet.Data, packet.DestID)
			case grpPrepare := <-snd.grpSubscriber.PrepareChan():
				snd.handleGrpHold(grpPrepare)
			case <-snd.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the GobSender goroutine.
func (snd *GobSender) Stop() {
	snd.stop <- true
}

func (snd *GobSender) ResetChan() <-chan bool {
	return snd.resetch
}

func (snd *GobSender) unicast(msg interface{}, id grp.ID) {
	if id == snd.id {
		snd.dmx.HandleMessage(msg)
	} else {
		var buf bytes.Buffer
		enc := gob.NewEncoder(&buf)
		err := enc.Encode(&msg)
		if err != nil {
			glog.Fatalln("encode error:", err)
		}
		node, _ := snd.grpmgr.NodeMap().LookupNode(id)
		err = snd.protocol.SendPacket(node.PaxosAddr(), buf.Bytes())
		if err != nil {
			glog.Error(err)
			return
		}
	}
}

func (snd *GobSender) broadcast(msg interface{}) {
	snd.dmx.HandleMessage(msg)

	udpsendbuf := new(bytes.Buffer)
	enc := gob.NewEncoder(udpsendbuf)
	err := enc.Encode(&msg)
	if err != nil {
		glog.Fatalln("encode error:", err)
	}

	sendbuf := make([]byte, snd.protocol.GetPacketMaxSize())
	n, err := udpsendbuf.Read(sendbuf)
	if err != nil {
		glog.Fatalln("encode error:", err)
	}

	err = snd.protocol.BroadcastPacket(sendbuf[:n])
	if err != nil {
		glog.Error(err)
		return
	}
	snd.resetch <- true // reset heartbeat emitter
}

func (snd *GobSender) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-snd.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	snd.id = snd.grpmgr.GetID()
}
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package net

import (
	"sync"

	"gopkg.in/vmihailenco/msgpack.v2"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"github.com/relab/goxos/grp"
)

// A Sender is responsible for outward communication from one replica
// to all others. Goroutines in a replica communicate with the Sender
// through channels, which are then sent out onto the network.
type MpSender struct {
	id            grp.ID
	connected     bool
	grpmgr        grp.GroupManager
	grpSubscriber grp.Subscriber
	protocol      PacketProtocol
	resetch       chan bool
	stop          chan bool
	outB          <-chan interface{} // Broadcast to all nodes
	outU          <-chan Packet      // Unicast channel
	dmx           Demuxer
	stopCheckIn   *sync.WaitGroup
}

// Create a new Sender for the given replica id. Also passed in are
// channels which the sender receives messages from.
func NewMpSender(id grp.ID, gm grp.GroupManager, outU <-chan Packet,
	outB <-chan interface{}, protocol PacketProtocol, dmx Demuxer,
	stopCheckIn *sync.WaitGroup) (snd *MpSender) {
	return &MpSender{
		id:          id,
		connected:   false,
		grpmgr:      gm,
		protocol:    protocol,
		resetch:     make(chan bool, 64),
		stop:        make(chan bool),
		outB:        outB,
		outU:        outU,
		dmx:         dmx,
		stopCheckIn: stopCheckIn,
	}
}

// Start receiving messages from other Goxos modules.
func (snd *MpSender) Start() {
	glog.V(1).Info("starting")
	snd.grpSubscriber = snd.grpmgr.SubscribeToHold("sender")
	go func() {
		defer glog.Flush()
		defer snd.stopCheckIn.Done()
		for {
			select {
			case msg := <-snd.outB:
				snd.broadcast(msg)
			case packet := <-snd.outU:
				snd.unicast(packet.Data, packet.DestID)
			case grpPrepare := <-snd.grpSubscriber.PrepareChan():
				snd.handleGrpHold(grpPrepare)
			case <-snd.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the Sender goroutine.
func (snd *MpSender) Stop() {
	snd.stop <- true
}

func (snd *MpSender) ResetChan() <-chan bool {
	return snd.resetch
}

func (snd *MpSender) unicast(msg interface{}, id grp.ID) {
	if id == snd.id {
		snd.dmx.HandleMessage(msg)
		return
	}

	packet, err := msgpack.Marshal(msg)
	if err != nil {
		glog.Warning("msgpack.Marshal():", err)
		return
	}
	node, _ := snd.grpmgr.NodeMap().LookupNode(id)
	err = snd.protocol.SendPacket(node.PaxosAddr(), packet)
	if err != nil {
		glog.Error(err)
		return
	}
}

func (snd *MpSender) broadcast(msg interface{}) {
	packet, err := msgpack.Marshal(msg)
	if err != nil {
		glog.Warning("msgpack.Marshal():", err)
		return
	}
	snd.dmx.HandleMessage(msg)
	err = snd.protocol.BroadcastPacket(packet)
	if err != nil {
		glog.Error(err)
		return
	}
	snd.resetch <- true // reset heartbeat emitter
}

func (snd *MpSender) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-snd.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	snd.id = snd.grpmgr.GetID()
}
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package net

import (
	"encoding/json"
	"reflect"
	"sync"

	"gopkg.in/mgo.v2/bson"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"github.com/relab/goxos/grp"
)

// A Sender is responsible for outward communication from one replica
// to all others. Goroutines in a replica communicate with the Sender
// through channels, which are then sent out onto the network.
type XsonSender struct {
	useBson       bool
	id            grp.ID
	connected     bool
	grpmgr        grp.GroupManager
	grpSubscriber grp.Subscriber
	protocol      PacketProtocol
	resetch       chan bool
	stop          chan bool
	outB          <-chan interface{} // Broadcast to all nodes
	outU          <-chan Packet      // Unicast channel
	dmx           Demuxer
	stopCheckIn   *sync.WaitGroup
}

// Create a new Sender for the given replica id. Also passed in are
// channels which the sender receives messages from.
func NewXsonSender(id grp.ID, gm grp.GroupManager, outU <-chan Packet,
	outB <-chan interface{}, protocol PacketProtocol, dmx Demuxer,
	stopCheckIn *sync.WaitGroup, useBson bool) (snd *XsonSender) {
	return &XsonSender{
		id:          id,
		useBson:     useBson,
		connected:   false,
		grpmgr:      gm,
		protocol:    protocol,
		resetch:     make(chan bool, 64),
		stop:        make(chan bool),
		outB:        outB,
		outU:        outU,
		dmx:         dmx,
		stopCheckIn: stopCheckIn,
	}
}

// Start receiving messages from other Goxos modules.
func (snd *XsonSender) Start() {
	glog.V(1).Info("starting")
	snd.grpSubscriber = snd.grpmgr.SubscribeToHold("sender")
	go func() {
		defer glog.Flush()
		defer snd.stopCheckIn.Done()
		for {
			select {
			case msg := <-snd.outB:
				snd.broadcast(msg)
			case packet := <-snd.outU:
				snd.unicast(packet.Data, packet.DestID)
			case grpPrepare := <-snd.grpSubscriber.PrepareChan():
				snd.handleGrpHold(grpPrepare)
			case <-snd.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop the Sender goroutine.
func (snd *XsonSender) Stop() {
	snd.stop <- true
}

func (snd *XsonSender) ResetChan() <-chan bool {
	return snd.resetch
}

func (snd *XsonSender) unicast(msg interface{}, id grp.ID) {
	if id == snd.id {
		snd.dmx.HandleMessage(msg)
		return
	}

	packet, err := encode(msg, snd.useBson)
	if err != nil {
		glog.Warning("xson.Marshal():", err)
		glog.Infoln("xson packet:", string(packet))
		return
	}
	node, _ := snd.grpmgr.NodeMap().LookupNode(id)
	err = snd.protocol.SendPacket(node.PaxosAddr(), packet)
	if err != nil {
		glog.Error(err)
		return
	}
}

func (snd *XsonSender) broadcast(msg interface{}) {
	packet, err := encode(msg, snd.useBson)
	if err != nil {
		glog.Warning("xson.Marshal():", err)
		glog.Infoln("xson packet:", string(packet))
		return
	}
	snd.dmx.HandleMessage(msg)
	err = snd.protocol.BroadcastPacket(packet)
	if err != nil {
		glog.Error(err)
		return
	}
	snd.resetch <- true // reset heartbeat emitter
}

func (snd *XsonSender) handleGrpHold(gp *sync.WaitGroup) {
	glog.V(2).Info("grpmgr hold req")
	gp.Done()
	<-snd.grpSubscriber.ReleaseChan()
	glog.V(2).Info("grpmgr release")
	snd.id = snd.grpmgr.GetID()
}

// Marshall the an interface and preface the resulting byteslice
// With an int (representet by 4 bytes) identifying the type
// of the interface

func encode(i interface{}, useBson bool) ([]byte, error) {
	var typeInt uint32 = 0
	switch reflect.ValueOf(i).Type().String() {
	case "paxos.Prepare":
		typeInt = 1
	case "paxos.Promise":
		typeInt = 2
	case "paxos.Accept":
		typeInt = 3
	case "paxos.Learn":
		typeInt = 4
	case "paxos.CatchUpRequest":
		typeInt = 5
	case "paxos.CatchUpResponse":
		typeInt = 6
	case "paxos.RangeTuple":
		typeInt = 7
	case "paxos.ResponseTuple":
		typeInt = 8
	case "liveness.Heartbeat":
		typeInt = 9
	case "liveness.FdMsg":
		typeInt = 10
	case "*paxos.Accept":
		typeInt = 11
	case "*paxos.CatchUpRequest":
		typeInt = 12
	}
	if useBson {
		b, err := bson.Marshal(i)
		return append(intToBytes(typeInt), b...), err
	} else {
		b, err := json.Marshal(i)
		return append(intToBytes(typeInt), b...), err
	}
}







github.com/relab/goxos/net/SlidingWindow.go

package net

import (
	"sync"
	"time"
)

// The minimum Time-out duration
const minimumRTO = 10 * time.Millisecond

// TYPES

type swPacket struct {
	timeStamp time.Time
	msg       []byte
	acked     bool
	sending   bool
	signaler  chan int
}

type SlidingWindow struct {
	// Thread safety related variable
	Mu sync.Mutex
	// Data storing and passing related variables
	Buffer  []*swPacket
	outChan chan []byte
	// Flow Control related variables
	seqChan   chan uint32
	NextWrite uint32
	NextAck   uint32
	maxSeqNr  uint32
	// FC & Congestion Avoidance related variable
	WindowSize uint32
	// Time-out related variables
	TimeoutDur time.Duration
	varRtt     float64
	sRtt       float64
	alpha      float64
	beta       float64
	firstRtt   bool
}

// FACTORY FUNCTION

func NewSlidingWindow(maxWndSize uint32) *SlidingWindow {
	s := &SlidingWindow{
		Buffer:     make([]*swPacket, maxWndSize*2),
		outChan:    make(chan []byte, maxWndSize),
		seqChan:    make(chan uint32, maxWndSize),
		maxSeqNr:   maxWndSize * 2,
		WindowSize: maxWndSize,
		NextAck:    0,
		NextWrite:  0,
		TimeoutDur: time.Second,
		alpha:      0.125,
		beta:       0.25,
		firstRtt:   true,
	}
	s.initSeqChan()
	return s
}

// FLOW CONTROL UTILITIES

func (s *SlidingWindow) initSeqChan() {
	for s.currentWindowContains(s.NextWrite) {
		s.seqChan <- s.NextWrite
		s.NextWrite = (s.NextWrite + 1) % s.maxSeqNr
	}
}

func (s *SlidingWindow) increaseSeq() {
	s.seqChan <- s.NextWrite
	s.NextWrite = (s.NextWrite + 1) % s.maxSeqNr
}

func (s *SlidingWindow) getSeq() uint32 {
	nr := <-s.seqChan
	return nr
}

func (s *SlidingWindow) currentWindowContains(nr uint32) bool {
	if s.NextAck+s.WindowSize > s.maxSeqNr {
		if (s.NextAck <= nr && nr < s.maxSeqNr) || nr < (s.NextAck+s.WindowSize)%s.maxSeqNr {
			return true
		}
	} else {
		if s.NextAck <= nr && nr < (s.NextAck+s.WindowSize) {
			return true
		}
	}
	return false
}

// CONGESTION AVOIDANCE UTILITIES

func (s *SlidingWindow) decreaseWindow() {
	s.WindowSize = s.WindowSize / 2
	if s.WindowSize <= 0 {
		s.WindowSize = 1
	}
}

func (s *SlidingWindow) increaseWindow() {
	s.WindowSize += 1
	if s.WindowSize > s.maxSeqNr/2 {
		s.WindowSize = s.maxSeqNr / 2
	}
}

// TIME-OUT DURATION CALCULATION

func (s *SlidingWindow) updateTimeoutDur(rtt time.Duration) {
	if s.firstRtt {
		s.sRtt = float64(rtt.Seconds())
		s.varRtt = float64(rtt.Seconds() / 2)
		s.firstRtt = false
	}
	abs := s.sRtt - rtt.Seconds()
	if abs < 0 {
		abs = -abs
	}
	s.varRtt = ((1 - s.beta) * s.varRtt) + (s.beta * abs)
	s.sRtt = ((1 - s.alpha) * s.sRtt) + (s.alpha * rtt.Seconds())
	s.TimeoutDur = time.Duration((s.sRtt + (4 * s.varRtt)) * 1000000000)
	if s.TimeoutDur < minimumRTO {
		s.TimeoutDur = minimumRTO
	}
}

// TRANSMISSION

func (s *SlidingWindow) addToBufferAndSend(nr uint32, message []byte) {
	s.Buffer[nr] = &swPacket{
		signaler: make(chan int, 1),
		msg:      message,
		acked:    false,
		sending:  false,
	}
	s.send(nr)
}

func (s *SlidingWindow) send(nr uint32) {
	s.Buffer[nr].timeStamp = time.Now().UTC()
	s.outChan <- s.Buffer[nr].msg
	s.Buffer[nr].sending = true
	select {
	case <-s.Buffer[nr].signaler:
		s.Buffer[nr].sending = false
	case <-time.After(s.TimeoutDur):
		s.decreaseWindow()
		s.send(nr)
	}
}

// RECEPTION

func (s *SlidingWindow) ackMsg(nr uint32) {
	rtt := time.Now().UTC().Sub(s.Buffer[nr].timeStamp)
	if rtt != 0 {
		s.updateTimeoutDur(rtt)
	}
	s.increaseWindow()
	s.Buffer[nr].acked = true
	s.Buffer[nr].signaler <- 1
	if nr == s.NextAck {
		for s.Buffer[s.NextAck].acked {
			s.Buffer[s.NextAck].acked = false
			s.NextAck = (s.NextAck + 1) % s.maxSeqNr
			s.increaseSeq()
			if s.Buffer[s.NextAck] == nil {
				break
			}
		}
	}
}

// SHUTDOWN

func (s *SlidingWindow) stop() {
	for _, msg := range s.Buffer {
		if msg != nil {
			if msg.sending {
				msg.signaler <- 2
			}
		}
	}
}







github.com/relab/goxos/net/utils.go

package net

import (
	"encoding/binary"
	"errors"
	"reflect"
	"strings"
)

// msgType used by the Demuxers

type msgtype reflect.Type

// ERRORS

var (
	//sender
	errNodeNotFound = errors.New("can't connect, node not found in nodemap")
	errUnknownType  = errors.New("marshalling unknown type")

	//protocol
	errConnectionNotFound = errors.New("Conncetion not found in connections map")
	errReadAbort          = errors.New("Read Aborted. Protocol stopping")

	//demuxer
	ErrIdIsEqual            = errors.New("Id is equal to this node")
	ErrIdOutOfBounds        = errors.New("Id is out of bounds for current cluster size")
	ErrUnmarshallerNotFound = errors.New("No Unmarshaller exists for this packet type")
)

func IsSocketClosed(err error) bool {
	if strings.Contains(err.Error(), "use of closed network connection") {
		return true
	}

	return false
}

//Converts a byte slice into a uint32

func bytesToInt(bytes []byte) uint32 {
	return binary.BigEndian.Uint32(bytes[:])
}

//Converts a uint32 into a byte slice representation

func intToBytes(i uint32) []byte {
	r := make([]byte, 4)
	binary.BigEndian.PutUint32(r, i)
	return r
}







github.com/relab/goxos/nodeinit/doc.go

/*
Package nodeinit provides the ability to launch nodes that are to be used by the
lr and reconfig module.
*/
package nodeinit







github.com/relab/goxos/nodeinit/get.go

package nodeinit

import (
	"strings"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"github.com/relab/goxos/config"
)

var rp ReplicaProvider

func GetReplicaProvider(pid int, cfg *config.Config) ReplicaProvider {
	if rp != nil {
		return rp
	}

	provider := cfg.GetString("nodeInitReplicaProvider", config.DefNodeInitReplicaProvider)
	switch strings.TrimSpace(strings.ToLower(provider)) {
	default:
		glog.Warningf("Could not understand config value for \"%s\": \"%s\". Using Disabled.",
			"nodeInitReplicaProvider", provider)
		fallthrough
	case "disabled":
		rp = NewNoopReplicaProvider()
	case "mock":
		rp = NewMockReplicaProvider()
	case "kvs":
		standbys, err := cfg.GetNodeList("nodeInitStandbys")
		if err != nil {
			glog.Warningln("No standby nodes given in configuration")
		}
		rp = NewKvsReplicaProvider(pid, standbys)
	}

	return rp
}







github.com/relab/goxos/nodeinit/init_listener.go

package nodeinit

import (
	"fmt"
	"net"
	"sync"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	gnet "github.com/relab/goxos/net"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const defaultActivationPort = "10000"

const (
	Preinit = iota
	Listening
	Responding
	Transfering
	Initialized
	Activated
	Stopped
)

type state int

var states = [...]string{
	"Pre-init",
	"Listening",
	"Responding",
	"Transfering",
	"Initialized",
	"Activated",
	"Stopped",
}

func (s state) String() string {
	return states[s]
}

type initState struct {
	s state
	m sync.Mutex
}

type InitData struct {
	ID               grp.ID
	Config           config.TransferWrapper
	AppState         app.State
	ReplacedNode     grp.Node
	applyStateResult chan error
}

func (id *InitData) ApplyStateResult(err error) {
	id.applyStateResult <- err
}

type InitListener struct {
	initAddr           string
	listener           net.Listener
	initState          initState
	configAndStateChan chan InitData
}

func NewInitListener(ip string) *InitListener {
	return &InitListener{
		initAddr:           ip + ":" + defaultActivationPort,
		initState:          initState{s: Preinit},
		configAndStateChan: make(chan InitData),
	}
}

func (sl *InitListener) Start() (err error) {
	glog.V(1).Infof("listening to %v", sl.initAddr)
	sl.listener, err = net.Listen("tcp", sl.initAddr)
	if err != nil {
		glog.Fatalln("couldn't listen on provided address:", err)
		return err
	}
	sl.listenForConnections()
	return nil
}

func (sl *InitListener) listenForConnections() {
	sl.setState(Listening)
	go func() {
		defer sl.Stop()
		for {
			conn, err := sl.listener.Accept()
			if err != nil {
				if gnet.IsSocketClosed(err) {
					glog.Warningln("init listener closed; exiting")
					break
				}
				glog.Error(err)
				continue
			}
			glog.V(2).Infoln("received connection from", conn.RemoteAddr())
			go sl.handleConnection(conn)
		}
	}()
}

func (sl *InitListener) Stop() {
	sl.setState(Stopped)
	sl.listener.Close()
}

func (sl *InitListener) handleConnection(conn net.Conn) {
	/*
		connection := gnet.NewConnection(conn)
		defer connection.Close()

		var err error

		glog.V(2).Info("waiting for init request")
		var initRequest InitRequest
		if err = connection.Dec.Decode(&initRequest); err != nil {
			if err != nil {
				logError(err, "decoding", connection)
				return
			}
		}

		glog.V(2).Infoln("received InitRequest from", initRequest.SenderID)
		elog.Log(e.NewEvent(e.InitTransferStart))
		defer elog.Log(e.NewEvent(e.InitTransferDone))

		sl.initState.m.Lock()
		currentState := sl.initState.s
		if currentState == Listening {
			glog.V(2).Info("state is listening, responding with ack")
			sl.initState.s = Responding
			sresp := InitResponse{true, sl.initState.s}
			if err = connection.Enc.Encode(sresp); err != nil {
				sl.initState.s = Listening
				sl.initState.m.Unlock()
				logError(err, "encoding", connection)
				return
			}
		} else {
			sl.initState.m.Unlock()
			glog.V(2).Infoln("responding with nack due to state:", currentState)
			sresp := InitResponse{false, sl.initState.s}
			if err = connection.Enc.Encode(sresp); err != nil {
				logError(err, "encoding", connection)
			}
			return
		}

		glog.V(2).Info("waiting for transfer request")
		var initData InitData
		sl.initState.s = Transfering
		sl.initState.m.Unlock()
		if err = connection.Dec.Decode(&initData); err != nil {
			if err != nil {
				logError(err, "decoding", connection)
				sl.setState(Listening)
				return
			}
		}

		glog.V(2).Info("sending init data to goxos")
		initData.applyStateResult = make(chan error)
		sl.configAndStateChan <- initData
		err = <-initData.applyStateResult
		if err != nil {
			glog.Errorln("applying init data failed, reason:", err, "responding with error")
			tresp := TransferResponse{false, err.Error()}
			if err = connection.Enc.Encode(tresp); err != nil {
				logError(err, "encoding", connection)
			}
			glog.V(2).Info("will continue to listen for init requests")
			sl.setState(Listening)
			return
		}

		glog.V(2).Info("applying initialization data was successful, responding with ack")
		tresp := TransferResponse{true, ""}
		if err = connection.Enc.Encode(tresp); err != nil {
			logError(err, "encoding", connection)
			glog.Warning("response with initialization success failed to be sent")
			sl.setState(Initialized)
			return
		}
		glog.V(2).Info("response with init ack sent")
		sl.setState(Initialized)
	*/
}

func (sl *InitListener) WaitForInitData() (InitData, error) {
	sl.initState.m.Lock()
	currentState := sl.initState.s
	sl.initState.m.Unlock()
	if !canWaitForInitData(currentState) {
		return InitData{}, fmt.Errorf("can't wait for init data due to current state (%v)", currentState)
	}
	glog.V(2).Infoln("waiting for state and config")
	return <-sl.configAndStateChan, nil
}

func (sl *InitListener) SetActivated() error {
	sl.initState.m.Lock()
	defer sl.initState.m.Unlock()
	if sl.initState.s != Initialized {
		return fmt.Errorf("could not set activated due to current state (%v)", sl.initState.s)
	}
	sl.initState.s = Activated
	return nil
}

func (sl *InitListener) setState(state state) {
	sl.initState.m.Lock()
	sl.initState.s = state
	sl.initState.m.Unlock()
}

func canWaitForInitData(state state) bool {
	if state == Initialized || state == Activated || state == Stopped {
		return false
	}
	return true
}

//func logError(err error, op string, connection *gnet.Connection) {
//	glog.Errorln("error when", op, "message from", connection, ":", err)
//}







github.com/relab/goxos/nodeinit/init_node.go

package nodeinit

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
)

type NodeType uint

const (
	ReplacerNode NodeType = iota
	ReconfigNode
	AReconfNode
)

func InitNode(nt NodeType, rn grp.Node, id grp.ID,
	config config.TransferWrapper, appState app.State) error {

	elog.Log(e.NewEvent(e.FailureHandlingInitStart))
	/*
		conn, err := net.ConnectToAddr(rn.IP + ":" + defaultActivationPort)
		if err != nil {
			return err
		}

		defer conn.Close()

		glog.V(2).Info("init request")
		if err = conn.Enc.Encode(InitRequest{}); err != nil {
			return err
		}

		glog.V(2).Info("reading init response")
		var iresp InitResponse
		if err := conn.Dec.Decode(&iresp); err != nil {
			return err
		}

		if iresp.Ack {
			glog.V(2).Info("replacer node responded available for init")
		} else {
			return fmt.Errorf("node could not be started due to state (%v)", iresp.State)
		}

		glog.V(2).Info("generating transfer request")
		treq := TransferRequest{ID: id, Config: config, AppState: appState}

		glog.V(2).Info("sending transfer request")
		if err = conn.Enc.Encode(treq); err != nil {
			return err
		}

		glog.V(2).Info("reading transfer response")
		var tresp TransferResponse
		if err := conn.Dec.Decode(&tresp); err != nil {
			return err
		}

		if !tresp.Success {
			return errors.New(tresp.ErrorString)
		}

		glog.V(2).Info("node responded with init success")
		elog.Log(e.NewEvent(e.FailureHandlingInitDone))
	*/
	return nil
}







github.com/relab/goxos/nodeinit/kvs_provider.go

package nodeinit

import (
	"errors"

	"github.com/relab/goxos/grp"
)

type KvsReplicaProvider struct {
	counter  int
	standbys []grp.Node
}

func NewKvsReplicaProvider(startc int, standbys []grp.Node) *KvsReplicaProvider {
	return &KvsReplicaProvider{counter: (startc / 2) % len(standbys), standbys: standbys}
}

func (krp *KvsReplicaProvider) GetReplica(appID, failureHandlingType string) (grp.Node, error) {
	if len(krp.standbys) == 0 {
		return grp.Node{}, errors.New("no replica available")
	}
	replica := krp.standbys[krp.counter]
	if krp.counter == len(krp.standbys)-1 {
		krp.standbys = krp.standbys[:krp.counter]
		krp.counter = 0
	} else {
		krp.standbys = append(krp.standbys[:krp.counter], krp.standbys[krp.counter+1:]...)
	}
	return replica, nil
}







github.com/relab/goxos/nodeinit/mock_provider.go

package nodeinit

import (
	"github.com/relab/goxos/grp"
)

type MockReplicaProvider struct {
}

func NewMockReplicaProvider() *MockReplicaProvider {
	return &MockReplicaProvider{}
}

func (mrp *MockReplicaProvider) GetReplica(appID, failureHandlingType string) (grp.Node, error) {
	node := grp.NewNode("127.0.0.1", "9020", "9021", true, true, true)
	return node, nil
}







github.com/relab/goxos/nodeinit/msg.go

package nodeinit

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
)

type InitRequest struct {
	SenderID grp.ID
}

type InitResponse struct {
	Ack   bool
	State state
}

type TransferRequest struct {
	ID       grp.ID
	Config   config.TransferWrapper
	AppState app.State
}

type TransferResponse struct {
	Success     bool
	ErrorString string
}







github.com/relab/goxos/nodeinit/node_provider.go

package nodeinit

import (
	"errors"

	"github.com/relab/goxos/grp"
)

var (
	ErrNoReplicaFound = errors.New("no available new replica found")
)

type ReplicaProvider interface {
	GetReplica(appID, failureHandlingType string) (grp.Node, error)
}







github.com/relab/goxos/nodeinit/noop_provider.go

package nodeinit

import (
	"errors"

	"github.com/relab/goxos/grp"
)

type NoopReplicaProvider struct {
}

func NewNoopReplicaProvider() *NoopReplicaProvider {
	return &NoopReplicaProvider{}
}

func (nrp *NoopReplicaProvider) GetReplica(appID, failureHandlingType string) (grp.Node, error) {
	return grp.Node{}, errors.New("peplica provider disabled, no available replica")
}







github.com/relab/goxos/parallelpaxos/acceptor.go

package parallelpaxos

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type acceptorStateRequest struct {
	afterSlot    px.SlotID
	responseChan chan<- *px.AcceptorSlotMap
	release      <-chan bool
}

type acceptorSlotRequest struct {
	responseChan chan<- *px.AcceptorSlotMap
	release      <-chan bool
}

type ParallelAcceptor struct {
	id          grp.ID
	started     bool
	startable   bool
	lowSlot     px.SlotID // The acceptor can't respond with learns for slots lower than this
	processors  int
	slots       *px.AcceptorSlotMap
	ucast       chan<- net.Packet
	bcast       chan<- interface{}
	prepareChan <-chan px.Prepare
	acceptChan  <-chan px.Accept

	// The round lock: Paxos requires some predictability
	// here. When the acceptor promises on a round number, it
	// should not learn accept messages with lower round
	// number. We cannot therefore do these tasks in parallel, but
	// for most of the time the round number is not changed and we
	// can handle accepts in parallel (read in parallel,
	// exclucively write)
	rndLock     sync.RWMutex
	getSlotLock sync.Mutex

	dmx          net.Demuxer
	grpmgr       grp.GroupManager
	stateReqChan chan acceptorStateRequest
	slotReqChan  chan acceptorSlotRequest
	stop         chan bool
	stopCheckIn  *sync.WaitGroup
}

// Create a new ParallelAcceptor with the help of a PaxosPack.
func NewParallelAcceptor(pp *px.Pack) *ParallelAcceptor {
	ma := &ParallelAcceptor{
		id:           pp.ID,
		startable:    (pp.RunAcc && pp.RunLrn),
		lowSlot:      pp.NextExpectedDcd,
		processors:   pp.Config.GetInt("parallelPaxosAcceptors", config.DefParallelPaxosAcceptors),
		slots:        px.NewAcceptorSlotMap(),
		ucast:        pp.Ucast,
		bcast:        pp.Bcast,
		dmx:          pp.Dmx,
		grpmgr:       pp.Gm,
		stateReqChan: make(chan acceptorStateRequest),
		slotReqChan:  make(chan acceptorSlotRequest),
		stop:         make(chan bool),
		stopCheckIn:  pp.StopCheckIn,
	}

	// Set lowSlot to maxSeen in the slot map
	ma.slots.MaxSeen = ma.lowSlot

	return ma
}

// Start listening for ParallelPaxos messages from other replicas. Registers
// interest for PrepareMsg and AcceptMsg.
func (a *ParallelAcceptor) Start() {
	if !a.startable || a.started {
		glog.Warning("ignoring start request")
		return
	}

	glog.V(1).Infof("starting %d processors", a.processors)
	a.started = true
	a.registerChannels()

	for i := 0; i < a.processors; i++ {
		go a.processor(i)
	}
}

// Stops all Acceptor processors.
func (a *ParallelAcceptor) Stop() {
	if a.started {
		a.started = false
		for i := 0; i < a.processors; i++ {
			a.stop <- true
		}
		a.stopCheckIn.Done()
	}
}

// Processor should be started as a new go routine. Will return when
// signaled on a.stop channel. So when having n processors, you'll
// have to send n signals on the stop channel to stop all processors.
func (a *ParallelAcceptor) processor(i int) {
	// Bookkeeping of the new goroutine:
	a.stopCheckIn.Add(1)
	defer a.stopCheckIn.Done()

	glog.V(1).Info("Started acceptor processor ", i)
	defer glog.V(1).Info("Stopped acceptor processor ", i)

	for {
		select {
		case prepare := <-a.prepareChan:
			prom, dest := a.handlePrepare(&prepare)
			if prom != nil {
				a.send(*prom, dest)
			}
		case accept := <-a.acceptChan:
			a.handleAccept(&accept)
		case <-a.stop:
			return
		}
	}
}

func (a *ParallelAcceptor) registerChannels() {
	acceptChan := make(chan px.Accept, 256)
	a.acceptChan = acceptChan
	a.dmx.RegisterChannel(acceptChan)

	prepareChan := make(chan px.Prepare, 16)
	a.prepareChan = prepareChan
	a.dmx.RegisterChannel(prepareChan)
}

func (a *ParallelAcceptor) handlePrepare(msg *px.Prepare) (*px.Promise, grp.ID) {
	glog.V(3).Infoln("got prepare from", msg.ID, "with crnd",
		msg.CRnd, "and slot id", msg.Slot)

	// Write lock:
	a.rndLock.Lock()
	defer a.rndLock.Unlock()

	// If the round number for the Promise is lower or equal
	// to the highest one in which we have participated: ignore.
	// Future work: Reply with some kind of NACK.
	if a.slots.Rnd.Compare(msg.CRnd) >= 0 {
		return nil, grp.UndefinedID()
	}

	a.slots.Rnd = msg.CRnd
	max := a.slots.MaxSeen
	var accslots []px.AcceptorSlot
	if int(msg.Slot-max) >= 0 {
		accslots = make([]px.AcceptorSlot, msg.Slot-max)
	} else {
		accslots = make([]px.AcceptorSlot, 0)
	}

	// For every slot in range [msg.Slot, max]:
	// Add to []PromiseMsg if VRnd != ⊥
	for i := msg.Slot; i <= max; i++ {
		slot := a.slots.GetSlot(i)
		if slot.VRnd.Compare(px.ZeroRound) > 0 {
			accslots = append(accslots, *slot)
		}
	}

	return &px.Promise{
		ID:       a.id,
		Rnd:      a.slots.Rnd,
		AccSlots: accslots,
	}, msg.ID
}

func (a *ParallelAcceptor) handleAccept(msg *px.Accept) {
	if msg.Slot < a.lowSlot {
		glog.V(3).Infoln("Got a accept for lower than a.lowSlot.")
		return
	}

	a.rndLock.RLock()
	defer a.rndLock.RUnlock()

	a.getSlotLock.Lock()
	slot := a.slots.GetSlot(msg.Slot)
	a.getSlotLock.Unlock()

	// If the round number for the Accept is lower or equal to the highest
	// one in which we have participated, or the message round is eqaual to
	// vrnd: ignore.
	if a.slots.Rnd.Compare(msg.Rnd) == 1 {
		glog.V(3).Infoln("Got a accept for a lower slot than a.slots.Rnd")
		return
	}
	if msg.Rnd.Compare(slot.VRnd) == 0 {
		glog.V(3).Infoln("Got a new accept with same round number...")
		return
	}

	// If the round number for the Accept for some reason is higher than
	// the highest one in which we have participated: update our round
	// variable to this value.
	if a.slots.Rnd.Compare(msg.Rnd) == -1 {
		glog.V(3).Infoln("Slot number increased for some unexcepted reason")
		a.slots.Rnd = msg.Rnd
	}

	slot.VRnd = msg.Rnd
	slot.VVal = msg.Val

	glog.V(3).Infof("Going to broadcast a learn for slot %d", slot.ID)
	a.broadcast(px.Learn{
		Slot: slot.ID,
		ID:   a.id,
		Rnd:  a.slots.Rnd,
		Val:  msg.Val,
	})
	glog.V(3).Infof("Broadcasted a learn for slot %d", slot.ID)
}

// -----------------------------------------------------------------------
// Communication utilities

func (a *ParallelAcceptor) send(msg interface{}, id grp.ID) {
	a.ucast <- net.Packet{DestID: id, Data: msg}
}

func (a *ParallelAcceptor) broadcast(msg interface{}) {
	a.bcast <- msg
}

// -----------------------------------------------------------------------
// Acceptor state

// Set the state of the acceptor
func (a *ParallelAcceptor) SetState(slots *px.AcceptorSlotMap) {
	// a.slots = slots
}

// Request the state of the acceptor
func (a *ParallelAcceptor) GetState(afterSlot px.SlotID,
	release <-chan bool) *px.AcceptorSlotMap {
	responseChan := make(chan *px.AcceptorSlotMap)
	a.stateReqChan <- acceptorStateRequest{afterSlot, responseChan, release}
	return <-responseChan
}

func (a *ParallelAcceptor) GetMaxSlot(release <-chan bool) *px.AcceptorSlotMap {
	responseChan := make(chan *px.AcceptorSlotMap)
	a.slotReqChan <- acceptorSlotRequest{responseChan, release}
	return <-responseChan
}

func (a *ParallelAcceptor) SetLowSlot(slot px.SlotID) {
	a.lowSlot = slot
}







github.com/relab/goxos/parallelpaxos/create.go

package parallelpaxos

import px "github.com/relab/goxos/paxos"

// Construct all of the actors for ParallelPaxos. Returns a ParallelProposer, ParallelAcceptor, and
// ParallelLearner.
func CreateParallelPaxos(pp *px.Pack) (*ParallelProposer, *ParallelAcceptor, *ParallelLearner) {
	if pp.Gm.LrEnabled() || pp.Gm.ArEnabled() {
		panic("Lr or Ar not supported in ParallelPaxos")
	}

	p := NewParallelProposer(pp)
	a := NewParallelAcceptor(pp)
	l := NewParallelLearner(pp)

	return p, a, l
}







github.com/relab/goxos/parallelpaxos/learner.go

package parallelpaxos

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type LearnerSlotMap struct {
	stopCheckIn       *sync.WaitGroup
	numProcessors     uint
	dcdChan           chan<- *px.Value
	dcdSlotIDToProp   chan<- px.SlotID
	id                int
	slots             map[uint]*LearnerSlot
	grpmgr            grp.GroupManager
	nextToDecideToken bool
	tokenChanNext     chan bool
	tokenChan         chan bool
	nextToDecide      uint
	learnChan         chan *px.Learn
	stop              chan bool
}

type LearnerSlot struct {
	ID         px.SlotID
	Rnd        px.ProposerRound
	Learns     []*px.Learn
	Votes      uint
	Learned    bool
	Decided    bool
	LearnedVal px.Value
}

func (lsm *LearnerSlotMap) getSlot(id uint) *LearnerSlot {
	_, ok := lsm.slots[id]
	if !ok {
		lsm.slots[id] = &LearnerSlot{ID: px.SlotID(id)}
	}
	return lsm.slots[id]
}

func (lsm *LearnerSlotMap) receiveNextToDecideToken() {
	lsm.nextToDecideToken = true

	// Do we have anything to decide?
	slot := lsm.getSlot(lsm.nextToDecide)
	if slot.Learned {
		lsm.dcdChan <- &slot.LearnedVal
		lsm.dcdSlotIDToProp <- slot.ID
		lsm.nextToDecide += lsm.numProcessors
		lsm.nextToDecideToken = false
		lsm.tokenChanNext <- true
	}
}

func (lsm *LearnerSlotMap) run() {
	glog.V(1).Info("starting one learner processor")

	lsm.stopCheckIn.Add(1)
	defer lsm.stopCheckIn.Done()

	for {
		select {
		case learn := <-lsm.learnChan:
			lsm.handleLearn(learn)
		case <-lsm.tokenChan:
			lsm.receiveNextToDecideToken()
		case <-lsm.stop:
			return
		}
	}
}

func (lsm *LearnerSlotMap) handleLearn(learn *px.Learn) {
	glog.V(3).Infof("got learn from %v for slot %d", learn.ID, learn.Slot)
	slot := lsm.getSlot(uint(learn.Slot))

	if slot.Learned {
		return
	}

	switch slot.Rnd.Compare(learn.Rnd) {
	case 1:
		// Round in learn is lower, ignore
		return
	case -1:
		// Round in learn is bigger, reset and initialize,
		// then fallthrough. This will always be true for
		// first learn in new slot.
		slot.Rnd = learn.Rnd
		slot.Learns = make([]*px.Learn, lsm.grpmgr.NrOfNodes())
		slot.Votes = 0
		fallthrough
	case 0:
		if slot.Learns[learn.ID.PxInt()] != nil {
			// If we already have a learn with some round
			// from the replica: ignore.
			return
		}
		slot.Votes++
		slot.Learns[learn.ID.PxInt()] = learn

		// Return if no quorum:
		if slot.Votes < lsm.grpmgr.Quorum() {
			return
		}
	}

	// We got a quorum. Continue to learn the value:
	glog.V(3).Infof("Learning slot %d", slot.ID)
	slot.Learned = true
	slot.LearnedVal = learn.Val

	if lsm.nextToDecideToken && uint(slot.ID) == lsm.nextToDecide {
		lsm.dcdChan <- &slot.LearnedVal
		lsm.dcdSlotIDToProp <- slot.ID
		lsm.nextToDecide += lsm.numProcessors
		lsm.nextToDecideToken = false
		lsm.tokenChanNext <- true
	} else if uint(slot.ID) > lsm.nextToDecide {
		// Could send catch up here
	}
}

type ParallelLearner struct {
	id              grp.ID
	started         bool
	startable       bool
	processors      []LearnerSlotMap
	numProcessors   int
	learnChan       <-chan px.Learn
	learnChans      []chan *px.Learn
	dcdChan         chan<- *px.Value
	dcdSlotIDToProp chan<- px.SlotID
	dmx             net.Demuxer
	grpmgr          grp.GroupManager
	stop            chan bool
	stopCheckIn     *sync.WaitGroup
}

// Create a new ParallelLearner with the help of a PaxosPack.
func NewParallelLearner(pp *px.Pack) *ParallelLearner {
	ma := &ParallelLearner{
		id:              pp.ID,
		started:         false,
		startable:       (pp.RunAcc && pp.RunLrn),
		dmx:             pp.Dmx,
		grpmgr:          pp.Gm,
		dcdChan:         pp.DcdChan,
		dcdSlotIDToProp: pp.DcdSlotIDToProp,
		stopCheckIn:     pp.StopCheckIn,
		numProcessors:   pp.Config.GetInt("parallelPaxosLearners", config.DefParallelPaxosLearners),
		stop:            make(chan bool),
	}

	ma.processors = make([]LearnerSlotMap, ma.numProcessors)
	tokenChans := make([]chan bool, ma.numProcessors)

	for i := 0; i < ma.numProcessors; i++ {
		tokenChans[i] = make(chan bool, 2)
	}

	for i := 0; i < ma.numProcessors; i++ {
		p := LearnerSlotMap{
			stopCheckIn:       ma.stopCheckIn,
			numProcessors:     uint(ma.numProcessors),
			dcdChan:           ma.dcdChan,
			dcdSlotIDToProp:   pp.DcdSlotIDToProp,
			id:                i,
			slots:             make(map[uint]*LearnerSlot),
			grpmgr:            ma.grpmgr,
			nextToDecideToken: false,
			learnChan:         make(chan *px.Learn, 10),
			tokenChanNext:     tokenChans[(i+1)%ma.numProcessors],
			tokenChan:         tokenChans[i],
			nextToDecide:      uint(i),
			stop:              make(chan bool, 1),
		}

		if i == 0 {
			p.nextToDecide = uint(ma.numProcessors)
		}

		ma.processors[i] = p
	}

	return ma
}

// Start listening for ParallelPaxos messages from other
// replicas. Registers interest for PrepareMsg and AcceptMsg.
func (l *ParallelLearner) Start() {
	if !l.startable || l.started {
		glog.Warning("ignoring start request")
		return
	}

	glog.V(1).Info("starting")
	l.started = true
	l.registerChannels()

	for i := range l.processors {
		go l.processors[i].run()
	}

	go func() {
		firstLearn := true

		for {
			select {
			case learn := <-l.learnChan:
				if firstLearn {
					l.processors[int(learn.Slot)%l.numProcessors].tokenChan <- true
					firstLearn = false
				}
				l.processors[int(learn.Slot)%l.numProcessors].learnChan <- &learn
			case <-l.stop:
				return
			}
		}
	}()
}

// Stops all Learner processors.
func (l *ParallelLearner) Stop() {
	if l.started {
		l.started = false

		l.stop <- true
		for i := range l.processors {
			l.processors[i].stop <- true
		}
		l.stopCheckIn.Done()
	}
}

func (l *ParallelLearner) registerChannels() {
	learnChan := make(chan px.Learn, 256)
	l.learnChan = learnChan
	l.dmx.RegisterChannel(learnChan)
}







github.com/relab/goxos/parallelpaxos/proposer.go

package parallelpaxos

import (
	"fmt"
	"sync"
	"time"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// Time between proposal attemts:
const initialPhase1timeout = 500 * time.Millisecond

type ParallelProposer struct {
	//--------------------------
	// Paxos spesifics:
	//

	leader            grp.ID
	numProcessors     uint                   // the number of processors (parallel goroutines) we want in the proposer
	processDecided    []chan uint            // Signal from demuxer to processor
	sendAccepts       []chan *SendAcceptsMsg // Signal from demuxer to processor
	processPromises   []chan *PromisesMsg    // Signal from demuxer to processor to process phase1promises
	crnd              *px.ProposerRound      // current round number
	alpha             uint
	reqQueue          chan *px.Value // queue of client requests that we should process on phase one we'll have to store the promises we get
	reqQueueLength    uint
	phase1promises    []*px.Promise
	phase1numPromises uint
	phase1timeout     time.Duration // progress check interval
	phase1ticker      *time.Ticker  // and ticker for interval check
	phase1done        bool
	adu               uint // All decided up to
	aduInProcessor    []uint
	advanceChan       chan *AduMsg
	next              uint

	//--------------------------
	// Goxos spesifics:
	//

	id          grp.ID // unique id of this actor in the paxos network.
	startable   bool   // some replicas may be set up without a proposer, and it is then not startable
	started     bool
	dmx         net.Demuxer      // by registering channels with the demuxer we'll get all messages we're interested in
	grpmgr      grp.GroupManager // manages the group of replicas
	stopCheckIn *sync.WaitGroup  // Bookkeeping of goroutines
	stop        chan bool        // signal all goroutines to stop

	// Outgoing channels:
	ucast chan<- net.Packet
	bcast chan<- interface{}

	// Incoming channels
	trust       <-chan grp.ID
	promiseChan chan px.Promise
	dcdChan     <-chan px.SlotID
	propChan    <-chan *px.Value // incoming request from client
}

// Used to send Adu update messages from processors to demuxer
type AduMsg struct {
	processor uint
	adu       uint
}

// Used to command processors to process these promises
type PromisesMsg struct {
	promises []*px.Promise
	wg       *sync.WaitGroup
}

// Used to command processors to start sending accept messages up to a
// given slot id.
type SendAcceptsMsg struct {
	upTo uint
	crnd px.ProposerRound
}

func NewParallelProposer(pp *px.Pack) *ParallelProposer {
	proposer := &ParallelProposer{
		leader:         pp.Ld.PaxosLeader(),
		numProcessors:  uint(pp.Config.GetInt("parallelPaxosProposers", config.DefParallelPaxosProposers)),
		crnd:           px.NewProposerRound(pp.ID),
		alpha:          uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		reqQueue:       make(chan *px.Value, pp.Config.GetInt("alpha", config.DefAlpha)*128),
		reqQueueLength: 0,
		phase1timeout:  initialPhase1timeout,
		phase1done:     false,
		next:           1,

		id:          pp.ID,
		startable:   pp.RunProp,
		dmx:         pp.Dmx,
		grpmgr:      pp.Gm,
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		trust:       pp.Ld.SubscribeToPaxosLdMsgs("proposer"),
		promiseChan: make(chan px.Promise, pp.Gm.NrOfNodes()),
		dcdChan:     pp.DcdSlotIDToProp,
		propChan:    pp.PropChan,
		stopCheckIn: pp.StopCheckIn,
		stop:        make(chan bool),
	}

	proposer.dmx.RegisterChannel(proposer.promiseChan)
	proposer.advanceChan = make(chan *AduMsg)
	proposer.processDecided = make([]chan uint, proposer.numProcessors)
	proposer.sendAccepts = make([]chan *SendAcceptsMsg, proposer.numProcessors)
	proposer.processPromises = make([]chan *PromisesMsg, proposer.numProcessors)
	proposer.aduInProcessor = make([]uint, proposer.numProcessors)

	return proposer
}

// Starts the demuxer and the processors
func (p *ParallelProposer) Start() {
	if !p.startable || p.started {
		glog.V(1).Info("ignoring start request")
	}
	p.started = true

	glog.V(1).Info("starting")
	glog.V(1).Info("status: ", p.getStatus())

	p.phase1ticker = time.NewTicker(p.phase1timeout)

	// Start all processors
	for i := uint(0); i < p.numProcessors; i++ {
		p.processDecided[i] = make(chan uint)
		p.sendAccepts[i] = make(chan *SendAcceptsMsg)
		p.processPromises[i] = make(chan *PromisesMsg)
		p.startProcessor(i)
	}

	go p.startDemuxer()
}

// The demuxer takes totally care of phase 1 stuff (proposals,
// promises, timeouts etc.) And it demuxes all other events to the
// correct processor.
func (p *ParallelProposer) startDemuxer() {
	p.stopCheckIn.Add(1)
	defer p.stopCheckIn.Done()

	glog.V(1).Info("started proposer demuxer")
	defer glog.V(1).Info("stopped proposer demuxer")

	for {
		select {
		case trustID := <-p.trust:
			p.demuxerHandleTrust(trustID)
		case promise := <-p.promiseChan:
			p.demuxerHandlePromise(&promise)
		case <-p.phase1ticker.C:
			p.demuxerHandlePhaseTick()
		case val := <-p.propChan:
			p.demuxerHandleNewRequest(val)
		case dcd := <-p.dcdChan:
			p.demuxerDemuxDecided(uint(dcd))
		case aduMsg := <-p.advanceChan:
			p.demuxerHandleAdvance(aduMsg)
		case <-p.stop:
			return
		}
	}
}

// We can have multiple processors. Each is responsible for its part
// of the slotmap.
func (p *ParallelProposer) startProcessor(id uint) {
	p.stopCheckIn.Add(1)

	// TODO: Find a better way to solve the processors adu:
	var adu uint
	for ; adu <= p.adu; adu += p.numProcessors {
	}
	adu -= p.numProcessors

	next := id
	if (adu != 0) || (adu == 0 && id == 0) {
		next = adu + p.numProcessors
	}

	processor := ProposerProcessor{
		proposerID:    p.id,
		numProcessors: p.numProcessors,
		slots:         make(map[uint]*ProposerSlot),
		bcast:         p.bcast,
		reqQueue:      p.reqQueue,
		id:            id,
		adu:           adu,
		next:          next,
	}

	go func(pid uint) {
		glog.V(1).Info("started proposer processor ", pid)
		defer glog.V(1).Info("stopped proposer processor ", pid)
		defer p.stopCheckIn.Done()

		for {
			select {
			case dcd := <-p.processDecided[pid]:
				processor.HandleDecided(dcd, p.advanceChan)
			case msg := <-p.sendAccepts[pid]:
				processor.SendAccepts(msg)
			case msg := <-p.processPromises[pid]:
				processor.ProcessPromises(msg)
			case <-p.stop:
				return
			}
		}
	}(id)
}

func (p *ParallelProposer) Stop() {
	if p.started {
		glog.V(1).Info("signaling processors and demuxer to stop")

		for i := uint(0); i < (p.numProcessors + 1); i++ {
			p.stop <- true
		}
		p.stopCheckIn.Done()
		p.started = false
	}
}

func (p *ParallelProposer) getStatus() string {
	return fmt.Sprintf("adu: %d, alpha: %d",
		p.adu, p.alpha)
}

// We need to implement this, but this is a Asynchronous
// Reconfiguration (goxos/arec) feature that is not supported anyway.
func (p *ParallelProposer) SetNextSlot(ns px.SlotID) {
	panic("Arec not supported by parallelpaxos.")
}







github.com/relab/goxos/parallelpaxos/proposer_demuxer.go

package parallelpaxos

import (
	"sync"

	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// We recieved a signal about a desicion on a new leader. If this is
// us, we'll need to start proposing.
func (p *ParallelProposer) demuxerHandleTrust(id grp.ID) {
	if p.leader == p.id && p.leader == id {
		glog.V(2).Info("I was reelected as leader")
		return
	}

	p.leader = id

	if p.leader == p.id {
		glog.V(2).Info("I'm elected as leader")
		p.demuxerStartPhase1()
	}
}

// Resets state and sends prepare
func (p *ParallelProposer) demuxerStartPhase1() {
	p.phase1done = false
	p.phase1numPromises = 0
	p.phase1promises = make([]*px.Promise, p.grpmgr.NrOfNodes())

	p.crnd.Next()
	prepare := &px.Prepare{
		ID:   p.id,
		CRnd: *p.crnd,
		Slot: px.SlotID(p.adu),
	}
	p.bcast <- *prepare
}

func (p *ParallelProposer) demuxerHandlePromise(promise *px.Promise) {
	if p.phase1done {
		glog.V(3).Info("Ignoring a promise. Already in phase 2")
		return
	}

	if p.crnd.Compare(promise.Rnd) != 0 {
		glog.V(3).Info("Ignoring a promise to a lower round number")
		return
	}

	if p.phase1promises[promise.ID.PxInt()] != nil {
		glog.V(3).Info("Ignoring a promise. Already got one from that client.")
		return
	}

	glog.V(3).Infof("Got promise with data for %d slots from %v",
		len(promise.AccSlots), promise.ID)

	p.phase1promises[promise.ID.PxInt()] = promise
	p.phase1numPromises++

	if p.phase1numPromises >= p.grpmgr.Quorum() {
		glog.V(2).Info("Got quorum of promises")
		p.demuxerFinishPhase1()
	}
}

// Copies slots from promises to our slot map and finishes phase 1
func (p *ParallelProposer) demuxerFinishPhase1() {
	var wg sync.WaitGroup
	promisesMsg := &PromisesMsg{
		promises: p.phase1promises,
		wg:       &wg,
	}

	for _, ch := range p.processPromises {
		wg.Add(1)
		ch <- promisesMsg
	}

	wg.Wait()

	p.phase1done = true
	p.demuxerSignalToSendAccepts()
}

// If in phase 1: Start over again with increased round number
func (p *ParallelProposer) demuxerHandlePhaseTick() {
	if p.leader != p.id || p.phase1done {
		return
	}

	glog.V(3).Info("timeout: phase 1 not complete, retrying")
	p.demuxerStartPhase1()
}

func (p *ParallelProposer) demuxerHandleNewRequest(value *px.Value) {
	if p.leader != p.id {
		return
	}

	select {
	case p.reqQueue <- value:
		p.reqQueueLength++
	default:
		glog.Warning("Dropping a request. Queue in proposer out of space.")
		return
	}

	if p.leader == p.id && p.phase1done {
		p.demuxerSignalToSendAccepts()
	}
}

// Send the decided message to correct processor
func (p *ParallelProposer) demuxerDemuxDecided(slotID uint) {
	p.processDecided[slotID%p.numProcessors] <- slotID
}

// Handle message about a processor having increased its adu
func (p *ParallelProposer) demuxerHandleAdvance(msg *AduMsg) {
	// Was this processor the processor with the lowest adu?
	aduIncreased := true
	for _, adu := range p.aduInProcessor {
		if adu < p.aduInProcessor[msg.processor] {
			aduIncreased = false
			break
		}
	}

	// Anyway: store the new processor adu
	p.aduInProcessor[msg.processor] = msg.adu

	if aduIncreased {
		p.adu = msg.adu
		glog.V(3).Info("Advanced adu to ", p.adu)

		if p.leader == p.id && p.phase1done {
			p.demuxerSignalToSendAccepts()
		}
	}
}

// Signal the processors to start sending accepts
func (p *ParallelProposer) demuxerSignalToSendAccepts() {
	msg := &SendAcceptsMsg{
		crnd: *p.crnd,
	}

	if (p.adu + p.alpha) < (p.next + p.reqQueueLength - 1) {
		msg.upTo = p.adu + p.alpha
	} else {
		msg.upTo = p.next + p.reqQueueLength - 1
	}

	glog.V(3).Infof("Signaling to send accepts up to %d...", msg.upTo)

	for _, ch := range p.sendAccepts {
		go func(dest chan<- *SendAcceptsMsg) {
			dest <- msg
		}(ch)
	}

	p.reqQueueLength -= msg.upTo - p.next
	p.next += (msg.upTo - p.next)
}







github.com/relab/goxos/parallelpaxos/proposer_processor.go

package parallelpaxos

import (
	"errors"

	"github.com/relab/goxos/grp"
	px "github.com/relab/goxos/paxos"
)

type ProposerProcessor struct {
	numProcessors uint
	proposerID    grp.ID
	bcast         chan<- interface{}
	reqQueue      <-chan *px.Value
	id            uint
	slots         map[uint]*ProposerSlot
	adu           uint
	next          uint
}

type ProposerSlot struct {
	Decided  bool
	Proposal *px.Accept
}

// Returns pointer to a slot. Initializes the slot if
// necessary. Returns error if it is not our slot.
func (pp *ProposerProcessor) getSlot(slotID uint) (*ProposerSlot, error) {
	if slotID%pp.numProcessors != pp.id {
		return nil, errors.New("not our slot")
	}

	_, ok := pp.slots[slotID]
	if !ok {
		pp.slots[slotID] = &ProposerSlot{
			Decided: false,
		}
	}
	return pp.slots[slotID], nil
}

func (pp *ProposerProcessor) ProcessPromises(msg *PromisesMsg) {
	for _, promise := range msg.promises {
		if promise != nil {
			for _, accSlot := range promise.AccSlots {
				if accSlot.ID <= px.SlotID(pp.adu) {
					continue
				}

				slot, err := pp.getSlot(uint(accSlot.ID))

				if err != nil {
					// Not our slot
					continue
				}

				if slot.Proposal == nil || slot.Proposal.Rnd.Compare(accSlot.VRnd) >= 0 {
					slot.Proposal = &px.Accept{
						Rnd: accSlot.VRnd,
						Val: accSlot.VVal,
					}
				}
			}
		}
	}

	msg.wg.Done()
}

// Set the slot to decided and calculate new adu
func (pp *ProposerProcessor) HandleDecided(slotID uint, advanceCh chan<- *AduMsg) {
	slot, err := pp.getSlot(slotID)

	if err != nil {
		return
	}

	slot.Decided = true

	// We have a edge case. If this is the first desicion and our
	// processor id is not 0, then our initial pp.adu may not be
	// our slot. We just handle this edge case for itself here:
	if slotID == pp.id {
		pp.adu = slotID
		msg := &AduMsg{
			processor: pp.id,
			adu:       pp.adu,
		}
		go func(ch chan<- *AduMsg, m *AduMsg) {
			ch <- msg
		}(advanceCh, msg)
		return
	}

	if slotID == (pp.adu + pp.numProcessors) {
		didAdvance := false

		for i := pp.adu + pp.numProcessors; i <= slotID; i += pp.numProcessors {
			slot, _ := pp.getSlot(slotID)

			if slot.Decided {
				pp.adu = slotID
				didAdvance = true
			} else {
				break
			}
		}

		if didAdvance {
			msg := &AduMsg{
				processor: pp.id,
				adu:       pp.adu,
			}
			go func(ch chan<- *AduMsg, m *AduMsg) {
				ch <- msg
			}(advanceCh, msg)
		}
	}
}

// Sends accepts for slots up to given slot id. Assumes that there are
// enough elements in the queue. Panics otherwise.
func (pp *ProposerProcessor) SendAccepts(msg *SendAcceptsMsg) {
	for pp.next <= msg.upTo {
		select {
		case queuedVal := <-pp.reqQueue:
			accept := &px.Accept{
				ID:   pp.proposerID,
				Rnd:  msg.crnd,
				Slot: px.SlotID(pp.next),
				Val:  *queuedVal,
			}
			pp.bcast <- accept
			pp.next += pp.numProcessors
		default:
			panic("Proposer processor was commanded to send accept, but queue was empty")
		}
	}
}







github.com/relab/goxos/paxos/actors.go

package paxos

// A Paxos actor implements Start() and Stop() methods. Maybe this could
// be generalized as an interface for a Module which we Start() and Stop()
// in the server module.
type Actor interface {
	Start()
	Stop()
}

// The interface a Proposer must fulfill, also includes the base PaxosActor
// methods.
type Proposer interface {
	Actor
	SetNextSlot(ns SlotID)
}

// The interface an Acceptor must fulfill.
type Acceptor interface {
	Actor
	GetState(afterSlot SlotID, release <-chan bool) *AcceptorSlotMap
	GetMaxSlot(release <-chan bool) *AcceptorSlotMap
	SetState(slotmap *AcceptorSlotMap)
	SetLowSlot(slot SlotID)
}

// The interface a Learner must fulfill.
type Learner interface {
	Actor
}







github.com/relab/goxos/paxos/adu.go

package paxos

import (
	"fmt"
	"sync"
)

type Adu struct {
	mu  sync.Mutex
	val SlotID
}

func NewAdu(sid SlotID) *Adu {
	return &Adu{val: sid}
}

func (a *Adu) Increment() {
	a.mu.Lock()
	defer a.mu.Unlock()
	a.val++
}

func (a *Adu) Value() SlotID {
	a.mu.Lock()
	defer a.mu.Unlock()
	return a.val
}

func (a *Adu) String() string {
	return fmt.Sprintf("%v", a.val)
}







github.com/relab/goxos/paxos/aslots.go

package paxos

// In MultiPaxos we need to maintain multiple instances of Paxos. We call
// each of these instances a slot. In this case, this AcceptorSlot contains
// the slot state that is used by an Acceptor.
type AcceptorSlot struct {
	ID   SlotID
	VRnd ProposerRound // The highest proposal number in which we have casted a vote
	VVal Value         // The value voted for with proposal number vrnd
}

// An AcceptorSlotMap allows easy maintenance of slots. It contains a map
// from SlotId to an AcceptorSlot, as well as the highest accessed SlotId.
type AcceptorSlotMap struct {
	Slots   map[SlotID]*AcceptorSlot
	Rnd     ProposerRound // The highest proposal number in which we have participated
	MaxSeen SlotID
}

// Construct a new AcceptorSlotMap.
func NewAcceptorSlotMap() *AcceptorSlotMap {
	return &AcceptorSlotMap{
		Slots: make(map[SlotID]*AcceptorSlot),
		Rnd:   ZeroRound,
	}
}

// Given a SlotId, get the corresponding AcceptorSlot. Also may modify MaxSeen,
// the highest accessed SlotId.
func (sm *AcceptorSlotMap) GetSlot(id SlotID) *AcceptorSlot {
	_, ok := sm.Slots[id]
	if !ok {
		sm.Slots[id] = &AcceptorSlot{ID: id}
	}
	if id > sm.MaxSeen {
		sm.MaxSeen = id
	}
	return sm.Slots[id]
}







github.com/relab/goxos/paxos/doc.go

/*
Package paxos provides some Paxos-related structures that are shared by some of the
different Paxos modules.

This includes things like messages which are shared between Fast Paxos, MultiPaxos,
MultiPaxosLr. It also includes slot maps used by the various actors of the Paxos
variants, and basic utility functions.
*/
package paxos







github.com/relab/goxos/paxos/lslots.go

package paxos

import (
	"github.com/relab/goxos/grp"
)

// The state that a Learner needs to maintain for every Slot.
type LearnerSlot struct {
	ID         SlotID
	Learned    bool
	Rnd        ProposerRound
	Learns     []*Learn
	Votes      uint
	LearnedVal Value
	Decided    bool
}

// A LearnerSlotMap allows easy access to the slots of a Learner.
type LearnerSlotMap struct {
	Slots   map[SlotID]*LearnerSlot
	MaxSeen SlotID
}

// Construct a new LearnerSlotMap.
func NewLearnerSlotMap() *LearnerSlotMap {
	return &LearnerSlotMap{Slots: make(map[SlotID]*LearnerSlot)}
}

// Given a SlotId, return the associated LearnerSlot, as well as possibly
// modify MaxSeen.
func (llrsm *LearnerSlotMap) GetSlot(id SlotID) *LearnerSlot {
	_, ok := llrsm.Slots[id]
	if !ok {
		llrsm.Slots[id] = &LearnerSlot{ID: id}
	}
	if id > llrsm.MaxSeen {
		llrsm.MaxSeen = id
	}

	return llrsm.Slots[id]
}

// The state that a LrLearner needs to maintain for every Slot.
type LearnerLrSlot struct {
	ID         SlotID
	Learned    bool
	Rnd        ProposerRound
	Learns     []*Learn
	Votes      uint
	Voted      map[grp.ID]bool
	LearnedVal Value
	Decided    bool
	CheckVQ    bool
}

// A LearnerSlotMap allows easy access to the slots of a Learner.
type LearnerLrSlotMap struct {
	Slots   map[SlotID]*LearnerLrSlot
	MaxSeen SlotID
}

// Construct a new LearnerSlotMap.
func NewLearnerLrSlotMap() *LearnerLrSlotMap {
	return &LearnerLrSlotMap{Slots: make(map[SlotID]*LearnerLrSlot)}
}

// Given a SlotId, return the associated LearnerSlot, as well as possibly
// modify MaxSeen.
func (llrsm *LearnerLrSlotMap) GetSlot(id SlotID) *LearnerLrSlot {
	_, ok := llrsm.Slots[id]
	if !ok {
		llrsm.Slots[id] = &LearnerLrSlot{
			ID:    id,
			Voted: make(map[grp.ID]bool),
		}
	}

	if id > llrsm.MaxSeen {
		llrsm.MaxSeen = id
	}

	return llrsm.Slots[id]
}







github.com/relab/goxos/paxos/msg.go

package paxos

import (
	"encoding/gob"

	"gopkg.in/vmihailenco/msgpack.v2"

	"github.com/relab/goxos/grp"
)

func init() {
	gob.Register(Prepare{})
	gob.Register(Promise{})
	gob.Register(Accept{})
	gob.Register(Learn{})
	gob.Register(CatchUpRequest{})
	gob.Register(CatchUpResponse{})
	msgpack.RegisterExt(1, Prepare{})
	msgpack.RegisterExt(2, Promise{})
	msgpack.RegisterExt(3, Accept{})
	msgpack.RegisterExt(4, Learn{})
	msgpack.RegisterExt(5, CatchUpRequest{})
	msgpack.RegisterExt(6, CatchUpResponse{})
}

type Prepare struct {
	ID   grp.ID
	CRnd ProposerRound
	Slot SlotID
}

type Promise struct {
	ID          grp.ID
	Rnd         ProposerRound
	AccSlots    []AcceptorSlot
	EpochVector []grp.Epoch
}

type Accept struct {
	ID   grp.ID
	Slot SlotID
	Rnd  ProposerRound
	Val  Value
}

type Learn struct {
	ID          grp.ID
	Slot        SlotID
	Rnd         ProposerRound
	Val         Value
	EpochVector []grp.Epoch
}

type CatchUpRequest struct {
	ID     grp.ID
	Ranges []RangeTuple
}

type CatchUpResponse struct {
	ID   grp.ID
	Vals []ResponseTuple
}

type RangeTuple struct {
	From SlotID
	To   SlotID
}

type ResponseTuple struct {
	Slot SlotID
	Val  Value
}







github.com/relab/goxos/paxos/pack.go

package paxos

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/net"
)

// A Pack is used during the construction of the Paxos actors. This Pack is
// passed to each of the actor constructors upon instantiation. The actors can then pull
// the information they need from this pack to function.
//
// For example, each actor will need to pull the Bcast and Ucast channels from this pack
// and store them locally so that they can send messages to the other replicas:
//
//    func NewMultiProposer(pp px.Pack) *MultiProposer {
//      return &MultiProposer{
//        ...
//        ucast:          pp.Ucast,
//        bcast:          pp.Bcast,
//        ...
//      }
//    }
//
type Pack struct {
	ID          grp.ID
	Gm          grp.GroupManager
	StopCheckIn *sync.WaitGroup

	Config        *config.Config
	NrOfNodes     uint
	NrOfAcceptors uint

	RunProp bool
	RunAcc  bool
	RunLrn  bool

	Dmx net.Demuxer
	Ld  liveness.LeaderDetector

	Ucast  chan<- net.Packet
	Bcast  chan<- interface{}
	BcastP chan<- interface{}
	BcastA chan<- interface{}
	BcastL chan<- interface{}

	PropChan        <-chan *Value // Proposal values
	DcdChan         chan<- *Value // Decided values
	NewDcdChan      chan bool
	DcdSlotIDToProp chan SlotID

	LocalAdu        *Adu
	FirstSlot       SlotID
	NextExpectedDcd SlotID
}







github.com/relab/goxos/paxos/proprnd.go

package paxos

import (
	"github.com/relab/goxos/grp"
)

// The zero-value of a ProposerRound
var ZeroRound = ProposerRound{0, grp.NewIDFromInt(0, 0)}

// A ProposerRound, which is guaranteed to be unique among all the Proposers
// due to the fact that it is based on the Proposer's Id as well as the round
// number.
type ProposerRound struct {
	Rnd uint
	ID  grp.ID
}

func NewProposerRound(id grp.ID) *ProposerRound {
	return &ProposerRound{Rnd: 1, ID: id}
}

// Compare two ProposerRounds. Returns -1 if pr is less tha opr, 0 if they are
// equal, or 1 if pr is greater than opr.
func (pr *ProposerRound) Compare(opr ProposerRound) int {
	if pr.Rnd == opr.Rnd {
		return pr.ID.CompareTo(opr.ID)
	} else if pr.Rnd < opr.Rnd {
		return -1
	}
	return 1
}

// For Arec, can we replace the above Compare with the  following?
/*
func (pr *ProposerRound) Compare(opr ProposerRound) int {
	if pr.Id.Epoch != opr.Id.Epoch {
		return -1
	} else if pr.Rnd == opr.Rnd {
		if pr.Id.CompareTo(opr.Id) == -1 {
			return -1
		} else if pr.Id.CompareTo(opr.Id) == 1 {
			return 1
		} else {
			return 0
		}
	} else if pr.Rnd < opr.Rnd {
		return -1
	}
	return 1
}
*/

// Incremenent the ProposerRound.
func (pr *ProposerRound) Next() {
	pr.Rnd++
}

// Change the ownership of the ProposerRound.
func (pr *ProposerRound) SetOwner(id grp.ID) {
	pr.ID = id
}







github.com/relab/goxos/paxos/pslots.go

package paxos

// The state that a Proposer needs to maintain for every Slot.
type ProposerSlot struct {
	ID        SlotID
	Proposal  *Accept
	SentCount uint8
}

// A PropserSlotMap allows easy access to the slots of a Proposer.
type ProposerSlotMap struct {
	Slots   map[SlotID]*ProposerSlot
	MaxSeen SlotID
}

// Construct a new ProposerSlotMap.
func NewProposerSlotMap() *ProposerSlotMap {
	return &ProposerSlotMap{Slots: make(map[SlotID]*ProposerSlot)}
}

// Given a SlotId, return the associated ProposerSlot, as well as possibly
// modify MaxSeen.
func (sm *ProposerSlotMap) GetSlot(id SlotID) *ProposerSlot {
	_, ok := sm.Slots[id]
	if !ok {
		sm.Slots[id] = &ProposerSlot{ID: id}
	}
	if id > sm.MaxSeen {
		sm.MaxSeen = id
	}
	return sm.Slots[id]
}







github.com/relab/goxos/paxos/reconfig.go

package paxos

import (
	"github.com/relab/goxos/grp"
)

// For now only allowing replacement through reconfiguration. Nodes is
// the new NodeMap to be used. New is the id of the replaced node in the node
// map. Should be expanded to allow different types of reconfiguration
// commands: add, remove, replace etc.
type ReconfigCmd struct {
	Nodes map[grp.ID]grp.Node
	New   grp.ID
}







github.com/relab/goxos/paxos/slots.go

package paxos

type SlotID uint







github.com/relab/goxos/paxos/utils.go

package paxos

func CopyAccSlotMapRange(afterSlotID SlotID, sourceSlotMap *AcceptorSlotMap) *AcceptorSlotMap {
	sm := NewAcceptorSlotMap()
	if sourceSlotMap == nil {
		return sm
	}

	sm.Rnd = sourceSlotMap.Rnd
	for slotCounter := afterSlotID + 1; slotCounter <= sourceSlotMap.MaxSeen; slotCounter++ {
		if slot, found := sourceSlotMap.Slots[slotCounter]; found {
			sm.Slots[slotCounter] = slot
			sm.MaxSeen = slotCounter
		}
	}

	return sm
}







github.com/relab/goxos/paxos/value.go

package paxos

import (
	"hash/fnv"

	"github.com/relab/goxos/client"
)

type ValueType int

const (
	Noop ValueType = iota
	App
	Reconfig
)

var valueTypes = [...]string{
	"No-op command",
	"Application command",
	"Reconfiguration command",
}

func (vt ValueType) String() string {
	return valueTypes[vt]
}

type Value struct {
	Vt ValueType
	Cr []*client.Request
	Rc *ReconfigCmd
}

func (v *Value) Equal(o Value) bool {
	if v.Vt != o.Vt {
		return false
	}

	switch v.Vt {
	case Noop:
		return true
	case App:
		if len(v.Cr) != len(o.Cr) {
			return false
		}

		for i := range v.Cr {
			if !v.Cr[i].Equal(*o.Cr[i]) {
				return false
			}
		}
		return true
	case Reconfig:
		// TODO: Implement equality for reconfig commands
	}

	return false
}

func (v *Value) Hash() uint32 {
	if v.Vt != App {
		panic("cannot hash non-app value")
	}

	h := fnv.New32a()
	for i := range v.Cr {
		h.Write(v.Cr[i].GetVal())
	}
	return h.Sum32()
}







github.com/relab/goxos/README.md

Goxos
=====

TODO: Update this file.







github.com/relab/goxos/reconfig/doc.go

/*
Package reconfig implements the Paxos reconfiguration mechanism, an alternative to
Live Replacement.
*/
package reconfig







github.com/relab/goxos/reconfig/init_reconfig.go

package reconfig

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/nodeinit"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (rh *ReconfigHandler) prepareReconfig(newNodeID grp.ID) (
	map[grp.ID]grp.Node, error) {
	glog.V(2).Infoln("preparing reconfiguration for node", newNodeID)

	glog.V(2).Infoln("trying to obtain a new node through node provider")
	newNode, err := rh.replicaProvider.GetReplica(rh.appID, "reconfig")
	if err != nil {
		return nil, err
	}

	// Clone the existing node map
	newNodeMap := rh.grpmgr.NodeMap().CloneMap()

	// Replace old node with new
	newNodeMap[newNodeID] = newNode

	// Generate config
	glog.V(2).Infoln("generating config")
	configTransferWrapper := config.TransferWrapper{
		ID:        newNodeID,
		NodeMap:   newNodeMap,
		ConfigMap: rh.config.CloneToKeyValueMap(),
	}

	// Request application state
	appState := rh.getAppState()

	// Contact and initalize node
	if err = nodeinit.InitNode(
		nodeinit.ReconfigNode,
		newNode,
		newNodeID,
		configTransferWrapper,
		appState,
	); err != nil {
		return nil, err
	}

	return newNodeMap, nil
}

func (rh *ReconfigHandler) getAppState() app.State {
	glog.V(2).Info("requesting application state from server module")
	respChan := make(chan app.State)
	req := app.NewStateReq(respChan)
	rh.appStateReqChan <- req
	appState := <-respChan
	return appState
}







github.com/relab/goxos/reconfig/msg.go

package reconfig

import (
	"encoding/gob"

	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(FirstSlot{})
	gob.Register(Join{})
}

// FirstSlot is a message indicating the first slot in a new configuration.
type FirstSlot struct {
	Slot paxos.SlotID
}

// Join is a message indicating that a standby replica started due to a
// reconfiguration should join the new configuration.
type Join struct{}







github.com/relab/goxos/reconfig/reconfig.go

package reconfig

import (
	"sync"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/nodeinit"
	"github.com/relab/goxos/paxos"
	rr "github.com/relab/goxos/ringreplacer"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// ReconfigHandler represents a Goxos submodule handling startup for replicas
// joining a Goxos cluster as the result of a reconfiguration. The module is
// also responsible for starting reconfigurations based on failuire
// indications.
type ReconfigHandler struct {
	id                   grp.ID
	pxLeader             grp.ID
	config               *config.Config
	appID                string
	reconfInProgress     bool
	muReconfInProgress   sync.Mutex
	replicaProvider      nodeinit.ReplicaProvider
	dmx                  net.Demuxer
	grpmgr               grp.GroupManager
	ld                   liveness.LeaderDetector
	pxLdChan             <-chan grp.ID
	reconfMsgChan        chan rr.ReconfMsg
	reconfMsgQueue       []rr.ReconfMsg
	bcast                chan<- interface{}
	ucast                chan<- net.Packet
	appStateReqChan      chan<- app.StateReq
	reconfigCmdChan      chan<- paxos.ReconfigCmd
	firstSlotChan        <-chan FirstSlot
	firstSlot            *FirstSlot
	waitForFirstSlotChan chan paxos.SlotID
	joinChan             chan Join
	joined               bool
	waitForJoinChan      chan bool
	stop                 chan bool
	stopCheckIn          *sync.WaitGroup
}

// NewReconfigHandler returns a new reconfiguration handler.
func NewReconfigHandler(id grp.ID, conf *config.Config, appID string,
	grpmgr grp.GroupManager, ld liveness.LeaderDetector,
	recMC chan rr.ReconfMsg, bcast chan<- interface{},
	ucast chan<- net.Packet, dmx net.Demuxer,
	asrch chan<- app.StateReq, reconfCmdChan chan<- paxos.ReconfigCmd,
	stopCheckIn *sync.WaitGroup) *ReconfigHandler {
	return &ReconfigHandler{
		id:                   id,
		pxLeader:             ld.PaxosLeader(),
		config:               conf,
		appID:                appID,
		replicaProvider:      nodeinit.GetReplicaProvider(0, conf),
		dmx:                  dmx,
		grpmgr:               grpmgr,
		ld:                   ld,
		reconfMsgChan:        recMC,
		reconfMsgQueue:       make([]rr.ReconfMsg, 0),
		bcast:                bcast,
		ucast:                ucast,
		appStateReqChan:      asrch,
		reconfigCmdChan:      reconfCmdChan,
		waitForFirstSlotChan: make(chan paxos.SlotID),
		waitForJoinChan:      make(chan bool),
		stop:                 make(chan bool),
		stopCheckIn:          stopCheckIn,
	}
}

// Start starts the ReconfigHandler by spawning a goroutine to handle
// incoming and outgoing messages.
func (rh *ReconfigHandler) Start() {
	glog.V(1).Info("starting")
	rh.registerAndSubscribe()
	go func() {
		defer rh.stopCheckIn.Done()
		for {
			select {
			case recMsg := <-rh.reconfMsgChan:
				rh.handleRecMsg(recMsg)
			case ldMsg := <-rh.pxLdChan:
				rh.handleLdMsg(ldMsg)
			case fs := <-rh.firstSlotChan:
				rh.handleFirstSlot(fs)
			case j := <-rh.joinChan:
				rh.handleJoin(j)
			case <-rh.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()
}

// Stop stops the ReconfigHandler.
func (rh *ReconfigHandler) Stop() {
	rh.stop <- true
}

// SetReconfigInProgress is used to indicate if a reconfiguration is in
// progress or is complete.
func (rh *ReconfigHandler) SetReconfigInProgress(inProgress bool) {
	glog.V(2).Infoln("setting reconfig in progress to", inProgress)
	rh.muReconfInProgress.Lock()
	defer rh.muReconfInProgress.Unlock()
	rh.reconfInProgress = inProgress
	if inProgress == false || rh.nodeIsPaxosLeader() {
		// We are Paxos leader and reconfiguration has either finished
		// or aborted. Reevaluate system state by letting the FD send
		// any current suspected nodes.
		//rh.fd.ResendCurrentSuspected()
	}
}

func (rh *ReconfigHandler) SignalReconfCompleted() {
	glog.V(2).Infoln("Setting Reconf-Completed")
	rh.muReconfInProgress.Lock()
	defer rh.muReconfInProgress.Unlock()
	rh.reconfInProgress = false
	if len(rh.reconfMsgQueue) == 0 {
		return
	}
	rh.reconfMsgChan <- rh.reconfMsgQueue[0]
	if len(rh.reconfMsgQueue) == 1 {
		rh.reconfMsgQueue = rh.reconfMsgQueue[:0]
	} else {
		rh.reconfMsgQueue = rh.reconfMsgQueue[1:]
	}
}

// WaitForFirstSlot blocks until the replica receives the identifier for the
// first slot in a new configuration. The method returns this identifier. This
// method should be used by a new replica starting as part of a new
// configuration.
func (rh *ReconfigHandler) WaitForFirstSlot() paxos.SlotID {
	return <-rh.waitForFirstSlotChan
}

// WaitForJoin blocks until the replica receives its first Join message from
// another replica in the new configuration.  This method should be used by a
// new replica starting as part of a new configuration.
func (rh *ReconfigHandler) WaitForJoin() {
	<-rh.waitForJoinChan
}

func (rh *ReconfigHandler) registerAndSubscribe() {
	firstSlotChan := make(chan FirstSlot, rh.grpmgr.NrOfNodes())
	rh.dmx.RegisterChannel(firstSlotChan)
	rh.firstSlotChan = firstSlotChan

	joinChan := make(chan Join, rh.grpmgr.NrOfNodes())
	rh.dmx.RegisterChannel(joinChan)
	rh.joinChan = joinChan

	rh.dmx.RegisterChannel(rh.reconfMsgChan)

	rh.pxLdChan = rh.ld.SubscribeToPaxosLdMsgs("reconf")
}

func (rh *ReconfigHandler) nodeIsPaxosLeader() bool {
	return rh.id == rh.pxLeader
}

func (rh *ReconfigHandler) handleLdMsg(pxLeaderID grp.ID) {
	// Set the leader when method returns
	defer func() {
		rh.pxLeader = pxLeaderID
	}()

	// If the Paxos leader id is different from ours, do nothing
	//TODO: Resend RecMsg to new leader?
	if pxLeaderID != rh.id {
		return
	}

	// We are not the current Paxos leader, and the trust message is
	// for our id, handle it (if we are already for some reason are the
	// replacement leader, we do nothing).
	if rh.pxLeader != rh.id {
		// Let the FD resend every current suspected node in case the
		// failed replacement leader has failed to replace them.
		//rh.fd.ResendCurrentSuspected()
	}
}

func (rh *ReconfigHandler) handleRecMsg(recMsg rr.ReconfMsg) {
	// Only handle if there are no reconfiguration in progress.
	glog.V(2).Info("handling reconf message")

	// If not the leader, send On
	//TODO: Remember, for resend on Leader Change.
	if !rh.nodeIsPaxosLeader() {
		rh.sendToLeader(recMsg)
		return
	}

	//TODO: Remember, and propose later.
	rh.muReconfInProgress.Lock()
	if rh.reconfInProgress {
		rh.reconfMsgQueue = append(rh.reconfMsgQueue, recMsg)
		rh.muReconfInProgress.Unlock()
		return
	}

	elog.Log(e.NewEvent(e.ReconfigStart))
	rh.reconfInProgress = true
	rh.muReconfInProgress.Unlock()

	rh.createAndProposeReconfigCmd(recMsg)
}

func (rh *ReconfigHandler) createAndProposeReconfigCmd(recMsg rr.ReconfMsg) {
	glog.V(2).Info("attempting to create and propose reconfig command")

	// Create reconfiguration command
	if len(recMsg.NewIds) != 1 {
		glog.Errorln("Multiple new Nodes in one Reconfiguration not yet supported. Replacing only First Node")
	}
	reconfigCmd := paxos.ReconfigCmd{Nodes: recMsg.NodeMap, New: recMsg.NewIds[0]}

	// Propose reconfiguration command
	glog.V(2).Info("proposing reconfiguration command")
	rh.reconfigCmdChan <- reconfigCmd
	elog.Log(e.NewEvent(e.ReconfigPropose))
}

func (rh *ReconfigHandler) sendToLeader(recMsg rr.ReconfMsg) {
	rh.ucast <- net.Packet{DestID: rh.pxLeader, Data: recMsg}
}

func (rh *ReconfigHandler) handleFirstSlot(fs FirstSlot) {
	if rh.firstSlot == nil {
		rh.waitForFirstSlotChan <- paxos.SlotID(fs.Slot)
		rh.firstSlot = &fs
		close(rh.waitForFirstSlotChan)
	}
}

func (rh *ReconfigHandler) handleJoin(j Join) {
	if !rh.joined {
		close(rh.waitForJoinChan)
		rh.joined = true
	}
}







github.com/relab/goxos/reliablebc/astorage.go

package reliablebc

import (
	"sync"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

//This is the data a reliable broadcast acceptor need for each round.
type AcceptorRound struct {
	RndID       uint
	Prepares    map[grp.ID]Prepare
	Commits     map[grp.ID]CommitA
	SentPrepare bool
	SentCommit  bool
	Value       paxos.Value
}

//Slice that stores acceptor rounds
type AcceptorStorage struct {
	m      sync.Mutex
	rounds []AcceptorRound
	min    uint
	length uint
}

func NewAcceptorStorage(length uint) *AcceptorStorage {
	return &AcceptorStorage{
		rounds: make([]AcceptorRound, length),
		min:    0,
		length: length,
	}
}

//Retrieves the correct value from the slice given a proposerround
func (as *AcceptorStorage) Get(rnd uint) *AcceptorRound {
	i := rnd
	if i >= as.min+as.length {
		as.reSlice()
	}
	return &as.rounds[i-as.min]
}

//Reslices the slice to make room for new values
func (as *AcceptorStorage) reSlice() {
	as.m.Lock()
	defer as.m.Unlock()
	i := as.length / 3
	as.rounds = append(as.rounds[i:], make([]AcceptorRound, i)...)
	as.min += i
}

//Checks if the round is still valid
func (as *AcceptorStorage) IsValid(rnd uint) bool {
	i := rnd
	return i >= as.min
}







github.com/relab/goxos/reliablebc/authmanager.go

package reliablebc

import (
	"bytes"
	"crypto/hmac"
	"crypto/sha1"
	"encoding/binary"
	"strconv"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type AuthManager struct {
	ID   grp.ID
	Keys map[int][]byte
}

func NewAuthManager(id grp.ID, conf *config.Config) *AuthManager {
	pathToKeys := conf.GetString(
		"configKeysPath",
		config.DefConfigKeysPath,
	)
	keys, err := KeysByID(id, pathToKeys)
	if err != nil {
		glog.Errorln("Error in getting keys:", err)
	}
	return &AuthManager{
		ID:   id,
		Keys: keys,
	}
}

func (au *AuthManager) checkMAC(senderID grp.ID, received, value []byte, rnd uint) bool {
	expected := au.generateMAC(senderID, value, rnd)
	return hmac.Equal(received, expected)
}

func (au *AuthManager) generateMAC(destID grp.ID, value []byte, rnd uint) []byte {
	if destID.PxInt() == au.ID.PxInt() {
		return nil
	}
	msg := strconv.AppendInt(value, int64(rnd), 10)
	key := au.Keys[destID.PxInt()]
	mac := hmac.New(sha1.New, key)
	mac.Write(msg)

	return mac.Sum(nil)
}

// ****************************************************************
// Bytestuffing functions
// ****************************************************************

func (au *AuthManager) hashToBytes(hash uint32) []byte {
	buf := new(bytes.Buffer)
	err := binary.Write(buf, binary.LittleEndian, hash)
	if err != nil {
		glog.V(2).Infoln("binary.Write failed:", err)
	}
	return buf.Bytes()
}







github.com/relab/goxos/reliablebc/create.go

package reliablebc

import (
	px "github.com/relab/goxos/paxos"
)

// Create the three reliable broadcast actors from the PaxosPack.
func CreateReliableBC(pp *px.Pack) (*RelPublisher, *RelAcceptor, *RelLearner) {
	p := NewRelPublisher(pp)
	a := NewRelAcceptor(pp)
	l := NewRelLearner(pp)
	return p, a, l
}







github.com/relab/goxos/reliablebc/keymanager.go

package reliablebc

import (
	"crypto/rand"
	"encoding/hex"
	"encoding/json"
	"fmt"
	"os"
	"strconv"
	"strings"

	"github.com/relab/goxos/grp"
)

//Function for generating keys
func generateKeys(nodes, keyStrength int) (map[string][]byte, error) {
	keys := make(map[string][]byte)
	for i := 0; i < nodes-1; i++ {
		for j := i + 1; j < nodes; j++ {
			key := make([]byte, keyStrength)
			if _, err := rand.Read(key); err != nil {
				return nil, err
			}
			id := fmt.Sprintf("%d%s%d", i, "-", j)
			keys[id] = key
		}
	}
	return keys, nil
}

//Function for writing the keys to a .json-file
func writeJSON(keys map[string][]byte, path string) error {
	file, err := os.Create(path)
	if err != nil {
		return err
	}
	store := make(map[string]string)
	for k, v := range keys {
		store[k] = hex.EncodeToString(v)
	}
	b, err := json.Marshal(store)
	if err != nil {
		return err
	}
	_, err = file.Write(b)
	if err != nil {
		return err
	}
	err = file.Close()
	if err != nil {
		return err
	}
	return nil
}

//Function for retrieving keys from a .json-file
func readJSON(path string) (map[string][]byte, error) {
	file, err := os.Open(path)
	if err != nil {
		return nil, err
	}
	fi, err := file.Stat()
	if err != nil {
		return nil, err
	}
	buf := make([]byte, fi.Size())
	n, err := file.Read(buf)
	if err != nil {
		return nil, err
	}
	err = file.Close()
	if err != nil {
		return nil, err
	}
	store := make(map[string]string)
	err = json.Unmarshal(buf[:n], &store)
	if err != nil {
		return nil, err
	}
	keys := make(map[string][]byte)
	for k, v := range store {
		keys[k], err = hex.DecodeString(v)
	}
	if err != nil {
		return nil, err
	}
	return keys, nil
}

//Function for retrieving the keys needed for a single node
func KeysByID(id grp.ID, pathToKeys string) (map[int][]byte, error) {
	allKeys, err := readJSON(pathToKeys)
	keys := make(map[int][]byte)
	for k, v := range allKeys {
		sl := strings.Split(k, "-")
		a, err := strconv.Atoi(sl[0])
		b, err := strconv.Atoi(sl[1])
		if err != nil {
			return nil, err
		}
		if a == id.PxInt() {
			keys[b] = v
		} else if b == id.PxInt() {
			keys[a] = v
		}
	}
	return keys, err
}







github.com/relab/goxos/reliablebc/lstorage.go

package reliablebc

import (
	"sync"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

//This is the data a reliable broadcast learner require for each round.
type LearnerRound struct {
	RndID   uint
	Commits map[grp.ID]Commit
	Decided bool
	SntReq  bool
	Learned bool
	Val     paxos.Value
}

//Slice that stores the learner rounds
type LearnerStorage struct {
	m      sync.Mutex
	rounds []LearnerRound
	min    uint
	length uint
}

func NewLearnerStorage(length uint) *LearnerStorage {
	return &LearnerStorage{
		rounds: make([]LearnerRound, length),
		min:    0,
		length: length,
	}
}

//Retrieves the correct value from the slice
func (ls *LearnerStorage) Get(rnd uint) *LearnerRound {
	i := rnd
	if i >= ls.min+ls.length {
		ls.reSlice()
	}
	return &ls.rounds[i-ls.min]
}

//Reslices the slice to make room for new values
func (ls *LearnerStorage) reSlice() {
	ls.m.Lock()
	defer ls.m.Unlock()
	i := ls.length / 3
	ls.rounds = append(ls.rounds[i:], make([]LearnerRound, i)...)
	ls.min += i
}

//Checks if the round is still valid
func (ls *LearnerStorage) IsValid(rnd uint) bool {
	i := rnd
	return i >= ls.min
}







github.com/relab/goxos/reliablebc/msg.go

package reliablebc

import (
	"encoding/gob"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(Publish{})
	gob.Register(Prepare{})
	gob.Register(Commit{})
	gob.Register(CommitA{})
	gob.Register(DcdRnd{})
}

type Publish struct {
	ID   grp.ID
	Rnd  uint
	Val  paxos.Value
	Hmac []byte
}

type Prepare struct {
	ID   grp.ID
	Rnd  uint
	Hash uint32
	Hmac []byte
}

type CommitA struct {
	ID   grp.ID
	Rnd  uint
	Hash uint32
	Hmac []byte
}

type Commit struct {
	ID   grp.ID
	Rnd  uint
	Hash uint32
	Hmac []byte
}

type DcdRnd struct {
	Rnd uint
}

//These will only be sent internally in the brokers
type ValReq struct {
	Rnd uint
}

type ValResp struct {
	Rnd uint
	Val paxos.Value
}







github.com/relab/goxos/reliablebc/relbcacceptor.go

package reliablebc

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type RelAcceptor struct {
	id          grp.ID
	nAcceptors  uint
	nFaulty     uint
	dmx         net.Demuxer
	rounds      *AcceptorStorage
	actors      []grp.ID
	authmgr     *AuthManager
	bcast       chan<- interface{}
	ucast       chan<- net.Packet
	publishChan <-chan Publish
	prepareChan <-chan Prepare
	commitChan  <-chan CommitA
	valReqChan  <-chan ValReq
	started     bool
	stop        chan bool
	stopCheckIn *sync.WaitGroup
}

// Construct a new RelAcceptor
func NewRelAcceptor(pp *px.Pack) *RelAcceptor {
	return &RelAcceptor{
		id:          pp.ID,
		dmx:         pp.Dmx,
		nAcceptors:  pp.NrOfAcceptors,
		nFaulty:     (pp.NrOfAcceptors - 1) / 3,
		rounds:      NewAcceptorStorage(uint(pp.Config.GetInt("alpha", config.DefAlpha)+10) * 3),
		authmgr:     NewAuthManager(pp.ID, pp.Config),
		actors:      pp.Gm.NodeMap().AcceptorIDs(),
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		started:     false,
		stop:        make(chan bool),
		stopCheckIn: pp.StopCheckIn,
	}
}

func (a *RelAcceptor) Start() {
	if a.started {
		glog.V(2).Info("ignoring start request")
		return
	}
	a.registerChannels()
	glog.V(1).Info("starting")
	a.started = true
	go func() {
		defer a.stopCheckIn.Done()
		for {
			select {
			//Receive publish
			case publish := <-a.publishChan:
				prepare := a.handlePublish(&publish)
				if prepare != nil {
					a.sendPrepare(prepare)
				}
			//Receive prepare
			case pmsg := <-a.prepareChan:
				prepare, commit := a.handlePrepare(&pmsg)
				if prepare != nil {
					a.sendPrepare(prepare)
				}
				if commit != nil {
					a.sendCommit(commit)
				}
			//Receive commit
			case cmsg := <-a.commitChan:
				prepare, commit := a.handleCommit(&cmsg)
				if prepare != nil {
					a.sendPrepare(prepare)
				}
				if commit != nil {
					a.sendCommit(commit)
				}
			//Receive value request from learner
			case reqRnd := <-a.valReqChan:
				a.sendVal(reqRnd.Rnd)
			//Receive stop signal
			case <-a.stop:
				glog.V(2).Info("exiting")
				a.started = false
				return
			}
		}
	}()
}

//Register channels with the demuxer
func (a *RelAcceptor) registerChannels() {
	glog.V(2).Infoln("Registering channels")
	publishChan := make(chan Publish, 64)
	a.publishChan = publishChan
	a.dmx.RegisterChannel(publishChan)
	prepareChan := make(chan Prepare, 128)
	a.prepareChan = prepareChan
	a.dmx.RegisterChannel(prepareChan)
	commitChan := make(chan CommitA, 128)
	a.commitChan = commitChan
	a.dmx.RegisterChannel(commitChan)
	valReqChan := make(chan ValReq, 32)
	a.valReqChan = valReqChan
	a.dmx.RegisterChannel(valReqChan)
}

//Stops the acceptor
func (a *RelAcceptor) Stop() {
	if a.started {
		a.stop <- true
	}
}

// ****************************************************************
// Handling publishes
// ****************************************************************
//Handles incoming publish message and returns a prepare message
func (a *RelAcceptor) handlePublish(msg *Publish) *Prepare {
	glog.V(2).Infoln("Received publish for round", msg.Rnd)
	//If the prepare has wrong mac, drop
	if !a.authmgr.checkMAC(
		msg.ID,
		msg.Hmac,
		a.authmgr.hashToBytes(msg.Val.Hash()),
		msg.Rnd,
	) {
		return nil
	}
	//If it's an old publish, discard
	if !a.rounds.IsValid(msg.Rnd) {
		glog.Warningln("Received old publish. Failed to store")
		return nil
	}
	//Store the publish
	rnd := a.rounds.Get(msg.Rnd)
	rnd.RndID = msg.Rnd
	rnd.Value = msg.Val
	if rnd.SentPrepare {
		return nil
	}
	return a.createPrepare(msg)
}

// Creates a prepare message for the received publish
// This function also increase the currentrnd
func (a *RelAcceptor) createPrepare(msg *Publish) *Prepare {
	//Create value hash
	hash := msg.Val.Hash()
	return &Prepare{
		ID:   a.id,
		Rnd:  msg.Rnd,
		Hash: hash,
		Hmac: nil,
	}
}

// ****************************************************************
// Handling prepares
// ****************************************************************

//Function for handling incoming prepare messages.
func (a *RelAcceptor) handlePrepare(msg *Prepare) (*Prepare, *Commit) {
	glog.V(2).Infoln("Received prepare from ", msg.ID, "for round", msg.Rnd)
	//If the prepare has wrong mac, drop
	if !a.authmgr.checkMAC(msg.ID, msg.Hmac, a.authmgr.hashToBytes(msg.Hash), msg.Rnd) {
		glog.Warningln("Received wrong HMAC from ", msg.ID)
		return nil, nil
	}
	//If this is a prepare for an old round, return
	if !a.rounds.IsValid(msg.Rnd) {
		return nil, nil
	}

	rnd := a.rounds.Get(msg.Rnd)
	// If no prepares (or commits) received for round, then initialize it
	if len(rnd.Prepares) == 0 && len(rnd.Commits) == 0 {
		rnd.RndID = msg.Rnd
		rnd.Prepares = make(map[grp.ID]Prepare)
		rnd.Commits = make(map[grp.ID]CommitA)
		rnd.SentPrepare = false
		rnd.SentCommit = false
	}
	//If commit is already sent, return
	if rnd.SentCommit {
		return nil, nil
	}

	//If already received prepare from that Id, return
	if _, ok := rnd.Prepares[msg.ID]; ok {
		glog.V(2).Infoln("Received duplicate prepare from ", msg.ID)
		return nil, nil
	}

	//Store the prepare and check if enough prepares
	rnd.Prepares[msg.ID] = *msg
	if a.comparePrepares(rnd.Prepares) {
		//If this acceptor somehow did not receive the publish,
		//create prepare based on decided prepare
		var prepare *Prepare
		if !rnd.SentPrepare {
			prepare = &Prepare{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: nil,
			}
		}
		//Create commit
		commit := a.createCommit(msg.Rnd, msg.Hash)
		return prepare, commit
	}
	return nil, nil
}

//Checks if there is enough prepares for a round. Returns true if they are
//the same. This function is only called after a new prepare is added, so it
//doesn't need to return which prepare is correct.
func (a *RelAcceptor) comparePrepares(prepares map[grp.ID]Prepare) bool {
	preparecount := make(map[uint32]uint)
	for _, prepare := range prepares {
		preparecount[prepare.Hash]++
	}
	for _, v := range preparecount {
		if v > (2 * a.nFaulty) {
			return true
		}
	}
	return false
}

//Sends prepare message
func (a *RelAcceptor) sendPrepare(msg *Prepare) {
	for _, id := range a.actors {
		if id == a.id {
			a.handlePrepare(msg)
		} else {
			a.send(id, Prepare{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: a.authmgr.generateMAC(id, a.authmgr.hashToBytes(msg.Hash), msg.Rnd),
			})
		}
	}
	//a.broadcast(msg)
	rnd := a.rounds.Get(msg.Rnd)
	rnd.SentPrepare = true
}

// ****************************************************************
// Handling commits
// ****************************************************************

//Function for handling incoming commit messages.
func (a *RelAcceptor) handleCommit(msg *CommitA) (*Prepare, *Commit) {
	glog.V(2).Infoln("Received commit from ", msg.ID, "for round", msg.Rnd)
	//If the commit has wrong mac, drop
	if !a.authmgr.checkMAC(msg.ID, msg.Hmac, a.authmgr.hashToBytes(msg.Hash), msg.Rnd) {
		glog.Warningln("Received wrong HMAC from ", msg.ID)
		return nil, nil
	}
	//If this is a commit for an old round, return
	if !a.rounds.IsValid(msg.Rnd) {
		return nil, nil
	}

	rnd := a.rounds.Get(msg.Rnd)
	// If no prepares or commits received for round, then initialize it
	if len(rnd.Prepares) == 0 && len(rnd.Commits) == 0 {
		rnd.RndID = msg.Rnd
		rnd.Prepares = make(map[grp.ID]Prepare)
		rnd.Commits = make(map[grp.ID]CommitA)
		rnd.SentPrepare = false
		rnd.SentCommit = false
	}
	//If commit is already sent, return
	if rnd.SentCommit {
		return nil, nil
	}

	//If already received commit from that Id, return
	if _, ok := rnd.Commits[msg.ID]; ok {
		return nil, nil
	}

	//Store the commit and check if enough commits
	rnd.Commits[msg.ID] = *msg
	if a.compareCommits(rnd.Commits) {
		//If this acceptor somehow did not receive the publish
		var prepare *Prepare
		if !rnd.SentPrepare {
			prepare = &Prepare{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: nil,
			}
		}
		//Create commit
		commit := a.createCommit(msg.Rnd, msg.Hash)
		return prepare, commit
	}
	return nil, nil
}

//Creates a commit message using the given round and hash
func (a *RelAcceptor) createCommit(rnd uint, hash uint32) *Commit {
	return &Commit{
		ID:   a.id,
		Rnd:  rnd,
		Hash: hash,
		Hmac: nil,
	}
}

//Broadcasts commit message, then sets sentcommit true for current round
func (a *RelAcceptor) sendCommit(msg *Commit) {
	for _, id := range a.actors {
		if id == a.id {
			a.handleCommit(&CommitA{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: a.authmgr.generateMAC(id, a.authmgr.hashToBytes(msg.Hash), msg.Rnd),
			})
			a.send(id, Commit{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: a.authmgr.generateMAC(id, a.authmgr.hashToBytes(msg.Hash), msg.Rnd),
			})
		} else {
			//Send commit to other acceptors
			a.send(id, CommitA{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: a.authmgr.generateMAC(id, a.authmgr.hashToBytes(msg.Hash), msg.Rnd),
			})
			//Send commit to other Learners
			a.send(id, Commit{
				ID:   a.id,
				Rnd:  msg.Rnd,
				Hash: msg.Hash,
				Hmac: a.authmgr.generateMAC(id, a.authmgr.hashToBytes(msg.Hash), msg.Rnd),
			})
		}
	}
	//a.broadcast(msg)
	rnd := a.rounds.Get(msg.Rnd)
	rnd.SentCommit = true
}

//Checks if there is enough commits for a round. Returns true if there are
//enough commits of the same value. This function is only called after a
//new commit is added, so it doesn't need to return which commit is correct
func (a *RelAcceptor) compareCommits(commits map[grp.ID]CommitA) bool {
	commitcount := make(map[uint32]uint)
	for _, commit := range commits {
		commitcount[commit.Hash]++
	}
	for _, v := range commitcount {
		if v > (a.nFaulty) {
			return true
		}
	}
	return false
}

// ****************************************************************
// Handling value requests
// ****************************************************************
func (a *RelAcceptor) getRndValue(rnd uint) px.Value {
	if !a.rounds.IsValid(rnd) {
		glog.Errorln("Value not stored in acceptor")
		return px.Value{}
	}
	return a.rounds.Get(rnd).Value
}

func (a *RelAcceptor) sendVal(rnd uint) {
	glog.V(2).Infoln("Received value request from learner for round", rnd)
	val := a.getRndValue(rnd)
	a.send(a.id, ValResp{rnd, val})
}

// ****************************************************************
// Network functions
// ****************************************************************
func (a *RelAcceptor) broadcast(msg interface{}) {
	a.bcast <- msg
}

func (a *RelAcceptor) send(id grp.ID, msg interface{}) {
	a.ucast <- net.Packet{DestID: id, Data: msg}
}

// ****************************************************************
// Not used by RelBC, but needed to fulfill the actor interface
// ****************************************************************
func (a *RelAcceptor) GetState(afterSlot px.SlotID, release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (a *RelAcceptor) GetMaxSlot(release <-chan bool) *px.AcceptorSlotMap {
	return nil
}

func (a *RelAcceptor) SetState(slotmap *px.AcceptorSlotMap) {
}

func (a *RelAcceptor) SetLowSlot(slot px.SlotID) {
}







github.com/relab/goxos/reliablebc/relbclearner.go

package reliablebc

import (
	"sync"

	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

type RelLearner struct {
	id          grp.ID
	nAcceptors  uint
	nFaulty     uint
	dmx         net.Demuxer
	rounds      *LearnerStorage
	maxlearned  uint
	alpha       uint
	actors      []grp.ID
	authmgr     *AuthManager
	bcast       chan<- interface{}
	ucast       chan<- net.Packet
	dcdChan     chan<- *px.Value
	commitChan  <-chan Commit
	valRespChan <-chan ValResp
	started     bool
	stop        chan bool
	stopCheckIn *sync.WaitGroup
}

// Construct a new RelLearner
func NewRelLearner(pp *px.Pack) *RelLearner {
	return &RelLearner{
		id:          pp.ID,
		dmx:         pp.Dmx,
		maxlearned:  0,
		alpha:       uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		nAcceptors:  pp.NrOfAcceptors,
		nFaulty:     (pp.NrOfAcceptors - 1) / 3,
		rounds:      NewLearnerStorage((uint(pp.Config.GetInt("alpha", config.DefAlpha)) + 10) * 3),
		actors:      pp.Gm.NodeMap().AcceptorIDs(),
		authmgr:     NewAuthManager(pp.ID, pp.Config),
		ucast:       pp.Ucast,
		bcast:       pp.Bcast,
		dcdChan:     pp.DcdChan,
		started:     false,
		stop:        make(chan bool),
		stopCheckIn: pp.StopCheckIn,
	}
}

func (l *RelLearner) Start() {
	if l.started {
		glog.V(2).Infoln("ignoring start request")
		return
	}
	l.registerChannels()
	glog.V(1).Infoln("starting")
	l.started = true
	go func() {
		defer l.stopCheckIn.Done()
		for {
			select {
			//Receive commit
			case cmsg := <-l.commitChan:
				l.handleCommit(&cmsg)
			//Receive value from acceptor
			case valresp := <-l.valRespChan:
				l.storeVal(valresp)
				l.sendDecided(valresp.Rnd)
			//Receive stop signal
			case <-l.stop:
				glog.V(2).Infoln("exiting")
				l.started = false
				return
			}
		}
	}()
}

//Register channels with the demuxer
func (l *RelLearner) registerChannels() {
	commitChan := make(chan Commit, 128)
	l.commitChan = commitChan
	l.dmx.RegisterChannel(commitChan)
	valRespChan := make(chan ValResp, 32)
	l.valRespChan = valRespChan
	l.dmx.RegisterChannel(valRespChan)
}

//Stops the learner
func (l *RelLearner) Stop() {
	l.stop <- true
}

// ****************************************************************
// Handling commits
// ****************************************************************

//Function that handles incoming commit messages
//returns true if the message caused a learn
func (l *RelLearner) handleCommit(msg *Commit) bool {
	glog.V(2).Infof("Received commit for round %d from id %d\n", msg.Rnd, msg.ID.PaxosID)
	//If the commit has wrong mac, drop
	if !l.authmgr.checkMAC(msg.ID, msg.Hmac, l.authmgr.hashToBytes(msg.Hash), msg.Rnd) {
		glog.Warningln("Received wrong HMAC from ", msg.ID)
		return false
	}
	//If this is a commit for an old round, return
	if !l.rounds.IsValid(msg.Rnd) {
		return false
	}

	rnd := l.rounds.Get(msg.Rnd)
	// If no commits received for round, then initialize it
	if len(rnd.Commits) == 0 {
		rnd.RndID = msg.Rnd
		rnd.Commits = make(map[grp.ID]Commit)
		rnd.Decided = false
		rnd.SntReq = false
		rnd.Learned = false
	}
	//If value already decided, return
	if rnd.Decided {
		return false
	}

	//If already received commit from that Id, return
	if _, ok := rnd.Commits[msg.ID]; ok {
		glog.V(2).Infoln("Received duplicate commit from ", msg.ID)
		return false
	}

	//Store the commit and check if enough commits
	rnd.Commits[msg.ID] = *msg
	rnd.Decided = l.compareCommits(rnd.Commits)
	//If the value is decided on, then ask for value
	if rnd.Decided && !rnd.SntReq {
		l.sendValReq(msg.Rnd)
		rnd.SntReq = true
	}
	return true
}

//Checks if there is enough commits for a round. Returns true if there are
//enough commits of the same value. This function is only called after a
//new commit is added, so it doesn't need to return which commit is correct
func (l *RelLearner) compareCommits(commits map[grp.ID]Commit) bool {
	commitcount := make(map[uint32]uint)
	for _, commit := range commits {
		commitcount[commit.Hash]++
	}
	for _, v := range commitcount {
		if v > (2 * l.nFaulty) {
			return true
		}
	}
	return false
}

// ****************************************************************
// After decide
// ****************************************************************

//Sends a request to the acceptor for the needed value
func (l *RelLearner) sendValReq(rnd uint) {
	l.send(l.id, ValReq{rnd})
}

//Stores a value for the appropriate round
func (l *RelLearner) storeVal(resp ValResp) {
	glog.V(2).Infoln("Received value response from acceptor")
	if !l.rounds.IsValid(resp.Rnd) {
		glog.Warningln("Received old value. Failed to learn")
		return
	}
	l.rounds.Get(resp.Rnd).Val = resp.Val
	l.rounds.Get(resp.Rnd).Learned = true
}

// ****************************************************************
// After learn
// ****************************************************************

//Sends decides for the learned rounds in the correct order
func (l *RelLearner) sendDecided(rnd uint) {
	if l.maxlearned+l.alpha < rnd {
		l.maxlearned++
	} else if l.maxlearned+1 != rnd {
		glog.V(2).Infoln("Learned for round out of order, holding responses")
		return
	}
	i := l.maxlearned
	for l.rounds.Get(rnd).Learned {
		//Send decide to server
		l.dcdChan <- &l.rounds.Get(rnd).Val
		//Send decide to publisher
		l.send(l.actors[0], DcdRnd{l.maxlearned})
		rnd++
		l.maxlearned++
	}
	glog.V(2).Infof("Sent decided values for %d round(s)\n", l.maxlearned-i)

}

// ****************************************************************
// Network functions
// ****************************************************************
func (l *RelLearner) broadcast(msg interface{}) {
	l.bcast <- msg
}

func (l *RelLearner) send(id grp.ID, msg interface{}) {
	l.ucast <- net.Packet{DestID: id, Data: msg}
}







github.com/relab/goxos/reliablebc/relbcpublisher.go

package reliablebc

import (
	"container/list"
	"crypto/rand"
	"fmt"
	"sync"
	"time"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	px "github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

var (
	seq            uint32
	reqID          = "GenericReq"
	reqValue       string
	reqType        = client.Request_EXEC
	failedReplicas uint
)

type RelPublisher struct {
	id             grp.ID
	config         *config.Config
	alpha          uint
	dmx            net.Demuxer
	currentRnd     uint
	maxdecided     uint
	prevmaxdecided uint
	decided        map[uint]uint
	actors         []grp.ID
	authmgr        *AuthManager
	bcast          chan<- interface{}
	ucast          chan<- net.Packet
	nAcceptors     uint
	publishqueue   *list.List
	dcdChan        <-chan DcdRnd
	started        bool
	stop           chan bool
	stopCheckIn    *sync.WaitGroup
}

// Construct a new RelPublisher
func NewRelPublisher(pp *px.Pack) *RelPublisher {
	return &RelPublisher{
		id:           pp.ID,
		config:       pp.Config,
		alpha:        uint(pp.Config.GetInt("alpha", config.DefAlpha)),
		dmx:          pp.Dmx,
		authmgr:      NewAuthManager(pp.ID, pp.Config),
		actors:       pp.Gm.NodeMap().AcceptorIDs(),
		ucast:        pp.Ucast,
		bcast:        pp.Bcast,
		nAcceptors:   pp.NrOfAcceptors,
		publishqueue: list.New(),
		decided:      make(map[uint]uint),
		started:      false,
		stop:         make(chan bool),
		stopCheckIn:  pp.StopCheckIn,
	}
}

//Register channels with the demuxer
func (p *RelPublisher) registerChannels() {
	dcdChan := make(chan DcdRnd, 64)
	p.dcdChan = dcdChan
	p.dmx.RegisterChannel(dcdChan)
}

//Function for generating publications. We use clienth.Request for this
func (p *RelPublisher) generateRequests(rounds uint, payload uint) {
	var rnd uint
	for rnd = 0; rnd < rounds; rnd++ {
		//Generating a random request
		b := make([]byte, payload)
		rand.Read(b)
		req := client.Request{
			Type: &reqType,
			Id:   &reqID,
			Seq:  &seq,
			Val:  b,
		}
		p.publishqueue.PushBack(&px.Value{
			Vt: 1,
			Cr: []*client.Request{&req},
		})
	}
}

func (p *RelPublisher) Start() {
	if p.started {
		glog.V(2).Info("ignoring start request")
		return
	}
	p.registerChannels()
	glog.V(1).Info("starting publisher")
	defer p.stopCheckIn.Done()

	if p.id.PaxosID == 0 {
		p.started = true
		go func() {
			//Decide number of requests and payload here
			p.generateRequests(
				uint(p.config.GetInt(
					"nrOfPublications",
					config.DefNrOfPublications,
				)),
				uint(p.config.GetInt(
					"publicationPayloadSize",
					config.DefPublicationPayloadSize,
				)),
			)
			//Short sleep to make sure everyone is connected
			time.Sleep(time.Second * 3)
			//Ticker to ensure liveness. Should be set someway else
			ticker := time.NewTicker(time.Millisecond * 500)
			p.genPublish()
			for {
				select {
				case drnd := <-p.dcdChan:
					if drnd.Rnd > p.maxdecided {
						p.decided[drnd.Rnd]++
						if p.decided[drnd.Rnd] >= p.nAcceptors-failedReplicas {
							p.maxdecided = drnd.Rnd
						}
						p.genPublish()
					}
					//To ensure liveness.
				case <-ticker.C:
					//If a round has not been decided in a set interval and
					//there are values in queue, then force next round.
					if p.maxdecided == p.prevmaxdecided && p.publishqueue.Len() != 0 {
						p.maxdecided++
						failedReplicas++
						p.genPublish()
					}
					p.prevmaxdecided = p.maxdecided
				case <-p.stop:
					glog.V(2).Info("exiting")
					p.started = false
					return
				}
			}
		}()
	}
}

//Stops the publisher
func (p *RelPublisher) Stop() {
	if p.started {
		p.stop <- true
	}
}

// Sends publish messages limited by maxdecided and alpha
func (p *RelPublisher) genPublish() {
	current := p.currentRnd
	to := p.maxdecided + p.alpha
	for ; current < to; current++ {
		if p.publishqueue.Len() != 0 {
			val := p.publishqueue.Front().Value.(*px.Value)
			p.publishqueue.Remove(p.publishqueue.Front())
			p.sendPublish(&Publish{
				Rnd: current,
				Val: *val,
			})
		} else {
			break
		}
	}
	if p.publishqueue.Len() == 0 {
		glog.V(2).Info("finished!")
		fmt.Println("finished!")
	}
	p.currentRnd = current
}

func (p *RelPublisher) sendPublish(msg *Publish) {
	for _, id := range p.actors {
		p.send(id, Publish{
			ID:  p.id,
			Rnd: msg.Rnd,
			Val: msg.Val,
			Hmac: p.authmgr.generateMAC(
				id,
				p.authmgr.hashToBytes(msg.Val.Hash()),
				msg.Rnd,
			),
		})
	}
}

// ---------------------------------------------------------
// Network functions
func (p *RelPublisher) broadcast(msg interface{}) {
	p.bcast <- msg
}

func (p *RelPublisher) send(id grp.ID, msg interface{}) {
	p.ucast <- net.Packet{DestID: id, Data: msg}
}

// ****************************************************************
// Not used by RelBC, but needed to fulfill the actor interface
// ****************************************************************
func (p *RelPublisher) SetNextSlot(ns px.SlotID) {
}







github.com/relab/goxos/ringreplacer/epochgen.go

package ringreplacer

import "github.com/relab/goxos/grp"

func epochGenerator(id grp.ID) func(grp.Epoch) grp.Epoch {
	var n uint64
	baseForNode := cantorPairing(uint64(id.PaxosID), uint64(id.Epoch))
	return func(oldEpoch grp.Epoch) grp.Epoch {
		var replacerEpoch uint64
		for replacerEpoch <= uint64(oldEpoch) {
			replacerEpoch = cantorPairing(baseForNode, n)
			n++
		}
		return grp.Epoch(replacerEpoch)
	}
}

func cantorPairing(k1, k2 uint64) uint64 {
	return (k1+k2)*(k1+k2+1)/2 + k2
}







github.com/relab/goxos/ringreplacer/init_rr.go

package ringreplacer

import (
	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	ni "github.com/relab/goxos/nodeinit"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func reconfSetupGlobal(newNodes map[grp.Node]config.TransferWrapper,
	appState app.State) error {
	glog.V(2).Infoln("Initializing new Nodes")

	//TODO: Do this in a goroutine?
	for nd, conf := range newNodes {
		if err := ni.InitNode(ni.AReconfNode, nd,
			conf.ID, conf, appState); err != nil {
			glog.V(2).Infoln("Error while initializing new Node", nd)
			return err
		}
	}
	return nil
}

func (rr *RingReplacer) getNewConfigs(replace *[]grp.ID) (
	rMsg *ReconfMsg, newNodes map[grp.Node]config.TransferWrapper, err error) {

	//New and Old NodeMap
	newMap := rr.grpmgr.NodeMap().CloneMap()
	newids := make([]grp.ID, 0, len(*replace))
	newNodes = make(map[grp.Node]config.TransferWrapper)

	//For every replacement:
	for _, oldID := range *replace {
		// Try to get a replacer through our ReplacerProvider
		node, err2 := rr.replicaProvider.GetReplica(rr.appID, "lr")
		if err2 != nil {
			return nil, newNodes, err2
		}
		newEpoch := rr.getReplacerEpoch(oldID.Epoch)
		newid := grp.NewID(oldID.PaxosID, newEpoch)
		delete(newMap, oldID)
		newids = append(newids, newid)
		newMap[newid] = node
	}

	//Make Configurations for new Nodes
	for _, id := range newids {
		newNodes[newMap[id]] = config.TransferWrapper{
			ID:        id,
			NodeMap:   newMap,
			ConfigMap: rr.config.CloneToKeyValueMap(),
		}
	}
	rMsg = &ReconfMsg{newMap, newids, 0}

	return rMsg, newNodes, nil

}

func (rr *RingReplacer) getAppState() *app.State {
	glog.V(2).Info("requesting application state from server module")
	respChan := make(chan app.State)
	req := app.NewStateReq(respChan)
	rr.appStateReqChan <- req
	appState := <-respChan
	return &appState
}







github.com/relab/goxos/ringreplacer/recmsg.go

package ringreplacer

import (
	"encoding/gob"
	"fmt"

	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"
)

func init() {
	gob.Register(ReconfMsg{})
}

type ReconfMsg struct {
	NodeMap map[grp.ID]grp.Node
	NewIds  []grp.ID
	AduSlot paxos.SlotID
}

func (rm ReconfMsg) String() string {
	return fmt.Sprintf("Reconf Msg with new nodes:"+
		"%v and Slot %v", rm.NewIds, rm.AduSlot)
}







github.com/relab/goxos/ringreplacer/ringreplacer.go

package ringreplacer

import (
	"sync"
	//"time"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/nodeinit"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// RingReplacer is a failure handling module that listens to suspect messages
// for the previous replica in a Ring, and on receiving a suspect, initializes a replacement.
type RingReplacer struct {
	id                 grp.ID
	config             *config.Config
	appID              string
	reconfInProgress   bool
	muReconfInProgress sync.Mutex
	replicaProvider    nodeinit.ReplicaProvider
	getReplacerEpoch   func(grp.Epoch) grp.Epoch
	watching           grp.ID
	grpmgr             grp.GroupManager
	fd                 *liveness.Fd
	fdChan             <-chan liveness.FdMsg
	appStateReqChan    chan<- app.StateReq
	recMsgChan         chan<- ReconfMsg
	stop               chan bool
	stopCheckIn        *sync.WaitGroup
}

// NewRingReplacer returns a new ringreplacer.
func NewRingReplacer(id grp.ID, conf *config.Config, appID string,
	grpmgr grp.GroupManager, fd *liveness.Fd,
	asrch chan<- app.StateReq, recMsgChan chan<- ReconfMsg,
	stopCheckIn *sync.WaitGroup) *RingReplacer {
	return &RingReplacer{
		id:               id,
		config:           conf,
		appID:            appID,
		replicaProvider:  nodeinit.GetReplicaProvider(int(id.PaxosID), conf),
		getReplacerEpoch: epochGenerator(id),
		watching:         grpmgr.NodeMap().GetNext(id),
		grpmgr:           grpmgr,
		fd:               fd,
		appStateReqChan:  asrch,
		recMsgChan:       recMsgChan,
		stop:             make(chan bool),
		stopCheckIn:      stopCheckIn,
	}
}

//TODO: Reset watching on the new process.
// Start starts the RingReplacer by spawning a goroutine to handle
// incoming and outgoing messages.
func (rr *RingReplacer) Start() {
	/*glog.V(1).Info("starting")
	rr.registerAndSubscribe()
	go func() {
		defer rr.stopCheckIn.Done()
		for {
			select {
			case fdMsg := <-rr.fdChan:
				rr.handleFdMsg(fdMsg)
			case <-rr.stop:
				glog.V(1).Info("exiting")
				return
			}
		}
	}()*/
}

// Stop stops the RingReplacer.
func (rr *RingReplacer) Stop() {
	rr.stop <- true
}

func (rr *RingReplacer) registerAndSubscribe() {
	rr.fdChan = rr.fd.SubscribeToFdMsgs("reconf")
	//rr.pxLdChan = rr.ld.SubscribeToPaxosLdMsgs("reconf")
}

func (rr *RingReplacer) handleFdMsg(fdMsg liveness.FdMsg) {
	//glog.V(2).Info("fd message, waiting for full second")
	//ts := time.Now().Truncate(time.Second).Add(time.Second)
	//time.Sleep(ts.Sub(time.Now()))

	glog.V(2).Info("handling fd message")

	if fdMsg.Event != liveness.Suspect {
		return
	}
	//If the node I'm watching is suspected:
	if rr.watching == fdMsg.ID {
		glog.V(2).Info("got suspect for the one I'm watching")
		replace := []grp.ID{rr.watching}
		for {
			//Set Watch on next Node.
			rr.watching = rr.grpmgr.NodeMap().GetNext(rr.watching)
			//Ask Failure Detector if this Node is suspected as well.
			if !rr.fd.IsSuspected(rr.watching) {
				break
			}
			replace = append(replace, rr.watching)
		}
		if uint(len(replace)) >= rr.grpmgr.Quorum() {
			glog.Fatalln("replacing a hole quorum")
		}
		elog.Log(e.NewEvent(e.ReconfigStart))

		rr.createAndProposeReconfigMsg(&replace)
	}

}

func (rr *RingReplacer) createAndProposeReconfigMsg(watching *[]grp.ID) {
	glog.V(2).Info("attempting to create and propose reconfig command")

	// Get new Nodes and their Configs
	recMsg, newConfigs, err := rr.getNewConfigs(watching)
	if err != nil {
		glog.Errorln("error preparing replacements, aborting:", err)
		return
	}

	appState := rr.getAppState()
	recMsg.AduSlot = appState.SlotMarker

	rr.doRemoteSetupAndSend(recMsg, newConfigs, appState)

}

func (rr *RingReplacer) doRemoteSetupAndSend(rcMsg *ReconfMsg,
	newNodes map[grp.Node]config.TransferWrapper,
	appState *app.State) {

	if err := reconfSetupGlobal(newNodes, *appState); err != nil {
		glog.Errorln("error while preparing remote nodes, aborting")
	} else {
		rr.recMsgChan <- *rcMsg
		elog.Log(e.NewEvent(e.ARecRMSent))
		glog.V(2).Infoln("initalization done, sending ReconfMsg")
	}
}







github.com/relab/goxos/server/doc.go

/*
Package server is responsible for setup, initialization, and teardown of all of
the submodules of Goxos.
*/
package server







github.com/relab/goxos/server/handle_reconfig.go

package server

import (
	"errors"

	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/paxos"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

var (
	ErrRecvReconfCmdDuringReconf = errors.New("received reconfig command during reconfiguration")
)

func (s *Server) handleReconfigCmd(reconfCmd *paxos.ReconfigCmd) {
	/*
		elog.Log(e.NewEvent(e.ReconfigExecReconfCmd))
		defer s.reconfigHandler.SetReconfigInProgress(false)
		glog.V(2).Info("handling reconfiguration command")

		firstSlot := s.localAru.Value() + paxos.SlotID(s.config.GetInt("alpha", config.DefAlpha))
		glog.V(2).Info("first slot in new configuration is", firstSlot)

		glog.V(2).Info("connecting to new node")
		newNode := reconfCmd.Nodes[reconfCmd.New]
		newNodeConn, err := net.GxConnectTo(newNode, s.id, reconfCmd.New, s.dmx)
		if err != nil {
			glog.Errorln("reconfiguration error:", err)
			return
		}

		glog.V(2).Info("sending first slot to new node")
		fs := reconfig.FirstSlot{Slot: firstSlot}
		if err = newNodeConn.Write(fs); err != nil {
			glog.Errorln("reconfiguration error:", err)
			return
		}

		if s.id == s.pxLeader {
			err = s.handlePreReconfigAsLeader(firstSlot)
		} else {
			err = s.handlePreReconfigAsNonLeader(firstSlot)
		}
		if err != nil {
			glog.Errorln("reconfinguration error:", err)
			return
		}
		glog.V(2).Info("reached last slot, reconfiguring")

		// Are we beeing excluded?
		if reconfCmd.New == s.id {
			glog.Warning("we are being excluded, stopping...")
			go s.Stop()
			return
		}

		glog.V(2).Info("holding sub-modules")
		relaseChan := make(chan bool)
		s.grpmgr.RequestHold(relaseChan)

		glog.V(2).Info("updating node map")
		s.grpmgr.SetNewNodeMap(reconfCmd.Nodes)

		glog.V(2).Info("sending join to new node")
		if err = newNodeConn.Write(reconfig.Join{}); err != nil {
			glog.Errorln("reconfiguration error:", err)
			return
		}

		glog.V(2).Info("adding new connection to connections map")
		if err = net.AddToConnections(newNodeConn, s.grpmgr.LrEnabled()); err != nil {
			glog.Errorln("reconfiguration error:", err)
			return
		}

		glog.V(2).Info("releasing sub-modules")
		close(relaseChan)

		glog.V(2).Info("setting reconfig in progress false")
		s.reconfigHandler.SignalReconfCompleted()
		glog.V(2).Info("resuming normal operation")

		glog.V(2).Info("sending decided to proposer")
		for i := 0; i < int(s.config.GetInt("alpha", config.DefAlpha)); i++ {
			s.propDcdChan <- true
		}
	*/
}

// TODO(tormod):
// Handle leader change for the pre-reconfiguration phase below
// Handle stop request for the pre-reconfiguration phase below
func (s *Server) handlePreReconfigAsLeader(firstSlot paxos.SlotID) error {
	cmdsToFill := int(s.config.GetInt("alpha", config.DefAlpha) - 1)
	nrProposedToFill := 0

	glog.V(2).Infof("we are paxos leader, waiting for %v client cmds"+
		"for proposal and for them to be decided", cmdsToFill)

	var reqChan <-chan *client.Request
	decided := 0

	for {
		// If we must fill more slots, set the reqChan to the client
		// request channel. If we have proposed for the number of slots
		// needed before first slot, set the request chan to nil so we
		// don't propose any more client requests and only listen for
		// decided slots.
		if nrProposedToFill < cmdsToFill {
			reqChan = s.clientReqChan
		} else {
			reqChan = nil
		}

		select {
		case val := <-s.decidedChan:
			if val.Vt == paxos.Reconfig {
				return ErrRecvReconfCmdDuringReconf
			}
			s.handleDecidedVal(val, false)
			decided++
			if decided == cmdsToFill {
				return nil
			}
			//if s.localAru.Value() == firstSlot-1 {
			//	return nil
			//}
		case req := <-reqChan:
			s.propChan <- &paxos.Value{Vt: paxos.App, Cr: []*client.Request{req}}
			nrProposedToFill++
			glog.V(2).Infof("have proposed %d of %d needed cmds before first slot",
				nrProposedToFill, cmdsToFill)
		default:
			if nrProposedToFill >= cmdsToFill {
				continue
			}
			glog.V(2).Info("no client request in queue, proposing no-op")
			s.propChan <- &paxos.Value{Vt: paxos.Noop}
			nrProposedToFill++
		}
	}
}

// TODO(tormod):
// Handle leader change for the pre-reconfiguration phase below
// Handle stop request for the pre-reconfiguration phase below
func (s *Server) handlePreReconfigAsNonLeader(firstSlot paxos.SlotID) error {
	glog.V(2).Infof("waiting for last slot (%v) in current configuration", firstSlot-1)
	cmdsToFill := int(s.config.GetInt("alpha", config.DefAlpha) - 1)
	decided := 0
	for {
		val := <-s.decidedChan

		if val.Vt == paxos.Reconfig {
			return ErrRecvReconfCmdDuringReconf
		}

		s.handleDecidedVal(val, false)
		decided++
		if decided == cmdsToFill {
			return nil
		}
	}
}







github.com/relab/goxos/server/init.go

package server

import (
	"encoding/json"
	"strings"

	"github.com/relab/goxos/arec"
	"github.com/relab/goxos/authenticatedbc"
	"github.com/relab/goxos/batchpaxos"
	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/lr"
	"github.com/relab/goxos/multipaxos"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/parallelpaxos"
	"github.com/relab/goxos/paxos"
	"github.com/relab/goxos/reconfig"
	"github.com/relab/goxos/reliablebc"
	"github.com/relab/goxos/ringreplacer"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
	"gopkg.in/mgo.v2/bson"
)

// A map of unmarshaller functions being passed to the Demuxer of the net package.
// It's passed from the server package as a consequence of files in the net package being unable to
// import the paxos package (circular import). By passing this map to the Demuxer
// it can decode received data into the correct types of the paxos and liveness packages.
var json_um = map[uint32]func([]byte) (interface{}, error){
	1: func(raw []byte) (interface{}, error) {
		var f paxos.Prepare
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	2: func(raw []byte) (interface{}, error) {
		var f paxos.Promise
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	3: func(raw []byte) (interface{}, error) {
		var f paxos.Accept
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	4: func(raw []byte) (interface{}, error) {
		var f paxos.Learn
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	5: func(raw []byte) (interface{}, error) {
		var f paxos.CatchUpRequest
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	6: func(raw []byte) (interface{}, error) {
		var f paxos.CatchUpResponse
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	7: func(raw []byte) (interface{}, error) {
		var f paxos.RangeTuple
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	8: func(raw []byte) (interface{}, error) {
		var f paxos.ResponseTuple
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	9: func(raw []byte) (interface{}, error) {
		var f liveness.Heartbeat
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	10: func(raw []byte) (interface{}, error) {
		var f liveness.FdMsg
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	11: func(raw []byte) (interface{}, error) {
		var f *paxos.Accept
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	12: func(raw []byte) (interface{}, error) {
		var f *paxos.CatchUpRequest
		err := json.Unmarshal(raw, &f)
		return f, err
	},
	0: func(raw []byte) (interface{}, error) {
		var f interface{}
		err := json.Unmarshal(raw, &f)
		return f, err
	},
}

var bson_um = map[uint32]func([]byte) (interface{}, error){
	1: func(raw []byte) (interface{}, error) {
		var f paxos.Prepare
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	2: func(raw []byte) (interface{}, error) {
		var f paxos.Promise
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	3: func(raw []byte) (interface{}, error) {
		var f paxos.Accept
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	4: func(raw []byte) (interface{}, error) {
		var f paxos.Learn
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	5: func(raw []byte) (interface{}, error) {
		var f paxos.CatchUpRequest
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	6: func(raw []byte) (interface{}, error) {
		var f paxos.CatchUpResponse
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	7: func(raw []byte) (interface{}, error) {
		var f paxos.RangeTuple
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	8: func(raw []byte) (interface{}, error) {
		var f paxos.ResponseTuple
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	9: func(raw []byte) (interface{}, error) {
		var f liveness.Heartbeat
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	10: func(raw []byte) (interface{}, error) {
		var f liveness.FdMsg
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	11: func(raw []byte) (interface{}, error) {
		var f *paxos.Accept
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	12: func(raw []byte) (interface{}, error) {
		var f *paxos.CatchUpRequest
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
	0: func(raw []byte) (interface{}, error) {
		var f interface{}
		err := bson.Unmarshal(raw, &f)
		return f, err
	},
}

// Initialize all of the modules.
func (s *Server) InitModules() {
	glog.V(1).Info("initializing submodules")
	if glog.V(2) {
		s.logInitInfo()
	}
	s.initGroupManager()
	s.initNetwork()
	s.initLiveness()
	s.initPaxos()
	s.initRingReplacer()
	s.initFailureHandling()
	s.initClientHandler()
}

func (s *Server) InitModulesReconfig() {
	glog.V(1).Info("initializing submodules")
	if glog.V(2) {
		s.logInitInfo()
	}
	s.initGroupManager()
	s.initNetwork()
	s.initLiveness()
	s.initRingReplacer()
	s.initFailureHandling()
	s.initClientHandler()
}

func (s *Server) logInitInfo() {
	glog.Infoln("\n----------------------------------------------",
		"\ninitalization values summary",
		"\napplication identifier:", s.appID,
		"\nid is", s.id,
		"\nThere are", s.nodes.NrOfNodes(), "nodes and",
		s.nodes.NrOfAcceptors(),
		"acceptors in cluster",
		"\npaxos type is",
		s.config.GetString("protocol", config.DefProtocol),
		"with alpha",
		s.config.GetInt("alpha", config.DefAlpha),
		"\nfailure handling type is", s.config.GetString(
			"failureHandlingType",
			config.DefFailureHandlingType,
		),
		"\nreplacer mode:", s.replacer,
		"\nliveness values:",
		s.config.GetDuration(
			"hbEmitterInterval",
			config.DefHbEmitterInterval,
		),
		s.config.GetDuration(
			"fdTimeoutInterval", config.DefFdTimeoutInterval,
		),
		s.config.GetDuration(
			"fdDeltaIncrease",
			config.DefFdDeltaIncrease,
		),
		"\nbatch max size:", s.config.GetInt(
			"batchMaxSize",
			config.DefBatchMaxSize,
		),
		"\nbatch timeout:", s.config.GetDuration(
			"batchTimeout",
			config.DefBatchTimeout,
		),
		"\nthroughput sampling interval:", s.config.GetDuration(
			"throughputSamplingInterval",
			config.DefThroughputSamplingInterval,
		),
		"\n----------------------------------------------")
}

// Parses the config value `nodes`
func (s *Server) initNodeMap() {
	nodeMap, err := s.config.GetNodeMap("nodes")
	if err != nil {
		panic(err.Error())
	}
	s.nodes = nodeMap
}

func (s *Server) initGroupManager() {
	lrEnabled := strings.ToLower(s.config.GetString("failureHandlingType", config.DefFailureHandlingType)) == "livereplacement"
	arEnabled := strings.ToLower(s.config.GetString("failureHandlingType", config.DefFailureHandlingType)) == "areconfiguration"
	s.grpmgr = grp.NewGrpMgr(s.id, &s.nodes, lrEnabled, arEnabled, s.subModulesStopSync)
}

func (s *Server) initNetwork() {
	node, found := s.grpmgr.NodeMap().LookupNode(s.grpmgr.GetID())
	if !found {
		glog.Fatalln("Could not find my address to listen on")
	}

	p := net.NewGRDProtocol(node.PaxosAddr())
	s.netprotocol = p
	s.connmgr = net.NewConnectionManager(s.netprotocol, s.grpmgr)
	s.connmgr.RegisterHeartbeatChannel(s.heartbeatChan)

	//
	// Switch between JSON, BSON and GOB here:
	//
	/*
		//BSON
		s.dmx = net.NewXsonDemuxer(s.connmgr, bson_um, s.subModulesStopSync)
		s.snd = net.NewXsonSender(s.id, s.grpmgr, s.outUnicast,
			s.outBroadcast, s.connmgr, s.dmx,
			s.subModulesStopSync, true)
	*/
	/*

		//JSON
		s.dmx = net.NewXsonDemuxer(s.connmgr, json_um, s.subModulesStopSync)
		s.snd = net.NewXsonSender(s.id, s.grpmgr, s.outUnicast,
			s.outBroadcast, s.connmgr, s.dmx,
			s.subModulesStopSync, false)
	*/

	//msgPack
	s.dmx = net.NewMpDemuxer(s.connmgr, s.subModulesStopSync)
	s.snd = net.NewMpSender(s.id, s.grpmgr, s.outUnicast,
		s.outBroadcast, s.connmgr, s.dmx,
		s.subModulesStopSync)

	/*
		//GOB
		s.dmx = net.NewGobDemuxer(s.connmgr, s.subModulesStopSync)
		s.snd = net.NewGobSender(s.id, s.grpmgr, s.outUnicast,
			s.outBroadcast, s.connmgr, s.dmx,
			s.subModulesStopSync)
	*/
}

func (s *Server) initLiveness() {
	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "authenticatedbc", "reliablebc":
		return
	default:
		s.hbem = liveness.NewHbEm(s.config, s.id, s.snd.ResetChan(),
			s.outBroadcast, s.subModulesStopSync)
		s.fd = liveness.NewFd(s.id, s.grpmgr, s.config,
			s.heartbeatChan, s.subModulesStopSync)
		s.ld = liveness.NewMonarchicalLD(s.grpmgr, s.fd, s.subModulesStopSync)
		s.pxLeaderChan = s.ld.SubscribeToPaxosLdMsgs("server")
	}
}

func (s *Server) initPaxos() {
	node, exists := s.nodes.LookupNode(s.id)
	if !exists {
		glog.Fatal("initPaxos: can't find self in nodemap")
	}

	pp := &paxos.Pack{
		ID:              s.id,
		NrOfNodes:       s.nodes.NrOfNodes(),
		NrOfAcceptors:   s.nodes.NrOfAcceptors(),
		Config:          &s.config,
		Dmx:             s.dmx,
		Gm:              s.grpmgr,
		Ld:              s.ld,
		StopCheckIn:     s.subModulesStopSync,
		RunProp:         node.Proposer,
		RunAcc:          node.Acceptor,
		RunLrn:          node.Learner,
		Ucast:           s.outUnicast,
		Bcast:           s.outBroadcast,
		BcastP:          s.outProposer,
		BcastA:          s.outAcceptor,
		BcastL:          s.outLearner,
		PropChan:        s.propChan,
		DcdChan:         s.decidedChan,
		NewDcdChan:      s.propDcdChan,
		DcdSlotIDToProp: make(chan paxos.SlotID, 32),
		LocalAdu:        s.localAru,
		FirstSlot:       s.firstSlot,
		NextExpectedDcd: paxos.SlotID(s.localAru.Value() + 1),
	}

	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "multipaxos":
		s.prop, s.acc, s.lrn = multipaxos.CreateMultiPaxos(pp)
	case "parallelpaxos":
		s.prop, s.acc, s.lrn = parallelpaxos.CreateParallelPaxos(pp)
	case "fastpaxos":
		panic("FastPaxos needs to be updated due to API changes")
	case "batchpaxos":
		s.prop, s.acc, s.lrn = batchpaxos.CreateBatchPaxos(*pp)
	case "authenticatedbc":
		s.acc, s.prop, s.lrn = authenticatedbc.CreateAuthenticatedBC(pp)
	case "reliablebc":
		s.prop, s.acc, s.lrn = reliablebc.CreateReliableBC(pp)

	default:
		panic("Unknown paxos variant: " + protocol + " given as config value for `protocol`.")
	}
}

func (s *Server) initFailureHandling() {
	fhType := s.config.GetString("failureHandlingType", config.DefFailureHandlingType)

	switch strings.TrimSpace(strings.ToLower(fhType)) {
	case "none":
		return
	case "livereplacement":
		s.replacementHandler = lr.NewReplacementHandler(s.id, &s.config, s.replacer,
			s.localAru.Value(), s.grpmgr, s.recMsgChan, s.outBroadcast, s.outUnicast,
			s.dmx, s.acc, s.localAru, s.subModulesStopSync)
	case "reconfiguration":
		s.reconfigHandler = reconfig.NewReconfigHandler(s.id, &s.config, s.appID,
			s.grpmgr, s.ld, s.recMsgChan, s.outBroadcast, s.outUnicast,
			s.dmx, s.appStateReqChan, s.reconfigCmdChan, s.subModulesStopSync)
	case "areconfiguration":
		s.aReconfHandler = arec.NewAReconfHandler(s.id, &s.config, s.appID,
			s.grpmgr, s.fd, s.ld, s.outBroadcast, s.outUnicast, s.dmx,
			s.appStateReqChan, s.acc, s.prop, s.localAru, s.subModulesStopSync)
	default:
		glog.Infoln("Unknown FailureHandlingType: `" + fhType +
			"`. Ignoring and running without failure handling")
		return
	}
}

func (s *Server) initClientHandler() {
	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "authenticatedbc", "reliablebc":
		s.clientHandler = &client.ClientHandlerMock{}
	default:
		s.clientHandler = client.NewClientHandlerTCP(
			s.id,
			protocol,
			s.grpmgr,
			s.ld,
			s.clientReqChan,
			s.subModulesStopSync,
		)
	}
}

func (s *Server) initRingReplacer() {
	s.ringReplacer = ringreplacer.NewRingReplacer(s.id, &s.config, s.appID, s.grpmgr, s.fd,
		s.appStateReqChan, s.recMsgChan, s.subModulesStopSync)
}







github.com/relab/goxos/server/run.go

package server

import (
	"strings"
	"time"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/paxos"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

func (s *Server) run() {
	elog.Log(e.NewEvent(e.Running))

	tschan := make(chan bool)
	s.startLogThroughput(tschan)
	defer s.stopLogThroughput(tschan)

	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "authenticatedbc", "reliablebc":
		s.pxLeader = grp.UndefinedID()
	default:
		s.pxLeader = s.ld.PaxosLeader()
	}

	for {
		select {
		case pxLeaderID := <-s.pxLeaderChan:
			s.pxLeader = pxLeaderID
		case req := <-s.clientReqChan:
			// Shortcut if batching turned off:
			if s.batchMaxSize == 1 {
				s.propChan <- &paxos.Value{Vt: paxos.App, Cr: []*client.Request{req}}
				continue
			}

			s.appendToBatch(req)
			if s.batchNextIndex == s.batchMaxSize {
				s.sendBatch()
			}
		case <-s.batchTimer.C:
			s.sendBatch()
		case reconfigCmd := <-s.reconfigCmdChan:
			s.propChan <- &paxos.Value{Vt: paxos.Reconfig, Rc: &reconfigCmd}
		case val := <-s.decidedChan:
			s.handleDecidedVal(val, true)
		case asreq := <-s.appStateReqChan:
			s.handleAppStateReq(asreq)
		case <-s.stopChan:
			s.stop()
			return
		}
	}
}

func (s *Server) appendToBatch(req *client.Request) {
	if s.batchNextIndex == 0 {
		s.batchBuffer = make([]*client.Request, s.batchMaxSize)
		s.batchTimer.Reset(s.batchTimeout)
	}
	s.batchBuffer[s.batchNextIndex] = req
	s.batchNextIndex++
}

func (s *Server) sendBatch() {
	s.batchTimer.Stop()

	if s.batchNextIndex == 0 {
		return
	}

	s.propChan <- &paxos.Value{Vt: paxos.App, Cr: s.batchBuffer[0:s.batchNextIndex]}
	s.batchNextIndex = 0
}

func (s *Server) handleDecidedVal(val *paxos.Value, informProp bool) {
	if glog.V(3) {
		glog.Infof("executing decided value of type %v from learner", val.Vt)
	}

	switch val.Vt {
	case paxos.Noop:
		s.localAru.Increment()
		if informProp {
			s.propDcdChan <- true
		}
	case paxos.App:
		for i := range val.Cr {
			appresp := s.ah.Execute(val.Cr[i].GetVal())
			if glog.V(3) {
				glog.Info("application generated response")
			}
			cresp := genRespForReq(val.Cr[i], appresp)
			s.clientHandler.ForwardResponse(cresp)
			s.localAru.Increment()
		}
		if informProp {
			s.propDcdChan <- true
		}
	case paxos.Reconfig:
		// A node joining as a new node after a reconfiguration will do
		// catch-up to get the slots decided in the time between it got
		// its state and it joined the cluster. But, it should not execute
		// the reconfiguration command that included it. Therefore a
		// node only execute a reconfiguration command if
		// the slot id is larger or equal to its firstSlot.
		//s.localAru.Increment()
		if s.localAru.Value() >= s.firstSlot-1 {
			s.handleReconfigCmd(val.Rc)
			elog.Log(e.NewEvent(e.ReconfigDone))
		}
		s.localAru.Increment()
	default:
		glog.Fatal("received decided value of unkown type")
	}

	if glog.V(3) {
		glog.Infoln("localaru incremented to", s.localAru)
	}
}

func genRespForReq(req *client.Request, appresp []byte) *client.Response {
	var resp client.Response
	id := req.GetId()
	seq := req.GetSeq()
	resp.Type = client.Response_EXEC_RESP.Enum()
	resp.Id = &id
	resp.Seq = &seq
	resp.Val = appresp
	return &resp
}

func (s *Server) handleAppStateReq(asreq app.StateReq) {
	glog.V(2).Infoln("requesting state from application",
		"with slot marker:", s.localAru)
	slotMarker, state := s.ah.GetState(uint(s.localAru.Value()))
	glog.V(2).Infoln("received state from application,",
		"size was", len(state), "bytes and slot marker", slotMarker)
	appState := app.NewState(paxos.SlotID(slotMarker), state)
	asreq.RespChan() <- appState
}

func (s *Server) startLogThroughput(stop <-chan bool) {
	interval := s.config.GetDuration("throughputSamplingInterval", config.DefThroughputSamplingInterval)
	if interval == 0 {
		return
	}
	go func() {
		ticker := time.NewTicker(interval)
		defer ticker.Stop()
		var currentAdu paxos.SlotID
		prevAdu := s.localAru.Value()
		for {
			select {
			case <-ticker.C:
				currentAdu = s.localAru.Value()
				elog.Log(
					e.NewEventWithMetric(
						e.ThroughputSample,
						uint64(currentAdu-prevAdu),
					),
				)
				prevAdu = currentAdu
			case <-stop:
				return
			}
		}
	}()
}

func (s *Server) stopLogThroughput(stop chan<- bool) {
	if s.config.GetDuration("throughputSamplingInterval", config.DefThroughputSamplingInterval) == 0 {
		return
	}
	stop <- true
}







github.com/relab/goxos/server/server.go

package server

import (
	"sync"
	"time"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/arec"
	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/liveness"
	"github.com/relab/goxos/lr"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/paxos"
	"github.com/relab/goxos/reconfig"
	"github.com/relab/goxos/ringreplacer"
)

// A Server is the main module that maintains communication with all of the
// submodules. It is also responsible for initializing and launching all of
// the submodules and their goroutines.
type Server struct {
	id                 grp.ID
	appID              string
	config             config.Config
	replacer           bool
	nodes              grp.NodeMap
	pxLeader           grp.ID
	netprotocol        net.PacketProtocol
	connmgr            *net.ConnectionManager
	dmx                net.Demuxer
	snd                net.Sender
	outUnicast         chan net.Packet
	outBroadcast       chan interface{}
	outProposer        chan interface{}
	outAcceptor        chan interface{}
	outLearner         chan interface{}
	hbem               *liveness.HbEm
	fd                 *liveness.Fd
	ld                 liveness.LeaderDetector
	heartbeatChan      chan grp.ID
	prop               paxos.Proposer
	acc                paxos.Acceptor
	lrn                paxos.Learner
	pxLeaderChan       <-chan grp.ID
	propChan           chan *paxos.Value
	decidedChan        chan *paxos.Value
	propDcdChan        chan bool
	appStateReqChan    chan app.StateReq
	clientHandler      client.ClientHandler
	clientReqChan      chan *client.Request
	grpmgr             grp.GroupManager
	replacementHandler *lr.ReplacementHandler
	reconfigHandler    *reconfig.ReconfigHandler
	aReconfHandler     *arec.AReconfHandler
	ringReplacer       *ringreplacer.RingReplacer
	reconfigCmdChan    chan paxos.ReconfigCmd
	recMsgChan         chan ringreplacer.ReconfMsg
	localAru           *paxos.Adu
	firstSlot          paxos.SlotID
	ah                 app.Handler
	stopChan           chan bool
	subModulesStopSync *sync.WaitGroup
	batchTimeout       time.Duration
	batchMaxSize       uint
	batchBuffer        []*client.Request
	batchNextIndex     uint
	batchTimer         time.Timer
}

// Create a new Server for an application.
func NewServer(id grp.ID, appID string, conf config.Config,
	ah app.Handler) *Server {
	s := &Server{
		id:                 id,
		appID:              appID,
		config:             conf,
		pxLeader:           grp.UndefinedID(),
		outUnicast:         make(chan net.Packet, 64),
		outBroadcast:       make(chan interface{}, 64),
		outProposer:        make(chan interface{}, 64),
		outAcceptor:        make(chan interface{}, 64),
		outLearner:         make(chan interface{}, 64),
		heartbeatChan:      make(chan grp.ID, 128),
		propChan:           make(chan *paxos.Value, 512),
		decidedChan:        make(chan *paxos.Value, 512),
		propDcdChan:        make(chan bool, 32),
		clientReqChan:      make(chan *client.Request, 512),
		appStateReqChan:    make(chan app.StateReq),
		reconfigCmdChan:    make(chan paxos.ReconfigCmd),
		recMsgChan:         make(chan ringreplacer.ReconfMsg),
		localAru:           &paxos.Adu{},
		firstSlot:          1,
		ah:                 ah,
		stopChan:           make(chan bool),
		subModulesStopSync: new(sync.WaitGroup),
		batchTimeout:       conf.GetDuration("batchTimeout", config.DefBatchTimeout),
		batchMaxSize:       uint(conf.GetInt("batchMaxSize", config.DefBatchMaxSize)),
		batchTimer:         *time.NewTimer(0),
	}
	s.initNodeMap()
	return s
}







github.com/relab/goxos/server/standby_server.go

package server

import (
	"strings"
	"sync"

	"github.com/relab/goxos/app"
	"github.com/relab/goxos/client"
	"github.com/relab/goxos/config"
	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"
	"github.com/relab/goxos/grp"
	"github.com/relab/goxos/net"
	"github.com/relab/goxos/paxos"
	"github.com/relab/goxos/ringreplacer"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// Shared constructor for both a replacer node and a reconfiguration node
func NewStandbyServer(id grp.ID, appID string, nodemap grp.NodeMap,
	conf config.Config, ah app.Handler, slotMarker paxos.SlotID) *Server {
	s := &Server{
		id:                 id,
		appID:              appID,
		nodes:              nodemap,
		config:             conf,
		outUnicast:         make(chan net.Packet, 64),
		outBroadcast:       make(chan interface{}, 64),
		outProposer:        make(chan interface{}, 64),
		outAcceptor:        make(chan interface{}, 64),
		outLearner:         make(chan interface{}, 64),
		heartbeatChan:      make(chan grp.ID, 128),
		propChan:           make(chan *paxos.Value, 32),
		decidedChan:        make(chan *paxos.Value, 32),
		clientReqChan:      make(chan *client.Request, 64),
		propDcdChan:        make(chan bool, 32),
		appStateReqChan:    make(chan app.StateReq),
		reconfigCmdChan:    make(chan paxos.ReconfigCmd),
		recMsgChan:         make(chan ringreplacer.ReconfMsg),
		localAru:           paxos.NewAdu(slotMarker),
		firstSlot:          slotMarker + 1,
		ah:                 ah,
		stopChan:           make(chan bool),
		subModulesStopSync: new(sync.WaitGroup),
	}

	switch strings.ToLower(conf.GetString("failureHandlingType", config.DefFailureHandlingType)) {
	case "livereplacement", "areconfiguration":
		s.replacer = true
	}

	return s
}

func (s *Server) StartReplacer() {
	s.grpmgrStart()
	s.networkStart(false)
	s.startHbEmitter()
	s.waitForActivation()
	s.paxosStart()
	s.clientHandlerStart()
	s.startFdAndLd()
	go s.run()
}

func (s *Server) waitForActivation() {
	s.failureHandlingStart()
	glog.V(1).Info("waiting for replacer activation")
	elog.Log(e.NewEvent(e.LRWaitForActivation))
	s.replacementHandler.WaitForActivation()
	elog.Log(e.NewEvent(e.LRActivated))
}

func (s *Server) StartReconfig() {
	s.grpmgrStart()
	s.networkStart(false)
	s.ringReplacerStart()
	s.failureHandlingStart()
	s.firstSlot = s.waitForFirstSlot()
	elog.Log(e.NewEvent(e.ReconfigFirstSlotReceived))
	s.initPaxos()
	s.paxosStart()
	s.waitForJoin()
	elog.Log(e.NewEvent(e.ReconfigJoined))
	s.startHbEmitter()
	s.clientHandlerStart()
	s.startFdAndLd()
	go s.run()
}

func (s *Server) waitForFirstSlot() paxos.SlotID {
	glog.V(1).Info("waiting for first slot before starting paxos")
	return s.reconfigHandler.WaitForFirstSlot()
}

func (s *Server) waitForJoin() {
	glog.V(1).Info("waiting for join before starting client & liveness modules")
	s.reconfigHandler.WaitForJoin()
}

func (s *Server) StartAReconfig() {
	s.grpmgrStart()
	s.networkStart(false)
	s.startHbEmitter()
	s.failureHandlingStart()
	s.waitForValidActivation()
	s.paxosStart()
	s.clientHandlerStart()
	s.startFdAndLd()
	go s.run()
}

/*
//TODO: implement in arec: WaitForReconfMsg
func (s *Server) waitForReconf() paxos.SlotId {
	glog.V(4).Info("waiting for reconf")
	return s.aReconfHandler.WaitForReconf()
}
*/

//TODO: implement in arec: WaitForValidActivation
func (s *Server) waitForValidActivation() {
	glog.V(1).Info("waiting for valid activation")
	s.aReconfHandler.RunningPaxos()
}







github.com/relab/goxos/server/start.go

package server

import (
	"strings"

	"github.com/relab/goxos/config"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

// Start all of the submodules. This must occur in the correct order, so that
// the network is launched before Paxos, etc.
func (s *Server) Start() {
	glog.V(1).Info("starting submodules")
	s.grpmgrStart()
	s.networkStart(true)
	s.paxosStart()
	s.clientHandlerStart()
	s.ringReplacerStart()
	s.failureHandlingStart()
	s.livenessStart()
	go s.run()
}

func (s *Server) grpmgrStart() {
	s.subModulesStopSync.Add(1)
	s.grpmgr.Start()
}

/*
func (s *Server) networkStart(doInitialConnect bool) {
	s.subModulesStopSync.Add(1)
	s.dmx.Start()
	if doInitialConnect {
		s.snd.InitialConnect()
	}
	s.subModulesStopSync.Add(1)
	s.snd.Start()
}
*/
func (s *Server) networkStart(doInitialConnect bool) {

	s.subModulesStopSync.Add(1)
	s.snd.Start()
	s.subModulesStopSync.Add(1)
	s.dmx.Start()
	if doInitialConnect {
		s.connmgr.InitialConnect() //MAYBE FLUFF!!!!!!!!!!!!!!!!!!
	}
}
func (s *Server) paxosStart() {
	s.subModulesStopSync.Add(1)
	s.prop.Start()
	s.subModulesStopSync.Add(1)
	s.acc.Start()
	s.subModulesStopSync.Add(1)
	s.lrn.Start()
}

func (s *Server) livenessStart() {
	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "authenticatedbc", "reliablebc":
		return
	default:
		s.startHbEmitter()
		s.startFdAndLd()
	}
}

func (s *Server) startHbEmitter() {
	s.subModulesStopSync.Add(1)
	s.hbem.Start()
}

func (s *Server) startFdAndLd() {
	s.subModulesStopSync.Add(1)
	s.fd.Start()
	s.subModulesStopSync.Add(1)
	s.ld.Start()
}

func (s *Server) clientHandlerStart() {
	s.subModulesStopSync.Add(1)
	s.clientHandler.Start()
}

func (s *Server) failureHandlingStart() {
	switch strings.ToLower(s.config.GetString("failureHandlingType", config.DefFailureHandlingType)) {
	case "none":
		return
	case "livereplacement":
		s.subModulesStopSync.Add(1)
		s.replacementHandler.Start()
	case "reconfiguration":
		s.subModulesStopSync.Add(1)
		s.reconfigHandler.Start()
	case "areconfiguration":
		s.subModulesStopSync.Add(1)
		s.aReconfHandler.Start()
	default:
		glog.Warning("unknown failure handling method specified, using none")
	}

}

func (s *Server) ringReplacerStart() {
	//s.subModulesStopSync.Add(1)
	s.ringReplacer.Start()
}







github.com/relab/goxos/server/stop.go

package server

import (
	"fmt"
	"os"
	"runtime/pprof"
	"strings"
	"time"

	"github.com/relab/goxos/config"

	"github.com/relab/goxos/elog"
	e "github.com/relab/goxos/elog/event"

	"github.com/relab/goxos/Godeps/_workspace/src/github.com/golang/glog"
)

const shutdownTimeout = 1000 * time.Millisecond

var ErrShutdownTimeout = fmt.Errorf("stopping goxos submodules timed out (waited %v)", shutdownTimeout)

// Stop all of the submodules.
func (s *Server) Stop() error {
	elog.Log(e.NewEvent(e.ShutdownStart))
	glog.V(1).Info("starting shutdown procedure")
	glog.V(2).Infoln("local aru is", s.localAru)

	s.stopChan <- true
	stopped := make(chan bool)
	go func() {
		glog.V(1).Info("waiting for submodules to report stopped")
		s.subModulesStopSync.Wait()
		stopped <- true
	}()

	select {
	case <-stopped:
		glog.V(1).Info("clean exit")
	case <-time.After(shutdownTimeout):
		glog.Error(ErrShutdownTimeout)
		glog.Infoln(s.subModulesStopSync)
		glog.Flush()
		pprof.Lookup("goroutine").WriteTo(os.Stderr, 1)
		pprof.Lookup("block").WriteTo(os.Stderr, 1)

		return ErrShutdownTimeout
	}

	return nil
}

func (s *Server) stop() {
	glog.V(1).Info("signaling stop to submodules")
	s.grpmgr.Stop()
	s.networkStop()
	s.paxosStop()
	s.livenessStop()
	s.clientHandler.Stop()
	s.failureHandlingStop()
	glog.Flush()
}

func (s *Server) networkStop() {
	s.dmx.Stop()
	s.snd.Stop()
}

func (s *Server) livenessStop() {
	protocol := s.config.GetString("protocol", config.DefProtocol)
	switch strings.TrimSpace(strings.ToLower(protocol)) {
	case "authenticatedbc", "reliablebc":
		return
	default:
		s.hbem.Stop()
		s.fd.Stop()
		s.ld.Stop()
	}
}

func (s *Server) paxosStop() {
	s.prop.Stop()
	s.acc.Stop()
	s.lrn.Stop()
}

func (s *Server) failureHandlingStop() {
	switch strings.ToLower(s.config.GetString("failureHandlingType", config.DefFailureHandlingType)) {
	case "none":
		return
	case "livereplacement":
		s.replacementHandler.Stop()
	case "reconfiguration":
		s.reconfigHandler.Stop()
	case "areconfiguration":
		s.aReconfHandler.Stop()
	default:
		glog.Warning("unknown failure handling method specified, nothing to stop")
	}
}





