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Abstract 

 
The Internet of Things (IoT) is becoming increasingly prevalent in today's society. 
Innovations in storage and processing methodologies enable the processing of large 
amounts of data in a scalable manner, and generation of insights in near real-time. 
Data from IoT are typically time-series data but they may also have a strong spatial 
correlation. In addition, many time-series data are deployed in industries that still 
place the data in inappropriate relational databases. 

Many open-source time-series databases exist today with inspiring features in terms 
of storage, analytic representation, and visualization. Finding an efficient method to 
migrate data into a time-series database is the first objective of the thesis. 

In recent decades, machine learning has become one of the backbones of data 
innovation. With the constantly expanding amounts of information available, there 
is good reason to expect that smart data analysis will become more pervasive as an 
essential element for innovative progress. Methods for modeling time-series data in 
machine learning and migrating time-series data from a database to a big data 
machine learning framework, such as Apache Spark, is explored in this thesis.  

Keywords-component; Time-series database; IoT; HBase; Apache Kafka; 
OpenTSDB; Spark; Machine learning 
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Chapter 1  

Introduction 

1.1 Background 
In recent years, the Internet has expanded exponentially from a small research 
network, containing just a couple of nodes, to an extensive worldwide network that 
services more than one billion users. Scaled down size and cost decreases of 
electronic gadgets makes it conceivable that the Internet can expand into another 
context: smart items, i.e., ordinary physical items that are upgraded with a small 
device to provide local intelligence and connectivity. The small electronic device, a 
data processing component that is attached to a physical thing, connects the 
physical world and the information world. A smart object is a physical system or an 
embedded system, consisting of a thing (the physical entity) and a component that 
processes the sensor data and supports a wireless communication link to the 
Internet. 

Kevin Ashton initially instituted the term 'Internet of Things' in 1999 within the 
context of chain management. However, in the last decade, the definition has 
expanded to cover an extensive variety of uses such as health awareness, utilities, 
transport, and others. Although the meaning of "Things" has changed as technology 
advanced, the primary objective remains unchanged: having a computer acquire 
information without the need for human interaction.  

The challenge of the IoT (Internet of Things) is not in the functionality of a smart 
object, but in the extreme number of billions or even trillions of smart objects that 
create novel technical issues related to large amounts of data. Such data, called time 
series data, follow events or repeated estimations as an element of time, generating 
a sequence of observations on a variable measured at progressive points in time. 
Data may be collected progressive points in time. The pattern of the data provides 
important information regarding how the time series has behaved previously. 
Where such a pattern can be expected to continue in the future, we can use past 
behavior to guide us in selecting an appropriate forecasting method. 

A general example of the IoT is wireless sensors. A recent advance in the field of 
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Micro Electro Mechanical Systems (MEMS), low-power microelectronics and low-
power communication has made it possible to assemble small integrated smart 
objects, called sensor nodes, containing a sensor, a micro-controller and a wireless 
communication controller. A sensor node can acquire a mixture of physical, 
chemical, or biological signals to measure properties of its environment. Sensor 
nodes have limited resources: they are powered either by a small battery or by 
energy harvested from the environment; they have constrained computational 
power; little memory; and few communication capabilities.  

Given that the end goal is to monitor and observe some event or metric, anywhere 
from tens to millions of sensor nodes are deployed systematically or randomly in a 
sensor field to form an ad-hoc self-organizing network – a wireless sensor network 
(WSN). The WSN collects data about the targeted phenomenon and transmits the 
data via an ad-hoc multi-hop communication channel to one or more 
base stations that can be connected to the Internet.  

Until recently, the standard way to deal with managing large-scale time series data 
has been to choose prior to analysis which data to sample, to study a portion of the 
sampled data, deliver the desired reports, summarize a few outcomes to be 
archived, and then dispose of most of the raw data. Currently, the opportunity to do 
more extensive and profound examinations of the data is evolving, allowing the 
investigation of information that would previously have been discarded. At present-
day rates of data generation, even a couple of weeks or months of data is of 
sufficiently large volume to overpower customary database techniques. However, 
the new scalable NoSQL platforms and tools for data storage and access make it 
possible to document years of raw or lightly processed data. These finer-grained 
and longer histories are particularly profitable for providing the information 
required for forecasting, oddity discovery, back-testing new models, and 
discovering long-term trends and correlations. 

As a consequence of these new smaller and cheaper processors technologies, the 
frequency of circumstances in which data are being gathered as time series is 
expanding, as are the requirement for reliable, high-performance time series 
databases. Note that it is not simply an issue of what data to save, but rather when 
considering what data maintain, a time series database is profitable. At extensive 
scales, time-based queries can be implemented as large, contiguous scans that are 
extremely effective if the information is stored appropriately in a time series 
database. In addition, if the amount of information is vast, a non-relational time 
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series database (TSDB) in a NoSQL system can be expected to give adequate 
scalability. 

There are many time-series data deployed in industries that are still placing the data 
in relational databases. 

There are three main objectives of this thesis. The first is finding an efficient 
method to migrate data into a time-series database. The second is to make a 
platform to stream time series data from a TSDB into a cluster-computing 
framework. The third is to use machine-learning approaches for analysis, modeling 
and forecasting of data.  

As an example, data from sensors deployed at KE-HUS (as part of EU FP7 SEEDS 
project) are used. The data nature and structure are described in chapter 4        

        

1.2 Thesis Organization 
The thesis is organized as follows. 

Chapter 2 provides basic background theory needed to understand the thesis.  

Chapter 3 has a brief introduction to machine learning for time series data and 
then describes how to use spark for forecasting the data.  

Chapter 4 describes the design of thesis implementation and how to import data 
into the OpenTSDB.  

Chapter 5 is a plugin developed for OpenTSDB that pushes real-time data into 
Apache Kafka.  

Chapter 6 describes tests of the framework.  

Chapter 7 concludes the thesis, and indicates some planned future enhancements.  
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CHAPTER 2  

Background 
  

2.1 Big Data      
Within the past decade, the amount of information being generated is more than 20 
terabytes per second and continues to expand. Volume and speed, as well as the 
admixture of material from organized to semi-organized in nature, implies that the 
information is originating from blog entries, tweets, informal organizational 
communications, photographs, videos, permanently created log messages about 
what clients are doing, etc. Consequently, big data is a mix of transactional 
information and intuitive information. This extensive set of information is further 
utilized by organizations for decision making. Recording, analyzing, and outlining 
these vast datasets proficiently and at a viable cost is likely to prove challenging for 
organizations needing to collect such data.  

In 2003, Google distributed a paper on a scalable distributed file system called 
Google File System (GFS), which utilizes a group of commodity hardware to store 
tremendous amounts of information and guarantee high accessibility to it by 
through replication of information between nodes. Later, Google distributed an 
extra paper on handling extensive, distributed datasets using MapReduce (MR).  

To handle big data, platforms, for example, Hadoop, which inherits the essentials 
from both GFS and MR, were created and made available to the community. A 
Hadoop-based platform has the capacity to store, and process, constantly 
developing information in terabytes or petabytes.  

Four main features of NoSQL, apply to most NoSQL databases. These features are 
listed below, and NoSQL is contrasted with legacy relational DBMS: 

• Schema agnostic: A database schema is the description of all possible 
information and data structures in a relational database. With a NoSQL 
database, a schema is not required, giving you the flexibility to store data 
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without doing up‐front schema design.  
• Non-relational: Relations in a database set up associations between tables of 

information. For instance, a list of transaction details could be connected to a 
different list of delivery details. With a NoSQL database, this data is stored as 
a whole — a solitary record with everything about the transaction, including 
the delivery address.  

• Commodity hardware: Some databases are intended to work best (or only) 
with particular storage and processing hardware. With a NoSQL database, 
inexpensive off‐the‐shelf servers can be used. The ability to have more of 
these cheap servers allows NoSQL databases to scale to handle more 
information.  

• Profoundly distributable: Distributed databases can store and process an 
arrangement of data on more than one device. With a NoSQL database, a 
group of servers can be utilized to hold a single huge database. 

2.1.1 HBase 
HBase is an Apache open source project implementation of Google's BigTable that 
provides Big Table storage capabilities for Hadoop. Data are logically organized 
into tables, rows and columns. Columns in HBase can have multiple versions of the 
same row key. The data model is similar to that of Big Table. Data are replicated 
across a number of nodes. 

Each table must have an element defined as a primary key, and all access attempts 
to HBase tables must use this primary key. 

A typical HBase cluster has one active master, one or several backup masters, and a 
list of regional servers.   

• HBaseMaster: The HBaseMaster is responsible for assigning regions to 
HRegionServers. The first region is the ROOT region, which contains all the 
META regions to be assigned. It also monitors the health of HRegionServers 
and, if it detects a failure in HRegionServer recover it using replicated data. 
Furthermore, the HBaseMaster is responsible for maintenance of the table, 
performing such tasks as on-/off-lining of tables and changes to table schema 
- adding and removing column families, etc. 

• HRegionServer: The HRegionServer serves client read and write requests. It 
interacts with the HBaseMaster to obtain a list of regions to serve and to 
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inform the master that it is working.   
• HBase Client: The HBase client is responsible for investigating 

HRegionServers that serve the specific row range of interest. On interaction, 
the HBase client communicates with the HBaseMaster to find the location of 
the ROOT region.  

2.1.2 Apache Cassandra     
Apache Cassandra, first developed at Facebook and built on Amazon’s Dynamo 
and Google’s BigTable, is a distributed storage system for managing large numbers 
of structured data across many commodity servers, providing high availability with 
no single point of failure. Cassandra can run on top of an infrastructure of hundreds 
of nodes. While Cassandra is like a database and shares many design and 
implementation strategies of database systems, it does not fully support a relational 
data model; instead, it provides clients with a simple data model that supports 
dynamic control over data layout and format. 

Key features of Apache Cassandra are 

 

• Elastic scalability - More space for data and client support can be reached by 
easily adding new nodes. 

• Always on architecture - There is no single point of failure resulting in 
continuous availability for applications that cannot afford to lose aliveness. 

• Fast linear-scale performance - By increasing the number of nodes, 
response times will grow linearly. 

• Flexible data storage - structured, semi-structured and unstructured data 
format could be supported effortlessly. 

Transaction support - supports atomicity, isolation and durability of ACID 
(Atomicity, Consistency, Isolation, and Durability) with tunable consistency. 

There are many open source and commercial implementations of time series 
databases and each is customized to meet a specific need.  Here, I needed an open 
source TSDB that relies on big table implementation and supports the functionality 
for query data based on inserting metadata. 
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OpenTSDB, KairosDB, InfluxDB and Druid are discussed.  

  

2.2 Open-source Time Series Databases 
The TSDB is used to insert, enumerate, update and delete various time series data 
and organize them. The inserted data might be organized hierarchically and have 
metadata available with them. The server often supports sets of aggregation 
functions such as sum, min, max, avg, etc. to aggregate data over some period of 
time. OpenTSDB is able to filter them over the metadata available on the inserted 
row. 

In order to store and retrieve data in a TSDB, a distributed NoSQL database 
management system (DBMS) with high scalability and elasticity is needed. The 
DBMS must be able to store billions of pieces of data and continuously adjust to 
changes in workload to efficiently use hardware resources available. The DBMS 
should also be optimized for write operations and support incidental read 
operations. Two examples of such a DBMS are Cassandra and HBase. 

2.2.1 OpenTSDB 
The Open Source, Scalable, Time Series Database (OpenTSDB) stores and serves 
massive amounts of time series data without losing granularity. There is no master, 
nor shared state in the architecture. OpenTSDB uses HBase to store and retrieve 
time-series data. The schema for HBase is highly optimized for fast aggregations 
and minimal storage space. HBase does not require direct communication;  it can 
be accessed via a telnet-style protocol, an HTTP API or a simple built-in GUI, 
which offers a comprehensive web interface for querying, displaying and analyzing 
the time series data.  

2.2.2 KairosDB 
KairosDB is a rewrite version of OpenTSDB that more clearly separates data 
retrieval from data representation. Therefore, KairosDB also includes more query 
functionality, such as more advanced time series aggregators. KairosDB uses 
Cassandra as a storage layer for improved speed and scalability. However, an 
abstraction at the storage layer allows using other DBMS's also. HBase, with some 
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limitations, was supported in earlier versions, however it is no longer supported. 
Originally forking the OpenTSDB code base and making it into a data storage 
plugin for KairosDB achieved HBase support. The functionality of KairosDB is 
beyond what HBase code can support. Like OpenTSDB, KairosDB supports telnet 
and REST API as well as compressed data uploads of batch data.  

2.2.3 InfluxDB 
InfluxDB is a horizontally scalable time series, metrics, and analytics database. It is 
written in Go, has no external dependencies and features an SQL-like query 
language. 

InfluxDB is targeted to use cases for DevOps, metrics, sensor data, and real-time 
analytics.  

HTTP API and built-in management interface is enabled for handling data. 

2.2.4 Druid 
Druid is an open source data store for implementing real-time analytics on massive 
data sets. The framework has a column-oriented storage layout and an advanced 
indexing structure.  

To address complex data analysis problems, different node types are declared. 

The node types that currently exist are: 

• Historical nodes handle storage and querying on historical data (not real-
time) 

• Real-time nodes are responsible for data in real-time. They are available for 
listening to a stream of incoming data and making it available immediately 
inside the Druid system.  

• Coordinator nodes track the grouping of historical nodes to ensure that data 
is live and replicated.  

• Broker nodes are interfaces that get queries from clients and send those 
queries to real time and historical nodes. 

• Indexer nodes control loading batch and real-time data into the system, and 
allow alterations to the data stored in the system. 
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•  

This separation allows each node type to specialize in its particular task. 

Table 1 indicates the default-enabled features of four DBMS's that are discussed; 
note that more features might be applied to them by installing plugins. 

  

  OpenTSDB KairosDb Druid InfluxDB 

Current version     2.0.1     0.9.3 0.6.160 0.8.8 

Data store HBase Cassandra In-memory 
OLAP 

Built-in 

Support grouping x x x x 

Http API x x x x 

Web interface x x - x 

Batch import x x x - 

Telnet x x - - 

Table 1 Comparing TSDB 

 

2.3 Machine learning 
 

2.3.1 What is machine learning?           
Machine learning is the exploration of having computers learn by example, without 
being unequivocally programmed. In previous years, auto-driving cars, speech 
recognition, successful web searches, and an enhanced comprehension of the 
human genome, have all been achieved with machine learning. Machine learning is 
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prevalent in technology today and it is likely that most people use it many times 
each day without knowing it. Numerous analysts suggest it is the optimal approach 
to gaining human-level artificial intelligence (AI).           

Machine learning lies at the intersection of software engineering, engineering, and 
statistics. It is used in numerous fields from politics to geosciences. Any field that 
needs to decipher and follow-up on information can benefit from machine learning 
strategies. 

Machine learning uses statistics. To many people, statistics are an impenetrable 
subject used by companies to promote their products deceptively. Engineering is 
applying science to resolve an issue. Engineers are accustomed to tackling a 
deterministic issue, where the answer resolves the issue immediately. However, 
there are numerous issues where the problem is not deterministic. That is, we do 
not know enough about the issue or do not have enough computing power to 
legitimately demonstrate the issue. For these issues, we require statistics. For 
instance, how to inspire people is an issue of great interest that has so many 
variables involved it impossible to model. 

We have a massive amount of human-generated information on the Internet, but 
recently more non-human sources of information are impeding on the web. The 
innovation behind the sensors is not new; however interfacing them to the web is 
new. It has been estimated that physical sensors represent 20 percent of non-video 
web traffic.                                                         

2.3.2 Types of Learning      

2.3.2.1 Supervised Learning                 
Supervised learning is learning in which information accompanies extra attributes 
that need to be predicted. Face recognition is an example, where cases must be 
labeled unequivocally as to whether the face is present or not. In an unsupervised 
calculation, samples are not labeled, i.e. no information is provided. Obviously, in 
such a case the calculation itself cannot invent what a face is, yet it might group the 
information into distinctive classes, e.g. the program might recognize that faces are 
altogether different from scenes, which are in turn altogether different from 
animals.                                                                    
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Supervised learning is the machine learning assignment of deriving a capacity from 
labeled training information. The training information comprises of an arrangement 
of training examples. Each sample is a couple comprising of an input instance 
(regularly a vector) and a desired yield value, which is called the supervisory 
sign.                                                   

Supervised learning is divided into two categories: 

• Classification: Tests have two or more classes and effectively labeled 
information is used to acquire the ability to foresee the class of unlabeled 
information. An example of this is handwritten digit recognition, in which the 
point is to allocate every data array to one of a limited number of discrete 
classifications. Another approach to consider arrangement is as a discrete 
(rather than continuous) manifestation of directed realizing where one has a 
set number of classifications and for each of the n tests gave, one is to 
attempt to mark them to the right category or class. 

• Regression: Where the output yield is comprised of one or more consistent 
variables, then the task is called regression. For example, the length of a 
salmon can be forecast as a component of its age and weight. Regression will 
be explored further later in this thesis. 

  

2.3.2.2 Unsupervised Learning               
Unsupervised learning has preparation information comprised of an arrangement of 
information vectors, but no corresponding target values. One possible objective 
here is to find groupings of comparative cases in the data, called clustering. A 
second possible objective is to focus the dissemination of information in the 
relevant data space, called density estimation. The third possible objective of 
unsupervised learning is to reduce the information from a high-dimensional space 
down to three-dimensions with the end goal of visualization. 

   

2.3.3 Regression 
A regression utilizes the chronicled relationship between an independent and a 
dependent variable to anticipate the future estimations of the dependent variable. 
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Organizations use regression to anticipate such things as future deals, stock costs, 
currency exchange rates, and efficiency increases resulting from a training 
program. 

 

2.3.3.1 Types of Regression 
Regression models use the past relationship between variables to anticipate their 
future conduct. As an example, consider an organization that needs to see how past 
advertising consumption related to sales, with the end goal of making informed 
future choices about promotion. The dependent variable in this example is sales and 
the independent variable is advertising consumption. 

Typically, more than one independent variable impacts the dependent variable. For 
example, in the above case of sales being affected by advertising, additional 
variables may also affect sales: the number of offers agents and the commission 
rate paid to deals delegates. When only one independent variable is utilized as a 
part of a regression, it is known as a basic regression. When two or more 
independent variables are utilized, it is called a multiple regression. 

Regression models can be either linear or nonlinear. A linear model assumes 
connections between variables are straight-line connections, while a nonlinear 
model allows the connections between variables to have curved lines. In business, 
the relationship between the arrival of an individual stock and the profits of the 
business sector is typically portrayed as a direct relationship, while the relationship 
between the cost of an item and the interest for it, is regularly displayed as a 
nonlinear relationship. 

As should be obvious, there are a few unique classes of regression systems, with 
each having different degrees of complexity and logical power. The most 
fundamental sort of regression is the straightforward linear regression. A basic 
linear regression utilizes a single independent variable, and it depicts the 
relationship between the independent variable and dependent variable as a straight 
line.  
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2.4 Apache Spark 
Spark is an innovative cluster-computing framework that is able to execute 
programs up to 40 times faster than Hadoop. Spark keeps MapReduce’s linear 
scalability and fault tolerance; furthermore, it is extended in a few important ways. 
First, instead of depending on an inflexible map-then-reduce format, its engine can 
execute a more general directed acyclic graph (DAG) of operators. This means that, 
where MapReduce must write out intermediate results of the distributed file 
system, Spark can send them directly to the next step in the pipeline. In this way, 
like Dryad, an earlier version of MapReduce that began at Microsoft Research, 
Spark supplements its ability with a rich set of changes that allow users to express 
computation more compactly. It has a solid developer focus and a streamlined API 
that can represent complex pipelines in just a couple lines of code. 

Finally, Spark improves its predecessors with in-memory processing. Its Resilient 
Distributed Dataset (RDD) abstraction gives developers the ability to emerge any 
point in a processing pipeline into memory over the cluster, implying that future 
steps that need to use same data will not have to recompute values, or fetch them 
from a disk. This ability handles a number of scenarios that distributed processing 
engines could not previously tackle. 

 Spark is appropriate for iterative algorithms that require multiple steps passing 
over a dataset and for responsive applications that rapidly react to client queries by 
scanning large in-memory datasets. 

As well as making cluster applications faster, Spark provides a more convenient 
way to write code, through a brief dialect language-integrated programming 
interface in Scala, a popular functional language for the Java Virtual Machine 
(JVM). In addition, Spark is compatible with nearly any storage system supported 
by Hadoop, able to read data to or write data from them. This allows it to cooperate 
with the formats regularly used to store data on Hadoop, such as Avro and CSV, 
also to NoSQL databases like HBase and Cassandra. 

The stream-processing library Spark Streaming is able to acquire information 
continuously from frameworks like Flume and Kafka. Its SQL library, SparkSQL is 
Spark’s bundle for working and querying over structured data via SQL as well as 
the Apache Hive Query Language (HQL), it also supports many different sources 
of data like Hive tables, Parquet, and JSON. Not only Does Spark SQL support a 
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SQL interface, but it allows developers to intermix SQL queries with the 
programmatic data manipulations supported by RDDs in Python, Java, and Scala, 
all inside a single application, in this way consolidating SQL with complex 
analytics. 

Spark includes a library containing common machine learning (ML) functionality, 
called MLlib. MLlib gives numerous sorts of machine learning calculations like 
classification, regression, clustering, and collaborative filtering, as well as 
supporting functionality such as model evaluation and data import. It also provides 
some lower-level ML primitives, including a generic gradient descent optimization 
algorithm. 

All of these methods are designed to scale out across a cluster. They implement 
many common machine learning and statistical algorithms to simplify large-scale 
machine learning pipelines. For example, GraphX is a library for manipulating 
graphs and performing graph-parallel computations. Like Spark Streaming and 
Spark SQL, GraphX extends the Spark RDD API, allowing us to create a directed 
graph with arbitrary properties attached to each vertex and edge. GraphX also 
provides various operators for manipulating graphs and a library of common graph 
algorithms.  
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CHAPTER 3  

Forecasting time series data using 

machine learning 
 

In order to forecast time series it is necessary to know the different components of 
time series data. In this chapter, first there is an introduction for various 
components of time-series, then as an example of implementation of simple linear 
regression, in this example only one variable, which is temperature time series data 
in Seed database for room E_423B is used. 

In the last section, we use Apache Spark Mlib for calculated same data for but 
having multiple variables (inside temperature, inside humidity, outside temperature 
and outside humidity). 

 

3.1 Components of a Time Series 
 

Trends, cyclical variation, seasonal variation and irregular variation are four types 
of components of time series data.                               

3.1.1 Secular Trend      
A long-term increase or decrease in the data indicates a trend. It does not need to be 
straight.  Some trends move steadily upwards, others decrease, and still others are 
relatively level over the long run. It also might go from an increasing trend to a 
decreasing trend.                                     

3.1.2 Cyclical Variation 
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The second component of a time series is the cyclical variation that happens when 
any pattern demonstrating an up and down movement around a given trend is 
recognized. The span of a cycle depends on the kind of business or industry being 
investigated.                            

3.1.3 Seasonal Variation                            
Seasonality happens when the time series displays consistent fluctuations during 
the same month (or months) every year, or during the same quarter 
consistently.  Seasonality is dependably of a settled and known 
period.                                     

3.1.4 Irregular Variation 
This component is unpredictable. Every time series has some eccentric component 
that makes it an arbitrary variable. In the forecast, the goal is to model all the 
components to the point that the main component that remains unexplained is the 
random component. 

                                                  

3.2 Smoothing the time series                                         
When we work with certifiable data, we frequently discover noise, which is 
characterized as pseudo-random fluctuations in values that are not connected to the 
observed data. 

With a specific end goal of removing noise, we can utilize diverse methodologies. 
For example, expanding the measure of information by the insertion of new values 
where the series is sparse. However, as a rule this is not possible.  Another 
methodology is smoothing the data, ordinarily done using normal or exponential 
strategies. The "average method" helps us to smooth time series data by 
supplanting each element in the series with either a simple or a weighted average of 
the data around it. We will limit a smoothing window to the interval of conceivable 
values, which controls the smoothness of the result. The primary disadvantage of 
utilizing the moving average methodology is that where anomalies or unexpected 
deviations in the original time series occur, the outcome may be incorrect and can 
create barbed curves.  
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3.3 Simple linear regression     
 

When looking at the relationship between a quantitative result and a single 
quantitative variable, simple linear regression is the most often considered 
examination technique. The basic part lets us know we are just considering a 
solitary illustrative variable. We propose a linear relationship between the populace 
mean of the result and the estimation of the informative variable. On the off chance 
that we let Y be some result, and x be some logical variable, then we can express 
the auxiliary model utilizing the mathematical statement 

𝐸 𝑌   𝑥 =   𝛽0   +   𝛽1𝑥 

Equation 1 Linear equation 

Where E(), which is read "expected value of", demonstrates a population mean; 
Y|x, which is called  "Y given x", demonstrates that we are estimating Y when x is 
confined to some single quality; β0, read "beta zero", is the intercept parameter; 
and β1, read "beta one" is the slope parameter in the linear regression. 

As an example of simple linear regression the temperature time series data of room 
number E_423B is used. The sample data is the month of May 2015 and for 
smoothing data, average of temperature data for every 6 hours is calculated. The 
data are shown below in JSON format. 

{	  	  	  

	  	  	  "2015-‐05-‐01":	  {"0-‐6":	  25,	  "12-‐18":	  26,	  "18-‐24":	  25,	  "6-‐12":	  26}, 

	  	  	  "2015-‐05-‐02":	  {"0-‐6":	  25,	  "12-‐18":	  26,	  "18-‐24":	  26,	  "6-‐12":	  26}, 

	  	  	  "2015-‐05-‐03":	  {"0-‐6":	  26,	  "12-‐18":	  25,	  "18-‐24":	  26,	  "6-‐12":	  25}, 

	  	  	  "2015-‐05-‐04":	  {"0-‐6":	  23,	  "12-‐18":	  25,	  "18-‐24":	  26,	  "6-‐12":	  25}, 

	  	  	  "2015-‐05-‐05":	  {"0-‐6":	  22,	  "12-‐18":	  24,	  "18-‐24":	  26,	  "6-‐12":	  23}, 
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.	  

.	  

.	  

	  	  	  "2015-‐05-‐28":	  {"0-‐6":	  26,	  "12-‐18":	  26,	  "18-‐24":	  25,	  "6-‐12":	  22}, 

	  	  	  "2015-‐05-‐29":	  {"0-‐6":	  23,	  "12-‐18":	  22,	  "18-‐24":	  22,	  "6-‐12":	  23}, 

	  	  	  "2015-‐05-‐30":	  {"0-‐6":	  24,	  "12-‐18":	  23,	  "18-‐24":	  25,	  "6-‐12":	  22}, 

	  	  	  "2015-‐05-‐31":	  {"0-‐6":	  23,	  "12-‐18":	  23,	  "18-‐24":	  24,	  "6-‐12":	  25} 

}	  

 

3.3.1   Least-Squares Regression Line 
 

In order to calculate β0 and β1 the method of least squares is a standard approach 
in regression analysis. Equation 2 shows how to calculate.  

 

𝐸 𝑌   𝑥 =   𝛽0  +   𝛽1𝑥 
Equation 2 Least-Squares regression line 

𝛽1 = 𝑟
𝑆𝐷𝑦
𝑆𝐷𝑥   

𝛽0 = 𝑌 − 𝛽1  𝑋 

𝑟 =
𝑛 𝑥!𝑦! − 𝑥!!

!!! 𝑦!!
!!!

!
!!!

𝑛 𝑥!!!
!!! − 𝑥!!

!!!
 

Where, 

• Y = the dependent variable  
• 𝛽1  = The slope of the regression line  
• 𝛽0  = The intercept point of the regression line and the y axis.   
• 𝑋 = Mean of x values  
• 𝑌 = Mean of y values  
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• SDx = Standard Deviation of x  
• SDy = Standard Deviation of y  
• n = Number of observations 

 

Using the sample data, β0 is equal to 26.57041699 and β1 is -0.044223446 

The linear equation become  

 

𝑦 = 26.57041699   − 0.044223446  𝑥 

 

Figure 1 represents actual data in the blue line and the red line shows the linear 
function. 

 
Figure 1 Reggresion line from obsereved data 

As shown, future data could be predicted using the red line. 

 

Using the mean square error formula it can be calculated the error is 1.376138377 
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𝑀𝑆𝐸 =
1
𝑛

𝑌! − 𝑌!
!

!

!!!

 

Equation 3 Mean Square Error 

 

3.4 Apache Spark Mlib for multiple linear regression 
 

We typically have more than one informative variable; multiple linear regression 
models the relationship between two or more informative variables and a response 
variable by fitting a linear equation to observed data. 

Underlining source code in calculates prediction for inside temperature having 
three more variables  

• Inside humidity 
• Outside temperature  
• Outside humidity 

 

Sample data are stored in alr.csv comma separated file formation like below  

26,31.18614578,100,5.85 
25,31.1844635,99.62,5.95 
26,31.39333725,99.61,5.38 
25,31.4606514,99.91,5.83 
26,31.31670761,99.77,5.87 
26,31.13899231,99.51,6.4 
 
The first value of each line is inside temperature, second in inside humidity, the 
third variable is outside temperature and the last one is outside humidity 

Underlying uses an SCV file and the linear regression method inside Spark to make 
predictions. The program's print calculates the mean square error by comparing 
forecasted data and real ones. 

static	  <T>	  T	  toType(Class<T>	  aClass	  =	  Function,	  Closure	  closure)	  { 



21 
 

	  	  	  [call:	  closure].asType(aClass) 
} 
def	  conf	  =	  new	  SparkConf().setMaster("local").setAppName("Linear	  Regression	  
Example") 
def	  sc	  =	  new	  JavaSparkContext(conf) 
def	  path	  =	  "data/lr.csv" 
def	  data	  =	  sc.textFile(path) 
def	  parsedData	  =	  data.map(toType	  {	  String	  line	  -‐> 
	  	  	  def	  parts	  =	  line.split(',').collect	  {	  it	  as	  double	  } 
	  	  	  new	  LabeledPoint(parts.find(),	  Vectors.dense(parts[1..3]	  as	  double[])) 
}) 
parsedData.cache() 
int	  numIterations	  =	  9 
def	  model	  =	  LinearRegressionWithSGD.train(JavaRDD.toRDD(parsedData),	  
numIterations) 
def	  valuesAndPreds	  =	  parsedData.map( 
	  	  	  	  	  	  	  toType	  {	  LabeledPoint	  point	  -‐> 
	  	  	  	  	  	  	  	  	  	  	  double	  prediction	  =	  model.predict(point.features()) 
	  	  	  	  	  	  	  	  	  	  	  new	  Tuple2(prediction,	  point.label()) 
	  	  	  	  	  	  	  }) 
def	  rdd	  =	  valuesAndPreds.map( 
	  	  	  	  	  	  	  toType	  {	  Tuple2<Double,	  Double>	  pair	  -‐> 
	  	  	  	  	  	  	  	  	  	  	  Math.pow(pair._1()	  -‐	  pair._2(),	  2.0) 
	  	  	  	  	  	  	  }).rdd() 
def	  MSE	  =	  new	  JavaDoubleRDD(rdd) 
println("Training	  Mean	  Squared	  Error	  =	  	  ${MSE.mean()}")	  

 

The output for the program is 

Training Mean Squared Error = 1.0159236909813228E70 
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CHAPTER 4  

System design and implementation 
  

          

A wireless sensor and building technology, created to develop a novel system for 
Self-learning Energy Efficient buildings and open Spaces (SEEDS), is used as an 
example of an IoT project with time-series data. 

SEEDS is a research project supported by the 7th Framework Programme of the 
European Commission. It is a three-year project that started in September 2011.The 
project aims to develop an efficient energy management system that will allow 
buildings to continuously learn how to maintain user comfort while minimizing 
energy consumption and CO2 emissions. SEEDS works with the development of 
ICT (Information and communications technology) tools to reduce energy use 
inside buildings and surrounding open spaces; this kind of tool is called Building 
Energy Management Systems (BEMS). The main goal of the tool is to optimize 
performance of the building (or group of buildings with their surrounding open 
spaces) in terms of comfort, functionality, energy efficiency, resource efficiency, 
economic return and lifecycle value.[19]     

The time-series data are now residing in a relational DBMS (MySQL). The first 
goal is to migrate data into a scalable time-series database (OpenTSDB), 
developing generic query designs for the purpose of representing data in 
OpenTSDB. The second goal is to export data in OpenTSDB into a high-
throughput distributed messaging system (Kafka), readable by a scalable machine 
learning library (Apache Spark) for the purpose of modeling in the machine 
learning environment, and in particular, for forecasting data. 

Groovy, an object-oriented programming language for the Java platform, is used 
for implementation. The groovy code is dynamically compiled to Java 
Virtual Machine (JVM) byte-code, and interoperates with other Java code and 
libraries. It is a dynamic language with features similar to those of Python, Ruby, 
Perl, and Smalltalk. 



23 
 

  

Source code is available at https://github.com/maziarkaveh/OpenTSDB-seed/ 

 

 

4.1 Data structure in SEEDS  
KE-HUS rooms have many wireless sensors mounted as part of the SEEDS project. 
Every minute, data values from wireless sensors are stored in appropriate tables in 
a MySQL database. 

Each category has its own table for data insertion. For example, multiple sensors 
mounted on different floors of the building are responsible for sensing and 
reporting the temperature of the room to the cipsi_seeds_uis_in_temp table. Other 
tables for different categories of sensors include one for inside temperature, 
humidity, lighting, etc. 

Since the nature of all data from various wireless sensors has the same structure, all 
tables use the same schema, as described below. 

• id: an auto increment field for each record. 
• time: the timestamp of when the event happens. 
• value: the actual value of sensed data. 
• identity and idgui: foreign keys to the wireless sensor device.  

 

CREATE	  TABLE	  [Table	  name]	  ( 

	  	  `id`	  int(11)	  NOT	  NULL	  AUTO_INCREMENT, 

	  	  `time`	  datetime	  NOT	  NULL, 

	  	  `value`	  double	  NOT	  NULL, 

	  	  `identity`	  int(11)	  DEFAULT	  NULL, 

	  	  `idgui`	  int(11)	  DEFAULT	  NULL, 
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	  	  PRIMARY	  KEY	  (`id`), 

	  	  KEY	  `time`	  (`time`), 

	  	  KEY	  `identity`	  (`identity`), 

	  	  KEY	  `idgui`	  (`idgui`) 

)	  ENGINE=InnoDB	  AUTO_INCREMENT=35973	  DEFAULT	  CHARSET=utf8;	  

 

Figure 2 shows the raw data inside cipsi_seeds_uis_in_temp table 

 

 
Figure 2 Row data inside cipsi_seeds_uis_in_temp MySQL table 

 

4.2 Migrate to OpenTSDB  
The first phase of migration involves reading data from MySQL and exporting it to 
a time-series database. 

Currently, the SEEDS database has 96 tables. As the nature of the data and table 
schema are similar, a generic class design to support all tables is created and a 
customized inherited class mad for each particular table. 

Four tables are currently implemented. The framework supports more tables and 
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thus all tables could easily be implemented.   

• cipsi_seeds_uis_out_hum: Recording humidity data outside the building 
• cipsi_seeds_uis_out_temp: Recording temperature data outside the building 
• cipsi_seeds_uis_in_temp: Recording temperature data inside the building 
• cipsi_seeds_uis_in_hum: Recording humidity data inside the building 

 4.2.1 Domain Design  
First, sensor identities need to be mapped to a static enum class to indicate the 
location of the sensor; this object will be used as tag metadata inside the 
OpenTSDB enum classes of LocationType and Room. 

	  enum	  LocationType	  { 

	  	  	  CONFERENCE_ROOM,OFFICE,CORRIDOR,CLASSROOM,AUDITORIUM,ROOF 

} 

enum	  Room	  { 

	  	  	  E_101(tempId:	  27,	  humId:	  28,	  room:	  'KE-‐E101',	  floor:	  1,	  locationType:	  
LocationType.AUDITORIUM), 

	  	  	  E_102(tempId:	  33,	  humId:	  34,	  room:	  'KE-‐E102',	  floor:	  1,	  locationType:	  
LocationType.AUDITORIUM), 

	  	  	  E_162(tempId:	  39,	  humId:	  40,	  room:	  'KE-‐E162',	  floor:	  1,	  locationType:	  
LocationType.CLASSROOM), 

. 

. 

. 

	  	  	  OUTDOOR(tempId:	  460,	  humId:	  461,	  room:	  'ROOF',	  floor:	  6,	  locationType:	  
LocationType.ROOF) 

	  	  	  Integer	  	  	  	  	  	  tempId 

	  	  	  Integer	  	  	  	  	  	  humId 
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	  	  	  String	  	  	  	  	  	  	  room 

	  	  	  Integer	  	  	  	  	  	  floor 

	  	  	  LocationType	  locationType 

} 

The class TSDBRecord is going to be the parent class of all domain classes. 

abstract	  class	  TSDBRecord	  { 

	  	  	  Room	  	  	  room 

	  	  	  Long	  	  	  timestamp 

	  	  	  Number	  value 

	  	  	  abstract	  Room	  parsIdentity(Integer	  identity) 

	  	  	  abstract	  String	  getMetric() 

	  	  	  abstract	  String	  getTableName() 

} 

 

Three abstract methods are available by which concrete table classes can be 
implemented. 

• parsIdentity: takes the identity field in a table and finds the associated room 
object. 

• getMetric: retrieves the name of the metric that is used in OpenTSDB. 
• getTableName: retrieves the associated table name for fetching data from 

MySQL. 

Note that the class contains other logic utility methods to be used in different places 
in the project. The complete source code is available on GitHub. 

The source code for four concrete domain is:  

	  class	  OutsideHumidityRecord	  extends	  TSDBRecord	  { 
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	  	  	  final	  static	  String	  tableName	  =	  'cipsi_seeds_uis_out_hum' 

	  	  	  final	  static	  String	  metric	  	  	  	  =	  'seeds.hum.out' 

	  	  	  @Override 

	  	  	  Room	  parsIdentity(Integer	  identity)	  { 

	  	  	  	  	  	  	  Room.findByHumidityIdentify(identity) 

	  	  	  } 

} 

class	  OutsideTemperatureRecord	  extends	  TSDBRecord	  { 

	  	  	  final	  static	  String	  tableName	  =	  'cipsi_seeds_uis_out_temp' 

	  	  	  final	  static	  String	  metric	  	  	  	  =	  'seeds.temp.out' 

	  	  	  @Override 

	  	  	  Room	  parsIdentity(Integer	  identity)	  { 

	  	  	  	  	  	  	  Room.findByTemperatureIdentify(identity) 

	  	  	  } 

} 

class	  InsideTemperatureRecord	  extends	  TSDBRecord	  { 

	  	  	  final	  static	  String	  tableName	  =	  'cipsi_seeds_uis_in_temp' 

	  	  	  final	  static	  String	  metric	  	  	  	  =	  'seeds.temp.in' 

	  	  	  @Override 

	  	  	  Room	  parsIdentity(Integer	  identity)	  { 

	  	  	  	  	  	  	  Room.findByTemperatureIdentify(identity) 

	  	  	  } 

} 
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class	  InsideHumidityRecord	  extends	  TSDBRecord	  { 

	  	  	  final	  static	  String	  tableName	  =	  'cipsi_seeds_uis_in_hum' 

	  	  	  final	  static	  String	  metric	  	  	  	  =	  'seeds.hum.in' 

	  	  	  @Override 

	  	  	  Room	  parsIdentity(Integer	  identity)	  { 

	  	  	  	  	  	  	  Room.findByHumidityIdentify(identity) 

	  	  	  } 

} 

The UML class diagram is shown in figure 3. 

 
Figure 3 UML class diagram of domain classes of framework 

 

4.2.2 Repository 
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A RecordRepository interface containing two methods is available. 

	  interface	  RecordRepository	  { 

	  	  	  public	  <T	  extends	  TSDBRecord>	  List<T>	  fetchAll(Class<T>	  type) 

	  	  	  void	  forEach(Class<?	  extends	  TSDBRecord>	  type,	  Closure	  closure) 

} 

The method fetchAll gets a subclass of records, taking TSDBRecord class type as 
parameter and returning a list of objects loaded from the database. The forEach 
method gets a Closure in addition to be run for every single record. 

MysqlRecordRepository is an implementation class of the interface for MySql 
RDBMS. 

 

4.2.3 Export data into OpenTSDB 
As of now, three primary techniques to export data to OpenTSDB exist: Telnet 
API, HTTP API and file import from a file. HTTP API. Preparation batch files are 
implemented in the project as described below. 

The import command in OpenTSDB does bulk loading of time-series data. One or 
more files are accepted and OpenTSDB will parse and load the data. Data must be 
organized in the Telnet put style with one data point for every line in a text file. 

The toRow method in TSDBRecord class returns a Telnet style put string line.   

	  String	  toRow()	  { 

	  	  	  "$metric	  $timestamp	  $value	  room=${room.room}	  floor=${room.floor}	  
locationType=${room.locationType.name().toLowerCase()}" 

} 

The data in the import file should be arranged chronologically by timestamp. The 
batchToRows method takes a collection of TSDBRecord objects, filters out invalid 
data, sorts the records and then converts them to Telnet put format and joins them.	  	  
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static	  String	  batchToRows(Collection<TSDBRecord>	  records)	  { 

	  	  	  def	  valid	  =	  records.findAll	  {	  it.valid	  } 

	  	  	  valid.sort	  {	  it.timestamp	  }.collect	  {	  it.toRow()	  }.join('\n') 

} 

The method writeToFileForImport in OpenTSDBUtils creates a file and writes 
formatted data into it.  

	  class	  OpenTSDBUtils	  { 

	  	  	  static	  writeToFileForImport(String	  path,	  Collection<TSDBRecord>	  data)	  { 

	  	  	  	  	  	  	  new	  File(path).text	  =	  TSDBRecord.batchToRows(data) 

	  	  	  } 

} 

  

This file can then be imported using CLI(command-line interface) in OpenTSDB. 

The endpoint /api/put in OpenTSDB allows for moving data into OpenTSDB over 
HTTP as an alternative to the Telnet interface.  TimeSeriesDBHttpApi, uses the 
put method to post a TSDBRecord object into OpenTSDB through HTTP API. The 
query object is used to query OpenTSDB records. 

 

interface	  TimeSeriesDBHttpApi	  { 

	  	  	  void	  put(TSDBRecord	  tsdbRecord) 

	  	  	  def	  query(Query	  query) 

} 

class	  Query	  { 

	  	  Long	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  start 
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	  	  Long	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  end 

	  	  String	  	  	  	  	  	  	  	  	  	  	  	  	  	  aggregate	  	   

	  	  String	  	  	  	  	  	  	  	  	  	  	  	  	  	  metric	  	  	  	  	   

	  	  Map<String,	  String>	  tags	  	  	  	  	  	   

} 
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CHAPTER 5  

Kafka plugin for OpenTSDB 

 

 
Streaming time-series data to Apache Spark requires pushing events into a cluster 
publish subscription framework. Currently Apache Kafka is one of the best choices. 
The next section provides background on Apache Kafka is, later there is a plugin 
developed for OpenTSDB to push new events happening in OpenTSDB into Kafka. 
That will be used later in Apache Spark as subscriber to process and analyzed the 
data. 

  
 

5.1 What is Apache Kafka 
 

In the present big-data period, the first challenge is to gather the information, as it 
is an immense amount of information. The second challenge is analyzing it. This 
analysis commonly incorporates the accompanying sorts of information, and 
considerably more: 

• Client conduct information  
• Application performance tracing 
• Activity data as logs  
• Event messages 

Message distributed is a system for joining different applications with the 
assistance of messages that are directed between for instance, a message broker, for 
example, Kafka. Kafka is an answer for the real-time issues of any software 
solution; that is to say, dealing with continuous volumes of data and storing it to 
various consumers rapidly. Kafka consistently incorporates data from makers and 
customers without hindering the producers of the data and without telling producers 
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who the last consumers are. 

Apache Kafka is an open source, distributed, partitioned, and replicated commit-
log-based publish-subscribe messaging system, predominantly composed with the 
accompanying attributes: 

• Persistent messaging: To get the genuine worth of enormous information, 
any sort of data loss cannot be managed. Apache Kafka is planned with O(1) 
disk structures that give constant-time performance even with vast volumes 
of persisting messages that are at the request of terabytes o dat. With Kafka, 
messages are stored on disk and replicated within the cluster to avoid 
information loss. 

• High throughput: Keeping big data in mind, Kafka is intended to deal with 
commodity hardware and handles hundreds MBs of reads and writes every 
second from a massive number of customers. 

• Distributed: Apache Kafka with its cluster-centric design explicitly supports 
message partitioning over Kafka servers and distributing consumption over a 
cluster of consumer machines while maintaining per-partition ordering 
semantics. Kafka cluster can grow elastically and transparently without any 
downtime. 

• Multiple client support: The Apache Kafka framework supports simple 
integration of clients from distinctive platforms, for example, Java, .NET, 
PHP, Ruby, and Python. 

• Real time: Messages delivered by the producer threads ought to be quickly 
obvious to consumer threads; this element is discriminating to event-based 
systems, for example, Complex Event Processing (CEP) systems. 

 

Kafka gives a real-time publish-subscribe solution that overcomes the challenges 
the real-time and batch data volumes that may develop all together of greatness to 
be bigger than the genuine information. Kafka additionally supports parallel 
information loading in the Hadoop frameworks.  

 

The accompanying diagram demonstrates a commonplace big data aggregation-
and-analysis situation upheld by the Apache Kafka messaging framework: 
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Figure 4 aggregate-and-analyze scenarios in Kafka messaging system [17] 

  

On the production side, there are various types of producers, for example, the 
following: 

• Frontend web applications generating application logs 
• Producer proxies generating web analytics logs 
• Producer adapters generating transformation logs 
• Producer services, generating invocation trace logs[17] 

 

On the consumption side, various types of consumers exist, for example: 

• Offline consumers that are consuming messages and persisting them in 
Hadoop or conventional data warehouse for offline analysis.  

• Near real-time consumers that consume messages and store them in any 
NoSQL data-store, for example, HBase or Cassandra, for near real-time 
analytics.  

• Real-time consumers, for example, Spark or Storm, that filter messages in-
memory and trigger alert events for related groups. 
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• Real-time usage of these numerous sets of information gathered from 
production frameworks has turned into a challenge due to the volume of 
information gathered and processed.  
 

• Apache Kafka aims to bring together offline and online processing by 
providing a system to parallel load data in Hadoop frameworks and also the 
capacity to partition real-time utilization more than a cluster of machines. 
Kafka can be contrasted with Scribe or Flume as it is helpful for handling 
activity stream information; yet from the building design point of view, it is 
closer to legacy messaging frameworks, for example, ActiveMQ or 
RabitMQ.  

 

Kafka can be utilized in the situation where gathered information, experiences 
preparing at numerous stages—an illustration is raw data devoured from topics and 
enhanced or changed into new Kafka topics for further consumption. Hence, such 
handling is likewise called stream processing. 

Figure 5 demonstrates how publish-subscription messaging works inside Apache 
Kafka 
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Figure 5 Messaging system in Kafka [17] 

 
 

5.2 Kafka plugin for OpenTSDB 
 

OpenTSDB 2.0 presents a plugin framework that will pushing data points received 
by a TSDB to be sent to Kafka in real time. 

The implementation source code is available on GitHub: 

https://github.com/maziarkaveh/OpenTSDBKafkaPublisher  

 

5.2.1 Configure OpenTSDB 
To enable real-time pushing, it is needed to set tsd.rtpublisher.enable config in 
OpenTSDB.config file and add tsd.rtpublisher.plugin property to the plugin name. 

The following lines are used to enable Kafka plugin in OpenTSDB. 
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tsd.rtpublisher.enable = true 
tsd.rtpublisher.plugin = no.uis.OpenTSDB.Kafkaplugin.KafkaPublisher 
tsd.plugin.Kafka.broker.list = localhost:9092 
tsd.plugin.Kafka.zookeeper.connect=localhost:2181 
 

There is tsd.plugin.Kafka.broker.list property to the host and port of Kafka server 
and tsd.plugin.Kafka.zookeeper.connect for the zookeeper address. 

5.2.2 Implementation 
For real-time pushing plugin development one class should extend 
net.OpenTSDB.tsd.RTPublisher. KafkaPublisher is our plugin code and 
KafkaClient is responsible to push data into Kafka. 

Figure 6 shows how the KafkaPublisher plugin works. 

 

 
Figure 7 KakfaPublisher OpenTSDB plugin activity diagram 

 

class	  KafkaPublisher	  extends	  RTPublisher	  { 
	  	  	  static	  final	  LOG	  =	  LoggerFactory.getLogger(KafkaPublisher) 
	  	  	  KafkaClient	  	  KafkaClient 
	  	  	  void	  initialize(final	  TSDB	  tsdb)	  { 
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	  	  	  	  	  	  	  def	  brokerList	  =	  
tsdb.config.getString('tsd.plugin.Kafka.broker.list') 

	  	  	  	  	  	  	  def	  zookeeperConnect	  =	  
tsdb.config.getString('tsd.plugin.Kafka.zookeeper.connect') 

	  	  	  	  	  	  	  if	  (!brokerList)	  { 
	  	  	  	  	  	  	  	  	  	  	  LOG.error('tsd.plugin.Kafka.broker.list	  is	  not	  set	  in	  

OpenTSDB.conf') 
	  	  	  	  	  	  	  } 
	  	  	  	  	  	  	  if	  (!zookeeperConnect)	  { 
	  	  	  	  	  	  	  	  	  	  	  LOG.error('tsd.plugin.Kafka.zookeeper.connect	  is	  not	  set	  in	  

OpenTSDB.conf') 
	  	  	  	  	  	  	  } 
	  	  	  	  	  	  	  KafkaClient	  =	  new	  KafkaClient(brokerList,	  zookeeperConnect) 
	  	  	  	  	  	  	  LOG.info('init	  initialize') 
	  	  	  } 
	  	  	  @Override 
	  	  	  Deferred<Object>	  publishAnnotation(Annotation	  annotation)	  { 
	  	  	  	  	  	  	  LOG.info('init	  publishAnnotation') 
	  	  	  	  	  	  	  new	  Deferred<Object>() 
	  	  	  } 
	  	  	  Deferred<Object>	  shutdown()	  { 
	  	  	  	  	  	  	  LOG.info('init	  shutdown') 
	  	  	  	  	  	  	  new	  Deferred<Object>() 
	  	  	  } 
	  	  	  String	  version()	  { 
	  	  	  	  	  	  	  LOG.info('init	  version') 
	  	  	  	  	  	  	  '0.1.0' 
	  	  	  } 
	  	  	  void	  collectStats(final	  StatsCollector	  collector)	  { 
	  	  	  	  	  	  	  LOG.info('init	  collectStats') 
	  	  	  } 
 
	  	  	  Deferred<Object>	  publishDataPoint(final	  String	  metric, 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  final	  long	  timestamp,	  final	  long	  

value,	  final	  Map<String,	  String>	  tags, 
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	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  final	  byte[]	  tsuid)	  { 
	  	  	  	  	  	  	  publishDataPoint(metric,	  timestamp,	  value,	  tags,	  tsuid) 
	  	  	  } 
	  	  	  Deferred<Object>	  publishDataPoint(final	  String	  metric, 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  final	  long	  timestamp,	  final	  double	  

value,	  final	  Map<String,	  String>	  tags, 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  final	  byte[]	  tsuid)	  { 
	  	  	  	  	  	  	  LOG.info("publishDataPoint	  publishDataPoint	  $timestamp	  $metric	  

$value	  $tags	  $tsuid") 
	  	  	  	  	  	  	  KafkaClient.send([metric:	  metric,	  timestamp:	  timestamp,	  value:	  

value,	  tags:	  tags,	  tsuid:	  tsuid]) 
	  	  	  	  	  	  	  new	  Deferred<Object>() 
	  	  	  } 
} 
 
class	  KafkaClient	  { 
	  	  	  Producer	  producer 
	  	  	  void	  send(Map	  data)	  { 
	  	  	  	  	  	  	  def	  msg	  =	  new	  KeyedMessage<String,	  String>(data.metric,	  'spark',	  

JsonOutput.toJson(data)) 
	  	  	  	  	  	  	  producer.send(msg) 
	  	  	  } 
	  	  	  KafkaClient(String	  brokerList,	  String	  zookeeperConnect)	  { 
	  	  	  	  	  	  	  this.producer	  =	  producer 
	  	  	  	  	  	  	  def	  props	  =	  new	  Properties() 
	  	  	  	  	  	  	  props.put('zookeeper.connect',	  zookeeperConnect); 
	  	  	  	  	  	  	  props.put('serializer.class',	  'Kafka.serializer.StringEncoder') 
	  	  	  	  	  	  	  props.put('metadata.broker.list',	  brokerList); 
 
	  	  	  	  	  	  	  def	  config	  =	  new	  ProducerConfig(props) 
	  	  	  	  	  	  	  producer	  =	  new	  Producer<String,	  String>(config) 
	  	  	  } 
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5.2.3 Build and Deploy 
The project is a maven project for compiling code and making a Jar file. 

The build process is straight forward, all that it needed is to got to the project 
directory path and run:  

mvn install  

mvn assembly:single  

Then the jar file KafkaPublisher-1.0-SNAPSHOT-jar-with-dependencies.jar is 
created in the target folder in project. The next step is to copy the jar file into the 
plugin folder in OpenTSDB and restart OpenTSDB. 

As soon as there are new data inserted in OpenTSDB the data will be pushed into 
Kafka. 

Now time-series data are available in Kafka with a same topic name as the metric 
name in OpenTSDB. Consumers (in our case Spark) can subscribe and stream data 
from Kafka. 
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CHAPTER 6  

Test 
  

The work done is divided into three levels. In the test environment, data are fetched 
from a MySQL database, wrapped in domain classes, and sent to OpenTSDB using 
restful API. Using a plug-in developed and deployed in OpenTSDB, time-series 
data are then pushed to Kafka in real-time. Finally, Spark, used as the streaming 
framework, listens for data in Kafka and sends data to Spark's engine for 
processing and to generate the desired results to the output. Figure 7 indicates the 
process. 
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Figure 8 The complete framework process 

 
 

6.1 simulation the framework 
In order to simulate the real world environment, all four existing tables are loaded 
into RAM as a list of domain TSDBRecord objects. 

We thus have four collections, each containing data for its associated table 
(OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, 
InsideTemperatureRecord). Collections are grouped by time created and every 
second record is pushed to OpenTSDB. Thus, a multithread program is required 
with four threads to send the four types of data to OpenTSDB simultaneously. 

The class PushTest is an implementation of the above-described simulation 
strategy. Figure 8 also shows activity diagram of the algorithm. 
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@Slf4j 

class	  PushTest	  { 

	  	  	  static	  void	  main(String[]	  args)	  { 

	  	  	  	  	  	  	  GParsPool.withPool	  { 

	  	  	  	  	  	  	  	  	  	  	  def	  collect	  =	  [OutsideHumidityRecord,	  OutsideTemperatureRecord,	  
InsideHumidityRecord,	  InsideTemperatureRecord].collectParallel	  {	  record	  -‐> 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  new	  MysqlRecordRepository(sql:	  
MySQLRecordRepository.DEFAULT_SQL).fetchAll(record).findAll	  { 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  it.valid 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  } 

	  	  	  	  	  	  	  	  	  	  	  }.flatten().groupByParallel	  {	  it.timestamp	  } 

	  	  	  	  	  	  	  	  	  	  	  collect.each	  { 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  it.value.eachParallel	  { 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  try	  { 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  OpenTSDBHttp.instance.put(it) 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  sleep	  100 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  }	  catch	  (e)	  { 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  log.info(it.toJson()) 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  } 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  } 

	  	  	  	  	  	  	  	  	  	  	  } 

	  	  	  	  	  	  	  } 

	  	  	  } 
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}	  

 
Figure 9 Test environment simulation activity diagram 

 

The data are stored in an OpenTSDB database and also pushed into Kafka. 

The next four figures show data inserted into OpenTSDB after running the 
PushTest program. 
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Figure 10 Inside temperature dada shown in OpenTSDB 



46 
 

 
Figure 11 Inside humidity dada shown in OpenTSDB 
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Figure 12 Outside temperature dada shown in OpenTSDB 
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Figure 13 Outside humidity dada shown in OpenTSDB 

 

JavaDirectKafka is the test class using Spark streaming to read data from Kafka 
every 10 seconds and de-serialize items into TSDBRecord objects. The objects are 
then available in Spark as four separate lists (inTemp, ouTemp, inHum, ouHum). 
The snippet only prints data to the output console, however as long time-series data 
are available in Spark's DStream instantly, they can be used for real-time analytics 
and machine learning in Spark.  

 

 class	  JavaDirectKafka	  { 
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	  	  	  static	  <T>	  T	  toType(Class<T>	  aClass	  =	  Function,	  Closure	  closure)	  { 

	  	  	  	  	  	  	  [call:	  closure].asType(aClass) 

	  	  	  } 

	  	  	  static	  void	  main(String[]	  args)	  { 

	  	  	  	  	  	  	  String	  brokers	  =	  'localhost:9092' 

	  	  	  	  	  	  	  def	  sparkConf	  =	  new	  
SparkConf().setMaster('local').setAppName('JavaDirectKafka') 

	  	  	  	  	  	  	  def	  jssc	  =	  new	  JavaStreamingContext(sparkConf,	  Durations.seconds(10)) 

	  	  	  	  	  	  	  def	  topicsSet	  =	  [OutsideHumidityRecord,	  OutsideTemperatureRecord,	  
InsideHumidityRecord,	  InsideTemperatureRecord].collect	  { 

	  	  	  	  	  	  	  	  	  	  	  it.metric 

	  	  	  	  	  	  	  }	  as	  Set 

	  	  	  	  	  	  	  def	  KafkaParams	  =	  ['metadata.broker.list':	  brokers] 

	  	  	  	  	  	  	  def	  messages	  =	  KafkaUtils.createDirectStream( 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  jssc,	  String,	  String,	  StringDecoder,	  StringDecoder,	  
KafkaParams,	  topicsSet 

	  	  	  	  	  	  	  ) 

	  	  	  	  	  	  	  JavaDStream<?	  extends	  TSDBRecord>	  records	  =	  messages.map(toType	  {	  
tuple2	  -‐> 

	  	  	  	  	  	  	  	  	  	  	  TSDBRecord.fromJson(tuple2._2()) 

	  	  	  	  	  	  	  }) 

	  	  	  	  	  	  	  def	  inTemp	  =	  records.filter(toType	  {	  TSDBRecord	  record	  -‐>	  
record.metric	  ==	  InsideTemperatureRecord.metric	  }) 

	  	  	  	  	  	  	  def	  ouTemp	  =	  records.filter(toType	  {	  TSDBRecord	  record	  -‐>	  
record.metric	  ==	  OutsideTemperatureRecord.metric	  }) 
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	  	  	  	  	  	  	  def	  inHum	  =	  records.filter(toType	  {	  TSDBRecord	  record	  -‐>	  
record.metric	  ==	  InsideHumidityRecord.metric	  }) 

	  	  	  	  	  	  	  def	  ouHum	  =	  records.filter(toType	  {	  TSDBRecord	  record	  -‐>	  
record.metric	  ==	  OutsideHumidityRecord.metric	  }) 

 

	  	  	  	  	  	  	  inTemp.print() 

	  	  	  	  	  	  	  ouTemp.print() 

	  	  	  	  	  	  	  inHum.print() 

	  	  	  	  	  	  	  ouHum.print() 

	  	  	  	  	  	  	  jssc.start() 

	  	  	  	  	  	  	  jssc.awaitTermination() 

	  	  	  } 

}	  

 

Here is the out of the program in console 

 

Time: 1433944560000 ms 

------------------------------------------- 

InsideTemperatureRecord(super:TSDBRecord(room:E_101, 
timestamp:1422685913000, value:26.979995727539062)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_423A, 
timestamp:1425831689000, value:28.019996643066406)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_427, 
timestamp:1427638347000, value:25.209999084472656)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_101, 
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timestamp:1423535272000, value:26.93999481201172)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_164, 
timestamp:1423580362000, value:26.089996337890625)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_166, 
timestamp:1423580362000, value:27.029998779296875)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_429, 
timestamp:1425820154000, value:27.860000610351562)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_470, 
timestamp:1427752644000, value:29.029998779296875)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_462, 
timestamp:1431993084000, value:19.93999481201172)) 

InsideTemperatureRecord(super:TSDBRecord(room:E_425B, 
timestamp:1426093771000, value:25.979995727539062)) 

... 

------------------------------------------- 

Time: 1433944560000 ms 

------------------------------------------- 

OutsideTemperatureRecord(super:TSDBRecord(room:OUTDOOR, 
timestamp:1431754005000, value:8.369999885559082)) 

------------------------------------------- 

Time: 1433944560000 ms 

------------------------------------------- 

InsideHumidityRecord(super:TSDBRecord(room:E_101, 
timestamp:1422685913000, value:39.35163116455078)) 

InsideHumidityRecord(super:TSDBRecord(room:E_423A, 
timestamp:1425831689000, value:32.423606872558594)) 



52 
 

InsideHumidityRecord(super:TSDBRecord(room:E_427, 
timestamp:1427638347000, value:43.01470184326172)) 

InsideHumidityRecord(super:TSDBRecord(room:E_101, 
timestamp:1423535272000, value:36.52838897705078)) 

InsideHumidityRecord(super:TSDBRecord(room:E_166, 
timestamp:1423580362000, value:46.34523391723633)) 

InsideHumidityRecord(super:TSDBRecord(room:E_164, 
timestamp:1423580362000, value:48.67914962768555)) 

InsideHumidityRecord(super:TSDBRecord(room:E_429, 
timestamp:1425820154000, value:35.36179733276367)) 

InsideHumidityRecord(super:TSDBRecord(room:E_470, 
timestamp:1427752644000, value:37.0054931640625)) 

InsideHumidityRecord(super:TSDBRecord(room:E_462, 
timestamp:1431993084000, value:40.74102020263672)) 

InsideHumidityRecord(super:TSDBRecord(room:E_425B, 
timestamp:1426093771000, value:39.82991409301758)) 

... 

------------------------------------------- 

Time: 1433944560000 ms 

------------------------------------------- 

OutsideHumidityRecord(super:TSDBRecord(room:OUTDOOR, 
timestamp:1431754005000, value:87.37000274658203)) 
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  CHAPTER 7  

Conclusion 
  

In this thesis, I introduce IoT and demonstrate how data can be assigned to a time-
series database. Different available open-source time-series databases are 
introduced and compared, and OpenTSDB selected for implementation of the 
proposed method. 

A platform is created to migrate time-series data in legacy systems from relational 
databases to OpenTSDB. The code is easily expandable for any kind of data in any 
database, as long as data are time-series data. The data are then viewed using the 
OpenTSDB graph view. 

In order to process real-time, time-series data from OpenTSDB using analytical 
tools (Apache Spark), a plug-in is developed to export data from OpenTSDB real-
time to Apache Kafka. 

In the last section, I simulate an example of real data coming from MySQL and 
then view the available data in Spark real-time.       

 

7.1 Limitation and future work 
 

All frameworks developed in source code, including Zookeeper, HBase, 
OpenTSDB, Kafka and Spark, are hard-coded to run on the local computer. 
However, in real-time implementation they can be run in cluster with multiple 
machines by preparing the cluster environment appropriately. 

While time-series data are available, real-time in Spark using Spark streaming, 
future work on analysis of the data is possible, using Spark Mlib for machine 
learning and Spark GraphX to display analyzed data.         
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blob 3779�package no.uis.seeds.model

import groovy.transform.Memoized

enum Room {
    E_101(tempId: 27, humId: 28, room: 'KE-E101', floor: 1, locationType: LocationType.AUDITORIUM),
    E_102(tempId: 33, humId: 34, room: 'KE-E102', floor: 1, locationType: LocationType.AUDITORIUM),
    E_162(tempId: 39, humId: 40, room: 'KE-E162', floor: 1, locationType: LocationType.CLASSROOM),
    E_164(tempId: 45, humId: 46, room: 'KE-E164', floor: 1, locationType: LocationType.AUDITORIUM),
    E_166(tempId: 51, humId: 52, room: 'KE-E166', floor: 1, locationType: LocationType.AUDITORIUM),
    E_260(tempId: 74, humId: 75, room: 'KE-E260', floor: 2, locationType: LocationType.CORRIDOR),
    E_260B(tempId: 69, humId: 70, room: 'KE-E260B', floor: 2, locationType: LocationType.CORRIDOR),
    E_262(tempId: 57, humId: 58, room: 'KE-E262', floor: 2, locationType: LocationType.CLASSROOM),
    E_264(tempId: 63, humId: 64, room: 'KE-E264', floor: 2, locationType: LocationType.CLASSROOM),
    E_270(tempId: 109, humId: 110, room: 'KE-E270', floor: 2, locationType: LocationType.CLASSROOM),
    E_272A(tempId: 119, humId: 120, room: 'KE-E272A', floor: 2, locationType: LocationType.CLASSROOM),
    E_362(tempId: 129, humId: 130, room: 'KE-E362', floor: 3, locationType: LocationType.OFFICE),
    E_364(tempId: 139, humId: 140, room: 'KE-E364', floor: 3, locationType: LocationType.OFFICE),
    E_374(tempId: 179, humId: 180, room: 'KE-E374', floor: 3, locationType: LocationType.CONFERENCE_ROOM),
    E_423A(tempId: 259, humId: 260, room: 'KE-E423A', floor: 4, locationType: LocationType.OFFICE),
    E_423B(tempId: 264, humId: 265, room: 'KE-E423B', floor: 4, locationType: LocationType.OFFICE),
    E_425A(tempId: 289, humId: 290, room: 'KE-E425A', floor: 4, locationType: LocationType.OFFICE),
    E_425B(tempId: 294, humId: 295, room: 'KE-E425B', floor: 4, locationType: LocationType.OFFICE),
    E_427(tempId: 304, humId: 305, room: 'KE-E427', floor: 4, locationType: LocationType.OFFICE),
    E_429(tempId: 314, humId: 315, room: 'KE-E429', floor: 4, locationType: LocationType.CONFERENCE_ROOM),
    E_460(tempId: 369, humId: 370, room: 'KE-E460', floor: 4, locationType: LocationType.CORRIDOR),
    E_460A(tempId: 399, humId: 400, room: 'KE-E460A', floor: 4, locationType: LocationType.CORRIDOR),
    E_462(tempId: 374, humId: 375, room: 'KE-E462', floor: 4, locationType: LocationType.CLASSROOM),
    E_462B(tempId: 379, humId: 380, room: 'KE-E462B', floor: 4, locationType: LocationType.CLASSROOM),
    E_464(tempId: 384, humId: 385, room: 'KE-E464', floor: 4, locationType: LocationType.CLASSROOM),
    E_466(tempId: 389, humId: 390, room: 'KE-E466', floor: 4, locationType: LocationType.CLASSROOM),
    E_468(tempId: 404, humId: 405, room: 'KE-E468', floor: 4, locationType: LocationType.CLASSROOM),
    E_470(tempId: 409, humId: 410, room: 'KE-E470', floor: 4, locationType: LocationType.CLASSROOM),
    E_472(tempId: 424, humId: 425, room: 'KE-E472', floor: 4, locationType: LocationType.CLASSROOM),
    OUTDOOR(tempId: 460, humId: 461, room: 'ROOF', floor: 6, locationType: LocationType.ROOF)
    Integer      tempId
    Integer      humId
    String       room
    Integer      floor
    LocationType locationType

    @Memoized
    static findByTemperatureIdentify(Integer identity) {
        values().find { it.tempId == identity }
    }

    @Memoized
    static findByHumidityIdentify(Integer identity) {
        values().find { it.humId == identity }
    }

    Map toMap() {
        [room: room, floor: floor, locationType: LocationType.locationType.name()]
    }

    @Memoized
    static Room fromMap(Map map) {
        values().find {
            it.room == map.room && it.floor == map.floor as int && it.locationType.name().toLowerCase() == map.locationType
        }
    }
}
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blob 6690�<?xml version="1.0" encoding="UTF-8"?>
<project xmlns="http://maven.apache.org/POM/4.0.0"
         xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
         xsi:schemaLocation="http://maven.apache.org/POM/4.0.0 http://maven.apache.org/xsd/maven-4.0.0.xsd">
    <modelVersion>4.0.0</modelVersion>

    <groupId>no.uis</groupId>
    <artifactId>tsdb-seeds</artifactId>
    <version>1.0-SNAPSHOT</version>
    <dependencies>
        <dependency>
            <groupId>org.slf4j</groupId>
            <artifactId>jcl-over-slf4j</artifactId>
            <version>${slf4j.version}</version>
            <scope>compile</scope>
        </dependency>
        <dependency>
            <groupId>org.codehaus.gpars</groupId>
            <artifactId>gpars</artifactId>
            <version>1.2.1</version>
        </dependency>
        <dependency>
            <groupId>org.slf4j</groupId>
            <artifactId>slf4j-log4j12</artifactId>
            <version>${slf4j.version}</version>
            <scope>compile</scope>
        </dependency>
        <dependency>
            <groupId>org.codehaus.groovy</groupId>
            <artifactId>groovy-all</artifactId>
            <version>${groovy.version}</version>
        </dependency>
        <dependency>
            <groupId>mysql</groupId>
            <artifactId>mysql-connector-java</artifactId>
            <version>${mysql-connector-java.version}</version>
        </dependency>
        <dependency>
            <groupId>junit</groupId>
            <artifactId>junit</artifactId>
            <version>${junit.version}</version>
            <scope>test</scope>
        </dependency>
        <dependency>
            <groupId>org.codehaus.groovy.modules.http-builder</groupId>
            <artifactId>http-builder</artifactId>
            <version>${http-builder.version}</version>
        </dependency>
        <dependency>
            <groupId>org.apache.kafka</groupId>
            <artifactId>kafka_2.10</artifactId>
            <version>0.8.2.1</version>
        </dependency>
        <dependency>
            <groupId>org.apache.spark</groupId>
            <artifactId>spark-core_2.10</artifactId>
            <version>${spark-core.version}</version>
        </dependency>
        <dependency>
            <groupId>org.apache.spark</groupId>
            <artifactId>spark-streaming_2.10</artifactId>
            <version>${spark-core.version}</version>
        </dependency>

        <dependency>
            <groupId>org.apache.spark</groupId>
            <artifactId>spark-streaming-kafka_2.10</artifactId>
            <version>${spark-core.version}</version>
        </dependency>

        <dependency>
            <groupId>org.apache.spark</groupId>
            <artifactId>spark-sql_2.10</artifactId>
            <version>${spark-core.version}</version>
        </dependency>
        <dependency>
            <groupId>org.apache.spark</groupId>
            <artifactId>spark-mllib_2.10</artifactId>
            <version>${spark-core.version}</version>
        </dependency>


         <!-- <dependency>
             <groupId>org.kairosdb</groupId>
             <artifactId>kairosdb</artifactId>
             <version>0.9.4-5</version>
         </dependency>
         <dependency>
             <groupId>org.kairosdb</groupId>
             <artifactId>client</artifactId>
             <version>2.0</version>
         </dependency>
         <dependency>
             <groupId>com.github.sps.metrics</groupId>
             <artifactId>metrics-opentsdb</artifactId>
             <version>1.0.4</version>
         </dependency>
 -->
        <dependency>
            <groupId>org.jfree</groupId>
            <artifactId>jfreechart</artifactId>
            <version>1.0.19</version>
        </dependency>
        <dependency>
            <groupId>joda-time</groupId>
            <artifactId>joda-time</artifactId>
            <version>2.7</version>
        </dependency>


    </dependencies>
    <build>
        <plugins>
            <plugin>
                <artifactId>maven-compiler-plugin</artifactId>
                <version>3.1</version>
                <configuration>
                    <source>${maven-compiler-plugin.source}</source>
                    <target>${maven-compiler-plugin.source}</target>
                    <compilerId>groovy-eclipse-compiler</compilerId>
                    <!-- set verbose to be true if you want lots of uninteresting messages -->
                    <!--<verbose>true</verbose>-->
                </configuration>
                <dependencies>
                    <dependency>
                        <groupId>org.codehaus.groovy</groupId>
                        <artifactId>groovy-eclipse-compiler</artifactId>
                        <version>${groovy-eclipse-compiler.version}</version>
                    </dependency>
                    <dependency>
                        <groupId>org.codehaus.groovy</groupId>
                        <artifactId>groovy-eclipse-batch</artifactId>
                        <version>${groovy-eclipse-batch.version}</version>
                    </dependency>

                </dependencies>
            </plugin>

            <plugin>
                <groupId>org.scala-tools</groupId>
                <artifactId>maven-scala-plugin</artifactId>
                <version>2.15.2</version>

                <executions>
                    <execution>
                        <id>scala-compile-first</id>
                        <phase>process-resources</phase>
                        <goals>
                            <goal>add-source</goal>
                            <goal>compile</goal>
                        </goals>
                    </execution>
                    <execution>
                        <id>scala-test-compile</id>
                        <phase>process-test-resources</phase>
                        <goals>
                            <goal>testCompile</goal>
                        </goals>
                    </execution>
                </executions>
            </plugin>
        </plugins>
    </build>
    <properties>
        <groovy.version>2.3.6</groovy.version>
        <groovy-eclipse-compiler.version>2.9.0-01</groovy-eclipse-compiler.version>
        <groovy-eclipse-batch.version>2.3.4-01</groovy-eclipse-batch.version>
        <mysql-connector-java.version>5.1.6</mysql-connector-java.version>
        <slf4j.version>1.7.5</slf4j.version>
        <junit.version>4.11</junit.version>
        <maven-compiler-plugin.source>1.8</maven-compiler-plugin.source>
        <http-builder.version>0.7.1</http-builder.version>
        <spark-core.version>1.3.1</spark-core.version>
    </properties>

</project>
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blob 810�package no.uis.opentsdb.kafkaplugin

import groovy.json.JsonOutput
import kafka.javaapi.producer.Producer
import kafka.producer.KeyedMessage
import kafka.producer.ProducerConfig

class KafkaClient {
    Producer producer

    void send(Map data) {
        def msg = new KeyedMessage<String, String>(data.metric, 'spark', JsonOutput.toJson(data))
        producer.send(msg)

    }

    KafkaClient(String brokerList, String zookeeperConnect) {
        this.producer = producer
        def props = new Properties()
        props.put('zookeeper.connect', zookeeperConnect);
        props.put('serializer.class', 'kafka.serializer.StringEncoder')
        props.put('metadata.broker.list', brokerList);

        def config = new ProducerConfig(props)
        producer = new Producer<String, String>(config)
    }
}
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blob 1536�package no.uis.seeds.repository

import no.uis.seeds.model.InsideHumidityRecord
import no.uis.seeds.model.InsideTemperatureRecord
import no.uis.seeds.model.OutsideHumidityRecord
import no.uis.seeds.model.OutsideTemperatureRecord

class InTempMysqlRecordRepositoryTest extends GroovyTestCase {
    void setUp() {
        super.setUp()

    }

    void tearDown() {
    }

    void testLoad() {
        def load = new MysqlRecordRepository().fetchAll(OutsideTemperatureRecord)
        println InsideTemperatureRecord.batchToJson(load)
        println InsideTemperatureRecord.batchToRows(load)

    }

    void testForEachInsideTemperatureRecord() {
        def repository = new MysqlRecordRepository()
        repository.forEach(InsideTemperatureRecord) { InsideTemperatureRecord InTempRecord ->
            println InTempRecord
        }

    }

    void testForEachOutsideTemperatureRecord() {
        def repository = new MysqlRecordRepository()
        repository.forEach(OutsideTemperatureRecord) { OutsideTemperatureRecord record ->
            println record
        }

    }

    void testForEachOutsideHumidityRecord() {
        def repository = new MysqlRecordRepository()
        repository.forEach(OutsideHumidityRecord) { OutsideHumidityRecord record ->
            println record
        }

    }

    void testForEachInsideHumidityRecord() {
        def repository = new MysqlRecordRepository()
        repository.forEach(InsideHumidityRecord) { InsideHumidityRecord record ->
            println record
        }
    }

}
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blob 527�package no.uis.seeds.timeseriesdb

class Query {
    Long                start
    Long                end
    String              aggregate = 'avg'
    String              metric
    Map<String, String> tags      = [:]


    Map toOpenTSDBFormat() {
        assert start
        assert aggregate
        assert metric
        def tags = tags.collect { "$it.key=$it.value" }.join(',')
        def subQuery = "$aggregate:10m-$aggregate:$metric{$tags}"
        [start: start, end: end, m: subQuery].findAll { it.value }
    }

}
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commit 185�tree 785dfebf37c7aa08058f0e32c4ccad9e82356510
author maziarkaveh <maziar.kaveh@gmail.com> 1433946649 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946649 +0200

first commit
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commit 185�tree 120996bce450781f499bfab833666e5da61f3cc1
author maziarkaveh <maziar.kaveh@gmail.com> 1433946686 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946686 +0200

first commit
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				24				36.02645493				99.74				6.24



				23				35.95732498				99.65				5.99



				25				35.88532639				99.74				5.72



				22				35.81804657				99.74				5.72



				23				35.78250504				99.78				6.1



				23				35.68152618				99.81				6.39



				24				35.54395294				99.74				6.02



				25				35.50930405				99.66				5.74



				24				35.40628433				99.58				6.37
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blob 1409�package no.uis.seeds.timeseriesdb.opentsdb

import groovy.transform.Memoized
import groovy.util.logging.Slf4j
import groovyx.net.http.HTTPBuilder
import groovyx.net.http.HttpResponseDecorator
import no.uis.seeds.model.InsideTemperatureRecord
import no.uis.seeds.model.TSDBRecord
import no.uis.seeds.timeseriesdb.Query
import no.uis.seeds.timeseriesdb.TimeSeriesDBHttpApi

import static groovyx.net.http.ContentType.JSON
import static groovyx.net.http.Method.POST

@Slf4j
class OpenTSDBHttp implements TimeSeriesDBHttpApi {
    final String url

    private OpenTSDBHttp(String url) {
        this.url = url
    }

    @Memoized
    static OpenTSDBHttp getInstance(String url = 'http://localhost:8073') {
        new OpenTSDBHttp(url)
    }

    void put(String jsonBody) {
        new HTTPBuilder("$url/api/put").request(POST, JSON) { request ->
            body = jsonBody
            response.success = { HttpResponseDecorator response ->

            }
        }
    }

    void put(TSDBRecord record) {
        new HTTPBuilder("$url/api/put").request(POST, JSON) { request ->
            body = record.toJson()
            response.success = { HttpResponseDecorator response ->
                log.info record.formattedDate
            }

        }
    }

    @Override
    def query(Query query) {
        new HTTPBuilder(url).get(path: '/api/query', query: query.toOpenTSDBFormat()).find()?.dps
    }
}
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blob 740�package no.uis.seeds.model

import groovy.transform.ToString
import groovy.util.logging.Slf4j

@ToString(includePackage = false, includeNames = true,includeSuper = true)
@Slf4j
class OutsideTemperatureRecord extends TSDBRecord {
    final static String tableName = 'cipsi_seeds_uis_out_temp'
    final static String metric    = 'seeds.temp.out'

    OutsideTemperatureRecord(){

    }
    OutsideTemperatureRecord(Integer identity, Long timestamp, Number value) {
        super(identity, timestamp, value)
    }
    OutsideTemperatureRecord(Room room, Long timestamp, Number value) {
        super(room, timestamp, value)
    }
    @Override
    Room parsIdentity(Integer identity) {
        Room.findByTemperatureIdentify(identity)
    }
}
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commit 233�tree 19abf86652d7247000d101736668b6671a7075e4
parent ecfa1e59080b8496ef39e5010e50b3e0171a9846
author maziarkaveh <maziar.kaveh@gmail.com> 1433946739 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946739 +0200

first commit
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blob 2728�/*
 * Licensed to the Apache Software Foundation (ASF) under one or more
 * contributor license agreements.  See the NOTICE file distributed with
 * this work for additional information regarding copyright ownership.
 * The ASF licenses this file to You under the Apache License, Version 2.0
 * (the 'License') you may not use this file except in compliance with
 * the License.  You may obtain a copy of the License at
 *
 *    http://www.apache.org/licenses/LICENSE-2.0
 *
 * Unless required by applicable law or agreed to in writing, software
 * distributed under the License is distributed on an 'AS IS' BASIS,
 * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
 * See the License for the specific language governing permissions and
 * limitations under the License.
 */

package no.uis.seeds.spark

import kafka.serializer.StringDecoder
import no.uis.seeds.model.*
import org.apache.spark.SparkConf
import org.apache.spark.api.java.function.Function
import org.apache.spark.streaming.Durations
import org.apache.spark.streaming.api.java.JavaDStream
import org.apache.spark.streaming.api.java.JavaStreamingContext
import org.apache.spark.streaming.kafka.KafkaUtils

class JavaDirectKafka {

    static <T> T toType(Class<T> aClass = Function, Closure closure) {
        [call: closure].asType(aClass)
    }

    static void main(String[] args) {

        String brokers = 'localhost:9092'

        def sparkConf = new SparkConf().setMaster('local').setAppName('JavaDirectKafka')
        def jssc = new JavaStreamingContext(sparkConf, Durations.seconds(10))

        def topicsSet = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].collect {
            it.metric
        } as Set
        def kafkaParams = ['metadata.broker.list': brokers]

        def messages = KafkaUtils.createDirectStream(
                jssc, String, String, StringDecoder, StringDecoder, kafkaParams, topicsSet
        )
        JavaDStream<? extends TSDBRecord> records = messages.map(toType { tuple2 ->
            TSDBRecord.fromJson(tuple2._2())
        })

        def inTemp = records.filter(toType { TSDBRecord record -> record.metric == InsideTemperatureRecord.metric })
        def ouTemp = records.filter(toType { TSDBRecord record -> record.metric == OutsideTemperatureRecord.metric })
        def inHum = records.filter(toType { TSDBRecord record -> record.metric == InsideHumidityRecord.metric })
        def ouHum = records.filter(toType { TSDBRecord record -> record.metric == OutsideHumidityRecord.metric })

        inTemp.print()
        ouTemp.print()
        inHum.print()
        ouHum.print()

        jssc.start()
        jssc.awaitTermination()
    }
}
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blob 112�package no.uis.seeds.model;

enum LocationType {
    CONFERENCE_ROOM,OFFICE,CORRIDOR,CLASSROOM,AUDITORIUM,ROOF
}
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blob 560�<?xml version="1.0" encoding="UTF-8" ?>
<!DOCTYPE log4j:configuration SYSTEM "log4j.dtd">

<log4j:configuration xmlns:log4j="http://jakarta.apache.org/log4j/">

    <appender name="console" class="org.apache.log4j.ConsoleAppender">
        <param name="Target" value="System.out"/>
        <layout class="org.apache.log4j.PatternLayout">
            <param name="ConversionPattern" value="%-5p %c{1} - %m%n"/>
        </layout>
    </appender>


    <root>
        <level value="info"/>
        <appender-ref ref="console"/>
    </root>

</log4j:configuration>
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blob 248�package no.uis.seeds.timeseriesdb.opentsdb

import no.uis.seeds.model.TSDBRecord

class OpenTSDBUtils {
    static writeToFileForImport(String path, Collection<TSDBRecord> data) {
        new File(path).text = TSDBRecord.batchToRows(data)
    }

}
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blob 736�package no.uis.seeds.model

import groovy.transform.ToString
import groovy.util.logging.Slf4j

@ToString(includePackage = false, includeNames = true,includeSuper = true)
@Slf4j
class InsideTemperatureRecord extends TSDBRecord {
    final static String tableName = 'cipsi_seeds_uis_in_temp'
    final static String metric    = 'seeds.temp.in'

    InsideTemperatureRecord() {

    }

    InsideTemperatureRecord(Integer identity, Long timestamp, Number value) {
        super(identity, timestamp, value)
    }
    InsideTemperatureRecord(Room room, Long timestamp, Number value) {
        super(room, timestamp, value)
    }
    @Override
    Room parsIdentity(Integer identity) {
        Room.findByTemperatureIdentify(identity)
    }
}
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blob 1194�package no.uis.seeds.timeseriesdb

import groovy.util.logging.Slf4j
import groovyx.gpars.GParsPool
import no.uis.seeds.model.InsideHumidityRecord
import no.uis.seeds.model.InsideTemperatureRecord
import no.uis.seeds.model.OutsideHumidityRecord
import no.uis.seeds.model.OutsideTemperatureRecord
import no.uis.seeds.repository.MysqlRecordRepository
import no.uis.seeds.timeseriesdb.opentsdb.OpenTSDBHttp

@Slf4j
class PushTest {
    static void main(String[] args) {
        GParsPool.withPool {
            def collect = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].collectParallel { record ->
                new MysqlRecordRepository(sql: MysqlRecordRepository.DEFAULT_SQL).fetchAll(record).findAll {
                    it.valid
                }
            }.flatten().groupByParallel { it.timestamp }

            collect.each {
                it.value.eachParallel {
                    try {
                        OpenTSDBHttp.instance.put(it)
                        sleep 100
                    } catch (e) {
                        log.info(it.toJson())
                    }
                }
            }

        }
    }
}
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blob 1868�package no.uis.seeds.repository

import groovy.sql.Sql
import no.uis.seeds.model.TSDBRecord

class MysqlRecordRepository implements RecordRepository {
    static final DEFAULT_SQL = new DBConfig().buildSqlInstance()
    Sql          sql         = DEFAULT_SQL

    @Override
    def <T extends TSDBRecord> List<T> fetchAll(Class<T> type) {
        def list = []
        eachRow(type) {
            list << it
        }
        list
    }

    @Override
    void forEach(Class<? extends TSDBRecord> type, Closure closure) {
        eachRow(type, closure)

    }


    private void eachRow(Class<? extends TSDBRecord> type, Closure closure) {
        // group by time,identity
        def tableName = getTableName(type)
        def query = "select * from $tableName WHERE id > ?  ORDER BY id limit 100000 "
        Integer maxId = 0
        def executeQuery = {
            def oldMaxId = maxId
            sql.eachRow(query, [maxId]) { row ->
                closure(makeInstance(type, row))
                maxId = row.id
            }
            maxId != oldMaxId
        }


        while (executeQuery());

    }

    private makeInstance(Class<? extends TSDBRecord> type, row) {
        type.getConstructor(Integer,Long,Number).newInstance(row.identity, row.time?.time, row.value)
    }

    private getTableName(Class<? extends TSDBRecord> type) {
        type.newInstance().tableName
    }

    static class DBConfig {
        String dbName     = 'seeds'
        String dbServer   = '127.0.0.1'
        String dbPort     = '3306'
        String dbUserName = 'root'
        String dbPassword = ''
        String dbDriver   = 'com.mysql.jdbc.Driver'


        Sql buildSqlInstance() {
            Sql.newInstance("jdbc:mysql://$dbServer:$dbPort/$dbName?createDatabaseIfNotExist=true&amp;", dbUserName,
                    dbPassword, dbDriver)
        }

    }

}
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blob 561�<?xml version="1.0" encoding="UTF-8" ?>
<!DOCTYPE log4j:configuration SYSTEM "log4j.dtd">

<log4j:configuration xmlns:log4j="http://jakarta.apache.org/log4j/">

    <appender name="console" class="org.apache.log4j.ConsoleAppender">
        <param name="Target" value="System.out"/>
        <layout class="org.apache.log4j.PatternLayout">
            <param name="ConversionPattern" value="%-5p %c{1} - %m%n"/>
        </layout>
    </appender>


    <root>
        <level value="error"/>
        <appender-ref ref="console"/>
    </root>

</log4j:configuration>
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commit 233�tree 8204017666587f98f5496689762e6f878ae4f19a
parent 39d01dfb05684f16a529d5311a3e9950dd7dce6d
author maziarkaveh <maziar.kaveh@gmail.com> 1433946825 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946825 +0200

first commit
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blob 219�package no.uis.seeds.timeseriesdb

import no.uis.seeds.model.InsideTemperatureRecord
import no.uis.seeds.model.TSDBRecord

interface TimeSeriesDBHttpApi {
    void put(TSDBRecord tsdbRecord)
    def query(Query query)
}
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blob 6662�<project xmlns="http://maven.apache.org/POM/4.0.0" xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
         xsi:schemaLocation="http://maven.apache.org/POM/4.0.0 http://maven.apache.org/xsd/maven-4.0.0.xsd">
    <modelVersion>4.0.0</modelVersion>

    <groupId>no.uis</groupId>
    <artifactId>KafkaPublisher</artifactId>
    <version>1.0-SNAPSHOT</version>
    <packaging>jar</packaging>

    <name>KafkaPublisher</name>
    <url>http://maven.apache.org</url>

    <properties>
        <project.build.sourceEncoding>UTF-8</project.build.sourceEncoding>
        <groovy.version>2.3.6</groovy.version>
        <groovy-eclipse-compiler.version>2.9.0-01</groovy-eclipse-compiler.version>
        <groovy-eclipse-batch.version>2.3.4-01</groovy-eclipse-batch.version>
        <maven-compiler-plugin.source>1.8</maven-compiler-plugin.source>
        <gmaven.version>1.4</gmaven.version>
        <gmavenProviderSelection>2.0</gmavenProviderSelection>

    </properties>


    <build>
        <plugins>
            <plugin>
                <artifactId>maven-compiler-plugin</artifactId>
                <version>3.1</version>
                <configuration>
                    <source>${maven-compiler-plugin.source}</source>
                    <target>${maven-compiler-plugin.source}</target>
                    <compilerId>groovy-eclipse-compiler</compilerId>
                    <!-- set verbose to be true if you want lots of uninteresting messages -->
                    <!--<verbose>true</verbose>-->
                </configuration>
                <executions>
                    <execution>
                        <goals>
                             <goal>compile</goal>
                             <goal>testCompile</goal>
                        </goals>
                    </execution>
                </executions>
                <dependencies>
                    <dependency>
                        <groupId>org.codehaus.groovy</groupId>
                        <artifactId>groovy-eclipse-compiler</artifactId>
                        <version>${groovy-eclipse-compiler.version}</version>
                    </dependency>
                    <dependency>
                        <groupId>org.codehaus.groovy</groupId>
                        <artifactId>groovy-eclipse-batch</artifactId>
                        <version>${groovy-eclipse-batch.version}</version>
                    </dependency>

                </dependencies>

            </plugin>
            <plugin>
                <groupId>org.codehaus.mojo</groupId>
                <artifactId>build-helper-maven-plugin</artifactId>
                <version>1.8</version>
                <executions>
                    <execution>
                        <id>add-source</id>
                        <phase>generate-sources</phase>
                        <goals>
                            <goal>add-source</goal>
                        </goals>
                        <configuration>
                            <sources>
                                <source>src/main/groovy</source>
                            </sources>
                        </configuration>
                    </execution>
                    <execution>
                        <id>add-test-source</id>
                        <phase>generate-test-sources</phase>
                        <goals>
                            <goal>add-test-source</goal>
                        </goals>
                        <configuration>
                            <sources>
                                <source>src/test/groovy</source>
                            </sources>
                        </configuration>
                    </execution>
                </executions>
            </plugin>
            <plugin>
                <groupId>eu.somatik.serviceloader-maven-plugin</groupId>
                <artifactId>serviceloader-maven-plugin</artifactId>
                <version>1.0.2</version>
                <configuration>
                    <services>
                        <param>net.opentsdb.tsd.RTPublisher</param>
                    </services>
                </configuration>
                <executions>
                    <execution>
                        <goals>
                            <goal>generate</goal>
                        </goals>
                    </execution>
                </executions>
            </plugin>

            <plugin>
                <artifactId>maven-assembly-plugin</artifactId>
                <executions>
                    <execution>
                        <goals>
                             <goal>assembly</goal>
                        </goals>
                    </execution>
                </executions>
                <configuration>
                    <archive>
                        <manifest>
                            <mainClass>fully.qualified.MainClass</mainClass>
                        </manifest>
                    </archive>
                    <descriptorRefs>
                        <descriptorRef>jar-with-dependencies</descriptorRef>
                    </descriptorRefs>
                </configuration>

            </plugin>
        </plugins>
    </build>


    <dependencies>
        <dependency>
            <groupId>junit</groupId>
            <artifactId>junit</artifactId>
            <version>3.8.1</version>
            <scope>test</scope>
        </dependency>

        <dependency>
            <groupId>com.github.sps.metrics</groupId>
            <artifactId>metrics-opentsdb</artifactId>
            <version>1.0.4</version>
        </dependency>
        <dependency>
            <groupId>org.codehaus.groovy</groupId>
            <artifactId>groovy-all</artifactId>
            <version>${groovy.version}</version>
        </dependency>
        <dependency>
            <groupId>net.opentsdb</groupId>
            <artifactId>next</artifactId>
            <version>1.3</version>
            <scope>system</scope>
            <systemPath>${basedir}/tsdb-2.1.0.jar</systemPath>
        </dependency>

        <dependency>
            <groupId>org.hbase</groupId>
            <artifactId>asynchbase</artifactId>
            <version>1.4.1</version>
        </dependency>
        <dependency>
            <groupId>org.msgpack</groupId>
            <artifactId>msgpack</artifactId>
            <version>0.6.5</version>
            <type>jar</type>
        </dependency>

        <dependency>
            <groupId>org.apache.kafka</groupId>
            <artifactId>kafka_2.11</artifactId>
            <version>0.8.2.1</version>
        </dependency>

    </dependencies>
</project>
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blob 543�OpenTsdbSkylinePublisher
========================

RTPublisher Plugin for OpenTSDB 2.0 to send metrics to skyline 


You might want to compile it with "mvn assembly:single" to have all dependencies in the fat jar...


Add these settings to your opentsdb.conf:

tsd.core.plugin_path = [your plugin directory]  
tsd.rtpublisher.enable = true  
tsd.rtpublisher.plugin = net.gutefrage.tsdb.SkylinePublisher  
tsd.plugin.skyline.port = [skyline UDP port, normally 2025]  
tsd.plugin.skyline.host = [your skyline host]  



# OpenTsdbKafkaPublisher
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thesis/tsdb-seed/.git/objects/75/b1994fdb0f0aa5e5829675ac152df4644b6e73


blob 1722�package no.uis.seeds.spark

import org.apache.spark.SparkConf
import org.apache.spark.api.java.JavaDoubleRDD
import org.apache.spark.api.java.JavaRDD
import org.apache.spark.api.java.JavaSparkContext
import org.apache.spark.api.java.function.Function
import org.apache.spark.mllib.linalg.Vectors
import org.apache.spark.mllib.regression.LabeledPoint
import org.apache.spark.mllib.regression.LinearRegressionWithSGD
import scala.Tuple2

class LinearRegression {
    static <T> T toType(Class<T> aClass = Function, Closure closure) {
        [call: closure].asType(aClass)
    }

    static void main(String[] args) {
        def conf = new SparkConf().setMaster("local").setAppName("Linear Regression Example")
        def sc = new JavaSparkContext(conf)
        def path = "data/lr.csv"
        def data = sc.textFile(path)
        def parsedData = data.map(toType { String line ->
            def parts = line.split(',').collect { it as double }
            new LabeledPoint(parts.find(), Vectors.dense(parts[1..3] as double[]))
        })
        parsedData.cache()
        int numIterations = 9
        def model = LinearRegressionWithSGD.train(JavaRDD.toRDD(parsedData), numIterations)
        def valuesAndPreds = parsedData.map(
                toType { LabeledPoint point ->
                    double prediction = model.predict(point.features())
                    new Tuple2(prediction, point.label())
                })
        def rdd = valuesAndPreds.map(
                toType { Tuple2<Double, Double> pair ->
                    Math.pow(pair._1() - pair._2(), 2.0)
                }).rdd()
        def MSE = new JavaDoubleRDD(rdd)
        println("Training Mean Squared Error =  ${MSE.mean()}")

    }
}












thesis/OpenTsdbKafkaPublisher/.git/objects/0b/b2d5a853960296f697d08943b91c721e94e94f

thesis/OpenTsdbKafkaPublisher/.git/objects/0b/b2d5a853960296f697d08943b91c721e94e94f









thesis/tsdb-seed/.git/objects/fe/b5605577171133dd3991ee782f0301a029d661

thesis/tsdb-seed/.git/objects/fe/b5605577171133dd3991ee782f0301a029d661


blob 236�package no.uis.seeds.repository

import no.uis.seeds.model.TSDBRecord

interface RecordRepository {
    public <T extends TSDBRecord> List<T> fetchAll(Class<T> type)
    void forEach(Class<? extends TSDBRecord> type, Closure closure)
}
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blob 982�package no.uis.seeds.timeseriesdb;

import org.junit.Test;

class QueryTest {

    @Test
    void testToOpenTSDBFormat() {
        def start = 61342354800000l
        def end = 61347625200000l
        assert [start: 61342354800000, m: 'avg:seeds.temp.in{}'] == new Query(start: start).toOpenTSDBFormat()
        assert [start: 61342354800000, end: 61347625200000l, m: 'avg:seeds.temp.in{}'] == new Query(start: start, end: end).toOpenTSDBFormat()
        assert [start: 61342354800000, end: 61347625200000l, m: 'avg:seeds.temp.in{ss=tt,pp=kk}'] == new Query(start: start, end: end, tags: [ss: 'tt', pp: 'kk']).toOpenTSDBFormat()
    }

    @Test
    void testToKairosDBFormat() {
        def start = 61342354800000l
        def end = 61347625200000l
        println new Query(start: start).toKairosDBFormat()
        println new Query(start: start, end: end).toKairosDBFormat()
        println new Query(start: start, end: end, tags: [ss: 'tt', pp: 'kk']).toKairosDBFormat()
    }
}
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thesis/tsdb-seed/.git/COMMIT_EDITMSG

first commit







thesis/OpenTsdbKafkaPublisher/.git/COMMIT_EDITMSG

first commit







thesis/tsdb-seed/.git/config

[core]
	repositoryformatversion = 0
	filemode = true
	bare = false
	logallrefupdates = true
	ignorecase = true
	precomposeunicode = true
[remote "origin"]
	url = https://github.com/maziarkaveh/tsdb-seeds.git
	fetch = +refs/heads/*:refs/remotes/origin/*
[branch "master"]
	remote = origin
	merge = refs/heads/master







thesis/OpenTsdbKafkaPublisher/.git/config

[core]
	repositoryformatversion = 0
	filemode = true
	bare = false
	logallrefupdates = true
	ignorecase = true
	precomposeunicode = true
[remote "origin"]
	url = https://github.com/maziarkaveh/OpenTsdbKafkaPublisher.git
	fetch = +refs/heads/*:refs/remotes/origin/*
[branch "master"]
	remote = origin
	merge = refs/heads/master
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commit 233�tree 0bb2d5a853960296f697d08943b91c721e94e94f
parent 8330f9cc87e9835fafa5b54ffa57e165147794ac
author maziarkaveh <maziar.kaveh@gmail.com> 1433946795 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946795 +0200

first commit
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blob 721�package no.uis.seeds.model

import groovy.transform.ToString
import groovy.util.logging.Slf4j

@ToString(includePackage = false, includeNames = true, includeSuper = true)
@Slf4j
class InsideHumidityRecord extends TSDBRecord {
    final static String tableName = 'cipsi_seeds_uis_in_hum'
    final static String metric    = 'seeds.hum.in'

    InsideHumidityRecord() {

    }

    InsideHumidityRecord(Integer identity, Long timestamp, Number value) {
        super(identity, timestamp, value)
    }
    InsideHumidityRecord(Room room, Long timestamp, Number value) {
        super(room, timestamp, value)
    }

    @Override
    Room parsIdentity(Integer identity) {
        Room.findByHumidityIdentify(identity)
    }
}










thesis/OpenTsdbKafkaPublisher/.git/objects/c9/d9d54eba8734a55dc2a70a06f6f6719e8024af

thesis/OpenTsdbKafkaPublisher/.git/objects/c9/d9d54eba8734a55dc2a70a06f6f6719e8024af









thesis/tsdb-seed/.git/objects/d5/deada02534ef2af64f8d46a5c692685dacaa72

thesis/tsdb-seed/.git/objects/d5/deada02534ef2af64f8d46a5c692685dacaa72


blob 723�package no.uis.seeds.model

import groovy.transform.ToString
import groovy.util.logging.Slf4j

@ToString(includePackage = false, includeNames = true,includeSuper = true)
@Slf4j
class OutsideHumidityRecord extends TSDBRecord {
    final static String tableName = 'cipsi_seeds_uis_out_hum'
    final static String metric    = 'seeds.hum.out'

    OutsideHumidityRecord(){

    }
    OutsideHumidityRecord(Room room, Long timestamp, Number value) {
        super(room, timestamp, value)
    }
    OutsideHumidityRecord(Integer identity, Long timestamp, Number value) {
        super(identity, timestamp, value)
    }
    @Override
    Room parsIdentity(Integer identity) {
        Room.findByHumidityIdentify(identity)
    }
}










thesis/OpenTsdbKafkaPublisher/.git/description

Unnamed repository; edit this file 'description' to name the repository.







thesis/tsdb-seed/.git/description

Unnamed repository; edit this file 'description' to name the repository.
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blob 2170�package no.uis.opentsdb.kafkaplugin

import com.stumbleupon.async.Deferred
import net.opentsdb.core.TSDB
import net.opentsdb.meta.Annotation
import net.opentsdb.stats.StatsCollector
import net.opentsdb.tsd.RTPublisher
import org.slf4j.LoggerFactory

class KafkaPublisher extends RTPublisher {

    static final LOG = LoggerFactory.getLogger(KafkaPublisher)
    KafkaClient  kafkaClient

    void initialize(final TSDB tsdb) {
        def brokerList = tsdb.config.getString('tsd.plugin.kafka.broker.list')
        def zookeeperConnect = tsdb.config.getString('tsd.plugin.kafka.zookeeper.connect')
        if (!brokerList) {
            LOG.error('tsd.plugin.kafka.broker.list is not set in opentsdb.conf')
        }
        if (!zookeeperConnect) {
            LOG.error('tsd.plugin.kafka.zookeeper.connect is not set in opentsdb.conf')
        }
        kafkaClient = new KafkaClient(brokerList, zookeeperConnect)
        LOG.info('init initialize')
    }

    @Override
    Deferred<Object> publishAnnotation(Annotation annotation) {
        LOG.info('init publishAnnotation')
        new Deferred<Object>()
    }

    Deferred<Object> shutdown() {
        LOG.info('init shutdown')
        new Deferred<Object>()
    }

    String version() {
        LOG.info('init version')
        '0.1.0'
    }

    void collectStats(final StatsCollector collector) {
        LOG.info('init collectStats')
    }

    Deferred<Object> publishDataPoint(final String metric,
                                      final long timestamp, final long value, final Map<String, String> tags,
                                      final byte[] tsuid) {
        publishDataPoint(metric, timestamp, value, tags, tsuid)
    }

    Deferred<Object> publishDataPoint(final String metric,
                                      final long timestamp, final double value, final Map<String, String> tags,
                                      final byte[] tsuid) {
        LOG.info("publishDataPoint publishDataPoint $timestamp $metric $value $tags $tsuid")
        kafkaClient.send([metric: metric, timestamp: timestamp, value: value, tags: tags, tsuid: tsuid])
        new Deferred<Object>()
    }
}
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thesis/OpenTsdbKafkaPublisher/.git/info/exclude

# git ls-files --others --exclude-from=.git/info/exclude
# Lines that start with '#' are comments.
# For a project mostly in C, the following would be a good set of
# exclude patterns (uncomment them if you want to use them):
# *.[oa]
# *~







thesis/tsdb-seed/.git/info/exclude

# git ls-files --others --exclude-from=.git/info/exclude
# Lines that start with '#' are comments.
# For a project mostly in C, the following would be a good set of
# exclude patterns (uncomment them if you want to use them):
# *.[oa]
# *~
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commit 233�tree cdfa6c2c7eca227745c507559827d5c4b3f7619d
parent 3e414991fc464da6a3d4fbbad21f0a1a77649f4f
author maziarkaveh <maziar.kaveh@gmail.com> 1433946710 +0200
committer maziarkaveh <maziar.kaveh@gmail.com> 1433946710 +0200

first commit











thesis/tsdb-seed/.git/objects/cd/fa6c2c7eca227745c507559827d5c4b3f7619d

thesis/tsdb-seed/.git/objects/cd/fa6c2c7eca227745c507559827d5c4b3f7619d









thesis/tsdb-seed/.git/objects/d1/feb6f8632ba04bfea4c1454fa77f886fdb201e

thesis/tsdb-seed/.git/objects/d1/feb6f8632ba04bfea4c1454fa77f886fdb201e


blob 2593�package no.uis.seeds.model

import groovy.json.JsonSlurper
import groovy.transform.EqualsAndHashCode
import groovy.transform.ToString
import groovy.util.logging.Slf4j

import java.text.SimpleDateFormat

@ToString(includePackage = false, includeNames = true)
@Slf4j
@EqualsAndHashCode(excludes = 'value')
abstract class TSDBRecord implements Serializable {
    Room   room
    Long   timestamp
    Number value

    TSDBRecord() {
    }

    TSDBRecord(Integer identity, Long timestamp, Number value) {
        this.room = parsIdentity(identity)
        this.timestamp = timestamp
        this.value = value
    }

    TSDBRecord(Room room, Long timestamp, Number value) {
        this.room = room
        this.timestamp = timestamp
        this.value = value
    }

    abstract Room parsIdentity(Integer identity)

    abstract String getMetric()

    abstract String getTableName()

    String getFormattedDate() {
        new SimpleDateFormat().format(new Date(timestamp))
    }

    String getTagsAsJson() {
        """
            {
                "room": "${room.room}",
                "floor": ${room.floor},
                "locationType": "${room.locationType.name().toLowerCase()}"
            }
        """
    }

    boolean isValid() {
        this.room && timestamp && value
    }

    String toRow() {
        "$metric $timestamp $value room=${room.room} floor=${room.floor} locationType=${room.locationType.name().toLowerCase()}"
    }

    String toJson() {
        assert valid: "Not valid values for $this"
        """
        {
            "metric": "$metric",
            "timestamp": $timestamp,
            "value": $value,
            "tags":  $tagsAsJson
        }
        """
    }

    static TSDBRecord fromJson(String json) {
        def row = new JsonSlurper().parseText(json)
        def type = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].find {
            it.metric == row.metric
        }
        if (!type) {
            return null
        }
        type.getConstructor(Room, Long, Number).newInstance(Room.fromMap(row.tags), row.timestamp, row.value)
    }

    static String batchToRows(Collection<TSDBRecord> records) {
        log.info "all =${records.size()}"
        def valid = records.findAll { it.valid }
        log.info "valid =${valid.size()}"
        valid.sort { it.timestamp }.collect { it.toRow() }.join('\n')
    }

    static String batchToJson(List<TSDBRecord> records) {
        def join = records.findAll { it.valid }.collect { it.toJson() }.join(',')
        "[$join\n]"
    }

}
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ref: refs/heads/master
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ref: refs/heads/master







thesis/tsdb-seed/.git/logs/HEAD

0000000000000000000000000000000000000000 3e414991fc464da6a3d4fbbad21f0a1a77649f4f maziarkaveh <maziar.kaveh@gmail.com> 1433946686 +0200	commit (initial): first commit
3e414991fc464da6a3d4fbbad21f0a1a77649f4f ecfa1e59080b8496ef39e5010e50b3e0171a9846 maziarkaveh <maziar.kaveh@gmail.com> 1433946710 +0200	commit: first commit
ecfa1e59080b8496ef39e5010e50b3e0171a9846 555b45ff8b0fe1f9ad40d47a91af8c0ba7005c14 maziarkaveh <maziar.kaveh@gmail.com> 1433946739 +0200	commit: first commit







thesis/OpenTsdbKafkaPublisher/.git/logs/HEAD

0000000000000000000000000000000000000000 8330f9cc87e9835fafa5b54ffa57e165147794ac maziarkaveh <maziar.kaveh@gmail.com> 1433946649 +0200	commit (initial): first commit
8330f9cc87e9835fafa5b54ffa57e165147794ac 39d01dfb05684f16a529d5311a3e9950dd7dce6d maziarkaveh <maziar.kaveh@gmail.com> 1433946795 +0200	commit: first commit
39d01dfb05684f16a529d5311a3e9950dd7dce6d 7072c73310945ae92b7d6073913a776e15acea2e maziarkaveh <maziar.kaveh@gmail.com> 1433946825 +0200	commit: first commit
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thesis/OpenTsdbKafkaPublisher/.git/index





thesis/tsdb-seed/.git/refs/heads/master

555b45ff8b0fe1f9ad40d47a91af8c0ba7005c14







thesis/tsdb-seed/.git/logs/refs/heads/master

0000000000000000000000000000000000000000 3e414991fc464da6a3d4fbbad21f0a1a77649f4f maziarkaveh <maziar.kaveh@gmail.com> 1433946686 +0200	commit (initial): first commit
3e414991fc464da6a3d4fbbad21f0a1a77649f4f ecfa1e59080b8496ef39e5010e50b3e0171a9846 maziarkaveh <maziar.kaveh@gmail.com> 1433946710 +0200	commit: first commit
ecfa1e59080b8496ef39e5010e50b3e0171a9846 555b45ff8b0fe1f9ad40d47a91af8c0ba7005c14 maziarkaveh <maziar.kaveh@gmail.com> 1433946739 +0200	commit: first commit







thesis/tsdb-seed/.git/refs/remotes/origin/master

555b45ff8b0fe1f9ad40d47a91af8c0ba7005c14







thesis/tsdb-seed/.git/logs/refs/remotes/origin/master

0000000000000000000000000000000000000000 3e414991fc464da6a3d4fbbad21f0a1a77649f4f maziarkaveh <maziar.kaveh@gmail.com> 1433946689 +0200	update by push
3e414991fc464da6a3d4fbbad21f0a1a77649f4f ecfa1e59080b8496ef39e5010e50b3e0171a9846 maziarkaveh <maziar.kaveh@gmail.com> 1433946717 +0200	update by push
ecfa1e59080b8496ef39e5010e50b3e0171a9846 555b45ff8b0fe1f9ad40d47a91af8c0ba7005c14 maziarkaveh <maziar.kaveh@gmail.com> 1433946743 +0200	update by push







thesis/OpenTsdbKafkaPublisher/.git/refs/heads/master

7072c73310945ae92b7d6073913a776e15acea2e







thesis/OpenTsdbKafkaPublisher/.git/logs/refs/heads/master

0000000000000000000000000000000000000000 8330f9cc87e9835fafa5b54ffa57e165147794ac maziarkaveh <maziar.kaveh@gmail.com> 1433946649 +0200	commit (initial): first commit
8330f9cc87e9835fafa5b54ffa57e165147794ac 39d01dfb05684f16a529d5311a3e9950dd7dce6d maziarkaveh <maziar.kaveh@gmail.com> 1433946795 +0200	commit: first commit
39d01dfb05684f16a529d5311a3e9950dd7dce6d 7072c73310945ae92b7d6073913a776e15acea2e maziarkaveh <maziar.kaveh@gmail.com> 1433946825 +0200	commit: first commit
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7072c73310945ae92b7d6073913a776e15acea2e







thesis/OpenTsdbKafkaPublisher/.git/logs/refs/remotes/origin/master

0000000000000000000000000000000000000000 8330f9cc87e9835fafa5b54ffa57e165147794ac maziarkaveh <maziar.kaveh@gmail.com> 1433946658 +0200	update by push
8330f9cc87e9835fafa5b54ffa57e165147794ac 7072c73310945ae92b7d6073913a776e15acea2e maziarkaveh <maziar.kaveh@gmail.com> 1433946834 +0200	update by push
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META-INF/MANIFEST.MF


Manifest-Version: 1.0
Archiver-Version: Plexus Archiver
Created-By: Apache Maven
Built-By: maziarkaveh
Build-Jdk: 1.8.0_20-ea











log4j.xml


 

     
         
         
             
        
    


     
         
         
    











META-INF/services/net.opentsdb.tsd.RTPublisher


no.uis.opentsdb.kafkaplugin.KafkaPublisher










no/uis/opentsdb/kafkaplugin/KafkaClient.class


package no.uis.opentsdb.kafkaplugin;
public synchronized class KafkaClient implements groovy.lang.GroovyObject {
    private kafka.javaapi.producer.Producer producer;
    public void KafkaClient(String, String);
    public void send(java.util.Map);
    static void <clinit>();
    public kafka.javaapi.producer.Producer getProducer();
    public void setProducer(kafka.javaapi.producer.Producer);
}










no/uis/opentsdb/kafkaplugin/KafkaPublisher.class


package no.uis.opentsdb.kafkaplugin;
public synchronized class KafkaPublisher extends net.opentsdb.tsd.RTPublisher implements groovy.lang.GroovyObject {
    private static final Object LOG;
    private KafkaClient kafkaClient;
    public void KafkaPublisher();
    public void initialize(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred publishAnnotation(net.opentsdb.meta.Annotation);
    public com.stumbleupon.async.Deferred shutdown();
    public String version();
    public void collectStats(net.opentsdb.stats.StatsCollector);
    public transient com.stumbleupon.async.Deferred publishDataPoint(String, long, long, java.util.Map, byte[]);
    public transient com.stumbleupon.async.Deferred publishDataPoint(String, long, double, java.util.Map, byte[]);
    static void <clinit>();
    public static final Object getLOG();
    public KafkaClient getKafkaClient();
    public void setKafkaClient(KafkaClient);
}










META-INF/maven/no.uis/KafkaPublisher/pom.xml


 
     4.0.0

     no.uis
     KafkaPublisher
     1.0-SNAPSHOT
     jar

     KafkaPublisher
     http://maven.apache.org

     
         UTF-8
         2.3.6
         2.9.0-01
         2.3.4-01
         1.8
         1.4
         2.0

    


     
         
             
                 maven-compiler-plugin
                 3.1
                 
                     ${maven-compiler-plugin.source}
                     ${maven-compiler-plugin.source}
                     groovy-eclipse-compiler
                    
                    
                
                 
                     
                         
                              compile
                              testCompile
                        
                    
                
                 
                     
                         org.codehaus.groovy
                         groovy-eclipse-compiler
                         ${groovy-eclipse-compiler.version}
                    
                     
                         org.codehaus.groovy
                         groovy-eclipse-batch
                         ${groovy-eclipse-batch.version}
                    

                

            
             
                 org.codehaus.mojo
                 build-helper-maven-plugin
                 1.8
                 
                     
                         add-source
                         generate-sources
                         
                             add-source
                        
                         
                             
                                 src/main/groovy
                            
                        
                    
                     
                         add-test-source
                         generate-test-sources
                         
                             add-test-source
                        
                         
                             
                                 src/test/groovy
                            
                        
                    
                
            
             
                 eu.somatik.serviceloader-maven-plugin
                 serviceloader-maven-plugin
                 1.0.2
                 
                     
                         net.opentsdb.tsd.RTPublisher
                    
                
                 
                     
                         
                             generate
                        
                    
                
            

             
                 maven-assembly-plugin
                 
                     
                         
                              assembly
                        
                    
                
                 
                     
                         
                             fully.qualified.MainClass
                        
                    
                     
                         jar-with-dependencies
                    
                

            
        
    


     
         
             junit
             junit
             3.8.1
             test
        

         
             com.github.sps.metrics
             metrics-opentsdb
             1.0.4
        
         
             org.codehaus.groovy
             groovy-all
             ${groovy.version}
        
         
             net.opentsdb
             next
             1.3
             system
             ${basedir}/tsdb-2.1.0.jar
        

         
             org.hbase
             asynchbase
             1.4.1
        
         
             org.msgpack
             msgpack
             0.6.5
             jar
        

         
             org.apache.kafka
             kafka_2.11
             0.8.2.1
        

    










META-INF/maven/no.uis/KafkaPublisher/pom.properties
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net/opentsdb/core/AggregationIterator$1.class


package net.opentsdb.core;
synchronized class AggregationIterator$1 {
    static void <clinit>();
}










net/opentsdb/core/AggregationIterator.class


package net.opentsdb.core;
final synchronized class AggregationIterator implements SeekableView, DataPoint, Aggregator$Longs, Aggregator$Doubles {
    private static final org.slf4j.Logger LOG;
    private static final long FLAG_FLOAT = -9223372036854775808;
    private static final long TIME_MASK = 9223372036854775807;
    private final Aggregator aggregator;
    private final Aggregators$Interpolation method;
    private final boolean rate;
    private final SeekableView[] iterators;
    private final long start_time;
    private final long end_time;
    private final long[] timestamps;
    private final long[] values;
    private int current;
    private int pos;
    public static AggregationIterator create(java.util.List, long, long, Aggregator, Aggregators$Interpolation, Aggregator, long, boolean, RateOptions);
    private void AggregationIterator(SeekableView[], long, long, Aggregator, Aggregators$Interpolation, boolean);
    private void endReached(int);
    private void putDataPoint(int, DataPoint);
    public boolean hasNext();
    public DataPoint next();
    private void moveToNext(int);
    public void remove();
    public void seek(long);
    public long timestamp();
    public boolean isInteger();
    public long longValue();
    public double doubleValue();
    public double toDouble();
    public boolean hasNextValue();
    private boolean hasNextValue(boolean);
    public long nextLongValue();
    public double nextDoubleValue();
    public String toString();
    private String toStringSharedAttributes();
    static AggregationIterator createForTesting(SeekableView[], long, long, Aggregator, Aggregators$Interpolation, boolean);
    static void <clinit>();
}










net/opentsdb/core/Aggregator$Doubles.class


package net.opentsdb.core;
public abstract interface Aggregator$Doubles {
    public abstract boolean hasNextValue();
    public abstract double nextDoubleValue();
}










net/opentsdb/core/Aggregator$Longs.class


package net.opentsdb.core;
public abstract interface Aggregator$Longs {
    public abstract boolean hasNextValue();
    public abstract long nextLongValue();
}










net/opentsdb/core/Aggregator.class


package net.opentsdb.core;
public abstract interface Aggregator {
    public abstract long runLong(Aggregator$Longs);
    public abstract double runDouble(Aggregator$Doubles);
    public abstract Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators$Avg.class


package net.opentsdb.core;
final synchronized class Aggregators$Avg implements Aggregator {
    private final Aggregators$Interpolation method;
    private final String name;
    public void Aggregators$Avg(Aggregators$Interpolation, String);
    public long runLong(Aggregator$Longs);
    public double runDouble(Aggregator$Doubles);
    public String toString();
    public Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators$Interpolation.class


package net.opentsdb.core;
public final synchronized enum Aggregators$Interpolation {
    public static final Aggregators$Interpolation LERP;
    public static final Aggregators$Interpolation ZIM;
    public static final Aggregators$Interpolation MAX;
    public static final Aggregators$Interpolation MIN;
    public static Aggregators$Interpolation[] values();
    public static Aggregators$Interpolation valueOf(String);
    private void Aggregators$Interpolation(String, int);
    static void <clinit>();
}










net/opentsdb/core/Aggregators$Max.class


package net.opentsdb.core;
final synchronized class Aggregators$Max implements Aggregator {
    private final Aggregators$Interpolation method;
    private final String name;
    public void Aggregators$Max(Aggregators$Interpolation, String);
    public long runLong(Aggregator$Longs);
    public double runDouble(Aggregator$Doubles);
    public String toString();
    public Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators$Min.class


package net.opentsdb.core;
final synchronized class Aggregators$Min implements Aggregator {
    private final Aggregators$Interpolation method;
    private final String name;
    public void Aggregators$Min(Aggregators$Interpolation, String);
    public long runLong(Aggregator$Longs);
    public double runDouble(Aggregator$Doubles);
    public String toString();
    public Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators$StdDev.class


package net.opentsdb.core;
final synchronized class Aggregators$StdDev implements Aggregator {
    private final Aggregators$Interpolation method;
    private final String name;
    public void Aggregators$StdDev(Aggregators$Interpolation, String);
    public long runLong(Aggregator$Longs);
    public double runDouble(Aggregator$Doubles);
    public String toString();
    public Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators$Sum.class


package net.opentsdb.core;
final synchronized class Aggregators$Sum implements Aggregator {
    private final Aggregators$Interpolation method;
    private final String name;
    public void Aggregators$Sum(Aggregators$Interpolation, String);
    public long runLong(Aggregator$Longs);
    public double runDouble(Aggregator$Doubles);
    public String toString();
    public Aggregators$Interpolation interpolationMethod();
}










net/opentsdb/core/Aggregators.class


package net.opentsdb.core;
public final synchronized class Aggregators {
    public static final Aggregator SUM;
    public static final Aggregator MIN;
    public static final Aggregator MAX;
    public static final Aggregator AVG;
    public static final Aggregator DEV;
    public static final Aggregator ZIMSUM;
    public static final Aggregator MIMMIN;
    public static final Aggregator MIMMAX;
    private static final java.util.HashMap aggregators;
    private void Aggregators();
    public static java.util.Set set();
    public static Aggregator get(String);
    static void <clinit>();
}










net/opentsdb/core/ByteBufferList$BufferSegment.class


package net.opentsdb.core;
synchronized class ByteBufferList$BufferSegment {
    public final byte[] buf;
    public final int offset;
    public final int len;
    public void ByteBufferList$BufferSegment(byte[], int, int);
}










net/opentsdb/core/ByteBufferList.class


package net.opentsdb.core;
final synchronized class ByteBufferList {
    private final java.util.ArrayList segments;
    private int total_length;
    public void ByteBufferList(int);
    public void add(byte[], int, int);
    public byte[] getLastSegment();
    public int segmentCount();
    public byte[] toBytes(int);
}










net/opentsdb/core/ColumnDatapointIterator.class


package net.opentsdb.core;
final synchronized class ColumnDatapointIterator implements Comparable {
    private final long column_timestamp;
    byte[] qualifier;
    private byte[] value;
    private boolean needs_fixup;
    private int qualifier_offset;
    private int value_offset;
    private int current_timestamp_offset;
    private int current_qual_length;
    private int current_val_length;
    private boolean is_ms;
    public boolean needsFixup();
    public void ColumnDatapointIterator(org.hbase.async.KeyValue);
    private void checkForFixup();
    public boolean hasMoreData();
    public int getTimestampOffsetMs();
    public boolean isMilliseconds();
    public void writeToBuffers(ByteBufferList, ByteBufferList);
    public int getCurrentQualiferLength();
    public byte[] getCopyOfCurrentValue();
    public boolean advance();
    private boolean update();
    public int compareTo(ColumnDatapointIterator);
    public String toString();
    static void <clinit>();
}










net/opentsdb/core/CompactionQueue$1.class


package net.opentsdb.core;
synchronized class CompactionQueue$1 {
}










net/opentsdb/core/CompactionQueue$1FlushMoreCB.class


package net.opentsdb.core;
final synchronized class CompactionQueue$1FlushMoreCB implements com.stumbleupon.async.Callback {
    void CompactionQueue$1FlushMoreCB(CompactionQueue, long, int);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList);
    public String toString();
}










net/opentsdb/core/CompactionQueue$Cmp.class


package net.opentsdb.core;
final synchronized class CompactionQueue$Cmp implements java.util.Comparator {
    private final short metric_width;
    public void CompactionQueue$Cmp(TSDB);
    public int compare(byte[], byte[]);
}










net/opentsdb/core/CompactionQueue$CompactCB.class


package net.opentsdb.core;
final synchronized class CompactionQueue$CompactCB implements com.stumbleupon.async.Callback {
    private void CompactionQueue$CompactCB(CompactionQueue);
    public Object call(java.util.ArrayList);
    public String toString();
}










net/opentsdb/core/CompactionQueue$Compaction.class


package net.opentsdb.core;
synchronized class CompactionQueue$Compaction {
    private final java.util.ArrayList row;
    private final org.hbase.async.KeyValue[] compacted;
    private final java.util.List annotations;
    private final int nkvs;
    private final java.util.List to_delete;
    private java.util.PriorityQueue heap;
    private boolean ms_in_row;
    private boolean s_in_row;
    private org.hbase.async.KeyValue longest;
    public void CompactionQueue$Compaction(CompactionQueue, java.util.ArrayList, org.hbase.async.KeyValue[], java.util.List);
    private boolean noMergesOrFixups();
    public com.stumbleupon.async.Deferred compact();
    private org.hbase.async.KeyValue findFirstDatapointColumn();
    private int buildHeapProcessAnnotations();
    private void mergeDatapoints(ByteBufferList, ByteBufferList);
    private org.hbase.async.KeyValue buildCompactedColumn(ByteBufferList, ByteBufferList);
    private boolean updateDeletesCheckForWrite(org.hbase.async.KeyValue);
}










net/opentsdb/core/CompactionQueue$DeleteCompactedCB.class


package net.opentsdb.core;
final synchronized class CompactionQueue$DeleteCompactedCB implements com.stumbleupon.async.Callback {
    private final byte[] key;
    private final byte[][] qualifiers;
    public void CompactionQueue$DeleteCompactedCB(CompactionQueue, java.util.List);
    public Object call(Object);
    public String toString();
}










net/opentsdb/core/CompactionQueue$HandleErrorCB.class


package net.opentsdb.core;
final synchronized class CompactionQueue$HandleErrorCB implements com.stumbleupon.async.Callback {
    private volatile int errors;
    private final String what;
    public void CompactionQueue$HandleErrorCB(CompactionQueue, String);
    public Object call(Exception);
    public String toString();
}










net/opentsdb/core/CompactionQueue$Thrd.class


package net.opentsdb.core;
final synchronized class CompactionQueue$Thrd extends Thread {
    public void CompactionQueue$Thrd(CompactionQueue);
    public void run();
}










net/opentsdb/core/CompactionQueue.class


package net.opentsdb.core;
final synchronized class CompactionQueue extends java.util.concurrent.ConcurrentSkipListMap {
    private static final org.slf4j.Logger LOG;
    private final java.util.concurrent.atomic.AtomicInteger size;
    private final java.util.concurrent.atomic.AtomicLong duplicates_different;
    private final java.util.concurrent.atomic.AtomicLong duplicates_same;
    private final java.util.concurrent.atomic.AtomicLong compaction_count;
    private final java.util.concurrent.atomic.AtomicLong written_cells;
    private final java.util.concurrent.atomic.AtomicLong deleted_cells;
    private final TSDB tsdb;
    private final short metric_width;
    private final CompactionQueue$CompactCB compactcb;
    private final CompactionQueue$HandleErrorCB handle_read_error;
    private final CompactionQueue$HandleErrorCB handle_write_error;
    private final CompactionQueue$HandleErrorCB handle_delete_error;
    static final long serialVersionUID = 1307386642;
    private static final int FLUSH_INTERVAL = 10;
    private static final int MIN_FLUSH_THRESHOLD = 100;
    private static final int MAX_CONCURRENT_FLUSHES = 10000;
    private static final int FLUSH_SPEED = 2;
    public void CompactionQueue(TSDB);
    public int size();
    public void add(byte[]);
    public com.stumbleupon.async.Deferred flush();
    void collectStats(net.opentsdb.stats.StatsCollector);
    private com.stumbleupon.async.Deferred flush(long, int);
    org.hbase.async.KeyValue compact(java.util.ArrayList, java.util.List);
    protected static boolean isDatapoint(org.hbase.async.KeyValue);
    com.stumbleupon.async.Deferred compact(java.util.ArrayList, org.hbase.async.KeyValue[], java.util.List);
    private void startCompactionThread();
    static void <clinit>();
}










net/opentsdb/core/Const.class


package net.opentsdb.core;
public final synchronized class Const {
    public static final short TIMESTAMP_BYTES = 4;
    public static final short MAX_NUM_TAGS = 8;
    public static final short FLAG_BITS = 4;
    public static final short MS_FLAG_BITS = 6;
    public static final short FLAG_FLOAT = 8;
    public static final short LENGTH_MASK = 7;
    public static final byte MS_BYTE_FLAG = -16;
    public static final int MS_FLAG = -268435456;
    public static final byte MS_MIXED_COMPACT = 1;
    public static final short FLAGS_MASK = 15;
    public static final long SECOND_MASK = -4294967296;
    public static final long MILLISECOND_MASK = -17592186044416;
    public static final short MAX_TIMESPAN = 3600;
    public static final byte[] HEX;
    public static final long MAX_INT_IN_DOUBLE = -9007199254740992;
    public static final boolean DONT_CREATE = 0;
    public static final boolean CREATE_IF_NEEDED = 1;
    public static final boolean MUST_BE_WRITEABLE = 1;
    public void Const();
    static void <clinit>();
}










net/opentsdb/core/DataPoint.class


package net.opentsdb.core;
public abstract interface DataPoint {
    public abstract long timestamp();
    public abstract boolean isInteger();
    public abstract long longValue();
    public abstract double doubleValue();
    public abstract double toDouble();
}










net/opentsdb/core/DataPoints.class


package net.opentsdb.core;
public abstract interface DataPoints extends Iterable {
    public abstract String metricName();
    public abstract com.stumbleupon.async.Deferred metricNameAsync();
    public abstract java.util.Map getTags();
    public abstract com.stumbleupon.async.Deferred getTagsAsync();
    public abstract java.util.List getAggregatedTags();
    public abstract com.stumbleupon.async.Deferred getAggregatedTagsAsync();
    public abstract java.util.List getTSUIDs();
    public abstract java.util.List getAnnotations();
    public abstract int size();
    public abstract int aggregatedSize();
    public abstract SeekableView iterator();
    public abstract long timestamp(int);
    public abstract boolean isInteger(int);
    public abstract long longValue(int);
    public abstract double doubleValue(int);
}










net/opentsdb/core/DataPointsIterator.class


package net.opentsdb.core;
final synchronized class DataPointsIterator implements SeekableView, DataPoint {
    private final DataPoints dp;
    private short index;
    void DataPointsIterator(DataPoints);
    public boolean hasNext();
    public DataPoint next();
    public void remove();
    public void seek(long);
    int index();
    public long timestamp();
    public boolean isInteger();
    public long longValue();
    public double doubleValue();
    public double toDouble();
    public String toString();
}










net/opentsdb/core/Downsampler$ValuesInInterval.class


package net.opentsdb.core;
synchronized class Downsampler$ValuesInInterval implements Aggregator$Doubles {
    private final SeekableView source;
    private final long interval_ms;
    private long timestamp_end_interval;
    private boolean has_next_value_from_source;
    private DataPoint next_dp;
    private boolean initialized;
    void Downsampler$ValuesInInterval(SeekableView, long);
    private void initializeIfNotDone();
    private void moveToNextValue();
    private void resetEndOfInterval();
    void moveToNextInterval();
    void seekInterval(long);
    private long getIntervalTimestamp();
    private long alignTimestamp(long);
    public boolean hasNextValue();
    public double nextDoubleValue();
    public String toString();
}










net/opentsdb/core/Downsampler.class


package net.opentsdb.core;
public synchronized class Downsampler implements SeekableView, DataPoint {
    private final Aggregator downsampler;
    private final Downsampler$ValuesInInterval values_in_interval;
    private long timestamp;
    private double value;
    void Downsampler(SeekableView, long, Aggregator);
    public boolean hasNext();
    public DataPoint next();
    public void remove();
    public void seek(long);
    public String toString();
    public long timestamp();
    public boolean isInteger();
    public long longValue();
    public double doubleValue();
    public double toDouble();
}










net/opentsdb/core/IncomingDataPoint.class


package net.opentsdb.core;
public synchronized class IncomingDataPoint {
    private String metric;
    private long timestamp;
    private String value;
    private java.util.HashMap tags;
    private String tsuid;
    public void IncomingDataPoint();
    public void IncomingDataPoint(String, long, String, java.util.HashMap);
    public void IncomingDataPoint(String, long, String);
    public String toString();
    public final String getMetric();
    public final long getTimestamp();
    public final String getValue();
    public final java.util.HashMap getTags();
    public final String getTSUID();
    public final void setMetric(String);
    public final void setTimestamp(long);
    public final void setValue(String);
    public final void setTags(java.util.HashMap);
    public final void setTSUID(String);
}










net/opentsdb/core/IncomingDataPoints$1CopyMetricInRowKeyCB.class


package net.opentsdb.core;
synchronized class IncomingDataPoints$1CopyMetricInRowKeyCB implements com.stumbleupon.async.Callback {
    void IncomingDataPoints$1CopyMetricInRowKeyCB(byte[]);
    public byte[] call(byte[]);
}










net/opentsdb/core/IncomingDataPoints$1CopyTagsInRowKeyCB.class


package net.opentsdb.core;
synchronized class IncomingDataPoints$1CopyTagsInRowKeyCB implements com.stumbleupon.async.Callback {
    void IncomingDataPoints$1CopyTagsInRowKeyCB(short, byte[], com.stumbleupon.async.Deferred);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList);
}










net/opentsdb/core/IncomingDataPoints.class


package net.opentsdb.core;
final synchronized class IncomingDataPoints implements WritableDataPoints {
    private static final short DEFAULT_BATCH_IMPORT_BUFFER_INTERVAL = 5000;
    static final net.opentsdb.stats.Histogram putlatency;
    private final TSDB tsdb;
    private byte[] row;
    private short[] qualifiers;
    private long[] values;
    private long last_ts;
    private short size;
    private boolean batch_import;
    void IncomingDataPoints(TSDB);
    static void checkMetricAndTags(String, java.util.Map);
    static byte[] rowKeyTemplate(TSDB, String, java.util.Map);
    static com.stumbleupon.async.Deferred rowKeyTemplateAsync(TSDB, String, java.util.Map);
    public void setSeries(String, java.util.Map);
    private static void copyInRowKey(byte[], short, byte[]);
    private long updateBaseTime(long);
    private com.stumbleupon.async.Deferred addPointInternal(long, byte[], short);
    private void grow();
    private long baseTime();
    public com.stumbleupon.async.Deferred addPoint(long, long);
    public com.stumbleupon.async.Deferred addPoint(long, float);
    public void setBufferingTime(short);
    public void setBatchImport(boolean);
    public String metricName();
    public com.stumbleupon.async.Deferred metricNameAsync();
    public java.util.Map getTags();
    public com.stumbleupon.async.Deferred getTagsAsync();
    public java.util.List getAggregatedTags();
    public com.stumbleupon.async.Deferred getAggregatedTagsAsync();
    public java.util.List getTSUIDs();
    public java.util.List getAnnotations();
    public int size();
    public int aggregatedSize();
    public SeekableView iterator();
    private void checkIndex(int);
    private static short delta(short);
    public long timestamp(int);
    public boolean isInteger(int);
    public long longValue(int);
    public double doubleValue(int);
    public String toString();
    static void <clinit>();
}










net/opentsdb/core/IllegalDataException.class


package net.opentsdb.core;
public final synchronized class IllegalDataException extends IllegalStateException {
    static final long serialVersionUID = 1307719142;
    public void IllegalDataException(String);
    public void IllegalDataException(String, Throwable);
}










net/opentsdb/core/Internal$Cell.class


package net.opentsdb.core;
public final synchronized class Internal$Cell implements Comparable {
    public static final Internal$Cell SKIP;
    final byte[] qualifier;
    final byte[] value;
    public void Internal$Cell(byte[], byte[]);
    public int compareTo(Internal$Cell);
    public boolean equals(Object);
    public int hashCode();
    public String toString();
    public byte[] qualifier();
    public byte[] value();
    public Number parseValue();
    public long timestamp(long);
    public long absoluteTimestamp(long);
    public boolean isInteger();
    static void <clinit>();
}










net/opentsdb/core/Internal$GetLastDataPointCB.class


package net.opentsdb.core;
public synchronized class Internal$GetLastDataPointCB implements com.stumbleupon.async.Callback {
    final TSDB tsdb;
    public void Internal$GetLastDataPointCB(TSDB);
    public IncomingDataPoint call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/Internal$KeyValueComparator.class


package net.opentsdb.core;
public final synchronized class Internal$KeyValueComparator implements java.util.Comparator {
    public void Internal$KeyValueComparator();
    public int compare(org.hbase.async.KeyValue, org.hbase.async.KeyValue);
}










net/opentsdb/core/Internal.class


package net.opentsdb.core;
public final synchronized class Internal {
    public static final short FLAG_BITS = 4;
    public static final short LENGTH_MASK = 7;
    public static final short FLAGS_MASK = 15;
    private void Internal();
    public static org.hbase.async.Scanner getScanner(Query);
    public static String metricName(TSDB, byte[]);
    public static long baseTime(TSDB, byte[]);
    public static java.util.Map getTags(TSDB, byte[]);
    public static long extractIntegerValue(byte[], int, byte);
    public static double extractFloatingPointValue(byte[], int, byte);
    public static short metricWidth(TSDB);
    public static Internal$Cell parseSingleValue(org.hbase.async.KeyValue);
    public static java.util.ArrayList extractDataPoints(org.hbase.async.KeyValue);
    public static java.util.ArrayList extractDataPoints(java.util.ArrayList, int);
    public static int compareQualifiers(byte[], int, byte[], int);
    public static byte fixQualifierFlags(byte, int);
    public static boolean floatingPointValueToFix(byte, byte[]);
    public static byte[] fixFloatingPointValue(byte, byte[]);
    public static boolean inMilliseconds(byte[], int);
    public static boolean inMilliseconds(byte[]);
    public static boolean inMilliseconds(byte);
    public static int getOffsetFromQualifier(byte[]);
    public static int getOffsetFromQualifier(byte[], int);
    public static byte getValueLengthFromQualifier(byte[]);
    public static byte getValueLengthFromQualifier(byte[], int);
    public static short getQualifierLength(byte[]);
    public static short getQualifierLength(byte[], int);
    public static long getTimestampFromQualifier(byte[], long);
    public static long getTimestampFromQualifier(byte[], long, int);
    public static short getFlagsFromQualifier(byte[]);
    public static short getFlagsFromQualifier(byte[], int);
    public static boolean isFloat(byte[]);
    public static boolean isFloat(byte[], int);
    public static byte[] extractQualifier(byte[], int);
    public static byte[] buildQualifier(long, short);
    private static void validateQualifier(byte[], int);
    public static void createAndSetTSUIDFilter(org.hbase.async.Scanner, java.util.List);
}










net/opentsdb/core/MutableDataPoint.class


package net.opentsdb.core;
public final synchronized class MutableDataPoint implements DataPoint {
    private long timestamp;
    private boolean is_integer;
    private long value;
    public void MutableDataPoint();
    public void reset(long, double);
    public void reset(long, long);
    public void reset(DataPoint);
    public static MutableDataPoint ofDoubleValue(long, double);
    public static MutableDataPoint ofLongValue(long, long);
    public long timestamp();
    public boolean isInteger();
    public long longValue();
    public double doubleValue();
    public double toDouble();
    public String toString();
}










net/opentsdb/core/Query.class


package net.opentsdb.core;
public abstract interface Query {
    public abstract void setStartTime(long);
    public abstract long getStartTime();
    public abstract void setEndTime(long);
    public abstract long getEndTime();
    public abstract void setTimeSeries(String, java.util.Map, Aggregator, boolean, RateOptions) throws net.opentsdb.uid.NoSuchUniqueName;
    public abstract void setTimeSeries(String, java.util.Map, Aggregator, boolean) throws net.opentsdb.uid.NoSuchUniqueName;
    public abstract void setTimeSeries(java.util.List, Aggregator, boolean);
    public abstract void setTimeSeries(java.util.List, Aggregator, boolean, RateOptions);
    public abstract void downsample(long, Aggregator);
    public abstract DataPoints[] run() throws org.hbase.async.HBaseException;
    public abstract com.stumbleupon.async.Deferred runAsync() throws org.hbase.async.HBaseException;
}










net/opentsdb/core/RateOptions.class


package net.opentsdb.core;
public synchronized class RateOptions {
    public static final long DEFAULT_RESET_VALUE = 0;
    private boolean counter;
    private long counter_max;
    private long reset_value;
    public void RateOptions();
    public void RateOptions(boolean, long, long);
    public boolean isCounter();
    public long getCounterMax();
    public long getResetValue();
    public void setIsCounter(boolean);
    public void setCounterMax(long);
    public void setResetValue(long);
    public String toString();
}










net/opentsdb/core/RateSpan.class


package net.opentsdb.core;
public synchronized class RateSpan implements SeekableView {
    private static long INVALID_TIMESTAMP;
    private final SeekableView source;
    private final RateOptions options;
    private final MutableDataPoint next_data;
    private final MutableDataPoint next_rate;
    private final MutableDataPoint prev_rate;
    private boolean initialized;
    void RateSpan(SeekableView, RateOptions);
    public boolean hasNext();
    public DataPoint next();
    public void remove();
    public void seek(long);
    private void initializeIfNotDone();
    private void populateNextRate();
    public String toString();
    static void <clinit>();
}










net/opentsdb/core/RowKey.class


package net.opentsdb.core;
public final synchronized class RowKey {
    private void RowKey();
    static String metricName(TSDB, byte[]);
    public static com.stumbleupon.async.Deferred metricNameAsync(TSDB, byte[]);
    public static byte[] rowKeyFromTSUID(TSDB, byte[], long);
}










net/opentsdb/core/RowSeq$Iterator.class


package net.opentsdb.core;
final synchronized class RowSeq$Iterator implements SeekableView, DataPoint {
    private int qualifier;
    private int qual_index;
    private int value_index;
    private final long base_time;
    void RowSeq$Iterator(RowSeq);
    public boolean hasNext();
    public DataPoint next();
    public void remove();
    public void seek(long);
    public long timestamp();
    public boolean isInteger();
    public long longValue();
    public double doubleValue();
    public double toDouble();
    long saveState();
    void restoreState(long);
    long peekNextTimestamp();
    String toStringSummary();
    public String toString();
    static void <clinit>();
}










net/opentsdb/core/RowSeq$RowSeqComparator.class


package net.opentsdb.core;
public final synchronized class RowSeq$RowSeqComparator implements java.util.Comparator {
    public void RowSeq$RowSeqComparator();
    public int compare(RowSeq, RowSeq);
}










net/opentsdb/core/RowSeq.class


package net.opentsdb.core;
final synchronized class RowSeq implements DataPoints {
    private final TSDB tsdb;
    byte[] key;
    private byte[] qualifiers;
    private byte[] values;
    void RowSeq(TSDB);
    void setRow(org.hbase.async.KeyValue);
    void addRow(org.hbase.async.KeyValue);
    static long extractIntegerValue(byte[], int, byte);
    static double extractFloatingPointValue(byte[], int, byte);
    public String metricName();
    public com.stumbleupon.async.Deferred metricNameAsync();
    public java.util.Map getTags();
    public com.stumbleupon.async.Deferred getTagsAsync();
    public java.util.List getAggregatedTags();
    public com.stumbleupon.async.Deferred getAggregatedTagsAsync();
    public java.util.List getTSUIDs();
    public java.util.List getAnnotations();
    public int size();
    public int aggregatedSize();
    public SeekableView iterator();
    RowSeq$Iterator internalIterator();
    long baseTime();
    private void checkIndex(int);
    public long timestamp(int);
    public boolean isInteger(int);
    public long longValue(int);
    public double doubleValue(int);
    double toDouble(int);
    public String toString();
}










net/opentsdb/core/SeekableView.class


package net.opentsdb.core;
public abstract interface SeekableView extends java.util.Iterator {
    public abstract boolean hasNext();
    public abstract DataPoint next();
    public abstract void remove();
    public abstract void seek(long);
}










net/opentsdb/core/Span$Iterator.class


package net.opentsdb.core;
final synchronized class Span$Iterator implements SeekableView {
    private int row_index;
    private RowSeq$Iterator current_row;
    void Span$Iterator(Span);
    public boolean hasNext();
    public DataPoint next();
    public void remove();
    public void seek(long);
    public String toString();
}










net/opentsdb/core/Span.class


package net.opentsdb.core;
final synchronized class Span implements DataPoints {
    private final TSDB tsdb;
    private final java.util.ArrayList rows;
    private final java.util.ArrayList annotations;
    private boolean sorted;
    void Span(TSDB);
    private void checkNotEmpty();
    public String metricName();
    public com.stumbleupon.async.Deferred metricNameAsync();
    public java.util.Map getTags();
    public com.stumbleupon.async.Deferred getTagsAsync();
    public java.util.List getAggregatedTags();
    public com.stumbleupon.async.Deferred getAggregatedTagsAsync();
    public int size();
    public int aggregatedSize();
    public java.util.List getTSUIDs();
    public java.util.List getAnnotations();
    void addRow(org.hbase.async.KeyValue);
    static long lastTimestampInRow(short, org.hbase.async.KeyValue);
    public SeekableView iterator();
    private long getIdxOffsetFor(int);
    public long timestamp(int);
    public boolean isInteger(int);
    public long longValue(int);
    public double doubleValue(int);
    public String toString();
    private int seekRow(long);
    private void checkRowOrder();
    Span$Iterator spanIterator();
    Downsampler downsampler(long, Aggregator);
}










net/opentsdb/core/SpanGroup$1ComputeCB.class


package net.opentsdb.core;
synchronized class SpanGroup$1ComputeCB implements com.stumbleupon.async.Callback {
    void SpanGroup$1ComputeCB(SpanGroup);
    public java.util.Map call(Object);
}










net/opentsdb/core/SpanGroup$1FirstTagSetCB.class


package net.opentsdb.core;
synchronized class SpanGroup$1FirstTagSetCB implements com.stumbleupon.async.Callback {
    void SpanGroup$1FirstTagSetCB(SpanGroup, java.util.Iterator);
    public Object call(java.util.Map) throws Exception;
}










net/opentsdb/core/SpanGroup$1SpanTagsCB.class


package net.opentsdb.core;
synchronized class SpanGroup$1SpanTagsCB implements com.stumbleupon.async.Callback {
    void SpanGroup$1SpanTagsCB(SpanGroup);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/SpanGroup$2ComputeCB.class


package net.opentsdb.core;
synchronized class SpanGroup$2ComputeCB implements com.stumbleupon.async.Callback {
    void SpanGroup$2ComputeCB(SpanGroup);
    public java.util.List call(Object);
}










net/opentsdb/core/SpanGroup.class


package net.opentsdb.core;
final synchronized class SpanGroup implements DataPoints {
    private final java.util.ArrayList annotations;
    private final long start_time;
    private final long end_time;
    private java.util.HashMap tags;
    private java.util.ArrayList aggregated_tags;
    private final java.util.ArrayList spans;
    private final boolean rate;
    private RateOptions rate_options;
    private final Aggregator aggregator;
    private final Aggregator downsampler;
    private final long sample_interval;
    void SpanGroup(TSDB, long, long, Iterable, boolean, Aggregator, long, Aggregator);
    void SpanGroup(TSDB, long, long, Iterable, boolean, RateOptions, Aggregator, long, Aggregator);
    void add(Span);
    private com.stumbleupon.async.Deferred computeTags();
    public String metricName();
    public com.stumbleupon.async.Deferred metricNameAsync();
    public java.util.Map getTags();
    public com.stumbleupon.async.Deferred getTagsAsync();
    public java.util.List getAggregatedTags();
    public com.stumbleupon.async.Deferred getAggregatedTagsAsync();
    public java.util.List getTSUIDs();
    public java.util.List getAnnotations();
    public int size();
    public int aggregatedSize();
    public SeekableView iterator();
    private DataPoint getDataPoint(int);
    public long timestamp(int);
    public boolean isInteger(int);
    public double doubleValue(int);
    public long longValue(int);
    public String toString();
    private String toStringSharedAttributes();
}










net/opentsdb/core/TSDB$1.class


package net.opentsdb.core;
synchronized class TSDB$1 {
    static void <clinit>();
}










net/opentsdb/core/TSDB$1CompactCB.class


package net.opentsdb.core;
final synchronized class TSDB$1CompactCB implements com.stumbleupon.async.Callback {
    void TSDB$1CompactCB(TSDB);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/TSDB$1HClientFlush.class


package net.opentsdb.core;
final synchronized class TSDB$1HClientFlush implements com.stumbleupon.async.Callback {
    void TSDB$1HClientFlush(TSDB);
    public Object call(java.util.ArrayList);
    public String toString();
}










net/opentsdb/core/TSDB$1HClientShutdown.class


package net.opentsdb.core;
final synchronized class TSDB$1HClientShutdown implements com.stumbleupon.async.Callback {
    void TSDB$1HClientShutdown(TSDB);
    public Object call(java.util.ArrayList);
    public String toString();
}










net/opentsdb/core/TSDB$1ShutdownErrback.class


package net.opentsdb.core;
final synchronized class TSDB$1ShutdownErrback implements com.stumbleupon.async.Callback {
    void TSDB$1ShutdownErrback(TSDB);
    public Object call(Exception);
    public String toString();
}










net/opentsdb/core/TSDB$PluginError.class


package net.opentsdb.core;
final synchronized class TSDB$PluginError implements com.stumbleupon.async.Callback {
    void TSDB$PluginError(TSDB);
    public Object call(Exception) throws Exception;
}










net/opentsdb/core/TSDB.class


package net.opentsdb.core;
public final synchronized class TSDB {
    private static final org.slf4j.Logger LOG;
    static final byte[] FAMILY;
    private static final java.nio.charset.Charset CHARSET;
    private static final String METRICS_QUAL = metrics;
    private static final short METRICS_WIDTH = 3;
    private static final String TAG_NAME_QUAL = tagk;
    private static final short TAG_NAME_WIDTH = 3;
    private static final String TAG_VALUE_QUAL = tagv;
    private static final short TAG_VALUE_WIDTH = 3;
    final org.hbase.async.HBaseClient client;
    final byte[] table;
    final byte[] uidtable;
    final byte[] treetable;
    final byte[] meta_table;
    final net.opentsdb.uid.UniqueId metrics;
    final net.opentsdb.uid.UniqueId tag_names;
    final net.opentsdb.uid.UniqueId tag_values;
    final net.opentsdb.utils.Config config;
    private final CompactionQueue compactionq;
    private net.opentsdb.search.SearchPlugin search;
    private net.opentsdb.tsd.RTPublisher rt_publisher;
    private java.util.List rpc_plugins;
    public void TSDB(org.hbase.async.HBaseClient, net.opentsdb.utils.Config);
    public void TSDB(net.opentsdb.utils.Config);
    public static byte[] FAMILY();
    public void initializePlugins(boolean);
    public final org.hbase.async.HBaseClient getClient();
    public final net.opentsdb.utils.Config getConfig();
    public com.stumbleupon.async.Deferred getUidName(net.opentsdb.uid.UniqueId$UniqueIdType, byte[]);
    public byte[] getUID(net.opentsdb.uid.UniqueId$UniqueIdType, String);
    public com.stumbleupon.async.Deferred checkNecessaryTablesExist();
    public int uidCacheHits();
    public int uidCacheMisses();
    public int uidCacheSize();
    public void collectStats(net.opentsdb.stats.StatsCollector);
    public net.opentsdb.stats.Histogram getPutLatencyHistogram();
    public net.opentsdb.stats.Histogram getScanLatencyHistogram();
    private static void collectUidStats(net.opentsdb.uid.UniqueId, net.opentsdb.stats.StatsCollector);
    public static short metrics_width();
    public static short tagk_width();
    public static short tagv_width();
    public Query newQuery();
    public WritableDataPoints newDataPoints();
    public com.stumbleupon.async.Deferred addPoint(String, long, long, java.util.Map);
    public com.stumbleupon.async.Deferred addPoint(String, long, double, java.util.Map);
    public com.stumbleupon.async.Deferred addPoint(String, long, float, java.util.Map);
    private com.stumbleupon.async.Deferred addPointInternal(String, long, byte[], java.util.Map, short);
    public com.stumbleupon.async.Deferred flush() throws org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred shutdown();
    public java.util.List suggestMetrics(String);
    public java.util.List suggestMetrics(String, int);
    public java.util.List suggestTagNames(String);
    public java.util.List suggestTagNames(String, int);
    public java.util.List suggestTagValues(String);
    public java.util.List suggestTagValues(String, int);
    public void dropCaches();
    public byte[] assignUid(String, String);
    public byte[] uidTable();
    public byte[] dataTable();
    public byte[] treeTable();
    public byte[] metaTable();
    public void indexTSMeta(net.opentsdb.meta.TSMeta);
    public void deleteTSMeta(String);
    public void indexUIDMeta(net.opentsdb.meta.UIDMeta);
    public void deleteUIDMeta(net.opentsdb.meta.UIDMeta);
    public void indexAnnotation(net.opentsdb.meta.Annotation);
    public void deleteAnnotation(net.opentsdb.meta.Annotation);
    public com.stumbleupon.async.Deferred processTSMetaThroughTrees(net.opentsdb.meta.TSMeta);
    public com.stumbleupon.async.Deferred executeSearch(net.opentsdb.search.SearchQuery);
    final org.hbase.async.KeyValue compact(java.util.ArrayList, java.util.List);
    final void scheduleForCompaction(byte[], int);
    final com.stumbleupon.async.Deferred get(byte[]);
    final com.stumbleupon.async.Deferred put(byte[], byte[], byte[]);
    final com.stumbleupon.async.Deferred delete(byte[], byte[][]);
    static void <clinit>();
}










net/opentsdb/core/Tags$1.class


package net.opentsdb.core;
synchronized class Tags$1 {
}










net/opentsdb/core/Tags$1GroupCB.class


package net.opentsdb.core;
synchronized class Tags$1GroupCB implements com.stumbleupon.async.Callback {
    void Tags$1GroupCB(java.util.HashMap);
    public java.util.HashMap call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/Tags$1NameCB.class


package net.opentsdb.core;
synchronized class Tags$1NameCB implements com.stumbleupon.async.Callback {
    void Tags$1NameCB(byte[], short, short);
    public java.util.Map call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/Tags$1TagNameResolvedCB$1TagValueResolvedCB.class


package net.opentsdb.core;
synchronized class Tags$1TagNameResolvedCB$1TagValueResolvedCB implements com.stumbleupon.async.Callback {
    void Tags$1TagNameResolvedCB$1TagValueResolvedCB(Tags$1TagNameResolvedCB, byte[]);
    public byte[] call(byte[]);
}










net/opentsdb/core/Tags$1TagNameResolvedCB.class


package net.opentsdb.core;
synchronized class Tags$1TagNameResolvedCB implements com.stumbleupon.async.Callback {
    void Tags$1TagNameResolvedCB(com.stumbleupon.async.Deferred);
    public com.stumbleupon.async.Deferred call(byte[]);
}










net/opentsdb/core/Tags$SortResolvedTagsCB.class


package net.opentsdb.core;
synchronized class Tags$SortResolvedTagsCB implements com.stumbleupon.async.Callback {
    private void Tags$SortResolvedTagsCB();
    public java.util.ArrayList call(java.util.ArrayList);
}










net/opentsdb/core/Tags.class


package net.opentsdb.core;
public final synchronized class Tags {
    private static final org.slf4j.Logger LOG;
    private static final Tags$SortResolvedTagsCB SORT_CB;
    private void Tags();
    public static String[] splitString(String, char);
    public static void parse(java.util.HashMap, String);
    public static void parse(java.util.List, String);
    public static String parseWithMetric(String, java.util.HashMap);
    public static String parseWithMetric(String, java.util.List);
    public static long parseLong(CharSequence);
    static String getValue(TSDB, byte[], String) throws net.opentsdb.uid.NoSuchUniqueName;
    static byte[] getValueId(TSDB, byte[], byte[]);
    private static boolean rowContains(byte[], short, byte[]);
    static java.util.Map getTags(TSDB, byte[]) throws net.opentsdb.uid.NoSuchUniqueId;
    static com.stumbleupon.async.Deferred getTagsAsync(TSDB, byte[]) throws net.opentsdb.uid.NoSuchUniqueId;
    public static void validateString(String, String);
    public static java.util.ArrayList resolveAll(TSDB, java.util.Map) throws net.opentsdb.uid.NoSuchUniqueName;
    static java.util.ArrayList resolveOrCreateAll(TSDB, java.util.Map);
    private static java.util.ArrayList resolveAllInternal(TSDB, java.util.Map, boolean) throws net.opentsdb.uid.NoSuchUniqueName;
    static com.stumbleupon.async.Deferred resolveOrCreateAllAsync(TSDB, java.util.Map);
    private static com.stumbleupon.async.Deferred resolveAllInternalAsync(TSDB, java.util.Map, boolean);
    public static java.util.HashMap resolveIds(TSDB, java.util.ArrayList) throws net.opentsdb.uid.NoSuchUniqueId;
    public static com.stumbleupon.async.Deferred resolveIdsAsync(TSDB, java.util.List) throws net.opentsdb.uid.NoSuchUniqueId;
    public static boolean looksLikeInteger(String);
    static void <clinit>();
}










net/opentsdb/core/TsdbQuery$1.class


package net.opentsdb.core;
synchronized class TsdbQuery$1 {
}










net/opentsdb/core/TsdbQuery$1ScannerCB.class


package net.opentsdb.core;
final synchronized class TsdbQuery$1ScannerCB implements com.stumbleupon.async.Callback {
    int nrows;
    boolean seenAnnotation;
    int hbase_time;
    long starttime;
    void TsdbQuery$1ScannerCB(TsdbQuery, org.hbase.async.Scanner, java.util.TreeMap, com.stumbleupon.async.Deferred, short);
    public Object scan();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/core/TsdbQuery$ForTesting.class


package net.opentsdb.core;
synchronized class TsdbQuery$ForTesting {
    void TsdbQuery$ForTesting();
    static long getScanStartTimeSeconds(TsdbQuery);
    static long getScanEndTimeSeconds(TsdbQuery);
    static long getDownsampleIntervalMs(TsdbQuery);
}










net/opentsdb/core/TsdbQuery$GroupByAndAggregateCB.class


package net.opentsdb.core;
synchronized class TsdbQuery$GroupByAndAggregateCB implements com.stumbleupon.async.Callback {
    private void TsdbQuery$GroupByAndAggregateCB(TsdbQuery);
    public DataPoints[] call(java.util.TreeMap) throws Exception;
}










net/opentsdb/core/TsdbQuery$SpanCmp.class


package net.opentsdb.core;
final synchronized class TsdbQuery$SpanCmp implements java.util.Comparator {
    private final short metric_width;
    public void TsdbQuery$SpanCmp(short);
    public int compare(byte[], byte[]);
}










net/opentsdb/core/TsdbQuery.class


package net.opentsdb.core;
final synchronized class TsdbQuery implements Query {
    private static final org.slf4j.Logger LOG;
    private static final DataPoints[] NO_RESULT;
    static final net.opentsdb.stats.Histogram scanlatency;
    private static final java.nio.charset.Charset CHARSET;
    private final TSDB tsdb;
    private static final int UNSET = -1;
    private long start_time;
    private long end_time;
    private byte[] metric;
    private java.util.ArrayList tags;
    private java.util.ArrayList group_bys;
    private org.hbase.async.Bytes$ByteMap group_by_values;
    private boolean rate;
    private RateOptions rate_options;
    private Aggregator aggregator;
    private Aggregator downsampler;
    private long sample_interval_ms;
    private java.util.List tsuids;
    public void TsdbQuery(TSDB);
    public void setStartTime(long);
    public long getStartTime();
    public void setEndTime(long);
    public long getEndTime();
    public void setTimeSeries(String, java.util.Map, Aggregator, boolean) throws net.opentsdb.uid.NoSuchUniqueName;
    public void setTimeSeries(String, java.util.Map, Aggregator, boolean, RateOptions) throws net.opentsdb.uid.NoSuchUniqueName;
    public void setTimeSeries(java.util.List, Aggregator, boolean);
    public void setTimeSeries(java.util.List, Aggregator, boolean, RateOptions);
    public void downsample(long, Aggregator);
    private void findGroupBys(java.util.Map);
    public DataPoints[] run() throws org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred runAsync() throws org.hbase.async.HBaseException;
    private com.stumbleupon.async.Deferred findSpans() throws org.hbase.async.HBaseException;
    protected org.hbase.async.Scanner getScanner() throws org.hbase.async.HBaseException;
    private long getScanStartTimeSeconds();
    private long getScanEndTimeSeconds();
    private void createAndSetFilter(org.hbase.async.Scanner);
    private void createAndSetTSUIDFilter(org.hbase.async.Scanner);
    private boolean isTagNext(short, byte[], byte[]);
    private static void addId(StringBuilder, byte[]);
    public String toString();
    static void <clinit>();
}










net/opentsdb/core/TSQuery.class


package net.opentsdb.core;
public final synchronized class TSQuery {
    private String start;
    private String end;
    private String timezone;
    private java.util.HashMap options;
    private boolean padding;
    private boolean no_annotations;
    private boolean with_global_annotations;
    private boolean show_tsuids;
    private java.util.ArrayList queries;
    private long start_time;
    private long end_time;
    private boolean ms_resolution;
    public void TSQuery();
    public void validateAndSetQuery();
    public Query[] buildQueries(TSDB);
    public String toString();
    public long startTime();
    public long endTime();
    public String getStart();
    public String getEnd();
    public String getTimezone();
    public java.util.Map getOptions();
    public boolean getPadding();
    public boolean getNoAnnotations();
    public boolean getGlobalAnnotations();
    public boolean getShowTSUIDs();
    public java.util.List getQueries();
    public boolean getMsResolution();
    public void setStart(String);
    public void setEnd(String);
    public void setTimezone(String);
    public void setOptions(java.util.HashMap);
    public void setPadding(boolean);
    public void setNoAnnotations(boolean);
    public void setGlobalAnnotations(boolean);
    public void setShowTSUIDs(boolean);
    public void setQueries(java.util.ArrayList);
    public void setMsResolution(boolean);
}










net/opentsdb/core/TSSubQuery.class


package net.opentsdb.core;
public final synchronized class TSSubQuery {
    private String aggregator;
    private String metric;
    private java.util.List tsuids;
    private java.util.HashMap tags;
    private String downsample;
    private boolean rate;
    private RateOptions rate_options;
    private Aggregator agg;
    private Aggregator downsampler;
    private long downsample_interval;
    public void TSSubQuery();
    public String toString();
    public void validateAndSetQuery();
    public Aggregator aggregator();
    public Aggregator downsampler();
    public long downsampleInterval();
    public String getAggregator();
    public String getMetric();
    public java.util.List getTsuids();
    public java.util.Map getTags();
    public String getDownsample();
    public boolean getRate();
    public RateOptions getRateOptions();
    public void setAggregator(String);
    public void setMetric(String);
    public void setTsuids(java.util.List);
    public void setTags(java.util.HashMap);
    public void setDownsample(String);
    public void setRate(boolean);
    public void setRateOptions(RateOptions);
}










net/opentsdb/core/WritableDataPoints.class


package net.opentsdb.core;
public abstract interface WritableDataPoints extends DataPoints {
    public abstract void setSeries(String, java.util.Map);
    public abstract com.stumbleupon.async.Deferred addPoint(long, long);
    public abstract com.stumbleupon.async.Deferred addPoint(long, float);
    public abstract void setBufferingTime(short);
    public abstract void setBatchImport(boolean);
}










net/opentsdb/graph/Plot.class


package net.opentsdb.graph;
public final synchronized class Plot {
    private static final org.slf4j.Logger LOG;
    private static final long UNSIGNED = 4294967295;
    private static final java.util.TimeZone DEFAULT_TZ;
    private final int start_time;
    private final int end_time;
    private java.util.ArrayList datapoints;
    private java.util.List globals;
    private java.util.ArrayList options;
    private java.util.Map params;
    private static final short MIN_PIXELS = 100;
    private short width;
    private short height;
    private final int utc_offset;
    public void Plot(long, long);
    public void Plot(long, long, java.util.TimeZone);
    public void setParams(java.util.Map);
    public void setDimensions(short, short);
    public void setGlobals(java.util.List);
    public void add(net.opentsdb.core.DataPoints, String);
    public Iterable getDataPoints();
    public int dumpToFiles(String) throws java.io.IOException;
    private void writeGnuplotScript(String, String[]) throws java.io.IOException;
    private String xFormat();
    static void <clinit>();
}










net/opentsdb/meta/Annotation$1GetCB.class


package net.opentsdb.meta;
final synchronized class Annotation$1GetCB implements com.stumbleupon.async.Callback {
    void Annotation$1GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/Annotation$1GroupCB.class


package net.opentsdb.meta;
final synchronized class Annotation$1GroupCB implements com.stumbleupon.async.Callback {
    void Annotation$1GroupCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/Annotation$1ScannerCB.class


package net.opentsdb.meta;
final synchronized class Annotation$1ScannerCB implements com.stumbleupon.async.Callback {
    final org.hbase.async.Scanner scanner;
    final java.util.ArrayList annotations;
    public void Annotation$1ScannerCB(long, long, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred scan();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/Annotation$1ScannerDoneCB.class


package net.opentsdb.meta;
final synchronized class Annotation$1ScannerDoneCB implements com.stumbleupon.async.Callback {
    void Annotation$1ScannerDoneCB(java.util.List);
    public com.stumbleupon.async.Deferred call(java.util.List) throws Exception;
}










net/opentsdb/meta/Annotation$1StoreCB.class


package net.opentsdb.meta;
final synchronized class Annotation$1StoreCB implements com.stumbleupon.async.Callback {
    void Annotation$1StoreCB(Annotation, Boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Annotation) throws Exception;
}










net/opentsdb/meta/Annotation$2ScannerCB.class


package net.opentsdb.meta;
final synchronized class Annotation$2ScannerCB implements com.stumbleupon.async.Callback {
    final org.hbase.async.Scanner scanner;
    public void Annotation$2ScannerCB(net.opentsdb.core.TSDB, byte[], byte[], byte[], java.util.List, long, long);
    public com.stumbleupon.async.Deferred scan();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/Annotation.class


package net.opentsdb.meta;
public final synchronized class Annotation implements Comparable {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte PREFIX = 1;
    private static final byte[] FAMILY;
    private String tsuid;
    private long start_time;
    private long end_time;
    private String description;
    private String notes;
    private java.util.HashMap custom;
    private final java.util.HashMap changed;
    public void Annotation();
    public String toString();
    public int compareTo(Annotation);
    public com.stumbleupon.async.Deferred syncToStorage(net.opentsdb.core.TSDB, Boolean);
    public com.stumbleupon.async.Deferred delete(net.opentsdb.core.TSDB);
    public static com.stumbleupon.async.Deferred getAnnotation(net.opentsdb.core.TSDB, long);
    public static com.stumbleupon.async.Deferred getAnnotation(net.opentsdb.core.TSDB, String, long);
    public static com.stumbleupon.async.Deferred getAnnotation(net.opentsdb.core.TSDB, byte[], long);
    public static com.stumbleupon.async.Deferred getGlobalAnnotations(net.opentsdb.core.TSDB, long, long);
    public static com.stumbleupon.async.Deferred deleteRange(net.opentsdb.core.TSDB, byte[], long, long);
    public static byte PREFIX();
    private byte[] getStorageJSON();
    private void syncNote(Annotation, boolean);
    private void initializeChangedMap();
    private static byte[] getQualifier(long);
    private static long timeFromQualifier(byte[], long);
    private static byte[] getRowKey(long, byte[]);
    public final String getTSUID();
    public final long getStartTime();
    public final long getEndTime();
    public final String getDescription();
    public final String getNotes();
    public final java.util.Map getCustom();
    public void setTSUID(String);
    public void setStartTime(long);
    public void setEndTime(long);
    public void setDescription(String);
    public void setNotes(String);
    public void setCustom(java.util.Map);
    static void <clinit>();
}










net/opentsdb/meta/TSMeta$1ExistsCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1ExistsCB implements com.stumbleupon.async.Callback {
    void TSMeta$1ExistsCB();
    public Boolean call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSMeta$1GetCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1GetCB implements com.stumbleupon.async.Callback {
    void TSMeta$1GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSMeta$1PutCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1PutCB implements com.stumbleupon.async.Callback {
    void TSMeta$1PutCB(TSMeta);
    public com.stumbleupon.async.Deferred call(Object) throws Exception;
}










net/opentsdb/meta/TSMeta$1TSMetaCB$1FetchNewCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1TSMetaCB$1FetchNewCB implements com.stumbleupon.async.Callback {
    void TSMeta$1TSMetaCB$1FetchNewCB(TSMeta$1TSMetaCB, Long);
    public com.stumbleupon.async.Deferred call(TSMeta) throws Exception;
}










net/opentsdb/meta/TSMeta$1TSMetaCB$1StoreNewCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1TSMetaCB$1StoreNewCB implements com.stumbleupon.async.Callback {
    void TSMeta$1TSMetaCB$1StoreNewCB(TSMeta$1TSMetaCB, TSMeta, Long);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/meta/TSMeta$1TSMetaCB$1TreeCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1TSMetaCB$1TreeCB implements com.stumbleupon.async.Callback {
    void TSMeta$1TSMetaCB$1TreeCB(TSMeta$1TSMetaCB, Long);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/meta/TSMeta$1TSMetaCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1TSMetaCB implements com.stumbleupon.async.Callback {
    void TSMeta$1TSMetaCB(byte[], net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Long) throws Exception;
}










net/opentsdb/meta/TSMeta$1UidCB.class


package net.opentsdb.meta;
synchronized class TSMeta$1UidCB implements com.stumbleupon.async.Callback {
    void TSMeta$1UidCB(TSMeta);
    public Object call(String) throws Exception;
}










net/opentsdb/meta/TSMeta$1ValidateCB$StoreCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1ValidateCB$StoreCB implements com.stumbleupon.async.Callback {
    void TSMeta$1ValidateCB$StoreCB(TSMeta$1ValidateCB);
    public com.stumbleupon.async.Deferred call(TSMeta) throws Exception;
}










net/opentsdb/meta/TSMeta$1ValidateCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$1ValidateCB implements com.stumbleupon.async.Callback {
    private final TSMeta local_meta;
    public void TSMeta$1ValidateCB(TSMeta, TSMeta, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSMeta$2ExistsCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$2ExistsCB implements com.stumbleupon.async.Callback {
    void TSMeta$2ExistsCB();
    public Boolean call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSMeta$LoadUIDs$1CollateCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$LoadUIDs$1CollateCB implements com.stumbleupon.async.Callback {
    void TSMeta$LoadUIDs$1CollateCB(TSMeta$LoadUIDs, TSMeta);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSMeta$LoadUIDs$1UIDMetaCB.class


package net.opentsdb.meta;
final synchronized class TSMeta$LoadUIDs$1UIDMetaCB implements com.stumbleupon.async.Callback {
    final int index;
    public void TSMeta$LoadUIDs$1UIDMetaCB(TSMeta$LoadUIDs, int, TSMeta);
    public Object call(UIDMeta) throws Exception;
}










net/opentsdb/meta/TSMeta$LoadUIDs.class


package net.opentsdb.meta;
synchronized class TSMeta$LoadUIDs implements com.stumbleupon.async.Callback {
    private final net.opentsdb.core.TSDB tsdb;
    private final String tsuid;
    public void TSMeta$LoadUIDs(net.opentsdb.core.TSDB, String);
    public com.stumbleupon.async.Deferred call(TSMeta) throws Exception;
}










net/opentsdb/meta/TSMeta.class


package net.opentsdb.meta;
public final synchronized class TSMeta {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] FAMILY;
    private static final byte[] META_QUALIFIER;
    private static final byte[] COUNTER_QUALIFIER;
    private String tsuid;
    private UIDMeta metric;
    private java.util.ArrayList tags;
    private String display_name;
    private String description;
    private String notes;
    private long created;
    private java.util.HashMap custom;
    private String units;
    private String data_type;
    private int retention;
    private double max;
    private double min;
    private long last_received;
    private long total_dps;
    private final java.util.HashMap changed;
    public void TSMeta();
    public void TSMeta(String);
    public void TSMeta(byte[], long);
    public String toString();
    public com.stumbleupon.async.Deferred delete(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred syncToStorage(net.opentsdb.core.TSDB, boolean);
    public com.stumbleupon.async.Deferred storeNew(net.opentsdb.core.TSDB);
    public static com.stumbleupon.async.Deferred getTSMeta(net.opentsdb.core.TSDB, String);
    public static com.stumbleupon.async.Deferred parseFromColumn(net.opentsdb.core.TSDB, org.hbase.async.KeyValue, boolean);
    public static com.stumbleupon.async.Deferred metaExistsInStorage(net.opentsdb.core.TSDB, String);
    public static com.stumbleupon.async.Deferred counterExistsInStorage(net.opentsdb.core.TSDB, byte[]);
    public static com.stumbleupon.async.Deferred incrementAndGetCounter(net.opentsdb.core.TSDB, byte[]);
    private static com.stumbleupon.async.Deferred getFromStorage(net.opentsdb.core.TSDB, byte[]);
    public static byte[] META_QUALIFIER();
    public static byte[] COUNTER_QUALIFIER();
    public static byte[] FAMILY();
    private void syncMeta(TSMeta, boolean);
    private void initializeChangedMap();
    private byte[] getStorageJSON();
    public final String getTSUID();
    public final UIDMeta getMetric();
    public final java.util.List getTags();
    public final String getDisplayName();
    public final String getDescription();
    public final String getNotes();
    public final long getCreated();
    public final java.util.Map getCustom();
    public final String getUnits();
    public final String getDataType();
    public final int getRetention();
    public final double getMax();
    public final double getMin();
    public final long getLastReceived();
    public final long getTotalDatapoints();
    public final void setDisplayName(String);
    public final void setDescription(String);
    public final void setNotes(String);
    public final void setCreated(long);
    public final void setTSUID(String);
    public final void setCustom(java.util.Map);
    public final void setUnits(String);
    public final void setDataType(String);
    public final void setRetention(int);
    public final void setMax(double);
    public final void setMin(double);
    static void <clinit>();
}










net/opentsdb/meta/TSUIDQuery$1ErrBack.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$1ErrBack implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1ErrBack(com.stumbleupon.async.Deferred);
    public Object call(Exception) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$1ExistsCB.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$1ExistsCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1ExistsCB(com.stumbleupon.async.Deferred, net.opentsdb.core.TSDB, byte[], boolean, long);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$1ReturnCB$1MetricCB.class


package net.opentsdb.meta;
synchronized class TSUIDQuery$1ReturnCB$1MetricCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1ReturnCB$1MetricCB(TSUIDQuery$1ReturnCB, net.opentsdb.core.IncomingDataPoint);
    public Object call(String) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$1ReturnCB$1TagsCB.class


package net.opentsdb.meta;
synchronized class TSUIDQuery$1ReturnCB$1TagsCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1ReturnCB$1TagsCB(TSUIDQuery$1ReturnCB, net.opentsdb.core.IncomingDataPoint);
    public net.opentsdb.core.IncomingDataPoint call(java.util.HashMap) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$1ReturnCB.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$1ReturnCB implements com.stumbleupon.async.Callback {
    final long timestamp;
    public void TSUIDQuery$1ReturnCB(long, long, com.stumbleupon.async.Deferred, byte[], boolean, net.opentsdb.core.TSDB);
    public Object call(net.opentsdb.core.IncomingDataPoint) throws Exception;
    private void getPrevious();
}










net/opentsdb/meta/TSUIDQuery$1ScannerCB.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$1ScannerCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1ScannerCB(TSUIDQuery, org.hbase.async.Scanner, com.stumbleupon.async.Deferred, org.hbase.async.Bytes$ByteMap);
    public Object scan();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$1TSMetaGroupCB.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$1TSMetaGroupCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$1TSMetaGroupCB(TSUIDQuery, java.util.List, com.stumbleupon.async.Deferred);
    public java.util.List call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSUIDQuery$2ScannerCB.class


package net.opentsdb.meta;
final synchronized class TSUIDQuery$2ScannerCB implements com.stumbleupon.async.Callback {
    void TSUIDQuery$2ScannerCB(TSUIDQuery, org.hbase.async.Scanner, java.util.List, com.stumbleupon.async.Deferred, java.util.List);
    public Object scan();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/TSUIDQuery.class


package net.opentsdb.meta;
public synchronized class TSUIDQuery {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private byte[] metric;
    private java.util.ArrayList tags;
    private final net.opentsdb.core.TSDB tsdb;
    public void TSUIDQuery(net.opentsdb.core.TSDB);
    public void setQuery(String, java.util.HashMap);
    public com.stumbleupon.async.Deferred getLastWriteTimes();
    public com.stumbleupon.async.Deferred getTSMetas();
    public String toString();
    public static com.stumbleupon.async.Deferred getLastPoint(net.opentsdb.core.TSDB, byte[], boolean, int, long);
    private org.hbase.async.Scanner getScanner();
    static void <clinit>();
}










net/opentsdb/meta/UIDMeta$1NameCB$StoreUIDMeta.class


package net.opentsdb.meta;
final synchronized class UIDMeta$1NameCB$StoreUIDMeta implements com.stumbleupon.async.Callback {
    void UIDMeta$1NameCB$StoreUIDMeta(UIDMeta$1NameCB);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/UIDMeta$1NameCB.class


package net.opentsdb.meta;
final synchronized class UIDMeta$1NameCB implements com.stumbleupon.async.Callback {
    private final UIDMeta local_meta;
    public void UIDMeta$1NameCB(UIDMeta, UIDMeta, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(String) throws Exception;
}










net/opentsdb/meta/UIDMeta$2NameCB$1FetchMetaCB.class


package net.opentsdb.meta;
synchronized class UIDMeta$2NameCB$1FetchMetaCB implements com.stumbleupon.async.Callback {
    void UIDMeta$2NameCB$1FetchMetaCB(UIDMeta$2NameCB, String);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/meta/UIDMeta$2NameCB.class


package net.opentsdb.meta;
synchronized class UIDMeta$2NameCB implements com.stumbleupon.async.Callback {
    void UIDMeta$2NameCB(byte[], net.opentsdb.uid.UniqueId$UniqueIdType, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(String) throws Exception;
}










net/opentsdb/meta/UIDMeta.class


package net.opentsdb.meta;
public final synchronized class UIDMeta {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] FAMILY;
    private String uid;
    private net.opentsdb.uid.UniqueId$UniqueIdType type;
    private String name;
    private String display_name;
    private String description;
    private String notes;
    private long created;
    private java.util.HashMap custom;
    private final java.util.HashMap changed;
    public void UIDMeta();
    public void UIDMeta(net.opentsdb.uid.UniqueId$UniqueIdType, String);
    public void UIDMeta(net.opentsdb.uid.UniqueId$UniqueIdType, byte[], String);
    public String toString();
    public com.stumbleupon.async.Deferred syncToStorage(net.opentsdb.core.TSDB, boolean);
    public com.stumbleupon.async.Deferred storeNew(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred delete(net.opentsdb.core.TSDB);
    public static com.stumbleupon.async.Deferred getUIDMeta(net.opentsdb.core.TSDB, net.opentsdb.uid.UniqueId$UniqueIdType, String);
    public static com.stumbleupon.async.Deferred getUIDMeta(net.opentsdb.core.TSDB, net.opentsdb.uid.UniqueId$UniqueIdType, byte[]);
    private void syncMeta(UIDMeta, boolean);
    private void initializeChangedMap();
    private byte[] getStorageJSON();
    public String getUID();
    public net.opentsdb.uid.UniqueId$UniqueIdType getType();
    public String getName();
    public String getDisplayName();
    public String getDescription();
    public String getNotes();
    public long getCreated();
    public java.util.Map getCustom();
    public void setDisplayName(String);
    public void setDescription(String);
    public void setNotes(String);
    public void setCustom(java.util.Map);
    public final void setCreated(long);
    static void <clinit>();
}










net/opentsdb/search/SearchPlugin.class


package net.opentsdb.search;
public abstract synchronized class SearchPlugin {
    public void SearchPlugin();
    public abstract void initialize(net.opentsdb.core.TSDB);
    public abstract com.stumbleupon.async.Deferred shutdown();
    public abstract String version();
    public abstract void collectStats(net.opentsdb.stats.StatsCollector);
    public abstract com.stumbleupon.async.Deferred indexTSMeta(net.opentsdb.meta.TSMeta);
    public abstract com.stumbleupon.async.Deferred deleteTSMeta(String);
    public abstract com.stumbleupon.async.Deferred indexUIDMeta(net.opentsdb.meta.UIDMeta);
    public abstract com.stumbleupon.async.Deferred deleteUIDMeta(net.opentsdb.meta.UIDMeta);
    public abstract com.stumbleupon.async.Deferred indexAnnotation(net.opentsdb.meta.Annotation);
    public abstract com.stumbleupon.async.Deferred deleteAnnotation(net.opentsdb.meta.Annotation);
    public abstract com.stumbleupon.async.Deferred executeQuery(SearchQuery);
}










net/opentsdb/search/SearchQuery$SearchType.class


package net.opentsdb.search;
public final synchronized enum SearchQuery$SearchType {
    public static final SearchQuery$SearchType TSMETA;
    public static final SearchQuery$SearchType TSMETA_SUMMARY;
    public static final SearchQuery$SearchType TSUIDS;
    public static final SearchQuery$SearchType UIDMETA;
    public static final SearchQuery$SearchType ANNOTATION;
    public static final SearchQuery$SearchType LOOKUP;
    public static SearchQuery$SearchType[] values();
    public static SearchQuery$SearchType valueOf(String);
    private void SearchQuery$SearchType(String, int);
    static void <clinit>();
}










net/opentsdb/search/SearchQuery.class


package net.opentsdb.search;
public synchronized class SearchQuery {
    private SearchQuery$SearchType type;
    private String query;
    private String metric;
    private java.util.List tags;
    private boolean use_meta;
    private int limit;
    private int start_index;
    private int total_results;
    private float time;
    private java.util.List results;
    public void SearchQuery();
    public void SearchQuery(String);
    public void SearchQuery(java.util.List);
    public void SearchQuery(String, java.util.List);
    public String toString();
    public static SearchQuery$SearchType parseSearchType(String);
    public SearchQuery$SearchType getType();
    public String getQuery();
    public String getMetric();
    public java.util.List getTags();
    public boolean useMeta();
    public int getLimit();
    public int getStartIndex();
    public int getTotalResults();
    public float getTime();
    public java.util.List getResults();
    public void setType(SearchQuery$SearchType);
    public void setQuery(String);
    public void setMetric(String);
    public void setTags(java.util.List);
    public void setUseMeta(boolean);
    public void setLimit(int);
    public void setStartIndex(int);
    public void setTotalResults(int);
    public void setTime(float);
    public void setResults(java.util.List);
}










net/opentsdb/search/TimeSeriesLookup.class


package net.opentsdb.search;
public synchronized class TimeSeriesLookup {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private final SearchQuery query;
    private boolean to_stdout;
    private final net.opentsdb.core.TSDB tsdb;
    public void TimeSeriesLookup(net.opentsdb.core.TSDB, SearchQuery);
    public java.util.List lookup();
    private org.hbase.async.Scanner getScanner(StringBuilder);
    private static void addId(StringBuilder, byte[]);
    public void setToStdout(boolean);
    static void <clinit>();
}










net/opentsdb/stats/Histogram.class


package net.opentsdb.stats;
public final synchronized class Histogram {
    private final short interval;
    private final int cutoff;
    private final short num_linear_buckets;
    private final short exp_bucket_shift;
    private final int[] buckets;
    public void Histogram(int, short, int);
    static final int log2roundup(int);
    static final int log2rounddown(int);
    public int buckets();
    public void add(int);
    public int percentile(int);
    public void printAscii(StringBuilder);
    final void printAsciiBucket(StringBuilder, int);
    final int valueInBucket(int);
    private int bucketIndexFor(int);
    private int bucketLowInterval(int);
    private int bucketHighInterval(int);
    public String toString();
}










net/opentsdb/stats/StatsCollector.class


package net.opentsdb.stats;
public abstract synchronized class StatsCollector {
    private static final org.slf4j.Logger LOG;
    protected final String prefix;
    protected java.util.HashMap extratags;
    private final StringBuilder buf;
    public void StatsCollector(String);
    public void emit(String);
    public final void record(String, long);
    public final void record(String, Number);
    public final void record(String, Number, String);
    public final void record(String, Histogram, String);
    public void record(String, long, String);
    public final void addExtraTag(String, String);
    public final void addHostTag();
    public final void addHostTag(boolean);
    public final void clearExtraTag(String);
    static void <clinit>();
}










net/opentsdb/tools/ArgP.class


package net.opentsdb.tools;
public final synchronized class ArgP {
    private final java.util.HashMap options;
    private java.util.HashMap parsed;
    public void ArgP();
    public void addOption(String, String, String);
    public void addOption(String, String);
    public boolean optionExists(String);
    public String[] parse(String[]);
    public String get(String);
    public String get(String, String);
    public boolean has(String);
    public void addUsageTo(StringBuilder);
    public java.util.HashMap getParsed();
    public String usage();
    public String toString();
}










net/opentsdb/tools/CliOptions.class


package net.opentsdb.tools;
final synchronized class CliOptions {
    void CliOptions();
    static void addCommon(ArgP);
    static void addVerbose(ArgP);
    static void addAutoMetricFlag(ArgP);
    static String[] parse(ArgP, String[]);
    static final net.opentsdb.utils.Config getConfig(ArgP) throws java.io.IOException;
    static void overloadConfig(ArgP, net.opentsdb.utils.Config);
    private static void honorVerboseFlag(ArgP);
    static void <clinit>();
}










net/opentsdb/tools/CliQuery.class


package net.opentsdb.tools;
final synchronized class CliQuery {
    private static final org.slf4j.Logger LOG;
    void CliQuery();
    private static void usage(ArgP, String, int);
    public static void main(String[]) throws Exception;
    private static net.opentsdb.graph.Plot doQuery(net.opentsdb.core.TSDB, String[], boolean);
    static void parseCommandLineQuery(String[], net.opentsdb.core.TSDB, java.util.ArrayList, java.util.ArrayList, java.util.ArrayList);
    private static java.util.HashMap parsePlotParams(java.util.ArrayList);
    static void <clinit>();
}










net/opentsdb/tools/CliUtils.class


package net.opentsdb.tools;
final synchronized class CliUtils {
    static final reflect.Method toBytes;
    static final reflect.Method fromBytes;
    static final java.nio.charset.Charset CHARSET;
    static final byte[] ID_FAMILY;
    static final byte[] NAME_FAMILY;
    static final byte[] MAXID_ROW;
    static final byte[] METRICS_META;
    static final byte[] TAGK_META;
    static final byte[] TAGV_META;
    static final byte[] METRICS;
    static final byte[] TAGK;
    static final byte[] TAGV;
    void CliUtils();
    static long getMaxMetricID(net.opentsdb.core.TSDB);
    static final org.hbase.async.Scanner getDataTableScanner(net.opentsdb.core.TSDB, long, long) throws org.hbase.async.HBaseException;
    static byte[] toBytes(String);
    static String fromBytes(byte[]);
    static void <clinit>();
}










net/opentsdb/tools/DumpSeries.class


package net.opentsdb.tools;
final synchronized class DumpSeries {
    void DumpSeries();
    private static void usage(ArgP, String, int);
    public static void main(String[]) throws Exception;
    private static void doDump(net.opentsdb.core.TSDB, org.hbase.async.HBaseClient, byte[], boolean, boolean, String[]) throws Exception;
    static void formatKeyValue(StringBuilder, net.opentsdb.core.TSDB, org.hbase.async.KeyValue, long);
    private static void formatKeyValue(StringBuilder, net.opentsdb.core.TSDB, boolean, org.hbase.async.KeyValue, long, String);
    static void appendRawCell(StringBuilder, net.opentsdb.core.Internal$Cell, long);
    static void appendImportCell(StringBuilder, net.opentsdb.core.Internal$Cell, long, String);
    static void appendAnnotation(StringBuilder, org.hbase.async.KeyValue, long);
    static String date(long);
}










net/opentsdb/tools/Fsck$FsckWorker$DP.class


package net.opentsdb.tools;
final synchronized class Fsck$FsckWorker$DP implements Comparable {
    org.hbase.async.KeyValue kv;
    boolean compacted;
    net.opentsdb.core.Internal$Cell cell;
    void Fsck$FsckWorker$DP(Fsck$FsckWorker, org.hbase.async.KeyValue);
    void Fsck$FsckWorker$DP(Fsck$FsckWorker, org.hbase.async.KeyValue, net.opentsdb.core.Internal$Cell);
    public int compareTo(Fsck$FsckWorker$DP);
    public byte[] qualifier();
    public byte[] value();
    public String toString();
}










net/opentsdb/tools/Fsck$FsckWorker.class


package net.opentsdb.tools;
final synchronized class Fsck$FsckWorker extends Thread {
    final long start_id;
    final long end_id;
    final int thread_id;
    final net.opentsdb.core.Query query;
    final java.util.Set tsuids;
    byte[] compact_qualifier;
    int qualifier_index;
    byte[] compact_value;
    int value_index;
    boolean compact_row;
    int qualifier_bytes;
    int value_bytes;
    void Fsck$FsckWorker(Fsck, long, double, int);
    void Fsck$FsckWorker(Fsck, net.opentsdb.core.Query, int);
    public void run();
    private void fsckRow(java.util.ArrayList, java.util.TreeMap) throws Exception;
    private boolean fsckKey(byte[]) throws Exception;
    private void fsckDataPoints(java.util.Map) throws Exception;
    private boolean fsckFloat(Fsck$FsckWorker$DP) throws Exception;
    private boolean fsckInteger(Fsck$FsckWorker$DP) throws Exception;
    private void appendDP(byte[], byte[], int);
    private StringBuilder appendDatapointInfo(StringBuilder, Fsck$FsckWorker$DP, String);
    private void resetCompaction();
}










net/opentsdb/tools/Fsck$ProgressReporter.class


package net.opentsdb.tools;
final synchronized class Fsck$ProgressReporter extends Thread {
    void Fsck$ProgressReporter(Fsck);
    public void run();
}










net/opentsdb/tools/Fsck.class


package net.opentsdb.tools;
final synchronized class Fsck {
    private static final org.slf4j.Logger LOG;
    private final net.opentsdb.core.TSDB tsdb;
    private final FsckOptions options;
    final java.util.concurrent.atomic.AtomicLong kvs_processed;
    final java.util.concurrent.atomic.AtomicLong rows_processed;
    final java.util.concurrent.atomic.AtomicLong valid_datapoints;
    final java.util.concurrent.atomic.AtomicLong annotations;
    final java.util.concurrent.atomic.AtomicLong bad_key;
    final java.util.concurrent.atomic.AtomicLong bad_key_fixed;
    final java.util.concurrent.atomic.AtomicLong duplicates;
    final java.util.concurrent.atomic.AtomicLong duplicates_fixed;
    final java.util.concurrent.atomic.AtomicLong duplicates_fixed_comp;
    final java.util.concurrent.atomic.AtomicLong orphans;
    final java.util.concurrent.atomic.AtomicLong orphans_fixed;
    final java.util.concurrent.atomic.AtomicLong future;
    final java.util.concurrent.atomic.AtomicLong unknown;
    final java.util.concurrent.atomic.AtomicLong unknown_fixed;
    final java.util.concurrent.atomic.AtomicLong bad_values;
    final java.util.concurrent.atomic.AtomicLong bad_values_deleted;
    final java.util.concurrent.atomic.AtomicLong value_encoding;
    final java.util.concurrent.atomic.AtomicLong value_encoding_fixed;
    final java.util.concurrent.atomic.AtomicLong fixable_compacted_columns;
    final java.util.concurrent.atomic.AtomicLong bad_compacted_columns;
    final java.util.concurrent.atomic.AtomicLong bad_compacted_columns_deleted;
    final java.util.concurrent.atomic.AtomicLong vle;
    final java.util.concurrent.atomic.AtomicLong vle_bytes;
    final java.util.concurrent.atomic.AtomicLong vle_fixed;
    private static int key_prefix_length;
    private static int key_tags_length;
    private static long report_rows;
    public void Fsck(net.opentsdb.core.TSDB, FsckOptions);
    public void runFullTable() throws Exception;
    public void runQueries(java.util.List) throws Exception;
    long totalErrors();
    long totalFixed();
    long correctable();
    private static void usage(ArgP, String, int);
    private void logResults();
    public static void main(String[]) throws Exception;
    static void <clinit>();
}










net/opentsdb/tools/FsckOptions.class


package net.opentsdb.tools;
final synchronized class FsckOptions {
    private boolean fix;
    private boolean compact;
    private boolean resolve_dupes;
    private boolean last_write_wins;
    private boolean delete_orphans;
    private boolean delete_unknown_columns;
    private boolean delete_bad_values;
    private boolean delete_bad_rows;
    private boolean delete_bad_compacts;
    private int threads;
    public void FsckOptions(ArgP, net.opentsdb.utils.Config);
    public static void addDataOptions(ArgP);
    public boolean fix();
    public boolean compact();
    public boolean resolveDupes();
    public boolean lastWriteWins();
    public boolean deleteOrphans();
    public boolean deleteUnknownColumns();
    public boolean deleteBadValues();
    public boolean deleteBadRows();
    public boolean deleteBadCompacts();
    public int threads();
    public void setFix(boolean);
    public void setCompact(boolean);
    public void setResolveDupes(boolean);
    public void setLastWriteWins(boolean);
    public void setDeleteOrphans(boolean);
    public void setDeleteUnknownColumns(boolean);
    public void setDeleteBadValues(boolean);
    public void setDeleteBadRows(boolean);
    public void setDeleteBadCompacts(boolean);
    public void setThreads(int);
}










net/opentsdb/tools/MetaPurge$1MetaScanner$1ContinueCB.class


package net.opentsdb.tools;
final synchronized class MetaPurge$1MetaScanner$1ContinueCB implements com.stumbleupon.async.Callback {
    void MetaPurge$1MetaScanner$1ContinueCB(MetaPurge$1MetaScanner);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaPurge$1MetaScanner.class


package net.opentsdb.tools;
final synchronized class MetaPurge$1MetaScanner implements com.stumbleupon.async.Callback {
    final org.hbase.async.Scanner scanner;
    public void MetaPurge$1MetaScanner(MetaPurge, com.stumbleupon.async.Deferred, java.util.ArrayList);
    public com.stumbleupon.async.Deferred scan();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaPurge$2MetaScanner$1ContinueCB.class


package net.opentsdb.tools;
final synchronized class MetaPurge$2MetaScanner$1ContinueCB implements com.stumbleupon.async.Callback {
    void MetaPurge$2MetaScanner$1ContinueCB(MetaPurge$2MetaScanner);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaPurge$2MetaScanner.class


package net.opentsdb.tools;
final synchronized class MetaPurge$2MetaScanner implements com.stumbleupon.async.Callback {
    final org.hbase.async.Scanner scanner;
    public void MetaPurge$2MetaScanner(MetaPurge, com.stumbleupon.async.Deferred, java.util.ArrayList);
    public com.stumbleupon.async.Deferred scan();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaPurge.class


package net.opentsdb.tools;
final synchronized class MetaPurge extends Thread {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] NAME_FAMILY;
    private final net.opentsdb.core.TSDB tsdb;
    private long columns;
    final long start_id;
    final long end_id;
    final int thread_id;
    public void MetaPurge(net.opentsdb.core.TSDB, long, double, int);
    public void run();
    public com.stumbleupon.async.Deferred purgeUIDMeta();
    public com.stumbleupon.async.Deferred purgeTSMeta();
    private org.hbase.async.Scanner getScanner(byte[]) throws org.hbase.async.HBaseException;
    static void <clinit>();
}










net/opentsdb/tools/MetaSync$1MetaScanner$1ContinueCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1MetaScanner$1ContinueCB implements com.stumbleupon.async.Callback {
    void MetaSync$1MetaScanner$1ContinueCB(MetaSync$1MetaScanner);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaSync$1MetaScanner$1ContinueEB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1MetaScanner$1ContinueEB implements com.stumbleupon.async.Callback {
    void MetaSync$1MetaScanner$1ContinueEB(MetaSync$1MetaScanner);
    public Object call(Exception) throws Exception;
}










net/opentsdb/tools/MetaSync$1MetaScanner$1ErrBack.class


package net.opentsdb.tools;
final synchronized class MetaSync$1MetaScanner$1ErrBack implements com.stumbleupon.async.Callback {
    void MetaSync$1MetaScanner$1ErrBack(MetaSync$1MetaScanner);
    public com.stumbleupon.async.Deferred call(Exception) throws Exception;
}










net/opentsdb/tools/MetaSync$1MetaScanner.class


package net.opentsdb.tools;
final synchronized class MetaSync$1MetaScanner implements com.stumbleupon.async.Callback {
    private final org.hbase.async.Scanner scanner;
    private byte[] last_tsuid;
    private String tsuid_string;
    public void MetaSync$1MetaScanner(MetaSync, com.stumbleupon.async.Deferred, java.util.ArrayList);
    public Object scan();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB$1CounterCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1TSMetaCB$1CounterCB implements com.stumbleupon.async.Callback {
    void MetaSync$1TSMetaCB$1CounterCB(MetaSync$1TSMetaCB);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB$1CreatedCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1TSMetaCB$1CreatedCB implements com.stumbleupon.async.Callback {
    void MetaSync$1TSMetaCB$1CreatedCB(MetaSync$1TSMetaCB);
    public com.stumbleupon.async.Deferred call(Long) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB$1ErrBack.class


package net.opentsdb.tools;
synchronized class MetaSync$1TSMetaCB$1ErrBack implements com.stumbleupon.async.Callback {
    void MetaSync$1TSMetaCB$1ErrBack(MetaSync$1TSMetaCB);
    public Object call(Exception) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB$1GetCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1TSMetaCB$1GetCB implements com.stumbleupon.async.Callback {
    void MetaSync$1TSMetaCB$1GetCB(MetaSync$1TSMetaCB);
    public final com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB$1IndexCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1TSMetaCB$1IndexCB implements com.stumbleupon.async.Callback {
    void MetaSync$1TSMetaCB$1IndexCB(MetaSync$1TSMetaCB);
    public com.stumbleupon.async.Deferred call(net.opentsdb.meta.TSMeta) throws Exception;
}










net/opentsdb/tools/MetaSync$1TSMetaCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1TSMetaCB implements com.stumbleupon.async.Callback {
    private final String tsuid_string;
    private final byte[] tsuid;
    private final long timestamp;
    public void MetaSync$1TSMetaCB(MetaSync, byte[], long);
    public com.stumbleupon.async.Deferred call(net.opentsdb.meta.TSMeta) throws Exception;
}










net/opentsdb/tools/MetaSync$1UidCB$UidNameCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1UidCB$UidNameCB implements com.stumbleupon.async.Callback {
    void MetaSync$1UidCB$UidNameCB(MetaSync$1UidCB);
    public com.stumbleupon.async.Deferred call(String) throws Exception;
}










net/opentsdb/tools/MetaSync$1UidCB.class


package net.opentsdb.tools;
final synchronized class MetaSync$1UidCB implements com.stumbleupon.async.Callback {
    private final net.opentsdb.uid.UniqueId$UniqueIdType type;
    private final byte[] uid;
    private final long timestamp;
    public void MetaSync$1UidCB(MetaSync, net.opentsdb.uid.UniqueId$UniqueIdType, byte[], long);
    public com.stumbleupon.async.Deferred call(net.opentsdb.meta.UIDMeta) throws Exception;
}










net/opentsdb/tools/MetaSync.class


package net.opentsdb.tools;
final synchronized class MetaSync extends Thread {
    private static final org.slf4j.Logger LOG;
    final net.opentsdb.core.TSDB tsdb;
    final long start_id;
    final long end_id;
    final java.util.Set processed_tsuids;
    final java.util.concurrent.ConcurrentHashMap metric_uids;
    final java.util.concurrent.ConcurrentHashMap tagk_uids;
    final java.util.concurrent.ConcurrentHashMap tagv_uids;
    final int thread_id;
    public void MetaSync(net.opentsdb.core.TSDB, long, double, java.util.Set, java.util.concurrent.ConcurrentHashMap, java.util.concurrent.ConcurrentHashMap, java.util.concurrent.ConcurrentHashMap, int);
    public void run();
    private org.hbase.async.Scanner getScanner() throws org.hbase.async.HBaseException;
    static void <clinit>();
}










net/opentsdb/tools/Search.class


package net.opentsdb.tools;
final synchronized class Search {
    private static final org.slf4j.Logger LOG;
    void Search();
    static void usage(ArgP, String);
    public static void main(String[]) throws Exception;
    private static int runCommand(net.opentsdb.core.TSDB, boolean, String[]) throws Exception;
    private static int lookup(net.opentsdb.core.TSDB, boolean, String[]) throws Exception;
    static void <clinit>();
}










net/opentsdb/tools/TSDMain$1TSDBShutdown.class


package net.opentsdb.tools;
final synchronized class TSDMain$1TSDBShutdown extends Thread {
    public void TSDMain$1TSDBShutdown(net.opentsdb.core.TSDB);
    public void run();
}










net/opentsdb/tools/TSDMain.class


package net.opentsdb.tools;
final synchronized class TSDMain {
    private static final short DEFAULT_FLUSH_INTERVAL = 1000;
    void TSDMain();
    static void usage(ArgP, String, int);
    public static void main(String[]) throws java.io.IOException;
    private static void registerShutdownHook(net.opentsdb.core.TSDB);
}










net/opentsdb/tools/TextImporter$1.class


package net.opentsdb.tools;
final synchronized class TextImporter$1 extends net.opentsdb.stats.StatsCollector {
    void TextImporter$1(String);
    public final void emit(String);
}










net/opentsdb/tools/TextImporter$1Errback.class


package net.opentsdb.tools;
final synchronized class TextImporter$1Errback implements com.stumbleupon.async.Callback {
    void TextImporter$1Errback(org.hbase.async.HBaseClient, String);
    public Object call(Exception);
    public String toString();
}










net/opentsdb/tools/TextImporter.class


package net.opentsdb.tools;
final synchronized class TextImporter {
    private static final org.slf4j.Logger LOG;
    static volatile boolean throttle;
    private static final java.util.HashMap datapoints;
    void TextImporter();
    static void usage(ArgP, int);
    public static void main(String[]) throws Exception;
    private static int importFile(org.hbase.async.HBaseClient, net.opentsdb.core.TSDB, String) throws java.io.IOException;
    private static java.io.BufferedReader open(String) throws java.io.IOException;
    private static net.opentsdb.core.WritableDataPoints getDataPoints(net.opentsdb.core.TSDB, String, java.util.HashMap);
    static void <clinit>();
}










net/opentsdb/tools/TreeSync$1ErrBack.class


package net.opentsdb.tools;
final synchronized class TreeSync$1ErrBack implements com.stumbleupon.async.Callback {
    void TreeSync$1ErrBack(TreeSync, com.stumbleupon.async.Deferred);
    public com.stumbleupon.async.Deferred call(Exception) throws Exception;
}










net/opentsdb/tools/TreeSync$1TsuidScanner$1ContinueCB.class


package net.opentsdb.tools;
final synchronized class TreeSync$1TsuidScanner$1ContinueCB implements com.stumbleupon.async.Callback {
    void TreeSync$1TsuidScanner$1ContinueCB(TreeSync$1TsuidScanner);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/TreeSync$1TsuidScanner$1ErrBack.class


package net.opentsdb.tools;
final synchronized class TreeSync$1TsuidScanner$1ErrBack implements com.stumbleupon.async.Callback {
    void TreeSync$1TsuidScanner$1ErrBack(TreeSync$1TsuidScanner, String);
    public com.stumbleupon.async.Deferred call(Exception) throws Exception;
}










net/opentsdb/tools/TreeSync$1TsuidScanner$1ParseCB.class


package net.opentsdb.tools;
final synchronized class TreeSync$1TsuidScanner$1ParseCB implements com.stumbleupon.async.Callback {
    final java.util.ArrayList builder_calls;
    void TreeSync$1TsuidScanner$1ParseCB(TreeSync$1TsuidScanner);
    public com.stumbleupon.async.Deferred call(net.opentsdb.meta.TSMeta) throws Exception;
}










net/opentsdb/tools/TreeSync$1TsuidScanner$1TreeBuilderBufferCB.class


package net.opentsdb.tools;
final synchronized class TreeSync$1TsuidScanner$1TreeBuilderBufferCB implements com.stumbleupon.async.Callback {
    void TreeSync$1TsuidScanner$1TreeBuilderBufferCB(TreeSync$1TsuidScanner);
    public Boolean call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/TreeSync$1TsuidScanner.class


package net.opentsdb.tools;
final synchronized class TreeSync$1TsuidScanner implements com.stumbleupon.async.Callback {
    void TreeSync$1TsuidScanner(TreeSync, org.hbase.async.Scanner, com.stumbleupon.async.Deferred, java.util.List, java.util.ArrayList);
    public com.stumbleupon.async.Deferred scan();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tools/TreeSync.class


package net.opentsdb.tools;
final synchronized class TreeSync extends Thread {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    final net.opentsdb.core.TSDB tsdb;
    final long start_id;
    final long end_id;
    final int thread_id;
    public void TreeSync(net.opentsdb.core.TSDB, long, double, int);
    public void run();
    public int purgeTree(int, boolean) throws Exception;
    private org.hbase.async.Scanner getScanner() throws org.hbase.async.HBaseException;
    static void <clinit>();
}










net/opentsdb/tools/UidManager$1Uids.class


package net.opentsdb.tools;
final synchronized class UidManager$1Uids {
    int errors;
    long maxid;
    long max_found_id;
    short width;
    final java.util.HashMap id2name;
    final java.util.HashMap name2id;
    void UidManager$1Uids(byte[], org.hbase.async.HBaseClient);
    void error(org.hbase.async.KeyValue, String);
    void error(String);
    void restoreReverseMap(String, String, String);
    void removeReverseMap(String, String, String);
}










net/opentsdb/tools/UidManager.class


package net.opentsdb.tools;
final synchronized class UidManager {
    private static final org.slf4j.Logger LOG;
    void UidManager();
    static void usage(String);
    static void usage(ArgP, String);
    public static void main(String[]) throws Exception;
    private static int runCommand(net.opentsdb.core.TSDB, byte[], short, boolean, String[]);
    private static int grep(org.hbase.async.HBaseClient, byte[], boolean, String[]);
    private static boolean printResult(java.util.ArrayList, byte[], boolean);
    private static int assign(org.hbase.async.HBaseClient, byte[], short, String[]);
    private static int rename(org.hbase.async.HBaseClient, byte[], short, String[]);
    private static int fsck(org.hbase.async.HBaseClient, byte[], boolean, boolean);
    private static int lookupId(org.hbase.async.HBaseClient, byte[], short, long, String);
    private static int findAndPrintRow(org.hbase.async.HBaseClient, byte[], byte[], byte[], boolean);
    private static int extactLookupId(org.hbase.async.HBaseClient, byte[], short, String, byte[]);
    private static byte[] idInBytes(short, long);
    private static int lookupName(org.hbase.async.HBaseClient, byte[], short, String, String);
    private static int extactLookupName(org.hbase.async.HBaseClient, byte[], short, String, String);
    private static int metaSync(net.opentsdb.core.TSDB) throws Exception;
    private static int metaPurge(net.opentsdb.core.TSDB) throws Exception;
    private static int treeSync(net.opentsdb.core.TSDB) throws Exception;
    private static int purgeTree(net.opentsdb.core.TSDB, int, boolean) throws Exception;
    static void <clinit>();
}










net/opentsdb/tree/Branch$1FetchBranchCB.class


package net.opentsdb.tree;
final synchronized class Branch$1FetchBranchCB implements com.stumbleupon.async.Callback {
    void Branch$1FetchBranchCB(org.hbase.async.Scanner, Branch, com.stumbleupon.async.Deferred, byte[], java.util.ArrayList, net.opentsdb.core.TSDB, boolean);
    public Object fetchBranch();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Branch$1GetCB.class


package net.opentsdb.tree;
final synchronized class Branch$1GetCB implements com.stumbleupon.async.Callback {
    void Branch$1GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Branch$1LeafCB.class


package net.opentsdb.tree;
final synchronized class Branch$1LeafCB implements com.stumbleupon.async.Callback {
    void Branch$1LeafCB(Branch);
    public Object call(Leaf) throws Exception;
}










net/opentsdb/tree/Branch$1LeafErrBack.class


package net.opentsdb.tree;
final synchronized class Branch$1LeafErrBack implements com.stumbleupon.async.Callback {
    final byte[] qualifier;
    public void Branch$1LeafErrBack(byte[], byte[]);
    public Object call(Exception) throws Exception;
}










net/opentsdb/tree/Branch.class


package net.opentsdb.tree;
public final synchronized class Branch implements Comparable {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final short INT_WIDTH = 4;
    private static final byte[] BRANCH_QUALIFIER;
    private int tree_id;
    private String display_name;
    private java.util.HashMap leaves;
    private java.util.TreeSet branches;
    private java.util.TreeMap path;
    public void Branch();
    public void Branch(int);
    public void Branch(Branch);
    public int hashCode();
    public boolean equals(Object);
    public int compareTo(Branch);
    public String toString();
    public boolean addChild(Branch);
    public boolean addLeaf(Leaf, Tree);
    public byte[] compileBranchId();
    public void prependParentPath(java.util.Map);
    public com.stumbleupon.async.Deferred storeBranch(net.opentsdb.core.TSDB, Tree, boolean);
    public static com.stumbleupon.async.Deferred fetchBranchOnly(net.opentsdb.core.TSDB, byte[]);
    public static com.stumbleupon.async.Deferred fetchBranch(net.opentsdb.core.TSDB, byte[], boolean);
    public static String idToString(byte[]);
    public static byte[] stringToId(String);
    public static byte[] BRANCH_QUALIFIER();
    private byte[] toStorageJson();
    private static org.hbase.async.Scanner setupBranchScanner(net.opentsdb.core.TSDB, byte[]);
    public int getTreeId();
    public String getBranchId();
    public java.util.Map getPath();
    public int getDepth();
    public String getDisplayName();
    public java.util.TreeSet getLeaves();
    public java.util.TreeSet getBranches();
    public void setTreeId(int);
    public void setDisplayName(String);
    static void <clinit>();
}










net/opentsdb/tree/Leaf$1CollateUIDsCB.class


package net.opentsdb.tree;
final synchronized class Leaf$1CollateUIDsCB implements com.stumbleupon.async.Callback {
    void Leaf$1CollateUIDsCB(Leaf, java.util.ArrayList);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Leaf$1GetCB.class


package net.opentsdb.tree;
final synchronized class Leaf$1GetCB implements com.stumbleupon.async.Callback {
    void Leaf$1GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Leaf$1LeafStoreCB$1LeafFetchCB.class


package net.opentsdb.tree;
final synchronized class Leaf$1LeafStoreCB$1LeafFetchCB implements com.stumbleupon.async.Callback {
    void Leaf$1LeafStoreCB$1LeafFetchCB(Leaf$1LeafStoreCB);
    public com.stumbleupon.async.Deferred call(Leaf) throws Exception;
}










net/opentsdb/tree/Leaf$1LeafStoreCB.class


package net.opentsdb.tree;
final synchronized class Leaf$1LeafStoreCB implements com.stumbleupon.async.Callback {
    final Leaf local_leaf;
    public void Leaf$1LeafStoreCB(Leaf, Leaf, byte[], Tree, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tree/Leaf$1UIDNameCB.class


package net.opentsdb.tree;
final synchronized class Leaf$1UIDNameCB implements com.stumbleupon.async.Callback {
    final int index;
    public void Leaf$1UIDNameCB(int, Leaf, java.util.ArrayList);
    public Object call(String) throws Exception;
}










net/opentsdb/tree/Leaf.class


package net.opentsdb.tree;
public final synchronized class Leaf implements Comparable {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] LEAF_PREFIX;
    private String metric;
    private java.util.HashMap tags;
    private String display_name;
    private String tsuid;
    public void Leaf();
    public void Leaf(String, String);
    public int hashCode();
    public boolean equals(Object);
    public int compareTo(Leaf);
    public String toString();
    public byte[] columnQualifier();
    public com.stumbleupon.async.Deferred storeLeaf(net.opentsdb.core.TSDB, byte[], Tree);
    public static com.stumbleupon.async.Deferred parseFromStorage(net.opentsdb.core.TSDB, org.hbase.async.KeyValue, boolean);
    public static byte[] LEAF_PREFIX();
    private byte[] toStorageJson();
    private static com.stumbleupon.async.Deferred getFromStorage(net.opentsdb.core.TSDB, byte[], String);
    public String getMetric();
    public java.util.Map getTags();
    public String getDisplayName();
    public String getTsuid();
    public void setMetric(String);
    public void setTags(java.util.HashMap);
    public void setDisplayName(String);
    public void setTsuid(String);
    static void <clinit>();
}










net/opentsdb/tree/Tree$1AllTreeScanner.class


package net.opentsdb.tree;
final synchronized class Tree$1AllTreeScanner implements com.stumbleupon.async.Callback {
    private final java.util.List trees;
    private final org.hbase.async.Scanner scanner;
    public void Tree$1AllTreeScanner(net.opentsdb.core.TSDB, com.stumbleupon.async.Deferred);
    public Object fetchTrees();
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Tree$1CreateNewCB.class


package net.opentsdb.tree;
final synchronized class Tree$1CreateNewCB implements com.stumbleupon.async.Callback {
    void Tree$1CreateNewCB(Tree, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(java.util.List) throws Exception;
}










net/opentsdb/tree/Tree$1CreatedCB.class


package net.opentsdb.tree;
final synchronized class Tree$1CreatedCB implements com.stumbleupon.async.Callback {
    void Tree$1CreatedCB(Tree);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tree/Tree$1DeleteTreeScanner$1ContinueCB.class


package net.opentsdb.tree;
final synchronized class Tree$1DeleteTreeScanner$1ContinueCB implements com.stumbleupon.async.Callback {
    void Tree$1DeleteTreeScanner$1ContinueCB(Tree$1DeleteTreeScanner);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList);
}










net/opentsdb/tree/Tree$1DeleteTreeScanner.class


package net.opentsdb.tree;
final synchronized class Tree$1DeleteTreeScanner implements com.stumbleupon.async.Callback {
    private final java.util.ArrayList delete_deferreds;
    void Tree$1DeleteTreeScanner(org.hbase.async.Scanner, com.stumbleupon.async.Deferred, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred deleteTree();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Tree$1FetchTreeCB.class


package net.opentsdb.tree;
final synchronized class Tree$1FetchTreeCB implements com.stumbleupon.async.Callback {
    void Tree$1FetchTreeCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Tree$1GetCB.class


package net.opentsdb.tree;
final synchronized class Tree$1GetCB implements com.stumbleupon.async.Callback {
    void Tree$1GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Tree$1PutCB.class


package net.opentsdb.tree;
final synchronized class Tree$1PutCB implements com.stumbleupon.async.Callback {
    void Tree$1PutCB(Tree);
    public com.stumbleupon.async.Deferred call(Object) throws Exception;
}










net/opentsdb/tree/Tree$1StoreTreeCB.class


package net.opentsdb.tree;
final synchronized class Tree$1StoreTreeCB implements com.stumbleupon.async.Callback {
    private final Tree local_tree;
    public void Tree$1StoreTreeCB(Tree, Tree, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Tree) throws Exception;
}










net/opentsdb/tree/Tree$2GetCB.class


package net.opentsdb.tree;
final synchronized class Tree$2GetCB implements com.stumbleupon.async.Callback {
    void Tree$2GetCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/Tree$2PutCB.class


package net.opentsdb.tree;
final synchronized class Tree$2PutCB implements com.stumbleupon.async.Callback {
    void Tree$2PutCB(Tree);
    public com.stumbleupon.async.Deferred call(Object) throws Exception;
}










net/opentsdb/tree/Tree.class


package net.opentsdb.tree;
public final synchronized class Tree {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final short TREE_ID_WIDTH = 2;
    private static final byte[] TREE_FAMILY;
    private static final byte[] TREE_QUALIFIER;
    private static final short INT_WIDTH = 4;
    private static byte COLLISION_ROW_SUFFIX;
    private static byte[] COLLISION_PREFIX;
    private static byte NOT_MATCHED_ROW_SUFFIX;
    private static byte[] NOT_MATCHED_PREFIX;
    private int tree_id;
    private String name;
    private String description;
    private String notes;
    private boolean strict_match;
    private boolean enabled;
    private boolean store_failures;
    private java.util.TreeMap rules;
    private java.util.HashMap not_matched;
    private java.util.HashMap collisions;
    private long created;
    private final java.util.HashMap changed;
    public void Tree();
    public void Tree(int);
    public void Tree(Tree);
    public String toString();
    public boolean copyChanges(Tree, boolean);
    public void addRule(TreeRule);
    public void addCollision(String, String);
    public void addNotMatched(String, String);
    public com.stumbleupon.async.Deferred storeTree(net.opentsdb.core.TSDB, boolean);
    public TreeRule getRule(int, int);
    public com.stumbleupon.async.Deferred createNewTree(net.opentsdb.core.TSDB);
    public static com.stumbleupon.async.Deferred fetchTree(net.opentsdb.core.TSDB, int);
    public static com.stumbleupon.async.Deferred fetchAllTrees(net.opentsdb.core.TSDB);
    public static com.stumbleupon.async.Deferred fetchCollisions(net.opentsdb.core.TSDB, int, java.util.List);
    public static com.stumbleupon.async.Deferred fetchNotMatched(net.opentsdb.core.TSDB, int, java.util.List);
    public static com.stumbleupon.async.Deferred deleteTree(net.opentsdb.core.TSDB, int, boolean);
    public static byte[] idToBytes(int);
    public static int bytesToId(byte[]);
    public static byte[] COLLISION_PREFIX();
    public static byte[] NOT_MATCHED_PREFIX();
    public static byte[] TREE_FAMILY();
    private void initializeChangedMap();
    private byte[] toStorageJson();
    private static org.hbase.async.Scanner setupAllTreeScanner(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred flushCollisions(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred flushNotMatched(net.opentsdb.core.TSDB);
    public static int TREE_ID_WIDTH();
    public int getTreeId();
    public String getName();
    public String getDescription();
    public String getNotes();
    public boolean getStrictMatch();
    public boolean getEnabled();
    public boolean getStoreFailures();
    public java.util.Map getRules();
    public java.util.Map getNotMatched();
    public java.util.Map getCollisions();
    public long getCreated();
    public void setName(String);
    public void setDescription(String);
    public void setNotes(String);
    public void setStrictMatch(boolean);
    public void setEnabled(boolean);
    public void setStoreFailures(boolean);
    public void setTreeId(int);
    public void setCreated(long);
    static void <clinit>();
}










net/opentsdb/tree/TreeBuilder$1ErrorCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1ErrorCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1ErrorCB();
    public Object call(Exception) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1FetchedTreesCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1FetchedTreesCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1FetchedTreesCB();
    public java.util.List call(java.util.List) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1FinalCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1FinalCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1FinalCB();
    public Boolean call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1LoadRootCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1LoadRootCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1LoadRootCB(TreeBuilder, java.util.ArrayList, boolean, net.opentsdb.meta.TSMeta);
    public com.stumbleupon.async.Deferred call(Branch) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1NewRootCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1NewRootCB implements com.stumbleupon.async.Callback {
    final Branch root;
    public void TreeBuilder$1NewRootCB(Branch, int);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1ProcessCB$1BranchCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1ProcessCB$1BranchCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1ProcessCB$1BranchCB(TreeBuilder$1ProcessCB);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1ProcessCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1ProcessCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1ProcessCB(TreeBuilder, net.opentsdb.meta.TSMeta, boolean, java.util.ArrayList);
    public com.stumbleupon.async.Deferred call(Branch) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1ProcessTreesCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1ProcessTreesCB implements com.stumbleupon.async.Callback {
    java.util.ArrayList processed_trees;
    void TreeBuilder$1ProcessTreesCB(net.opentsdb.core.TSDB, net.opentsdb.meta.TSMeta);
    public com.stumbleupon.async.Deferred call(java.util.List) throws Exception;
}










net/opentsdb/tree/TreeBuilder$1RootCB.class


package net.opentsdb.tree;
final synchronized class TreeBuilder$1RootCB implements com.stumbleupon.async.Callback {
    void TreeBuilder$1RootCB(int, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Branch) throws Exception;
}










net/opentsdb/tree/TreeBuilder.class


package net.opentsdb.tree;
public final synchronized class TreeBuilder {
    private static final org.slf4j.Logger LOG;
    private static final java.util.List trees;
    private static final java.util.concurrent.ConcurrentHashMap tree_roots;
    private static long last_tree_load;
    private static final java.util.concurrent.locks.Lock trees_lock;
    private final net.opentsdb.core.TSDB tsdb;
    private Branch root;
    private int max_rule_level;
    private java.util.ArrayList test_messages;
    private Tree tree;
    private net.opentsdb.meta.TSMeta meta;
    private String[] splits;
    private int rule_idx;
    private int split_idx;
    private Branch current_branch;
    private TreeRule rule;
    private String not_matched;
    private final java.util.HashMap processed_branches;
    public void TreeBuilder(net.opentsdb.core.TSDB, Tree);
    public com.stumbleupon.async.Deferred processTimeseriesMeta(net.opentsdb.meta.TSMeta);
    public com.stumbleupon.async.Deferred processTimeseriesMeta(net.opentsdb.meta.TSMeta, boolean);
    public static com.stumbleupon.async.Deferred loadOrInitializeRoot(net.opentsdb.core.TSDB, int, boolean);
    public static com.stumbleupon.async.Deferred processAllTrees(net.opentsdb.core.TSDB, net.opentsdb.meta.TSMeta);
    private boolean processRuleset(Branch, int);
    private void parseMetricRule();
    private void parseTagkRule();
    private void parseMetricCustomRule();
    private void parseTagkCustomRule();
    private void parseTagvRule();
    private void processParsedValue(String);
    private void processSplit(String);
    private void processRegexRule(String);
    private void setCurrentName(String, String);
    private void calculateMaxLevel();
    private void testMessage(String);
    private java.util.TreeMap fetchRuleLevel();
    private void resetState();
    public Tree getTree();
    public Branch getRootBranch();
    public java.util.ArrayList getTestMessage();
    public void setTree(Tree);
    static void <clinit>();
}










net/opentsdb/tree/TreeRule$1.class


package net.opentsdb.tree;
synchronized class TreeRule$1 {
    static void <clinit>();
}










net/opentsdb/tree/TreeRule$1FetchCB.class


package net.opentsdb.tree;
final synchronized class TreeRule$1FetchCB implements com.stumbleupon.async.Callback {
    void TreeRule$1FetchCB();
    public com.stumbleupon.async.Deferred call(java.util.ArrayList);
}










net/opentsdb/tree/TreeRule$1GetCB.class


package net.opentsdb.tree;
final synchronized class TreeRule$1GetCB implements com.stumbleupon.async.Callback {
    void TreeRule$1GetCB(net.opentsdb.core.TSDB, int);
    public com.stumbleupon.async.Deferred call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tree/TreeRule$1StoreCB.class


package net.opentsdb.tree;
final synchronized class TreeRule$1StoreCB implements com.stumbleupon.async.Callback {
    final TreeRule local_rule;
    public void TreeRule$1StoreCB(TreeRule, TreeRule, boolean, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(TreeRule);
}










net/opentsdb/tree/TreeRule$TreeRuleType.class


package net.opentsdb.tree;
public final synchronized enum TreeRule$TreeRuleType {
    public static final TreeRule$TreeRuleType METRIC;
    public static final TreeRule$TreeRuleType METRIC_CUSTOM;
    public static final TreeRule$TreeRuleType TAGK;
    public static final TreeRule$TreeRuleType TAGK_CUSTOM;
    public static final TreeRule$TreeRuleType TAGV_CUSTOM;
    public static TreeRule$TreeRuleType[] values();
    public static TreeRule$TreeRuleType valueOf(String);
    private void TreeRule$TreeRuleType(String, int);
    static void <clinit>();
}










net/opentsdb/tree/TreeRule.class


package net.opentsdb.tree;
public final synchronized class TreeRule {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] RULE_PREFIX;
    private TreeRule$TreeRuleType type;
    private String field;
    private String custom_field;
    private String regex;
    private String separator;
    private String description;
    private String notes;
    private int regex_group_idx;
    private String display_format;
    private int level;
    private int order;
    private int tree_id;
    private java.util.regex.Pattern compiled_regex;
    private final java.util.HashMap changed;
    public void TreeRule();
    public void TreeRule(int);
    public void TreeRule(TreeRule);
    public boolean copyChanges(TreeRule, boolean);
    public String toString();
    public com.stumbleupon.async.Deferred syncToStorage(net.opentsdb.core.TSDB, boolean);
    public static TreeRule parseFromStorage(org.hbase.async.KeyValue);
    public static com.stumbleupon.async.Deferred fetchRule(net.opentsdb.core.TSDB, int, int, int);
    public static com.stumbleupon.async.Deferred deleteRule(net.opentsdb.core.TSDB, int, int, int);
    public static com.stumbleupon.async.Deferred deleteAllRules(net.opentsdb.core.TSDB, int);
    public static TreeRule$TreeRuleType stringToType(String);
    public static byte[] RULE_PREFIX();
    public static byte[] getQualifier(int, int);
    private void initializeChangedMap();
    private void validateRule();
    public TreeRule$TreeRuleType getType();
    public String getField();
    public String getCustomField();
    public String getRegex();
    public String getSeparator();
    public String getDescription();
    public String getNotes();
    public int getRegexGroupIdx();
    public String getDisplayFormat();
    public int getLevel();
    public int getOrder();
    public int getTreeId();
    public java.util.regex.Pattern getCompiledRegex();
    public void setType(TreeRule$TreeRuleType);
    public void setField(String);
    public void setCustomField(String);
    public void setRegex(String);
    public void setSeparator(String);
    public void setDescription(String);
    public void setNotes(String);
    public void setRegexGroupIdx(int);
    public void setDisplayFormat(String);
    public void setLevel(int);
    public void setOrder(int);
    public void setTreeId(int);
    static void <clinit>();
}










net/opentsdb/tsd/AnnotationRpc$1IndexCB.class


package net.opentsdb.tsd;
synchronized class AnnotationRpc$1IndexCB implements com.stumbleupon.async.Callback {
    void AnnotationRpc$1IndexCB(AnnotationRpc, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(net.opentsdb.meta.Annotation) throws Exception;
}










net/opentsdb/tsd/AnnotationRpc$1SyncCB.class


package net.opentsdb.tsd;
synchronized class AnnotationRpc$1SyncCB implements com.stumbleupon.async.Callback {
    void AnnotationRpc$1SyncCB(AnnotationRpc, net.opentsdb.core.TSDB, net.opentsdb.meta.Annotation);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tsd/AnnotationRpc$2SyncCB.class


package net.opentsdb.tsd;
synchronized class AnnotationRpc$2SyncCB implements com.stumbleupon.async.Callback {
    private final net.opentsdb.meta.Annotation note;
    public void AnnotationRpc$2SyncCB(AnnotationRpc, net.opentsdb.meta.Annotation, net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tsd/AnnotationRpc$AnnotationBulkDelete.class


package net.opentsdb.tsd;
public synchronized class AnnotationRpc$AnnotationBulkDelete {
    private String start_time;
    private String end_time;
    private java.util.List tsuids;
    private boolean global;
    private long total_deleted;
    public void AnnotationRpc$AnnotationBulkDelete();
    public long getStartTime();
    public long getEndTime();
    public java.util.List getTsuids();
    public boolean getGlobal();
    public long getTotalDeleted();
    public void setStartTime(String);
    public void setEndTime(String);
    public void setTsuids(java.util.List);
    public void setGlobal(boolean);
    public void setTotalDeleted(long);
}










net/opentsdb/tsd/AnnotationRpc.class


package net.opentsdb.tsd;
final synchronized class AnnotationRpc implements HttpRpc {
    private static final org.slf4j.Logger LOG;
    void AnnotationRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    void executeBulk(net.opentsdb.core.TSDB, org.jboss.netty.handler.codec.http.HttpMethod, HttpQuery);
    void executeBulkUpdate(net.opentsdb.core.TSDB, org.jboss.netty.handler.codec.http.HttpMethod, HttpQuery);
    void executeBulkDelete(net.opentsdb.core.TSDB, HttpQuery);
    private net.opentsdb.meta.Annotation parseQS(HttpQuery);
    private AnnotationRpc$AnnotationBulkDelete parseBulkDeleteQS(HttpQuery);
    static void <clinit>();
}










net/opentsdb/tsd/BadRequestException.class


package net.opentsdb.tsd;
final synchronized class BadRequestException extends RuntimeException {
    private final org.jboss.netty.handler.codec.http.HttpResponseStatus status;
    private final String details;
    static final long serialVersionUID = 1365109233;
    public void BadRequestException(String);
    public void BadRequestException(Throwable);
    public void BadRequestException(String, Throwable);
    public void BadRequestException(org.jboss.netty.handler.codec.http.HttpResponseStatus, String);
    public void BadRequestException(org.jboss.netty.handler.codec.http.HttpResponseStatus, String, Throwable);
    public void BadRequestException(org.jboss.netty.handler.codec.http.HttpResponseStatus, String, String);
    public void BadRequestException(org.jboss.netty.handler.codec.http.HttpResponseStatus, String, String, Throwable);
    public static BadRequestException missingParameter(String);
    public final org.jboss.netty.handler.codec.http.HttpResponseStatus getStatus();
    public final String getDetails();
}










net/opentsdb/tsd/ConnectionManager.class


package net.opentsdb.tsd;
final synchronized class ConnectionManager extends org.jboss.netty.channel.SimpleChannelHandler {
    private static final org.slf4j.Logger LOG;
    private static final java.util.concurrent.atomic.AtomicLong connections_established;
    private static final java.util.concurrent.atomic.AtomicLong exceptions_unknown;
    private static final java.util.concurrent.atomic.AtomicLong exceptions_closed;
    private static final java.util.concurrent.atomic.AtomicLong exceptions_reset;
    private static final java.util.concurrent.atomic.AtomicLong exceptions_timeout;
    private static final org.jboss.netty.channel.group.DefaultChannelGroup channels;
    static void closeAllConnections();
    public void ConnectionManager();
    public static void collectStats(net.opentsdb.stats.StatsCollector);
    public void channelOpen(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.ChannelStateEvent);
    public void handleUpstream(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.ChannelEvent) throws Exception;
    public void exceptionCaught(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.ExceptionEvent);
    static void <clinit>();
}










net/opentsdb/tsd/GnuplotException.class


package net.opentsdb.tsd;
final synchronized class GnuplotException extends RuntimeException {
    static final long serialVersionUID = 1287770642;
    public void GnuplotException(int);
    public void GnuplotException(String);
}










net/opentsdb/tsd/GraphHandler$1.class


package net.opentsdb.tsd;
synchronized class GraphHandler$1 {
}










net/opentsdb/tsd/GraphHandler$PlotThdFactory.class


package net.opentsdb.tsd;
final synchronized class GraphHandler$PlotThdFactory implements java.util.concurrent.ThreadFactory {
    private final java.util.concurrent.atomic.AtomicInteger id;
    private void GraphHandler$PlotThdFactory();
    public Thread newThread(Runnable);
}










net/opentsdb/tsd/GraphHandler$RunGnuplot.class


package net.opentsdb.tsd;
final synchronized class GraphHandler$RunGnuplot implements Runnable {
    private final HttpQuery query;
    private final int max_age;
    private final net.opentsdb.graph.Plot plot;
    private final String basepath;
    private final java.util.HashSet[] aggregated_tags;
    private final int npoints;
    public void GraphHandler$RunGnuplot(HttpQuery, int, net.opentsdb.graph.Plot, String, java.util.HashSet[], int);
    public void run();
    private void execute() throws java.io.IOException;
}










net/opentsdb/tsd/GraphHandler.class


package net.opentsdb.tsd;
final synchronized class GraphHandler implements HttpRpc {
    private static final org.slf4j.Logger LOG;
    private static final boolean IS_WINDOWS;
    private static final java.util.concurrent.atomic.AtomicInteger graphs_generated;
    private static final java.util.concurrent.atomic.AtomicInteger graphs_diskcache_hit;
    private static final net.opentsdb.stats.Histogram graphlatency;
    private static final net.opentsdb.stats.Histogram gnuplotlatency;
    private final java.util.concurrent.ThreadPoolExecutor gnuplot;
    private static final GraphHandler$PlotThdFactory thread_factory;
    private static final String WRAPPER;
    private static final String GNUPLOT;
    public void GraphHandler();
    public void execute(net.opentsdb.core.TSDB, HttpQuery);
    private void doGraph(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    private static int computeMaxAge(HttpQuery, long, long, long);
    public void shutdown();
    public static void collectStats(net.opentsdb.stats.StatsCollector);
    private String getGnuplotBasePath(net.opentsdb.core.TSDB, HttpQuery);
    private boolean isDiskCacheHit(HttpQuery, long, int, String) throws java.io.IOException;
    private static boolean staleCacheFile(HttpQuery, long, long, java.io.File);
    private static void writeFile(HttpQuery, String, byte[]);
    private static byte[] readFile(HttpQuery, java.io.File, int);
    private java.util.HashMap loadCachedJson(HttpQuery, long, long, String) throws com.fasterxml.jackson.core.JsonParseException, com.fasterxml.jackson.databind.JsonMappingException, java.io.IOException;
    static void setPlotDimensions(HttpQuery, net.opentsdb.graph.Plot);
    private static String stringify(String);
    private static String popParam(java.util.Map, String);
    static void setPlotParams(HttpQuery, net.opentsdb.graph.Plot);
    static int runGnuplot(HttpQuery, String, net.opentsdb.graph.Plot) throws java.io.IOException;
    private static void deleteFileIfEmpty(String);
    private static void respondAsciiQuery(HttpQuery, int, String, net.opentsdb.graph.Plot);
    private static net.opentsdb.core.Query[] parseQuery(net.opentsdb.core.TSDB, HttpQuery);
    private static final net.opentsdb.core.Aggregator getAggregator(String);
    private static String findGnuplotHelperScript();
    static void logInfo(HttpQuery, String);
    static void logWarn(HttpQuery, String);
    static void logError(HttpQuery, String);
    static void logError(HttpQuery, String, Throwable);
    static void <clinit>();
}










net/opentsdb/tsd/HttpJsonSerializer$1.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$1 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$1();
}










net/opentsdb/tsd/HttpJsonSerializer$2.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$2 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$2();
}










net/opentsdb/tsd/HttpJsonSerializer$3.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$3 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$3();
}










net/opentsdb/tsd/HttpJsonSerializer$4.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$4 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$4();
}










net/opentsdb/tsd/HttpJsonSerializer$5.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$5 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$5();
}










net/opentsdb/tsd/HttpJsonSerializer$6.class


package net.opentsdb.tsd;
final synchronized class HttpJsonSerializer$6 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$6();
}










net/opentsdb/tsd/HttpJsonSerializer$7.class


package net.opentsdb.tsd;
synchronized class HttpJsonSerializer$7 extends com.fasterxml.jackson.core.type.TypeReference {
    void HttpJsonSerializer$7(HttpJsonSerializer);
}










net/opentsdb/tsd/HttpJsonSerializer.class


package net.opentsdb.tsd;
synchronized class HttpJsonSerializer extends HttpSerializer {
    private static final org.slf4j.Logger LOG;
    private static com.fasterxml.jackson.core.type.TypeReference TR_INCOMING;
    private static com.fasterxml.jackson.core.type.TypeReference UID_ASSIGN;
    private static com.fasterxml.jackson.core.type.TypeReference TR_HASH_MAP;
    private static com.fasterxml.jackson.core.type.TypeReference TR_TREE_RULES;
    private static com.fasterxml.jackson.core.type.TypeReference TR_HASH_MAP_OBJ;
    private static com.fasterxml.jackson.core.type.TypeReference TR_ANNOTATIONS;
    public void HttpJsonSerializer();
    public void HttpJsonSerializer(HttpQuery);
    public void initialize(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred shutdown();
    public String version();
    public String shortName();
    public java.util.List parsePutV1();
    public java.util.HashMap parseSuggestV1();
    public java.util.HashMap parseUidAssignV1();
    public net.opentsdb.core.TSQuery parseQueryV1();
    public QueryRpc$LastPointQuery parseLastPointQueryV1();
    public net.opentsdb.meta.UIDMeta parseUidMetaV1();
    public net.opentsdb.meta.TSMeta parseTSMetaV1();
    public net.opentsdb.tree.Tree parseTreeV1();
    public net.opentsdb.tree.TreeRule parseTreeRuleV1();
    public java.util.List parseTreeRulesV1();
    public java.util.Map parseTreeTSUIDsListV1();
    public net.opentsdb.meta.Annotation parseAnnotationV1();
    public java.util.List parseAnnotationsV1();
    public AnnotationRpc$AnnotationBulkDelete parseAnnotationBulkDeleteV1();
    public net.opentsdb.search.SearchQuery parseSearchQueryV1();
    public org.jboss.netty.buffer.ChannelBuffer formatPutV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatSuggestV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatSerializersV1();
    public org.jboss.netty.buffer.ChannelBuffer formatAggregatorsV1(java.util.Set);
    public org.jboss.netty.buffer.ChannelBuffer formatVersionV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatDropCachesV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatUidAssignV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatQueryV1(net.opentsdb.core.TSQuery, java.util.List, java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatLastPointQueryV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatUidMetaV1(net.opentsdb.meta.UIDMeta);
    public org.jboss.netty.buffer.ChannelBuffer formatTSMetaV1(net.opentsdb.meta.TSMeta);
    public org.jboss.netty.buffer.ChannelBuffer formatTSMetaListV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatBranchV1(net.opentsdb.tree.Branch);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeV1(net.opentsdb.tree.Tree);
    public org.jboss.netty.buffer.ChannelBuffer formatTreesV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeRuleV1(net.opentsdb.tree.TreeRule);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeCollisionNotMatchedV1(java.util.Map, boolean);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeTestV1(java.util.HashMap);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationV1(net.opentsdb.meta.Annotation);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationsV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationBulkDeleteV1(AnnotationRpc$AnnotationBulkDelete);
    public org.jboss.netty.buffer.ChannelBuffer formatStatsV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatSearchResultsV1(net.opentsdb.search.SearchQuery);
    public org.jboss.netty.buffer.ChannelBuffer formatConfigV1(net.opentsdb.utils.Config);
    private org.jboss.netty.buffer.ChannelBuffer serializeJSON(Object);
    static void <clinit>();
}










net/opentsdb/tsd/HttpSerializer.class


package net.opentsdb.tsd;
public abstract synchronized class HttpSerializer {
    protected String request_content_type;
    protected String response_content_type;
    protected final HttpQuery query;
    public void HttpSerializer();
    public void HttpSerializer(HttpQuery);
    public abstract void initialize(net.opentsdb.core.TSDB);
    public abstract com.stumbleupon.async.Deferred shutdown();
    public abstract String version();
    public abstract String shortName();
    public String requestContentType();
    public String responseContentType();
    public java.util.List parsePutV1();
    public java.util.HashMap parseSuggestV1();
    public java.util.HashMap parseUidAssignV1();
    public net.opentsdb.search.SearchQuery parseSearchQueryV1();
    public net.opentsdb.core.TSQuery parseQueryV1();
    public QueryRpc$LastPointQuery parseLastPointQueryV1();
    public net.opentsdb.meta.UIDMeta parseUidMetaV1();
    public net.opentsdb.meta.TSMeta parseTSMetaV1();
    public net.opentsdb.tree.Tree parseTreeV1();
    public net.opentsdb.tree.TreeRule parseTreeRuleV1();
    public java.util.List parseTreeRulesV1();
    public java.util.Map parseTreeTSUIDsListV1();
    public net.opentsdb.meta.Annotation parseAnnotationV1();
    public java.util.List parseAnnotationsV1();
    public AnnotationRpc$AnnotationBulkDelete parseAnnotationBulkDeleteV1();
    public org.jboss.netty.buffer.ChannelBuffer formatPutV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatSuggestV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatSerializersV1();
    public org.jboss.netty.buffer.ChannelBuffer formatAggregatorsV1(java.util.Set);
    public org.jboss.netty.buffer.ChannelBuffer formatVersionV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatDropCachesV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatUidAssignV1(java.util.Map);
    public org.jboss.netty.buffer.ChannelBuffer formatQueryV1(net.opentsdb.core.TSQuery, java.util.List, java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatLastPointQueryV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatUidMetaV1(net.opentsdb.meta.UIDMeta);
    public org.jboss.netty.buffer.ChannelBuffer formatTSMetaV1(net.opentsdb.meta.TSMeta);
    public org.jboss.netty.buffer.ChannelBuffer formatTSMetaListV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatBranchV1(net.opentsdb.tree.Branch);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeV1(net.opentsdb.tree.Tree);
    public org.jboss.netty.buffer.ChannelBuffer formatTreesV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeRuleV1(net.opentsdb.tree.TreeRule);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeCollisionNotMatchedV1(java.util.Map, boolean);
    public org.jboss.netty.buffer.ChannelBuffer formatTreeTestV1(java.util.HashMap);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationV1(net.opentsdb.meta.Annotation);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationsV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatAnnotationBulkDeleteV1(AnnotationRpc$AnnotationBulkDelete);
    public org.jboss.netty.buffer.ChannelBuffer formatStatsV1(java.util.List);
    public org.jboss.netty.buffer.ChannelBuffer formatSearchResultsV1(net.opentsdb.search.SearchQuery);
    public org.jboss.netty.buffer.ChannelBuffer formatConfigV1(net.opentsdb.utils.Config);
    public org.jboss.netty.buffer.ChannelBuffer formatNotFoundV1();
    public org.jboss.netty.buffer.ChannelBuffer formatErrorV1(BadRequestException);
    public org.jboss.netty.buffer.ChannelBuffer formatErrorV1(Exception);
}










net/opentsdb/tsd/HttpQuery$1.class


package net.opentsdb.tsd;
synchronized class HttpQuery$1 implements org.jboss.netty.channel.ChannelFutureListener {
    void HttpQuery$1(HttpQuery, org.jboss.netty.channel.DefaultFileRegion);
    public void operationComplete(org.jboss.netty.channel.ChannelFuture);
}










net/opentsdb/tsd/HttpQuery.class


package net.opentsdb.tsd;
final synchronized class HttpQuery {
    private static final org.slf4j.Logger LOG;
    private static final String HTML_CONTENT_TYPE = text/html; charset=UTF-8;
    private static final int MAX_API_VERSION = 1;
    private static final net.opentsdb.stats.Histogram httplatency;
    private static java.util.HashMap serializer_map_content_type;
    private static java.util.HashMap serializer_map_query_string;
    private static java.util.ArrayList serializer_status;
    private final long start_time;
    private final org.jboss.netty.handler.codec.http.HttpRequest request;
    private final org.jboss.netty.channel.Channel chan;
    private final org.jboss.netty.handler.codec.http.HttpMethod method;
    private java.util.Map querystring;
    private int api_version;
    private HttpSerializer serializer;
    private final com.stumbleupon.async.Deferred deferred;
    private final org.jboss.netty.handler.codec.http.DefaultHttpResponse response;
    private final net.opentsdb.core.TSDB tsdb;
    private final boolean show_stack_trace;
    private static final String PAGE_HEADER_START = <!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.01 Transitional//EN"><html><head><meta http-equiv=content-type content="text/html;charset=utf-8"><title>;
    private static final String PAGE_HEADER_MID = </title>
<style><!--
body{font-family:arial,sans-serif;margin-left:2em}A.l:link{color:#6f6f6f}A.u:link{color:green}.subg{background-color:#e2f4f7}.fwf{font-family:monospace;white-space:pre-wrap}//--></style>;
    private static final String PAGE_HEADER_END_BODY_START = </head>
<body text=#000000 bgcolor=#ffffff><table border=0 cellpadding=2 cellspacing=0 width=100%><tr><td rowspan=3 width=1% nowrap><b><font color=#c71a32 size=10>T</font><font color=#00a189 size=10>S</font><font color=#1a65b7 size=10>D</font>&nbsp;&nbsp;</b><td>&nbsp;</td></tr><tr><td class=subg><font color=#507e9b><b>;
    private static final String PAGE_BODY_MID = </b></td></tr><tr><td>&nbsp;</td></tr></table>;
    private static final String PAGE_FOOTER = <table width=100% cellpadding=0 cellspacing=0><tr><td class=subg><img alt="" width=1 height=6></td></tr></table></body></html>;
    private static final int BOILERPLATE_LENGTH;
    private static final StringBuilder PAGE_NOT_FOUND;
    public void HttpQuery(net.opentsdb.core.TSDB, org.jboss.netty.handler.codec.http.HttpRequest, org.jboss.netty.channel.Channel);
    public static void collectStats(net.opentsdb.stats.StatsCollector);
    public org.jboss.netty.handler.codec.http.HttpRequest request();
    public org.jboss.netty.handler.codec.http.HttpMethod method();
    public org.jboss.netty.handler.codec.http.DefaultHttpResponse response();
    public org.jboss.netty.channel.Channel channel();
    public int apiVersion();
    public boolean showStackTrace();
    public com.stumbleupon.async.Deferred getDeferred();
    public int processingTimeMillis();
    public HttpSerializer serializer();
    public java.util.Map getQueryString();
    public String getQueryStringParam(String);
    public String getRequiredQueryStringParam(String) throws BadRequestException;
    public boolean hasQueryStringParam(String);
    public java.util.List getQueryStringParams(String);
    public String getQueryPath();
    public String[] explodePath();
    public String[] explodeAPIPath();
    public String getQueryBaseRoute();
    public java.nio.charset.Charset getCharset();
    public boolean hasContent();
    public String getContent();
    public org.jboss.netty.handler.codec.http.HttpMethod getAPIMethod();
    public void setSerializer() throws reflect.InvocationTargetException, IllegalArgumentException, InstantiationException, IllegalAccessException;
    public void internalError(Exception);
    public void badRequest(String);
    public void badRequest(BadRequestException);
    public void notFound();
    public void redirect(String);
    static void escapeJson(String, StringBuilder);
    public void sendReply(byte[]);
    public void sendReply(org.jboss.netty.handler.codec.http.HttpResponseStatus, byte[]);
    public void sendReply(StringBuilder);
    public void sendReply(String);
    public void sendReply(org.jboss.netty.handler.codec.http.HttpResponseStatus, StringBuilder);
    public void sendReply(org.jboss.netty.buffer.ChannelBuffer);
    public void sendReply(org.jboss.netty.handler.codec.http.HttpResponseStatus, org.jboss.netty.buffer.ChannelBuffer);
    public void sendStatusOnly(org.jboss.netty.handler.codec.http.HttpResponseStatus);
    public void sendAsPNG(org.jboss.netty.handler.codec.http.HttpResponseStatus, String, int);
    public void sendFile(String, int) throws java.io.IOException;
    public void sendFile(org.jboss.netty.handler.codec.http.HttpResponseStatus, String, int) throws java.io.IOException;
    private void done();
    private void sendBuffer(org.jboss.netty.handler.codec.http.HttpResponseStatus, org.jboss.netty.buffer.ChannelBuffer);
    private String guessMimeType(org.jboss.netty.buffer.ChannelBuffer);
    private static String guessMimeTypeFromUri(String);
    private String guessMimeTypeFromContents(org.jboss.netty.buffer.ChannelBuffer);
    public static void initializeSerializerMaps(net.opentsdb.core.TSDB) throws SecurityException, NoSuchMethodException, ClassNotFoundException;
    public static java.util.ArrayList getSerializerStatus();
    public static StringBuilder makePage(String, String, String);
    public static StringBuilder makePage(String, String, String, String);
    public String toString();
    private void logInfo(String);
    private void logWarn(String);
    private void logError(String, Exception);
    static void <clinit>();
}










net/opentsdb/tsd/HttpRpc.class


package net.opentsdb.tsd;
abstract interface HttpRpc {
    public abstract void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/LineBasedFrameDecoder.class


package net.opentsdb.tsd;
final synchronized class LineBasedFrameDecoder extends org.jboss.netty.handler.codec.frame.FrameDecoder {
    private final int max_length;
    private boolean discarding;
    public void LineBasedFrameDecoder(int);
    protected Object decode(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.Channel, org.jboss.netty.buffer.ChannelBuffer) throws Exception;
    private static int findEndOfLine(org.jboss.netty.buffer.ChannelBuffer);
    static void <clinit>();
}










net/opentsdb/tsd/LogsRpc$LogIterator.class


package net.opentsdb.tsd;
final synchronized class LogsRpc$LogIterator implements java.util.Iterator, Iterable {
    private final ch.qos.logback.core.read.CyclicBufferAppender logbuf;
    private final StringBuilder buf;
    private int nevents;
    public void LogsRpc$LogIterator();
    public java.util.Iterator iterator();
    public boolean hasNext();
    public String next();
    public void remove();
}










net/opentsdb/tsd/LogsRpc.class


package net.opentsdb.tsd;
final synchronized class LogsRpc implements HttpRpc {
    void LogsRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws com.fasterxml.jackson.core.JsonGenerationException, java.io.IOException;
}










net/opentsdb/tsd/PipelineFactory$DetectHttpOrRpc.class


package net.opentsdb.tsd;
final synchronized class PipelineFactory$DetectHttpOrRpc extends org.jboss.netty.handler.codec.frame.FrameDecoder {
    void PipelineFactory$DetectHttpOrRpc(PipelineFactory);
    protected Object decode(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.Channel, org.jboss.netty.buffer.ChannelBuffer) throws Exception;
}










net/opentsdb/tsd/PipelineFactory$PipelineThreadFactory.class


package net.opentsdb.tsd;
synchronized class PipelineFactory$PipelineThreadFactory implements java.util.concurrent.ThreadFactory {
    void PipelineFactory$PipelineThreadFactory(PipelineFactory);
    public Thread newThread(Runnable);
    public String toString();
}










net/opentsdb/tsd/PipelineFactory.class


package net.opentsdb.tsd;
public final synchronized class PipelineFactory implements org.jboss.netty.channel.ChannelPipelineFactory {
    private static final org.jboss.netty.handler.codec.string.StringEncoder ENCODER;
    private static final WordSplitter DECODER;
    private final ConnectionManager connmgr;
    private final PipelineFactory$DetectHttpOrRpc HTTP_OR_RPC;
    private final org.jboss.netty.util.Timer timer;
    private final org.jboss.netty.channel.ChannelHandler timeoutHandler;
    private final RpcHandler rpchandler;
    private final net.opentsdb.core.TSDB tsdb;
    private final int socketTimeout;
    public void PipelineFactory(net.opentsdb.core.TSDB);
    public org.jboss.netty.channel.ChannelPipeline getPipeline() throws Exception;
    static void <clinit>();
}










net/opentsdb/tsd/PutDataPointRpc$1PutErrback.class


package net.opentsdb.tsd;
final synchronized class PutDataPointRpc$1PutErrback implements com.stumbleupon.async.Callback {
    void PutDataPointRpc$1PutErrback(PutDataPointRpc, org.jboss.netty.channel.Channel);
    public Exception call(Exception);
    public String toString();
}










net/opentsdb/tsd/PutDataPointRpc.class


package net.opentsdb.tsd;
final synchronized class PutDataPointRpc implements TelnetRpc, HttpRpc {
    private static final org.slf4j.Logger LOG;
    private static final java.util.concurrent.atomic.AtomicLong requests;
    private static final java.util.concurrent.atomic.AtomicLong hbase_errors;
    private static final java.util.concurrent.atomic.AtomicLong invalid_values;
    private static final java.util.concurrent.atomic.AtomicLong illegal_arguments;
    private static final java.util.concurrent.atomic.AtomicLong unknown_metrics;
    void PutDataPointRpc();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    public static void collectStats(net.opentsdb.stats.StatsCollector);
    private com.stumbleupon.async.Deferred importDataPoint(net.opentsdb.core.TSDB, String[]);
    private final java.util.HashMap getHttpDetails(String, net.opentsdb.core.IncomingDataPoint);
    static void <clinit>();
}










net/opentsdb/tsd/QueryRpc$1ErrBack.class


package net.opentsdb.tsd;
final synchronized class QueryRpc$1ErrBack implements com.stumbleupon.async.Callback {
    void QueryRpc$1ErrBack(QueryRpc);
    public Object call(Exception) throws Exception;
}










net/opentsdb/tsd/QueryRpc$1FinalCB.class


package net.opentsdb.tsd;
final synchronized class QueryRpc$1FinalCB implements com.stumbleupon.async.Callback {
    void QueryRpc$1FinalCB(QueryRpc, HttpQuery);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tsd/QueryRpc$1QueriesCB.class


package net.opentsdb.tsd;
synchronized class QueryRpc$1QueriesCB implements com.stumbleupon.async.Callback {
    void QueryRpc$1QueriesCB(QueryRpc, java.util.ArrayList);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tsd/QueryRpc$1TSUIDQueryCB.class


package net.opentsdb.tsd;
final synchronized class QueryRpc$1TSUIDQueryCB implements com.stumbleupon.async.Callback {
    void QueryRpc$1TSUIDQueryCB(QueryRpc, java.util.ArrayList, net.opentsdb.core.TSDB, QueryRpc$LastPointQuery);
    public Object call(org.hbase.async.Bytes$ByteMap) throws Exception;
}










net/opentsdb/tsd/QueryRpc$1TSUIDQueryWaitCB.class


package net.opentsdb.tsd;
final synchronized class QueryRpc$1TSUIDQueryWaitCB implements com.stumbleupon.async.Callback {
    void QueryRpc$1TSUIDQueryWaitCB(QueryRpc);
    public Object call(java.util.ArrayList) throws Exception;
}










net/opentsdb/tsd/QueryRpc$LastPointQuery.class


package net.opentsdb.tsd;
public synchronized class QueryRpc$LastPointQuery {
    private boolean resolve_names;
    private int back_scan;
    private java.util.List sub_queries;
    public void QueryRpc$LastPointQuery();
    public boolean getResolveNames();
    public int getBackScan();
    public java.util.List getQueries();
    public void setResolveNames(boolean);
    public void setBackScan(int);
    public void setQueries(java.util.List);
}










net/opentsdb/tsd/QueryRpc$LastPointSubQuery.class


package net.opentsdb.tsd;
public synchronized class QueryRpc$LastPointSubQuery {
    private String metric;
    private java.util.HashMap tags;
    private java.util.List tsuids;
    public void QueryRpc$LastPointSubQuery();
    public static QueryRpc$LastPointSubQuery parseTimeSeriesQuery(String);
    public static QueryRpc$LastPointSubQuery parseTSUIDQuery(String);
    public String getMetric();
    public java.util.Map getTags();
    public java.util.List getTSUIDs();
    public void setMetric(String);
    public void setTags(java.util.Map);
    public void setTSUIDs(java.util.List);
}










net/opentsdb/tsd/QueryRpc.class


package net.opentsdb.tsd;
final synchronized class QueryRpc implements HttpRpc {
    private static final org.slf4j.Logger LOG;
    void QueryRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    private void handleQuery(net.opentsdb.core.TSDB, HttpQuery);
    private void handleLastDataPointQuery(net.opentsdb.core.TSDB, HttpQuery);
    private net.opentsdb.core.TSQuery parseQuery(net.opentsdb.core.TSDB, HttpQuery);
    private void parseMTypeSubQuery(String, net.opentsdb.core.TSQuery);
    private void parseTsuidTypeSubQuery(String, net.opentsdb.core.TSQuery);
    public static final net.opentsdb.core.RateOptions parseRateOptions(boolean, String);
    private QueryRpc$LastPointQuery parseLastPointQuery(net.opentsdb.core.TSDB, HttpQuery);
    static void <clinit>();
}










net/opentsdb/tsd/RpcHandler$1.class


package net.opentsdb.tsd;
synchronized class RpcHandler$1 {
}










net/opentsdb/tsd/RpcHandler$DieDieDie$1ShutdownNetty.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$DieDieDie$1ShutdownNetty extends Thread {
    void RpcHandler$DieDieDie$1ShutdownNetty(RpcHandler$DieDieDie, org.jboss.netty.channel.Channel);
    public void run();
}










net/opentsdb/tsd/RpcHandler$DieDieDie$1ShutdownTSDB.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$DieDieDie$1ShutdownTSDB implements com.stumbleupon.async.Callback {
    void RpcHandler$DieDieDie$1ShutdownTSDB(RpcHandler$DieDieDie);
    public Exception call(Exception);
    public String toString();
}










net/opentsdb/tsd/RpcHandler$DieDieDie.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$DieDieDie implements TelnetRpc, HttpRpc {
    private void RpcHandler$DieDieDie(RpcHandler);
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
    public void execute(net.opentsdb.core.TSDB, HttpQuery);
    private com.stumbleupon.async.Deferred doShutdown(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel);
}










net/opentsdb/tsd/RpcHandler$DropCaches.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$DropCaches implements TelnetRpc, HttpRpc {
    private void RpcHandler$DropCaches();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    private void dropCaches(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel);
}










net/opentsdb/tsd/RpcHandler$Exit.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$Exit implements TelnetRpc {
    private void RpcHandler$Exit();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
}










net/opentsdb/tsd/RpcHandler$Help.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$Help implements TelnetRpc {
    private void RpcHandler$Help(RpcHandler);
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
}










net/opentsdb/tsd/RpcHandler$HomePage.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$HomePage implements HttpRpc {
    private void RpcHandler$HomePage();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/RpcHandler$ListAggregators.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$ListAggregators implements HttpRpc {
    private void RpcHandler$ListAggregators();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/RpcHandler$Serializers.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$Serializers implements HttpRpc {
    private void RpcHandler$Serializers();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/RpcHandler$ShowConfig.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$ShowConfig implements HttpRpc {
    private void RpcHandler$ShowConfig();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/RpcHandler$Unknown.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$Unknown implements TelnetRpc {
    private void RpcHandler$Unknown();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
}










net/opentsdb/tsd/RpcHandler$Version.class


package net.opentsdb.tsd;
final synchronized class RpcHandler$Version implements TelnetRpc, HttpRpc {
    private void RpcHandler$Version();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/RpcHandler.class


package net.opentsdb.tsd;
final synchronized class RpcHandler extends org.jboss.netty.handler.timeout.IdleStateAwareChannelUpstreamHandler {
    private static final org.slf4j.Logger LOG;
    private static final java.util.concurrent.atomic.AtomicLong telnet_rpcs_received;
    private static final java.util.concurrent.atomic.AtomicLong http_rpcs_received;
    private static final java.util.concurrent.atomic.AtomicLong exceptions_caught;
    private final java.util.HashMap telnet_commands;
    private final TelnetRpc unknown_cmd;
    private final java.util.HashMap http_commands;
    private final java.util.HashSet cors_domains;
    private final String cors_headers;
    private final net.opentsdb.core.TSDB tsdb;
    public void RpcHandler(net.opentsdb.core.TSDB);
    public void messageReceived(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.MessageEvent);
    private void handleTelnetRpc(org.jboss.netty.channel.Channel, String[]);
    private void handleHttpQuery(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, org.jboss.netty.handler.codec.http.HttpRequest);
    public static void collectStats(net.opentsdb.stats.StatsCollector);
    static String getDirectoryFromSystemProp(String);
    public void channelIdle(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.handler.timeout.IdleStateEvent);
    private static void logWarn(HttpQuery, String);
    private void logError(HttpQuery, String);
    private static void logWarn(org.jboss.netty.channel.Channel, String);
    private void logError(org.jboss.netty.channel.Channel, String);
    private void logError(org.jboss.netty.channel.Channel, String, Exception);
    static void <clinit>();
}










net/opentsdb/tsd/RpcPlugin.class


package net.opentsdb.tsd;
public abstract synchronized class RpcPlugin {
    public void RpcPlugin();
    public abstract void initialize(net.opentsdb.core.TSDB);
    public abstract com.stumbleupon.async.Deferred shutdown();
    public abstract String version();
    public abstract void collectStats(net.opentsdb.stats.StatsCollector);
}










net/opentsdb/tsd/RTPublisher.class


package net.opentsdb.tsd;
public abstract synchronized class RTPublisher {
    public void RTPublisher();
    public abstract void initialize(net.opentsdb.core.TSDB);
    public abstract com.stumbleupon.async.Deferred shutdown();
    public abstract String version();
    public abstract void collectStats(net.opentsdb.stats.StatsCollector);
    public final com.stumbleupon.async.Deferred sinkDataPoint(String, long, byte[], java.util.Map, byte[], short);
    public abstract com.stumbleupon.async.Deferred publishDataPoint(String, long, long, java.util.Map, byte[]);
    public abstract com.stumbleupon.async.Deferred publishDataPoint(String, long, double, java.util.Map, byte[]);
    public abstract com.stumbleupon.async.Deferred publishAnnotation(net.opentsdb.meta.Annotation);
}










net/opentsdb/tsd/SearchRpc.class


package net.opentsdb.tsd;
final synchronized class SearchRpc implements HttpRpc {
    void SearchRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery);
    private final net.opentsdb.search.SearchQuery parseQueryString(HttpQuery, net.opentsdb.search.SearchQuery$SearchType);
    private void processLookup(net.opentsdb.core.TSDB, HttpQuery, net.opentsdb.search.SearchQuery);
}










net/opentsdb/tsd/StaticFileRpc.class


package net.opentsdb.tsd;
final synchronized class StaticFileRpc implements HttpRpc {
    public void StaticFileRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/StatsRpc$ASCIICollector.class


package net.opentsdb.tsd;
final synchronized class StatsRpc$ASCIICollector extends net.opentsdb.stats.StatsCollector {
    final StringBuilder buf;
    final java.util.ArrayList stats;
    public void StatsRpc$ASCIICollector(StatsRpc, String, StringBuilder, java.util.ArrayList);
    public final void emit(String);
}










net/opentsdb/tsd/StatsRpc$SerializerCollector.class


package net.opentsdb.tsd;
final synchronized class StatsRpc$SerializerCollector extends net.opentsdb.stats.StatsCollector {
    final boolean canonical;
    final java.util.List dps;
    public void StatsRpc$SerializerCollector(StatsRpc, String, java.util.List, boolean);
    public void record(String, long, String);
}










net/opentsdb/tsd/StatsRpc.class


package net.opentsdb.tsd;
public final synchronized class StatsRpc implements TelnetRpc, HttpRpc {
    public void StatsRpc();
    public com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
    public void execute(net.opentsdb.core.TSDB, HttpQuery);
    private void doCollectStats(net.opentsdb.core.TSDB, net.opentsdb.stats.StatsCollector, boolean);
}










net/opentsdb/tsd/SuggestRpc.class


package net.opentsdb.tsd;
final synchronized class SuggestRpc implements HttpRpc {
    void SuggestRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
}










net/opentsdb/tsd/TelnetRpc.class


package net.opentsdb.tsd;
abstract interface TelnetRpc {
    public abstract com.stumbleupon.async.Deferred execute(net.opentsdb.core.TSDB, org.jboss.netty.channel.Channel, String[]);
}










net/opentsdb/tsd/TreeRpc$1.class


package net.opentsdb.tsd;
final synchronized class TreeRpc$1 extends com.fasterxml.jackson.core.type.TypeReference {
    void TreeRpc$1();
}










net/opentsdb/tsd/TreeRpc.class


package net.opentsdb.tsd;
final synchronized class TreeRpc implements HttpRpc {
    private static com.fasterxml.jackson.core.type.TypeReference TR_HASH_MAP;
    void TreeRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    private void handleTree(net.opentsdb.core.TSDB, HttpQuery);
    private void handleBranch(net.opentsdb.core.TSDB, HttpQuery);
    private void handleRule(net.opentsdb.core.TSDB, HttpQuery);
    private void handleRules(net.opentsdb.core.TSDB, HttpQuery);
    private void handleTest(net.opentsdb.core.TSDB, HttpQuery);
    private void handleCollisionNotMatched(net.opentsdb.core.TSDB, HttpQuery, boolean);
    private net.opentsdb.tree.Tree parseTree(HttpQuery);
    private net.opentsdb.tree.TreeRule parseRule(HttpQuery);
    private int parseTreeId(HttpQuery, boolean);
    private java.util.Map parseTSUIDsList(HttpQuery);
    static void <clinit>();
}










net/opentsdb/tsd/UniqueIdRpc$1SyncCB.class


package net.opentsdb.tsd;
synchronized class UniqueIdRpc$1SyncCB implements com.stumbleupon.async.Callback {
    void UniqueIdRpc$1SyncCB(UniqueIdRpc, net.opentsdb.core.TSDB, net.opentsdb.meta.UIDMeta);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tsd/UniqueIdRpc$1WriteCounterIfNotPresentCB.class


package net.opentsdb.tsd;
synchronized class UniqueIdRpc$1WriteCounterIfNotPresentCB implements com.stumbleupon.async.Callback {
    void UniqueIdRpc$1WriteCounterIfNotPresentCB(UniqueIdRpc, boolean, net.opentsdb.core.TSDB, String);
    public Boolean call(Boolean) throws Exception;
}










net/opentsdb/tsd/UniqueIdRpc$2SyncCB.class


package net.opentsdb.tsd;
synchronized class UniqueIdRpc$2SyncCB implements com.stumbleupon.async.Callback {
    void UniqueIdRpc$2SyncCB(UniqueIdRpc, net.opentsdb.core.TSDB, net.opentsdb.meta.TSMeta);
    public com.stumbleupon.async.Deferred call(Boolean) throws Exception;
}










net/opentsdb/tsd/UniqueIdRpc.class


package net.opentsdb.tsd;
final synchronized class UniqueIdRpc implements HttpRpc {
    void UniqueIdRpc();
    public void execute(net.opentsdb.core.TSDB, HttpQuery) throws java.io.IOException;
    private void handleAssign(net.opentsdb.core.TSDB, HttpQuery);
    private void handleUIDMeta(net.opentsdb.core.TSDB, HttpQuery);
    private void handleTSMeta(net.opentsdb.core.TSDB, HttpQuery);
    private net.opentsdb.meta.UIDMeta parseUIDMetaQS(HttpQuery);
    private net.opentsdb.meta.TSMeta parseTSMetaQS(HttpQuery);
    private String getTSUIDForMetric(String, net.opentsdb.core.TSDB);
}










net/opentsdb/tsd/WordSplitter.class


package net.opentsdb.tsd;
final synchronized class WordSplitter extends org.jboss.netty.handler.codec.oneone.OneToOneDecoder {
    private static final java.nio.charset.Charset CHARSET;
    public void WordSplitter();
    protected Object decode(org.jboss.netty.channel.ChannelHandlerContext, org.jboss.netty.channel.Channel, Object) throws Exception;
    static void <clinit>();
}










net/opentsdb/uid/NoSuchUniqueId.class


package net.opentsdb.uid;
public final synchronized class NoSuchUniqueId extends java.util.NoSuchElementException {
    private final String kind;
    private final byte[] id;
    static final long serialVersionUID = 1266815251;
    public void NoSuchUniqueId(String, byte[]);
    public String kind();
    public byte[] id();
}










net/opentsdb/uid/NoSuchUniqueName.class


package net.opentsdb.uid;
public final synchronized class NoSuchUniqueName extends java.util.NoSuchElementException {
    private final String kind;
    private final String name;
    static final long serialVersionUID = 1266815261;
    public void NoSuchUniqueName(String, String);
    public String kind();
    public String name();
}










net/opentsdb/uid/UniqueId$1GetCB.class


package net.opentsdb.uid;
synchronized class UniqueId$1GetCB implements com.stumbleupon.async.Callback {
    void UniqueId$1GetCB(UniqueId);
    public byte[] call(java.util.ArrayList);
}










net/opentsdb/uid/UniqueId$1GetIdCB.class


package net.opentsdb.uid;
synchronized class UniqueId$1GetIdCB implements com.stumbleupon.async.Callback {
    void UniqueId$1GetIdCB(UniqueId, String);
    public byte[] call(byte[]);
}










net/opentsdb/uid/UniqueId$1GetNameCB.class


package net.opentsdb.uid;
synchronized class UniqueId$1GetNameCB implements com.stumbleupon.async.Callback {
    void UniqueId$1GetNameCB(UniqueId, byte[]);
    public String call(String);
}










net/opentsdb/uid/UniqueId$1HandleNoSuchUniqueNameCB.class


package net.opentsdb.uid;
synchronized class UniqueId$1HandleNoSuchUniqueNameCB implements com.stumbleupon.async.Callback {
    void UniqueId$1HandleNoSuchUniqueNameCB(UniqueId, String);
    public Object call(Exception);
}










net/opentsdb/uid/UniqueId$1NameFromHBaseCB.class


package net.opentsdb.uid;
synchronized class UniqueId$1NameFromHBaseCB implements com.stumbleupon.async.Callback {
    void UniqueId$1NameFromHBaseCB(UniqueId);
    public String call(byte[]);
}










net/opentsdb/uid/UniqueId$2GetCB.class


package net.opentsdb.uid;
final synchronized class UniqueId$2GetCB implements com.stumbleupon.async.Callback {
    void UniqueId$2GetCB(byte[][]);
    public java.util.Map call(java.util.ArrayList) throws Exception;
}










net/opentsdb/uid/UniqueId$SuggestCB$1.class


package net.opentsdb.uid;
synchronized class UniqueId$SuggestCB$1 implements com.stumbleupon.async.Callback {
    void UniqueId$SuggestCB$1(UniqueId$SuggestCB);
    public Object call(Object) throws Exception;
}










net/opentsdb/uid/UniqueId$SuggestCB.class


package net.opentsdb.uid;
final synchronized class UniqueId$SuggestCB implements com.stumbleupon.async.Callback {
    private final java.util.LinkedList suggestions;
    private final org.hbase.async.Scanner scanner;
    private final int max_results;
    void UniqueId$SuggestCB(UniqueId, String, int);
    com.stumbleupon.async.Deferred search();
    public Object call(java.util.ArrayList);
}










net/opentsdb/uid/UniqueId$UniqueIdAllocator$1ErrBack.class


package net.opentsdb.uid;
synchronized class UniqueId$UniqueIdAllocator$1ErrBack implements com.stumbleupon.async.Callback {
    void UniqueId$UniqueIdAllocator$1ErrBack(UniqueId$UniqueIdAllocator);
    public Object call(Exception) throws Exception;
}










net/opentsdb/uid/UniqueId$UniqueIdAllocator$1GetIdCB.class


package net.opentsdb.uid;
synchronized class UniqueId$UniqueIdAllocator$1GetIdCB implements com.stumbleupon.async.Callback {
    void UniqueId$UniqueIdAllocator$1GetIdCB(UniqueId$UniqueIdAllocator);
    public Object call(byte[]) throws Exception;
}










net/opentsdb/uid/UniqueId$UniqueIdAllocator.class


package net.opentsdb.uid;
final synchronized class UniqueId$UniqueIdAllocator implements com.stumbleupon.async.Callback {
    private final String name;
    private final com.stumbleupon.async.Deferred assignment;
    private short attempt;
    private org.hbase.async.HBaseException hbe;
    private long id;
    private byte[] row;
    private static final byte ALLOCATE_UID = 0;
    private static final byte CREATE_REVERSE_MAPPING = 1;
    private static final byte CREATE_FORWARD_MAPPING = 2;
    private static final byte DONE = 3;
    private byte state;
    void UniqueId$UniqueIdAllocator(UniqueId, String, com.stumbleupon.async.Deferred);
    com.stumbleupon.async.Deferred tryAllocate();
    public Object call(Object);
    private com.stumbleupon.async.Deferred allocateUid();
    private com.stumbleupon.async.Deferred createReverseMapping(Object);
    private org.hbase.async.PutRequest reverseMapping();
    private com.stumbleupon.async.Deferred createForwardMapping(Object);
    private org.hbase.async.PutRequest forwardMapping();
    private com.stumbleupon.async.Deferred done(Object);
}










net/opentsdb/uid/UniqueId$UniqueIdType.class


package net.opentsdb.uid;
public final synchronized enum UniqueId$UniqueIdType {
    public static final UniqueId$UniqueIdType METRIC;
    public static final UniqueId$UniqueIdType TAGK;
    public static final UniqueId$UniqueIdType TAGV;
    public static UniqueId$UniqueIdType[] values();
    public static UniqueId$UniqueIdType valueOf(String);
    private void UniqueId$UniqueIdType(String, int);
    static void <clinit>();
}










net/opentsdb/uid/UniqueId.class


package net.opentsdb.uid;
public final synchronized class UniqueId implements UniqueIdInterface {
    private static final org.slf4j.Logger LOG;
    private static final java.nio.charset.Charset CHARSET;
    private static final byte[] ID_FAMILY;
    private static final byte[] NAME_FAMILY;
    private static final byte[] MAXID_ROW;
    private static final short MAX_ATTEMPTS_ASSIGN_ID = 3;
    private static final short MAX_ATTEMPTS_PUT = 6;
    private static final short INITIAL_EXP_BACKOFF_DELAY = 800;
    private static final short MAX_SUGGESTIONS = 25;
    private final org.hbase.async.HBaseClient client;
    private final byte[] table;
    private final byte[] kind;
    private final UniqueId$UniqueIdType type;
    private final short id_width;
    private final java.util.concurrent.ConcurrentHashMap name_cache;
    private final java.util.concurrent.ConcurrentHashMap id_cache;
    private final java.util.HashMap pending_assignments;
    private volatile int cache_hits;
    private volatile int cache_misses;
    private net.opentsdb.core.TSDB tsdb;
    private static final byte[] START_ROW;
    private static final byte[] END_ROW;
    public void UniqueId(org.hbase.async.HBaseClient, byte[], String, int);
    public int cacheHits();
    public int cacheMisses();
    public int cacheSize();
    public String kind();
    public short width();
    public void setTSDB(net.opentsdb.core.TSDB);
    public long maxPossibleId();
    public void dropCaches();
    public String getName(byte[]) throws NoSuchUniqueId, org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred getNameAsync(byte[]);
    private String getNameFromCache(byte[]);
    private com.stumbleupon.async.Deferred getNameFromHBase(byte[]);
    private void addNameToCache(byte[], String);
    public byte[] getId(String) throws NoSuchUniqueName, org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred getIdAsync(String);
    private byte[] getIdFromCache(String);
    private com.stumbleupon.async.Deferred getIdFromHBase(String);
    private void addIdToCache(String, byte[]);
    private void cacheMapping(String, byte[]);
    public byte[] getOrCreateId(String) throws org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred getOrCreateIdAsync(String);
    public java.util.List suggest(String) throws org.hbase.async.HBaseException;
    public java.util.List suggest(String, int) throws org.hbase.async.HBaseException;
    public com.stumbleupon.async.Deferred suggestAsync(String, int);
    public void rename(String, String);
    private static org.hbase.async.Scanner getSuggestScanner(org.hbase.async.HBaseClient, byte[], String, byte[], int);
    private com.stumbleupon.async.Deferred hbaseGet(byte[], byte[]);
    private void hbasePutWithRetry(org.hbase.async.PutRequest, short, short) throws org.hbase.async.HBaseException;
    private static byte[] toBytes(String);
    private static String fromBytes(byte[]);
    public String toString();
    public static String uidToString(byte[]);
    public static byte[] stringToUid(String);
    public static long uidToLong(String, short);
    public static long uidToLong(byte[], short);
    public static byte[] longToUID(long, short);
    public static void addIdToRegexp(StringBuilder, byte[]);
    public static UniqueId$UniqueIdType stringToUniqueIdType(String);
    public static byte[] stringToUid(String, short);
    public static byte[] getTSUIDFromKey(byte[], short, short);
    public static java.util.List getTagsFromTSUID(String);
    public static java.util.List getTagPairsFromTSUID(String);
    public static java.util.List getTagPairsFromTSUID(byte[]);
    public static com.stumbleupon.async.Deferred getUsedUIDs(net.opentsdb.core.TSDB, byte[][]);
    public static void preloadUidCache(net.opentsdb.core.TSDB, org.hbase.async.Bytes$ByteMap) throws org.hbase.async.HBaseException;
    static void <clinit>();
}










net/opentsdb/uid/UniqueIdInterface.class


package net.opentsdb.uid;
public abstract interface UniqueIdInterface {
    public abstract String kind();
    public abstract short width();
    public abstract String getName(byte[]) throws NoSuchUniqueId, org.hbase.async.HBaseException;
    public abstract byte[] getId(String) throws NoSuchUniqueName, org.hbase.async.HBaseException;
    public abstract byte[] getOrCreateId(String) throws org.hbase.async.HBaseException, IllegalStateException;
}










net/opentsdb/utils/ByteArrayPair.class


package net.opentsdb.utils;
public synchronized class ByteArrayPair extends Pair implements Comparable {
    public void ByteArrayPair(byte[], byte[]);
    public int compareTo(ByteArrayPair);
    public String toString();
    public boolean equals(Object);
}










net/opentsdb/utils/Config.class


package net.opentsdb.utils;
public synchronized class Config {
    private static final org.slf4j.Logger LOG;
    public static final boolean IS_WINDOWS;
    private boolean auto_metric;
    private boolean auto_tagk;
    private boolean auto_tagv;
    private boolean enable_compactions;
    private boolean enable_realtime_ts;
    private boolean enable_realtime_uid;
    private boolean enable_tsuid_incrementing;
    private boolean enable_tsuid_tracking;
    private boolean enable_chunked_requests;
    private boolean fix_duplicates;
    private int max_chunked_requests;
    private boolean enable_tree_processing;
    protected final java.util.HashMap properties;
    protected static final java.util.HashMap default_map;
    protected String config_location;
    public void Config(boolean) throws java.io.IOException;
    public void Config(String) throws java.io.IOException;
    public void Config(Config);
    public boolean auto_metric();
    public boolean auto_tagk();
    public boolean auto_tagv();
    public void setAutoMetric(boolean);
    public boolean enable_compactions();
    public boolean enable_realtime_ts();
    public boolean enable_realtime_uid();
    public boolean enable_tsuid_incrementing();
    public boolean enable_tsuid_tracking();
    public boolean enable_chunked_requests();
    public int max_chunked_requests();
    public boolean fix_duplicates();
    public void setFixDuplicates(boolean);
    public boolean enable_tree_processing();
    public void overrideConfig(String, String);
    public final String getString(String);
    public final int getInt(String);
    private final String sanitize(String);
    public final short getShort(String);
    public final long getLong(String);
    public final float getFloat(String);
    public final double getDouble(String);
    public final boolean getBoolean(String);
    public final String getDirectoryName(String);
    public final boolean hasProperty(String);
    public final String dumpConfiguration();
    public final java.util.Map getMap();
    protected void setDefaults();
    protected void loadConfig() throws java.io.IOException;
    protected void loadConfig(String) throws java.io.FileNotFoundException, java.io.IOException;
    protected void loadStaticVariables();
    private void loadHashMap(java.util.Properties);
    static void <clinit>();
}










net/opentsdb/utils/DateTime.class


package net.opentsdb.utils;
public synchronized class DateTime {
    public static final java.util.HashMap timezones;
    public void DateTime();
    public static final long parseDateTimeString(String, String);
    public static final long parseDuration(String);
    public static boolean isRelativeDate(String);
    public static void setTimeZone(java.text.SimpleDateFormat, String);
    public static void setDefaultTimezone(String);
    static void <clinit>();
}










net/opentsdb/utils/FileSystem.class


package net.opentsdb.utils;
public synchronized class FileSystem {
    public void FileSystem();
    public static void checkDirectory(String, boolean, boolean);
}










net/opentsdb/utils/JSON$SearchTypeDeserializer.class


package net.opentsdb.utils;
public synchronized class JSON$SearchTypeDeserializer extends com.fasterxml.jackson.databind.JsonDeserializer {
    public void JSON$SearchTypeDeserializer();
    public net.opentsdb.search.SearchQuery$SearchType deserialize(com.fasterxml.jackson.core.JsonParser, com.fasterxml.jackson.databind.DeserializationContext) throws java.io.IOException;
}










net/opentsdb/utils/JSON$TreeRuleTypeDeserializer.class


package net.opentsdb.utils;
public synchronized class JSON$TreeRuleTypeDeserializer extends com.fasterxml.jackson.databind.JsonDeserializer {
    public void JSON$TreeRuleTypeDeserializer();
    public net.opentsdb.tree.TreeRule$TreeRuleType deserialize(com.fasterxml.jackson.core.JsonParser, com.fasterxml.jackson.databind.DeserializationContext) throws java.io.IOException;
}










net/opentsdb/utils/JSON$UniqueIdTypeDeserializer.class


package net.opentsdb.utils;
public synchronized class JSON$UniqueIdTypeDeserializer extends com.fasterxml.jackson.databind.JsonDeserializer {
    public void JSON$UniqueIdTypeDeserializer();
    public net.opentsdb.uid.UniqueId$UniqueIdType deserialize(com.fasterxml.jackson.core.JsonParser, com.fasterxml.jackson.databind.DeserializationContext) throws java.io.IOException;
}










net/opentsdb/utils/JSON.class


package net.opentsdb.utils;
public final synchronized class JSON {
    private static final com.fasterxml.jackson.databind.ObjectMapper jsonMapper;
    public void JSON();
    public static final Object parseToObject(String, Class);
    public static final Object parseToObject(byte[], Class);
    public static final Object parseToObject(String, com.fasterxml.jackson.core.type.TypeReference);
    public static final Object parseToObject(byte[], com.fasterxml.jackson.core.type.TypeReference);
    public static final com.fasterxml.jackson.core.JsonParser parseToStream(String);
    public static final com.fasterxml.jackson.core.JsonParser parseToStream(byte[]);
    public static final com.fasterxml.jackson.core.JsonParser parseToStream(java.io.InputStream);
    public static final String serializeToString(Object);
    public static final byte[] serializeToBytes(Object);
    public static final String serializeToJSONPString(String, Object);
    public static final byte[] serializeToJSONPBytes(String, Object);
    public static final com.fasterxml.jackson.databind.ObjectMapper getMapper();
    public static final com.fasterxml.jackson.core.JsonFactory getFactory();
    static void <clinit>();
}










net/opentsdb/utils/JSONException.class


package net.opentsdb.utils;
public final synchronized class JSONException extends RuntimeException {
    private static final long serialVersionUID = 1365518940;
    public void JSONException(String);
    public void JSONException(Throwable);
    public void JSONException(String, Throwable);
}










net/opentsdb/utils/Pair.class


package net.opentsdb.utils;
public synchronized class Pair {
    protected Object key;
    protected Object value;
    public void Pair();
    public void Pair(Object, Object);
    public int hashCode();
    public String toString();
    public boolean equals(Object);
    public Object getKey();
    public Object getValue();
    public void setKey(Object);
    public void setValue(Object);
}










net/opentsdb/utils/PluginLoader.class


package net.opentsdb.utils;
public final synchronized class PluginLoader {
    private static final org.slf4j.Logger LOG;
    private static final Class[] PARAMETER_TYPES;
    public void PluginLoader();
    public static Object loadSpecificPlugin(String, Class);
    public static java.util.List loadPlugins(Class);
    public static void loadJAR(String) throws java.io.IOException, SecurityException, IllegalArgumentException, NoSuchMethodException, IllegalAccessException, reflect.InvocationTargetException;
    public static void loadJARs(String) throws SecurityException, IllegalArgumentException, java.io.IOException, NoSuchMethodException, IllegalAccessException, reflect.InvocationTargetException;
    private static void searchForJars(java.io.File, java.util.List);
    private static void addFile(java.io.File) throws java.io.IOException, SecurityException, IllegalArgumentException, NoSuchMethodException, IllegalAccessException, reflect.InvocationTargetException;
    private static void addURL(java.net.URL) throws SecurityException, NoSuchMethodException, IllegalArgumentException, IllegalAccessException, reflect.InvocationTargetException;
    static void <clinit>();
}










net/opentsdb/BuildData$RepoStatus.class


package net.opentsdb;
public final synchronized enum BuildData$RepoStatus {
    public static final BuildData$RepoStatus UNKNOWN;
    public static final BuildData$RepoStatus MINT;
    public static final BuildData$RepoStatus MODIFIED;
    public static BuildData$RepoStatus[] values();
    public static BuildData$RepoStatus valueOf(String);
    private void BuildData$RepoStatus(String, int);
    static void <clinit>();
}










net/opentsdb/BuildData.class


package net.opentsdb;
public final synchronized class BuildData {
    public static final String version = 2.1.0;
    public static final String short_revision = ;
    public static final String full_revision = ;
    public static final String date = 2015/05/21 20:37:35 +0000;
    public static final long timestamp = 1432240655;
    public static final BuildData$RepoStatus repo_status;
    public static final String user = maziarkaveh;
    public static final String host = maziars-MacBook-Pro.local;
    public static final String repo = /Users/maziarkaveh/Develop/hadoop/opentsdb-2.1.0/build;
    public static final String revisionString();
    public static final String buildString();
    public static String version();
    public static String shortRevision();
    public static String fullRevision();
    public static String date();
    public static long timestamp();
    public static BuildData$RepoStatus repoStatus();
    public static String user();
    public static String host();
    public static String repo();
    private void BuildData();
    static void <clinit>();
}
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META-INF/MANIFEST.MF


Manifest-Version: 1.0
Archiver-Version: Plexus Archiver
Built-By: maziarkaveh
Created-By: Apache Maven 3.2.1
Build-Jdk: 1.8.0_20-ea
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META-INF/maven/no.uis/tsdb-seeds/pom.xml


 
     4.0.0

     no.uis
     tsdb-seeds
     1.0-SNAPSHOT
     
         
             org.slf4j
             jcl-over-slf4j
             ${slf4j.version}
             compile
        
         
             org.codehaus.gpars
             gpars
             1.2.1
        
         
             org.slf4j
             slf4j-log4j12
             ${slf4j.version}
             compile
        
         
             org.codehaus.groovy
             groovy-all
             ${groovy.version}
        
         
             mysql
             mysql-connector-java
             ${mysql-connector-java.version}
        
         
             junit
             junit
             ${junit.version}
             test
        
         
             org.codehaus.groovy.modules.http-builder
             http-builder
             ${http-builder.version}
        
         
             org.apache.kafka
             kafka_2.10
             0.8.2.1
        
         
             org.apache.spark
             spark-core_2.10
             ${spark-core.version}
        
         
             org.apache.spark
             spark-streaming_2.10
             ${spark-core.version}
        

         
             org.apache.spark
             spark-streaming-kafka_2.10
             ${spark-core.version}
        

         
             org.apache.spark
             spark-sql_2.10
             ${spark-core.version}
        
         
             org.apache.spark
             spark-mllib_2.10
             ${spark-core.version}
        


         
         
             org.jfree
             jfreechart
             1.0.19
        
         
             joda-time
             joda-time
             2.7
        


    
     
         
             
                 maven-compiler-plugin
                 3.1
                 
                     ${maven-compiler-plugin.source}
                     ${maven-compiler-plugin.source}
                     groovy-eclipse-compiler
                    
                    
                
                 
                     
                         org.codehaus.groovy
                         groovy-eclipse-compiler
                         ${groovy-eclipse-compiler.version}
                    
                     
                         org.codehaus.groovy
                         groovy-eclipse-batch
                         ${groovy-eclipse-batch.version}
                    

                
            

             
                 org.scala-tools
                 maven-scala-plugin
                 2.15.2

                 
                     
                         scala-compile-first
                         process-resources
                         
                             add-source
                             compile
                        
                    
                     
                         scala-test-compile
                         process-test-resources
                         
                             testCompile
                        
                    
                
            
        
    
     
         2.3.6
         2.9.0-01
         2.3.4-01
         5.1.6
         1.7.5
         4.11
         1.8
         0.7.1
         1.3.1
    











META-INF/maven/no.uis/tsdb-seeds/pom.properties


#Generated by Maven
#Mon Jun 15 13:44:32 CEST 2015
version=1.0-SNAPSHOT
groupId=no.uis
artifactId=tsdb-seeds











thesis/OpenTsdbKafkaPublisher/README.md

OpenTsdbSkylinePublisher
========================

RTPublisher Plugin for OpenTSDB 2.0 to send metrics to skyline 


You might want to compile it with "mvn assembly:single" to have all dependencies in the fat jar...


Add these settings to your opentsdb.conf:

tsd.core.plugin_path = [your plugin directory]  
tsd.rtpublisher.enable = true  
tsd.rtpublisher.plugin = net.gutefrage.tsdb.SkylinePublisher  
tsd.plugin.skyline.port = [skyline UDP port, normally 2025]  
tsd.plugin.skyline.host = [your skyline host]  



# OpenTsdbKafkaPublisher







thesis/tsdb-seed/README.md

opentsdb-seed
=============
# tsdb-seeds







thesis/OpenTsdbKafkaPublisher/target/classes/no/uis/opentsdb/kafkaplugin/KafkaClient.class

package no.uis.opentsdb.kafkaplugin;
public synchronized class KafkaClient implements groovy.lang.GroovyObject {
    private kafka.javaapi.producer.Producer producer;
    public void KafkaClient(String, String);
    public void send(java.util.Map);
    static void <clinit>();
    public kafka.javaapi.producer.Producer getProducer();
    public void setProducer(kafka.javaapi.producer.Producer);
}







thesis/OpenTsdbKafkaPublisher/target/classes/no/uis/opentsdb/kafkaplugin/KafkaPublisher.class

package no.uis.opentsdb.kafkaplugin;
public synchronized class KafkaPublisher extends net.opentsdb.tsd.RTPublisher implements groovy.lang.GroovyObject {
    private static final Object LOG;
    private KafkaClient kafkaClient;
    public void KafkaPublisher();
    public void initialize(net.opentsdb.core.TSDB);
    public com.stumbleupon.async.Deferred publishAnnotation(net.opentsdb.meta.Annotation);
    public com.stumbleupon.async.Deferred shutdown();
    public String version();
    public void collectStats(net.opentsdb.stats.StatsCollector);
    public transient com.stumbleupon.async.Deferred publishDataPoint(String, long, long, java.util.Map, byte[]);
    public transient com.stumbleupon.async.Deferred publishDataPoint(String, long, double, java.util.Map, byte[]);
    static void <clinit>();
    public static final Object getLOG();
    public KafkaClient getKafkaClient();
    public void setKafkaClient(KafkaClient);
}
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     4.0.0

     no.uis
     KafkaPublisher
     1.0-SNAPSHOT
     jar

     KafkaPublisher
     http://maven.apache.org

     
         UTF-8
         2.3.6
         2.9.0-01
         2.3.4-01
         1.8
         1.4
         2.0

    


     
         
             
                 maven-compiler-plugin
                 3.1
                 
                     ${maven-compiler-plugin.source}
                     ${maven-compiler-plugin.source}
                     groovy-eclipse-compiler
                    
                    
                
                 
                     
                         
                              compile
                              testCompile
                        
                    
                
                 
                     
                         org.codehaus.groovy
                         groovy-eclipse-compiler
                         ${groovy-eclipse-compiler.version}
                    
                     
                         org.codehaus.groovy
                         groovy-eclipse-batch
                         ${groovy-eclipse-batch.version}
                    

                

            
             
                 org.codehaus.mojo
                 build-helper-maven-plugin
                 1.8
                 
                     
                         add-source
                         generate-sources
                         
                             add-source
                        
                         
                             
                                 src/main/groovy
                            
                        
                    
                     
                         add-test-source
                         generate-test-sources
                         
                             add-test-source
                        
                         
                             
                                 src/test/groovy
                            
                        
                    
                
            
             
                 eu.somatik.serviceloader-maven-plugin
                 serviceloader-maven-plugin
                 1.0.2
                 
                     
                         net.opentsdb.tsd.RTPublisher
                    
                
                 
                     
                         
                             generate
                        
                    
                
            

             
                 maven-assembly-plugin
                 
                     
                         
                              assembly
                        
                    
                
                 
                     
                         
                             fully.qualified.MainClass
                        
                    
                     
                         jar-with-dependencies
                    
                

            
        
    


     
         
             junit
             junit
             3.8.1
             test
        

         
             com.github.sps.metrics
             metrics-opentsdb
             1.0.4
        
         
             org.codehaus.groovy
             groovy-all
             ${groovy.version}
        
         
             net.opentsdb
             next
             1.3
             system
             ${basedir}/tsdb-2.1.0.jar
        

         
             org.hbase
             asynchbase
             1.4.1
        
         
             org.msgpack
             msgpack
             0.6.5
             jar
        

         
             org.apache.kafka
             kafka_2.11
             0.8.2.1
        

    







thesis/tsdb-seed/pom.xml

 
     4.0.0

     no.uis
     tsdb-seeds
     1.0-SNAPSHOT
     
         
             org.slf4j
             jcl-over-slf4j
             ${slf4j.version}
             compile
        
         
             org.codehaus.gpars
             gpars
             1.2.1
        
         
             org.slf4j
             slf4j-log4j12
             ${slf4j.version}
             compile
        
         
             org.codehaus.groovy
             groovy-all
             ${groovy.version}
        
         
             mysql
             mysql-connector-java
             ${mysql-connector-java.version}
        
         
             junit
             junit
             ${junit.version}
             test
        
         
             org.codehaus.groovy.modules.http-builder
             http-builder
             ${http-builder.version}
        
         
             org.apache.kafka
             kafka_2.10
             0.8.2.1
        
         
             org.apache.spark
             spark-core_2.10
             ${spark-core.version}
        
         
             org.apache.spark
             spark-streaming_2.10
             ${spark-core.version}
        

         
             org.apache.spark
             spark-streaming-kafka_2.10
             ${spark-core.version}
        

         
             org.apache.spark
             spark-sql_2.10
             ${spark-core.version}
        
         
             org.apache.spark
             spark-mllib_2.10
             ${spark-core.version}
        


         
         
             org.jfree
             jfreechart
             1.0.19
        
         
             joda-time
             joda-time
             2.7
        


    
     
         
             
                 maven-compiler-plugin
                 3.1
                 
                     ${maven-compiler-plugin.source}
                     ${maven-compiler-plugin.source}
                     groovy-eclipse-compiler
                    
                    
                
                 
                     
                         org.codehaus.groovy
                         groovy-eclipse-compiler
                         ${groovy-eclipse-compiler.version}
                    
                     
                         org.codehaus.groovy
                         groovy-eclipse-batch
                         ${groovy-eclipse-batch.version}
                    

                
            

             
                 org.scala-tools
                 maven-scala-plugin
                 2.15.2

                 
                     
                         scala-compile-first
                         process-resources
                         
                             add-source
                             compile
                        
                    
                     
                         scala-test-compile
                         process-test-resources
                         
                             testCompile
                        
                    
                
            
        
    
     
         2.3.6
         2.9.0-01
         2.3.4-01
         5.1.6
         1.7.5
         4.11
         1.8
         0.7.1
         1.3.1
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thesis/tsdb-seed/data/data.xls

Sheet1


			1			26			26			1																								26.524709305						0.524709305						0.08371111												0.2753198548						1.376138377


			2			27			54			4																								26.48052097						-0.51947903																		0.2698584626


			3			26			78			9																								26.436332635						0.436332635																		0.1903861684


			4			27			108			16																								26.3921443						-0.6078557																		0.369488552


			5			26			130			25																								26.347955965						0.347955965																		0.1210733536


			6			26			156			36																								26.30376763						0.30376763																		0.092274773


			7			26			182			49																								26.259579295						0.259579295																		0.0673814104


			8			26			208			64																								26.21539096						0.21539096																		0.0463932656


			9			25			225			81																								26.171202625						1.171202625																		1.3717155888


			10			26			260			100																								26.12701429						0.12701429																		0.0161326299


			11			25			275			121																								26.082825955						1.082825955																		1.1725120488


			12			26			312			144						n			124															26.03863762						0.03863762																		0.0014928657


			13			25			325			169						Z T			7750															25.994449285						0.994449285																		0.9889293804


			14			26			364			196						Z Y			2952															25.95026095						-0.04973905																		0.0024739731


			15			25			375			225						Z T2			643250															25.906072615						0.906072615																		0.8209675837


			16			25			400			256						Z TY			177474															25.86188428						0.86188428																		0.7428445121


			17			24			408			289																								25.817695945						1.817695945																		3.3040185485


			18			26			468			324																								25.77350761						-0.22649239																		0.0512988027


			19			25			475			361												b			-0.0442234461									25.729319275						0.729319275																		0.5319066049


			20			24			480			400												a			26.5704169945									25.68513094						1.68513094																		2.8396662849


			21			24			504			441																								25.640942605						1.640942605																		2.6926926329


			22			26			572			484																								25.59675427						-0.40324573																		0.1626071188


			23			25			575			529																								25.552565935						0.552565935																		0.3053291125


			24			25			600			576																								25.5083776						0.5083776																		0.2584477842


			25			25			625			625																								25.464189265						0.464189265																		0.2154716737


			26			25			650			676																								25.42000093						0.42000093																		0.1764007812


			27			24			648			729																								25.375812595						1.375812595																		1.8928602966


			28			25			700			784																								25.33162426						0.33162426																		0.1099746498


			29			24			696			841																								25.287435925						1.287435925																		1.657491261


			30			24			720			900																								25.24324759						1.24324759																		1.54566457


			31			24			744			961																								25.199059255						1.199059255																		1.437743097


			32			24			768			1024																								25.15487092						1.15487092																		1.3337268419


			33			24			792			1089																								25.110682585						1.110682585																		1.2336158046


			34			25			850			1156																								25.06649425						0.06649425																		0.0044214853


			35			25			875			1225																								25.022305915						0.022305915																		0.0004975538


			36			24			864			1296																								24.97811758						0.97811758																		0.9567140003


			37			24			888			1369																								24.933929245						0.933929245																		0.8722238347


			38			26			988			1444																								24.88974091						-1.11025909																		1.2326752469


			39			25			975			1521																								24.845552575						-0.154447425																		0.0238540071


			40			25			1000			1600																								24.80136424						-0.19863576																		0.0394561652


			41			25			1025			1681																								24.757175905						-0.242824095																		0.0589635411


			42			27			1134			1764																								24.71298757						-2.28701243																		5.230425855


			43			26			1118			1849																								24.668799235						-1.331200765																		1.7720954767


			44			25			1100			1936																								24.6246109						-0.3753891																		0.1409169764


			45			25			1125			2025																								24.580422565						-0.419577435																		0.176045224


			46			27			1242			2116																								24.53623423						-2.46376577																		6.0701417694


			47			26			1222			2209																								24.492045895						-1.507954105																		2.2739255828


			48			25			1200			2304																								24.44785756						-0.55214244																		0.304861274


			49			24			1176			2401																								24.403669225						0.403669225																		0.1629488432


			50			27			1350			2500																								24.35948089						-2.64051911																		6.9723411703


			51			26			1326			2601																								24.315292555						-1.684707445																		2.8382391752


			52			25			1300			2704																								24.27110422						-0.72889578																		0.5312890581


			53			24			1272			2809																								24.226915885						0.226915885																		0.0514908189


			54			26			1404			2916																								24.18272755						-1.81727245																		3.3024791575


			55			26			1430			3025																								24.138539215						-1.861460785																		3.4650362541


			56			25			1400			3136																								24.09435088						-0.90564912																		0.8202003286


			57			25			1425			3249																								24.050162545						-0.949837455																		0.9021911909


			58			25			1450			3364																								24.00597421						-0.99402579																		0.9880872712


			59			25			1475			3481																								23.961785875						-1.038214125																		1.0778885693


			60			25			1500			3600																								23.91759754						-1.08240246																		1.1715950854


			61			25			1525			3721																								23.873409205						-1.126590795																		1.2692068194


			62			25			1550			3844																								23.82922087						-1.17077913																		1.3707237712


			63			25			1575			3969																								23.785032535						-1.214967465																		1.476145941


			64			25			1600			4096																								23.7408442						-1.2591558																		1.5854733287


			65			25			1625			4225																								23.696655865						-1.303344135																		1.6987059342


			66			26			1716			4356																								23.65246753						-2.34753247																		5.5109086977


			67			25			1675			4489																								23.608279195						-1.391720805																		1.9368867991


			68			25			1700			4624																								23.56409086						-1.43590914																		2.0618350583


			69			24			1656			4761																								23.519902525						-0.480097475																		0.2304935855


			70			25			1750			4900																								23.47571419						-1.52428581																		2.3234472306


			71			24			1704			5041																								23.431525855						-0.568474145																		0.3231628535


			72			24			1728			5184																								23.38733752						-0.61266248																		0.3753553144


			73			24			1752			5329																								23.343149185						-0.656850815																		0.4314529932


			74			26			1924			5476																								23.29896085						-2.70103915																		7.2956124898


			75			25			1875			5625																								23.254772515						-1.745227485																		3.0458189744


			76			24			1824			5776																								23.21058418						-0.78941582																		0.6231773369


			77			25			1925			5929																								23.166395845						-1.833604155																		3.3621041972


			78			26			2028			6084																								23.12220751						-2.87779249																		8.2816896155


			79			25			1975			6241																								23.078019175						-1.921980825																		3.6940102917


			80			25			2000			6400																								23.03383084						-1.96616916																		3.8658211657


			81			21			1701			6561																								22.989642505						1.989642505																		3.9586772977


			82			23			1886			6724																								22.94545417						-0.05454583																		0.0029752476


			83			22			1826			6889																								22.901265835						0.901265835																		0.8122801053


			84			21			1764			7056																								22.8570775						1.8570775																		3.448736841


			85			21			1785			7225																								22.812889165						1.812889165																		3.2865671246


			86			22			1892			7396																								22.76870083						0.76870083																		0.590900966


			87			21			1827			7569																								22.724512495						1.724512495																		2.9739433454


			88			21			1848			7744																								22.68032416						1.68032416																		2.8234892827


			89			21			1869			7921																								22.636135825						1.636135825																		2.6769404378


			90			21			1890			8100																								22.59194749						1.59194749																		2.5342968109


			91			21			1911			8281																								22.547759155						1.547759155																		2.3955584019


			92			21			1932			8464																								22.50357082						1.50357082																		2.2607252108


			93			21			1953			8649																								22.459382485						1.459382485																		2.1297972375


			94			21			1974			8836																								22.41519415						1.41519415																		2.0027744822


			95			21			1995			9025																								22.371005815						1.371005815																		1.8796569448


			96			21			2016			9216																								22.32681748						1.32681748																		1.7604446252


			97			21			2037			9409																								22.282629145						1.282629145																		1.6451375236


			98			21			2058			9604																								22.23844081						1.23844081																		1.5337356399


			99			20			1980			9801																								22.194252475						2.194252475																		4.814743924


			100			21			2100			10000																								22.15006414						1.15006414																		1.3226475261


			101			21			2121			10201																								22.105875805						1.105875805																		1.2229612961


			102			22			2244			10404																								22.06168747						0.06168747																		0.003805344


			103			22			2266			10609																								22.017499135						0.017499135																		0.0003062197


			104			21			2184			10816																								21.9733108						0.9733108																		0.9473339134


			105			22			2310			11025																								21.929122465						-0.070877535																		0.005023625


			106			22			2332			11236																								21.88493413						-0.11506587																		0.0132401544


			107			22			2354			11449																								21.840745795						-0.159254205																		0.0253619018


			108			23			2484			11664																								21.79655746						-1.20344254																		1.4482739471


			109			22			2398			11881																								21.752369125						-0.247630875																		0.0613210503


			110			22			2420			12100																								21.70818079						-0.29181921																		0.0851584513


			111			22			2442			12321																								21.663992455						-0.336007545																		0.1129010703


			112			23			2576			12544																								21.61980412						-1.38019588																		1.9049406672


			113			22			2486			12769																								21.575615785						-0.424384215																		0.1801019619


			114			21			2394			12996																								21.53142745						0.53142745																		0.2824151346


			115			21			2415			13225																								21.487239115						0.487239115																		0.2374019552


			116			21			2436			13456																								21.44305078						0.44305078																		0.1962939937


			117			21			2457			13689																								21.398862445						0.398862445																		0.15909125


			118			21			2478			13924																								21.35467411						0.35467411																		0.1257937243


			119			21			2499			14161																								21.310485775						0.310485775																		0.0964014165


			120			21			2520			14400																								21.26629744						0.26629744																		0.0709143266


			121			21			2541			14641																								21.222109105						0.222109105																		0.0493324545


			122			21			2562			14884																								21.17792077						0.17792077																		0.0316558004


			123			21			2583			15129																								21.133732435						0.133732435																		0.0178843642


			124			21			2604			15376																								21.0895441						0.0895441																		0.0080181458
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			26			31.18614578			100			5.85


			25			31.1844635			99.62			5.95


			26			31.39333725			99.61			5.38


			25			31.4606514			99.91			5.83


			26			31.31670761			99.77			5.87


			26			31.13899231			99.51			6.4


			26			31.03112221			99.57			6.79


			26			30.7089386			99.64			6.54


			25			30.31616974			99.79			6.9


			26			30.31699181			99.91			6.78


			25			30.10301018			99.68			6


			23			29.95997429			99.71			6.44


			25			29.78369522			99.66			6.33


			26			29.92684364			99.59			5.99


			25			29.67769432			99.86			5.57


			22			29.71330071			99.74			6.4


			24			29.7497139			99.9			6.38


			26			29.60967827			99.94			6.51


			23			29.61048508			99.99			6.06


			24			29.75214195			99.85			6.47


			24			29.75537682			99.9			6.19


			26			29.82577133			99.58			6.72


			25			29.82739258			99.64			6.74


			25			29.79503059			99.89			6.31


			27			29.79421997			99.79			6.84


			25			29.90182495			99.93			5.49


			24			29.79826736			99.57			4.52


			25			29.79907799			99.66			6.39


			24			29.835495			99.75			6.57


			24			29.83792686			99.54			6.05


			24			29.83873749			99.71			6.5


			24			29.76912689			99.51			6.46


			24			29.84197807			99.68			5.49


			25			29.77236176			99.99			5.51


			25			29.77397919			99.76			5.92


			24			29.77074432			99.87			5.43


			24			29.87921333			99.77			5.08


			26			29.9860096			99.76			5.35


			25			29.9860096			99.87			5.05


			25			29.9860096			99.81			5.23


			25			30.12669754			99.82			5.23


			27			30.26974106			99.62			5.89


			26			30.23501205			99.93			5.91


			25			30.26974106			99.67			6.28


			25			30.3052845			99.97			6.33


			27			30.33753204			99.71			6.33


			26			30.40611458			99.73			6.19


			25			30.40364647			99.92			6.34


			24			30.54483414			99.71			5.81


			27			30.61497879			99.89			5.96


			26			30.64631462			99.79			5.5


			25			30.82276154			99.68			5.89


			24			30.9957161			99.94			5.93


			26			31.31080055			99.51			5.51


			26			31.45133209			100			6.04


			25			31.8723526			99.7			6.28


			25			32.1508255			99.75			5.64


			25			32.32683182			99.54			6


			25			32.67404938			99.57			5.75


			25			32.84961319			99.65			5.93


			25			32.91891861			99.88			5.3


			25			32.98731995			99.97			5.23


			25			33.26595306			99.72			4.89


			25			33.1599617			99.95			5.34


			25			33.33332825			99.67			5.44


			26			33.40245819			99.63			5.53


			25			33.46887589			99.93			5.28


			25			33.60878372			100			4.97


			24			33.64195251			99.95			5.24


			25			33.67690277			100			4.98


			24			33.8856163			99.71			5.29


			24			33.74499893			99.55			5.57


			24			34.23543549			99.95			4.92


			26			34.30423737			100			5.54


			25			34.30241013			99.71			5.37


			24			34.33543015			99.68			6.59


			25			34.36935425			99.59			6.62


			26			34.64694214			99.65			6.36


			25			34.6460228			99.69			6.11


			25			34.78513718			99.67			6.35


			21			34.99271011			99.58			6.46


			23			35.33975601			99.71			6.4


			22			35.44282532			99.53			6.41


			24			35.82373428			99.62			6.64


			23			35.68530273			100			6.48


			24			36.10033798			99.56			6.74


			23			36.2385025			99.93			6.92


			22			36.16943359			99.69			7


			26			36.2385025			99.53			6.78


			25			36.13393021			99.94			6.32


			25			36.03026962			99.72			6.98


			22			36.09938431			99.93			6.32


			21			35.89292145			99.87			6.25


			21			35.92750168			99.55			5.01


			23			35.96112823			99.96			5.37


			21			35.82373428			99.9			4.8


			23			35.89292145			99.54			5.17


			25			35.82278824			99.74			4.54


			24			35.75263596			99.73			4.73


			21			35.61322021			99.7			5.43


			24			35.61322021			99.53			4.52


			22			35.61510468			99.58			6.9


			22			35.57859039			99.52			7.19


			24			35.61322021			99.66			6.6


			25			35.68152618			99.77			6.99


			23			35.71519089			99.77			6.65


			23			35.67963409			99.61			6.44


			26			35.68341446			99.75			6.47


			26			35.67963409			100			7.15


			25			35.67869186			99.97			7.03


			22			35.67963409			99.8			6.83


			23			35.74884796			99.64			7.1


			22			35.88627625			99.58			6.09


			22			35.74884796			99.98			5.97


			23			35.8872261			99.99			6.54


			24			36.02645493			99.74			6.24


			23			35.95732498			99.65			5.99


			25			35.88532639			99.74			5.72


			22			35.81804657			99.74			5.72


			23			35.78250504			99.78			6.1


			23			35.68152618			99.81			6.39


			24			35.54395294			99.74			6.02


			25			35.50930405			99.66			5.74


			24			35.40628433			99.58			6.37
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package no.uis.seeds.model





import groovy.transform.ToString


import groovy.util.logging.Slf4j





@ToString(includePackage = false, includeNames = true, includeSuper = true)


@Slf4j


class InsideHumidityRecord extends TSDBRecord {


    final static String tableName = 'cipsi_seeds_uis_in_hum'


    final static String metric    = 'seeds.hum.in'





    InsideHumidityRecord() {





    }





    InsideHumidityRecord(Integer identity, Long timestamp, Number value) {


        super(identity, timestamp, value)


    }


    InsideHumidityRecord(Room room, Long timestamp, Number value) {


        super(room, timestamp, value)


    }





    @Override


    Room parsIdentity(Integer identity) {


        Room.findByHumidityIdentify(identity)


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/model/InsideTemperatureRecord.groovy

package no.uis.seeds.model





import groovy.transform.ToString


import groovy.util.logging.Slf4j





@ToString(includePackage = false, includeNames = true,includeSuper = true)


@Slf4j


class InsideTemperatureRecord extends TSDBRecord {


    final static String tableName = 'cipsi_seeds_uis_in_temp'


    final static String metric    = 'seeds.temp.in'





    InsideTemperatureRecord() {





    }





    InsideTemperatureRecord(Integer identity, Long timestamp, Number value) {


        super(identity, timestamp, value)


    }


    InsideTemperatureRecord(Room room, Long timestamp, Number value) {


        super(room, timestamp, value)


    }


    @Override


    Room parsIdentity(Integer identity) {


        Room.findByTemperatureIdentify(identity)


    }


}
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thesis/tsdb-seed/src/test/groovy/no/uis/seeds/repository/InTempMysqlRecordRepositoryTest.groovy

package no.uis.seeds.repository





import no.uis.seeds.model.InsideHumidityRecord


import no.uis.seeds.model.InsideTemperatureRecord


import no.uis.seeds.model.OutsideHumidityRecord


import no.uis.seeds.model.OutsideTemperatureRecord





class InTempMysqlRecordRepositoryTest extends GroovyTestCase {


    void setUp() {


        super.setUp()





    }





    void tearDown() {


    }





    void testLoad() {


        def load = new MysqlRecordRepository().fetchAll(OutsideTemperatureRecord)


        println InsideTemperatureRecord.batchToJson(load)


        println InsideTemperatureRecord.batchToRows(load)





    }





    void testForEachInsideTemperatureRecord() {


        def repository = new MysqlRecordRepository()


        repository.forEach(InsideTemperatureRecord) { InsideTemperatureRecord InTempRecord ->


            println InTempRecord


        }





    }





    void testForEachOutsideTemperatureRecord() {


        def repository = new MysqlRecordRepository()


        repository.forEach(OutsideTemperatureRecord) { OutsideTemperatureRecord record ->


            println record


        }





    }





    void testForEachOutsideHumidityRecord() {


        def repository = new MysqlRecordRepository()


        repository.forEach(OutsideHumidityRecord) { OutsideHumidityRecord record ->


            println record


        }





    }





    void testForEachInsideHumidityRecord() {


        def repository = new MysqlRecordRepository()


        repository.forEach(InsideHumidityRecord) { InsideHumidityRecord record ->


            println record


        }


    }





}
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/*


 * Licensed to the Apache Software Foundation (ASF) under one or more


 * contributor license agreements.  See the NOTICE file distributed with


 * this work for additional information regarding copyright ownership.


 * The ASF licenses this file to You under the Apache License, Version 2.0


 * (the 'License') you may not use this file except in compliance with


 * the License.  You may obtain a copy of the License at


 *


 *    http://www.apache.org/licenses/LICENSE-2.0


 *


 * Unless required by applicable law or agreed to in writing, software


 * distributed under the License is distributed on an 'AS IS' BASIS,


 * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.


 * See the License for the specific language governing permissions and


 * limitations under the License.


 */





package no.uis.seeds.spark





import kafka.serializer.StringDecoder


import no.uis.seeds.model.*


import org.apache.spark.SparkConf


import org.apache.spark.api.java.function.Function


import org.apache.spark.streaming.Durations


import org.apache.spark.streaming.api.java.JavaDStream


import org.apache.spark.streaming.api.java.JavaStreamingContext


import org.apache.spark.streaming.kafka.KafkaUtils





class JavaDirectKafka {





    static <T> T toType(Class<T> aClass = Function, Closure closure) {


        [call: closure].asType(aClass)


    }





    static void main(String[] args) {





        String brokers = 'localhost:9092'





        def sparkConf = new SparkConf().setMaster('local').setAppName('JavaDirectKafka')


        def jssc = new JavaStreamingContext(sparkConf, Durations.seconds(10))





        def topicsSet = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].collect {


            it.metric


        } as Set


        def kafkaParams = ['metadata.broker.list': brokers]





        def messages = KafkaUtils.createDirectStream(


                jssc, String, String, StringDecoder, StringDecoder, kafkaParams, topicsSet


        )


        JavaDStream<? extends TSDBRecord> records = messages.map(toType { tuple2 ->


            TSDBRecord.fromJson(tuple2._2())


        })





        def inTemp = records.filter(toType { TSDBRecord record -> record.metric == InsideTemperatureRecord.metric })


        def ouTemp = records.filter(toType { TSDBRecord record -> record.metric == OutsideTemperatureRecord.metric })


        def inHum = records.filter(toType { TSDBRecord record -> record.metric == InsideHumidityRecord.metric })


        def ouHum = records.filter(toType { TSDBRecord record -> record.metric == OutsideHumidityRecord.metric })





        inTemp.print()


        ouTemp.print()


        inHum.print()


        ouHum.print()





        jssc.start()


        jssc.awaitTermination()


    }


}
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package no.uis.opentsdb.kafkaplugin





import groovy.json.JsonOutput


import kafka.javaapi.producer.Producer


import kafka.producer.KeyedMessage


import kafka.producer.ProducerConfig





class KafkaClient {


    Producer producer





    void send(Map data) {


        def msg = new KeyedMessage<String, String>(data.metric, 'spark', JsonOutput.toJson(data))


        producer.send(msg)





    }





    KafkaClient(String brokerList, String zookeeperConnect) {


        this.producer = producer


        def props = new Properties()


        props.put('zookeeper.connect', zookeeperConnect);


        props.put('serializer.class', 'kafka.serializer.StringEncoder')


        props.put('metadata.broker.list', brokerList);





        def config = new ProducerConfig(props)


        producer = new Producer<String, String>(config)


    }


}
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package no.uis.opentsdb.kafkaplugin





import com.stumbleupon.async.Deferred


import net.opentsdb.core.TSDB


import net.opentsdb.meta.Annotation


import net.opentsdb.stats.StatsCollector


import net.opentsdb.tsd.RTPublisher


import org.slf4j.LoggerFactory





class KafkaPublisher extends RTPublisher {





    static final LOG = LoggerFactory.getLogger(KafkaPublisher)


    KafkaClient  kafkaClient





    void initialize(final TSDB tsdb) {


        def brokerList = tsdb.config.getString('tsd.plugin.kafka.broker.list')


        def zookeeperConnect = tsdb.config.getString('tsd.plugin.kafka.zookeeper.connect')


        if (!brokerList) {


            LOG.error('tsd.plugin.kafka.broker.list is not set in opentsdb.conf')


        }


        if (!zookeeperConnect) {


            LOG.error('tsd.plugin.kafka.zookeeper.connect is not set in opentsdb.conf')


        }


        kafkaClient = new KafkaClient(brokerList, zookeeperConnect)


        LOG.info('init initialize')


    }





    @Override


    Deferred<Object> publishAnnotation(Annotation annotation) {


        LOG.info('init publishAnnotation')


        new Deferred<Object>()


    }





    Deferred<Object> shutdown() {


        LOG.info('init shutdown')


        new Deferred<Object>()


    }





    String version() {


        LOG.info('init version')


        '0.1.0'


    }





    void collectStats(final StatsCollector collector) {


        LOG.info('init collectStats')


    }





    Deferred<Object> publishDataPoint(final String metric,


                                      final long timestamp, final long value, final Map<String, String> tags,


                                      final byte[] tsuid) {


        publishDataPoint(metric, timestamp, value, tags, tsuid)


    }





    Deferred<Object> publishDataPoint(final String metric,


                                      final long timestamp, final double value, final Map<String, String> tags,


                                      final byte[] tsuid) {


        LOG.info("publishDataPoint publishDataPoint $timestamp $metric $value $tags $tsuid")


        kafkaClient.send([metric: metric, timestamp: timestamp, value: value, tags: tags, tsuid: tsuid])


        new Deferred<Object>()


    }


}
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package no.uis.seeds.spark





import org.apache.spark.SparkConf


import org.apache.spark.api.java.JavaDoubleRDD


import org.apache.spark.api.java.JavaRDD


import org.apache.spark.api.java.JavaSparkContext


import org.apache.spark.api.java.function.Function


import org.apache.spark.mllib.linalg.Vectors


import org.apache.spark.mllib.regression.LabeledPoint


import org.apache.spark.mllib.regression.LinearRegressionWithSGD


import scala.Tuple2





class LinearRegression {


    static <T> T toType(Class<T> aClass = Function, Closure closure) {


        [call: closure].asType(aClass)


    }





    static void main(String[] args) {


        def conf = new SparkConf().setMaster("local").setAppName("Linear Regression Example")


        def sc = new JavaSparkContext(conf)


        def path = "data/lr.csv"


        def data = sc.textFile(path)


        def parsedData = data.map(toType { String line ->


            def parts = line.split(',').collect { it as double }


            new LabeledPoint(parts.find(), Vectors.dense(parts[1..3] as double[]))


        })


        parsedData.cache()


        int numIterations = 9


        def model = LinearRegressionWithSGD.train(JavaRDD.toRDD(parsedData), numIterations)


        def valuesAndPreds = parsedData.map(


                toType { LabeledPoint point ->


                    double prediction = model.predict(point.features())


                    new Tuple2(prediction, point.label())


                })


        def rdd = valuesAndPreds.map(


                toType { Tuple2<Double, Double> pair ->


                    Math.pow(pair._1() - pair._2(), 2.0)


                }).rdd()


        def MSE = new JavaDoubleRDD(rdd)


        println("Training Mean Squared Error =  ${MSE.mean()}")





    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/model/LocationType.groovy

package no.uis.seeds.model;





enum LocationType {


    CONFERENCE_ROOM,OFFICE,CORRIDOR,CLASSROOM,AUDITORIUM,ROOF


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/repository/MysqlRecordRepository.groovy

package no.uis.seeds.repository





import groovy.sql.Sql


import no.uis.seeds.model.TSDBRecord





class MysqlRecordRepository implements RecordRepository {


    static final DEFAULT_SQL = new DBConfig().buildSqlInstance()


    Sql          sql         = DEFAULT_SQL





    @Override


    def <T extends TSDBRecord> List<T> fetchAll(Class<T> type) {


        def list = []


        eachRow(type) {


            list << it


        }


        list


    }





    @Override


    void forEach(Class<? extends TSDBRecord> type, Closure closure) {


        eachRow(type, closure)





    }








    private void eachRow(Class<? extends TSDBRecord> type, Closure closure) {


        // group by time,identity


        def tableName = getTableName(type)


        def query = "select * from $tableName WHERE id > ?  ORDER BY id limit 100000 "


        Integer maxId = 0


        def executeQuery = {


            def oldMaxId = maxId


            sql.eachRow(query, [maxId]) { row ->


                closure(makeInstance(type, row))


                maxId = row.id


            }


            maxId != oldMaxId


        }








        while (executeQuery());





    }





    private makeInstance(Class<? extends TSDBRecord> type, row) {


        type.getConstructor(Integer,Long,Number).newInstance(row.identity, row.time?.time, row.value)


    }





    private getTableName(Class<? extends TSDBRecord> type) {


        type.newInstance().tableName


    }





    static class DBConfig {


        String dbName     = 'seeds'


        String dbServer   = '127.0.0.1'


        String dbPort     = '3306'


        String dbUserName = 'root'


        String dbPassword = ''


        String dbDriver   = 'com.mysql.jdbc.Driver'








        Sql buildSqlInstance() {


            Sql.newInstance("jdbc:mysql://$dbServer:$dbPort/$dbName?createDatabaseIfNotExist=true&amp;", dbUserName,


                    dbPassword, dbDriver)


        }





    }





}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/timeseriesdb/opentsdb/OpenTSDBHttp.groovy

package no.uis.seeds.timeseriesdb.opentsdb





import groovy.transform.Memoized


import groovy.util.logging.Slf4j


import groovyx.net.http.HTTPBuilder


import groovyx.net.http.HttpResponseDecorator


import no.uis.seeds.model.InsideTemperatureRecord


import no.uis.seeds.model.TSDBRecord


import no.uis.seeds.timeseriesdb.Query


import no.uis.seeds.timeseriesdb.TimeSeriesDBHttpApi





import static groovyx.net.http.ContentType.JSON


import static groovyx.net.http.Method.POST





@Slf4j


class OpenTSDBHttp implements TimeSeriesDBHttpApi {


    final String url





    private OpenTSDBHttp(String url) {


        this.url = url


    }





    @Memoized


    static OpenTSDBHttp getInstance(String url = 'http://localhost:8073') {


        new OpenTSDBHttp(url)


    }





    void put(String jsonBody) {


        new HTTPBuilder("$url/api/put").request(POST, JSON) { request ->


            body = jsonBody


            response.success = { HttpResponseDecorator response ->





            }


        }


    }





    void put(TSDBRecord record) {


        new HTTPBuilder("$url/api/put").request(POST, JSON) { request ->


            body = record.toJson()


            response.success = { HttpResponseDecorator response ->


                log.info record.formattedDate


            }





        }


    }





    @Override


    def query(Query query) {


        new HTTPBuilder(url).get(path: '/api/query', query: query.toOpenTSDBFormat()).find()?.dps


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/timeseriesdb/opentsdb/OpenTSDBUtils.groovy

package no.uis.seeds.timeseriesdb.opentsdb





import no.uis.seeds.model.TSDBRecord





class OpenTSDBUtils {


    static writeToFileForImport(String path, Collection<TSDBRecord> data) {


        new File(path).text = TSDBRecord.batchToRows(data)


    }





}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/model/OutsideHumidityRecord.groovy

package no.uis.seeds.model





import groovy.transform.ToString


import groovy.util.logging.Slf4j





@ToString(includePackage = false, includeNames = true,includeSuper = true)


@Slf4j


class OutsideHumidityRecord extends TSDBRecord {


    final static String tableName = 'cipsi_seeds_uis_out_hum'


    final static String metric    = 'seeds.hum.out'





    OutsideHumidityRecord(){





    }


    OutsideHumidityRecord(Room room, Long timestamp, Number value) {


        super(room, timestamp, value)


    }


    OutsideHumidityRecord(Integer identity, Long timestamp, Number value) {


        super(identity, timestamp, value)


    }


    @Override


    Room parsIdentity(Integer identity) {


        Room.findByHumidityIdentify(identity)


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/model/OutsideTemperatureRecord.groovy

package no.uis.seeds.model





import groovy.transform.ToString


import groovy.util.logging.Slf4j





@ToString(includePackage = false, includeNames = true,includeSuper = true)


@Slf4j


class OutsideTemperatureRecord extends TSDBRecord {


    final static String tableName = 'cipsi_seeds_uis_out_temp'


    final static String metric    = 'seeds.temp.out'





    OutsideTemperatureRecord(){





    }


    OutsideTemperatureRecord(Integer identity, Long timestamp, Number value) {


        super(identity, timestamp, value)


    }


    OutsideTemperatureRecord(Room room, Long timestamp, Number value) {


        super(room, timestamp, value)


    }


    @Override


    Room parsIdentity(Integer identity) {


        Room.findByTemperatureIdentify(identity)


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/timeseriesdb/PushTest.groovy

package no.uis.seeds.timeseriesdb





import groovy.util.logging.Slf4j


import groovyx.gpars.GParsPool


import no.uis.seeds.model.InsideHumidityRecord


import no.uis.seeds.model.InsideTemperatureRecord


import no.uis.seeds.model.OutsideHumidityRecord


import no.uis.seeds.model.OutsideTemperatureRecord


import no.uis.seeds.repository.MysqlRecordRepository


import no.uis.seeds.timeseriesdb.opentsdb.OpenTSDBHttp





@Slf4j


class PushTest {


    static void main(String[] args) {


        GParsPool.withPool {


            def collect = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].collectParallel { record ->


                new MysqlRecordRepository(sql: MysqlRecordRepository.DEFAULT_SQL).fetchAll(record).findAll {


                    it.valid


                }


            }.flatten().groupByParallel { it.timestamp }





            collect.each {


                it.value.eachParallel {


                    try {


                        OpenTSDBHttp.instance.put(it)


                        sleep 100


                    } catch (e) {


                        log.info(it.toJson())


                    }


                }


            }





        }


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/timeseriesdb/Query.groovy

package no.uis.seeds.timeseriesdb





class Query {


    Long                start


    Long                end


    String              aggregate = 'avg'


    String              metric


    Map<String, String> tags      = [:]








    Map toOpenTSDBFormat() {


        assert start


        assert aggregate


        assert metric


        def tags = tags.collect { "$it.key=$it.value" }.join(',')


        def subQuery = "$aggregate:10m-$aggregate:$metric{$tags}"


        [start: start, end: end, m: subQuery].findAll { it.value }


    }





}
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thesis/tsdb-seed/src/test/groovy/no/uis/seeds/timeseriesdb/QueryTest.groovy

package no.uis.seeds.timeseriesdb;





import org.junit.Test;





class QueryTest {





    @Test


    void testToOpenTSDBFormat() {


        def start = 61342354800000l


        def end = 61347625200000l


        assert [start: 61342354800000, m: 'avg:seeds.temp.in{}'] == new Query(start: start).toOpenTSDBFormat()


        assert [start: 61342354800000, end: 61347625200000l, m: 'avg:seeds.temp.in{}'] == new Query(start: start, end: end).toOpenTSDBFormat()


        assert [start: 61342354800000, end: 61347625200000l, m: 'avg:seeds.temp.in{ss=tt,pp=kk}'] == new Query(start: start, end: end, tags: [ss: 'tt', pp: 'kk']).toOpenTSDBFormat()


    }





    @Test


    void testToKairosDBFormat() {


        def start = 61342354800000l


        def end = 61347625200000l


        println new Query(start: start).toKairosDBFormat()


        println new Query(start: start, end: end).toKairosDBFormat()


        println new Query(start: start, end: end, tags: [ss: 'tt', pp: 'kk']).toKairosDBFormat()


    }


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/repository/RecordRepository.groovy

package no.uis.seeds.repository





import no.uis.seeds.model.TSDBRecord





interface RecordRepository {


    public <T extends TSDBRecord> List<T> fetchAll(Class<T> type)


    void forEach(Class<? extends TSDBRecord> type, Closure closure)


}
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thesis/tsdb-seed/src/main/groovy/no/uis/seeds/model/Room.groovy

package no.uis.seeds.model





import groovy.transform.Memoized





enum Room {


    E_101(tempId: 27, humId: 28, room: 'KE-E101', floor: 1, locationType: LocationType.AUDITORIUM),


    E_102(tempId: 33, humId: 34, room: 'KE-E102', floor: 1, locationType: LocationType.AUDITORIUM),


    E_162(tempId: 39, humId: 40, room: 'KE-E162', floor: 1, locationType: LocationType.CLASSROOM),


    E_164(tempId: 45, humId: 46, room: 'KE-E164', floor: 1, locationType: LocationType.AUDITORIUM),


    E_166(tempId: 51, humId: 52, room: 'KE-E166', floor: 1, locationType: LocationType.AUDITORIUM),


    E_260(tempId: 74, humId: 75, room: 'KE-E260', floor: 2, locationType: LocationType.CORRIDOR),


    E_260B(tempId: 69, humId: 70, room: 'KE-E260B', floor: 2, locationType: LocationType.CORRIDOR),


    E_262(tempId: 57, humId: 58, room: 'KE-E262', floor: 2, locationType: LocationType.CLASSROOM),


    E_264(tempId: 63, humId: 64, room: 'KE-E264', floor: 2, locationType: LocationType.CLASSROOM),


    E_270(tempId: 109, humId: 110, room: 'KE-E270', floor: 2, locationType: LocationType.CLASSROOM),


    E_272A(tempId: 119, humId: 120, room: 'KE-E272A', floor: 2, locationType: LocationType.CLASSROOM),


    E_362(tempId: 129, humId: 130, room: 'KE-E362', floor: 3, locationType: LocationType.OFFICE),


    E_364(tempId: 139, humId: 140, room: 'KE-E364', floor: 3, locationType: LocationType.OFFICE),


    E_374(tempId: 179, humId: 180, room: 'KE-E374', floor: 3, locationType: LocationType.CONFERENCE_ROOM),


    E_423A(tempId: 259, humId: 260, room: 'KE-E423A', floor: 4, locationType: LocationType.OFFICE),


    E_423B(tempId: 264, humId: 265, room: 'KE-E423B', floor: 4, locationType: LocationType.OFFICE),


    E_425A(tempId: 289, humId: 290, room: 'KE-E425A', floor: 4, locationType: LocationType.OFFICE),


    E_425B(tempId: 294, humId: 295, room: 'KE-E425B', floor: 4, locationType: LocationType.OFFICE),


    E_427(tempId: 304, humId: 305, room: 'KE-E427', floor: 4, locationType: LocationType.OFFICE),


    E_429(tempId: 314, humId: 315, room: 'KE-E429', floor: 4, locationType: LocationType.CONFERENCE_ROOM),


    E_460(tempId: 369, humId: 370, room: 'KE-E460', floor: 4, locationType: LocationType.CORRIDOR),


    E_460A(tempId: 399, humId: 400, room: 'KE-E460A', floor: 4, locationType: LocationType.CORRIDOR),


    E_462(tempId: 374, humId: 375, room: 'KE-E462', floor: 4, locationType: LocationType.CLASSROOM),


    E_462B(tempId: 379, humId: 380, room: 'KE-E462B', floor: 4, locationType: LocationType.CLASSROOM),


    E_464(tempId: 384, humId: 385, room: 'KE-E464', floor: 4, locationType: LocationType.CLASSROOM),


    E_466(tempId: 389, humId: 390, room: 'KE-E466', floor: 4, locationType: LocationType.CLASSROOM),


    E_468(tempId: 404, humId: 405, room: 'KE-E468', floor: 4, locationType: LocationType.CLASSROOM),


    E_470(tempId: 409, humId: 410, room: 'KE-E470', floor: 4, locationType: LocationType.CLASSROOM),


    E_472(tempId: 424, humId: 425, room: 'KE-E472', floor: 4, locationType: LocationType.CLASSROOM),


    OUTDOOR(tempId: 460, humId: 461, room: 'ROOF', floor: 6, locationType: LocationType.ROOF)


    Integer      tempId


    Integer      humId


    String       room


    Integer      floor


    LocationType locationType





    @Memoized


    static findByTemperatureIdentify(Integer identity) {


        values().find { it.tempId == identity }


    }





    @Memoized


    static findByHumidityIdentify(Integer identity) {


        values().find { it.humId == identity }


    }





    Map toMap() {


        [room: room, floor: floor, locationType: LocationType.locationType.name()]


    }





    @Memoized


    static Room fromMap(Map map) {


        values().find {


            it.room == map.room && it.floor == map.floor as int && it.locationType.name().toLowerCase() == map.locationType


        }


    }


}
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package no.uis.seeds.timeseriesdb





import no.uis.seeds.model.InsideTemperatureRecord


import no.uis.seeds.model.TSDBRecord





interface TimeSeriesDBHttpApi {


    void put(TSDBRecord tsdbRecord)


    def query(Query query)


}
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package no.uis.seeds.model





import groovy.json.JsonSlurper


import groovy.transform.EqualsAndHashCode


import groovy.transform.ToString


import groovy.util.logging.Slf4j





import java.text.SimpleDateFormat





@ToString(includePackage = false, includeNames = true)


@Slf4j


@EqualsAndHashCode(excludes = 'value')


abstract class TSDBRecord implements Serializable {


    Room   room


    Long   timestamp


    Number value





    TSDBRecord() {


    }





    TSDBRecord(Integer identity, Long timestamp, Number value) {


        this.room = parsIdentity(identity)


        this.timestamp = timestamp


        this.value = value


    }





    TSDBRecord(Room room, Long timestamp, Number value) {


        this.room = room


        this.timestamp = timestamp


        this.value = value


    }





    abstract Room parsIdentity(Integer identity)





    abstract String getMetric()





    abstract String getTableName()





    String getFormattedDate() {


        new SimpleDateFormat().format(new Date(timestamp))


    }





    String getTagsAsJson() {


        """


            {


                "room": "${room.room}",


                "floor": ${room.floor},


                "locationType": "${room.locationType.name().toLowerCase()}"


            }


        """


    }





    boolean isValid() {


        this.room && timestamp && value


    }





    String toRow() {


        "$metric $timestamp $value room=${room.room} floor=${room.floor} locationType=${room.locationType.name().toLowerCase()}"


    }





    String toJson() {


        assert valid: "Not valid values for $this"


        """


        {


            "metric": "$metric",


            "timestamp": $timestamp,


            "value": $value,


            "tags":  $tagsAsJson


        }


        """


    }





    static TSDBRecord fromJson(String json) {


        def row = new JsonSlurper().parseText(json)


        def type = [OutsideHumidityRecord, OutsideTemperatureRecord, InsideHumidityRecord, InsideTemperatureRecord].find {


            it.metric == row.metric


        }


        if (!type) {


            return null


        }


        type.getConstructor(Room, Long, Number).newInstance(Room.fromMap(row.tags), row.timestamp, row.value)


    }





    static String batchToRows(Collection<TSDBRecord> records) {


        log.info "all =${records.size()}"


        def valid = records.findAll { it.valid }


        log.info "valid =${valid.size()}"


        valid.sort { it.timestamp }.collect { it.toRow() }.join('\n')


    }





    static String batchToJson(List<TSDBRecord> records) {


        def join = records.findAll { it.valid }.collect { it.toJson() }.join(',')


        "[$join\n]"


    }





}
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thesis/OpenTsdbKafkaPublisher/target/maven-status/maven-compiler-plugin/compile/default-compile/createdFiles.lst

no/uis/opentsdb/kafkaplugin/KafkaPublisher.class
no/uis/opentsdb/kafkaplugin/KafkaClient.class







thesis/OpenTsdbKafkaPublisher/target/maven-status/maven-compiler-plugin/compile/default-compile/inputFiles.lst

/Users/maziarkaveh/thesis/OpenTsdbKafkaPublisher/src/main/groovy/no/uis/opentsdb/kafkaplugin/KafkaPublisher.groovy
/Users/maziarkaveh/thesis/OpenTsdbKafkaPublisher/src/main/groovy/no/uis/opentsdb/kafkaplugin/KafkaClient.groovy







thesis/OpenTsdbKafkaPublisher/target/maven-status/maven-compiler-plugin/compile/default/inputFiles.lst

/Users/maziarkaveh/thesis/OpenTsdbKafkaPublisher/src/main/groovy/no/uis/opentsdb/kafkaplugin/KafkaPublisher.groovy
/Users/maziarkaveh/thesis/OpenTsdbKafkaPublisher/src/main/groovy/no/uis/opentsdb/kafkaplugin/KafkaClient.groovy







thesis/OpenTsdbKafkaPublisher/src/META-INF/MANIFEST.MF

Manifest-Version: 1.0






thesis/tsdb-seed/.idea/.name

tsdb-seeds






thesis/OpenTsdbKafkaPublisher/.idea/.name

KafkaPublisher






thesis/OpenTsdbKafkaPublisher/target/maven-archiver/pom.properties

#Generated by Maven
#Thu Jun 11 17:08:13 CEST 2015
version=1.0-SNAPSHOT
groupId=no.uis
artifactId=KafkaPublisher







thesis/tsdb-seed/target/maven-archiver/pom.properties

#Generated by Maven
#Mon Jun 15 13:44:32 CEST 2015
version=1.0-SNAPSHOT
groupId=no.uis
artifactId=tsdb-seeds







thesis/OpenTsdbKafkaPublisher/src/META-INF/services/net.opentsdb.tsd.RTPublisher

no.uis.opentsdb.kafkaplugin.KafkaPublisher






thesis/OpenTsdbKafkaPublisher/target/classes/META-INF/services/net.opentsdb.tsd.RTPublisher

no.uis.opentsdb.kafkaplugin.KafkaPublisher







thesis/OpenTsdbKafkaPublisher/.git/hooks/applypatch-msg.sample

#!/bin/sh
#
# An example hook script to check the commit log message taken by
# applypatch from an e-mail message.
#
# The hook should exit with non-zero status after issuing an
# appropriate message if it wants to stop the commit.  The hook is
# allowed to edit the commit message file.
#
# To enable this hook, rename this file to "applypatch-msg".

. git-sh-setup
test -x "$GIT_DIR/hooks/commit-msg" &&
	exec "$GIT_DIR/hooks/commit-msg" ${1+"$@"}
:







thesis/tsdb-seed/.git/hooks/applypatch-msg.sample

#!/bin/sh
#
# An example hook script to check the commit log message taken by
# applypatch from an e-mail message.
#
# The hook should exit with non-zero status after issuing an
# appropriate message if it wants to stop the commit.  The hook is
# allowed to edit the commit message file.
#
# To enable this hook, rename this file to "applypatch-msg".

. git-sh-setup
test -x "$GIT_DIR/hooks/commit-msg" &&
	exec "$GIT_DIR/hooks/commit-msg" ${1+"$@"}
:







thesis/OpenTsdbKafkaPublisher/.git/hooks/commit-msg.sample

#!/bin/sh
#
# An example hook script to check the commit log message.
# Called by "git commit" with one argument, the name of the file
# that has the commit message.  The hook should exit with non-zero
# status after issuing an appropriate message if it wants to stop the
# commit.  The hook is allowed to edit the commit message file.
#
# To enable this hook, rename this file to "commit-msg".

# Uncomment the below to add a Signed-off-by line to the message.
# Doing this in a hook is a bad idea in general, but the prepare-commit-msg
# hook is more suited to it.
#
# SOB=$(git var GIT_AUTHOR_IDENT | sed -n 's/^\(.*>\).*$/Signed-off-by: \1/p')
# grep -qs "^$SOB" "$1" || echo "$SOB" >> "$1"

# This example catches duplicate Signed-off-by lines.

test "" = "$(grep '^Signed-off-by: ' "$1" |
	 sort | uniq -c | sed -e '/^[ 	]*1[ 	]/d')" || {
	echo >&2 Duplicate Signed-off-by lines.
	exit 1
}







thesis/tsdb-seed/.git/hooks/commit-msg.sample

#!/bin/sh
#
# An example hook script to check the commit log message.
# Called by "git commit" with one argument, the name of the file
# that has the commit message.  The hook should exit with non-zero
# status after issuing an appropriate message if it wants to stop the
# commit.  The hook is allowed to edit the commit message file.
#
# To enable this hook, rename this file to "commit-msg".

# Uncomment the below to add a Signed-off-by line to the message.
# Doing this in a hook is a bad idea in general, but the prepare-commit-msg
# hook is more suited to it.
#
# SOB=$(git var GIT_AUTHOR_IDENT | sed -n 's/^\(.*>\).*$/Signed-off-by: \1/p')
# grep -qs "^$SOB" "$1" || echo "$SOB" >> "$1"

# This example catches duplicate Signed-off-by lines.

test "" = "$(grep '^Signed-off-by: ' "$1" |
	 sort | uniq -c | sed -e '/^[ 	]*1[ 	]/d')" || {
	echo >&2 Duplicate Signed-off-by lines.
	exit 1
}







thesis/OpenTsdbKafkaPublisher/.git/hooks/post-update.sample

#!/bin/sh
#
# An example hook script to prepare a packed repository for use over
# dumb transports.
#
# To enable this hook, rename this file to "post-update".

exec git update-server-info







thesis/tsdb-seed/.git/hooks/post-update.sample

#!/bin/sh
#
# An example hook script to prepare a packed repository for use over
# dumb transports.
#
# To enable this hook, rename this file to "post-update".

exec git update-server-info







thesis/OpenTsdbKafkaPublisher/.git/hooks/pre-applypatch.sample

#!/bin/sh
#
# An example hook script to verify what is about to be committed
# by applypatch from an e-mail message.
#
# The hook should exit with non-zero status after issuing an
# appropriate message if it wants to stop the commit.
#
# To enable this hook, rename this file to "pre-applypatch".

. git-sh-setup
test -x "$GIT_DIR/hooks/pre-commit" &&
	exec "$GIT_DIR/hooks/pre-commit" ${1+"$@"}
:







thesis/tsdb-seed/.git/hooks/pre-applypatch.sample

#!/bin/sh
#
# An example hook script to verify what is about to be committed
# by applypatch from an e-mail message.
#
# The hook should exit with non-zero status after issuing an
# appropriate message if it wants to stop the commit.
#
# To enable this hook, rename this file to "pre-applypatch".

. git-sh-setup
test -x "$GIT_DIR/hooks/pre-commit" &&
	exec "$GIT_DIR/hooks/pre-commit" ${1+"$@"}
:







thesis/OpenTsdbKafkaPublisher/.git/hooks/pre-commit.sample

#!/bin/sh
#
# An example hook script to verify what is about to be committed.
# Called by "git commit" with no arguments.  The hook should
# exit with non-zero status after issuing an appropriate message if
# it wants to stop the commit.
#
# To enable this hook, rename this file to "pre-commit".

if git rev-parse --verify HEAD >/dev/null 2>&1
then
	against=HEAD
else
	# Initial commit: diff against an empty tree object
	against=4b825dc642cb6eb9a060e54bf8d69288fbee4904
fi

# If you want to allow non-ASCII filenames set this variable to true.
allownonascii=$(git config --bool hooks.allownonascii)

# Redirect output to stderr.
exec 1>&2

# Cross platform projects tend to avoid non-ASCII filenames; prevent
# them from being added to the repository. We exploit the fact that the
# printable range starts at the space character and ends with tilde.
if [ "$allownonascii" != "true" ] &&
	# Note that the use of brackets around a tr range is ok here, (it's
	# even required, for portability to Solaris 10's /usr/bin/tr), since
	# the square bracket bytes happen to fall in the designated range.
	test $(git diff --cached --name-only --diff-filter=A -z $against |
	  LC_ALL=C tr -d '[ -~]\0' | wc -c) != 0
then
	cat <<\EOF
Error: Attempt to add a non-ASCII file name.

This can cause problems if you want to work with people on other platforms.

To be portable it is advisable to rename the file.

If you know what you are doing you can disable this check using:

  git config hooks.allownonascii true
EOF
	exit 1
fi

# If there are whitespace errors, print the offending file names and fail.
exec git diff-index --check --cached $against --







thesis/tsdb-seed/.git/hooks/pre-commit.sample

#!/bin/sh
#
# An example hook script to verify what is about to be committed.
# Called by "git commit" with no arguments.  The hook should
# exit with non-zero status after issuing an appropriate message if
# it wants to stop the commit.
#
# To enable this hook, rename this file to "pre-commit".

if git rev-parse --verify HEAD >/dev/null 2>&1
then
	against=HEAD
else
	# Initial commit: diff against an empty tree object
	against=4b825dc642cb6eb9a060e54bf8d69288fbee4904
fi

# If you want to allow non-ASCII filenames set this variable to true.
allownonascii=$(git config --bool hooks.allownonascii)

# Redirect output to stderr.
exec 1>&2

# Cross platform projects tend to avoid non-ASCII filenames; prevent
# them from being added to the repository. We exploit the fact that the
# printable range starts at the space character and ends with tilde.
if [ "$allownonascii" != "true" ] &&
	# Note that the use of brackets around a tr range is ok here, (it's
	# even required, for portability to Solaris 10's /usr/bin/tr), since
	# the square bracket bytes happen to fall in the designated range.
	test $(git diff --cached --name-only --diff-filter=A -z $against |
	  LC_ALL=C tr -d '[ -~]\0' | wc -c) != 0
then
	cat <<\EOF
Error: Attempt to add a non-ASCII file name.

This can cause problems if you want to work with people on other platforms.

To be portable it is advisable to rename the file.

If you know what you are doing you can disable this check using:

  git config hooks.allownonascii true
EOF
	exit 1
fi

# If there are whitespace errors, print the offending file names and fail.
exec git diff-index --check --cached $against --







thesis/OpenTsdbKafkaPublisher/.git/hooks/pre-push.sample

#!/bin/sh

# An example hook script to verify what is about to be pushed.  Called by "git
# push" after it has checked the remote status, but before anything has been
# pushed.  If this script exits with a non-zero status nothing will be pushed.
#
# This hook is called with the following parameters:
#
# $1 -- Name of the remote to which the push is being done
# $2 -- URL to which the push is being done
#
# If pushing without using a named remote those arguments will be equal.
#
# Information about the commits which are being pushed is supplied as lines to
# the standard input in the form:
#
#   <local ref> <local sha1> <remote ref> <remote sha1>
#
# This sample shows how to prevent push of commits where the log message starts
# with "WIP" (work in progress).

remote="$1"
url="$2"

z40=0000000000000000000000000000000000000000

while read local_ref local_sha remote_ref remote_sha
do
	if [ "$local_sha" = $z40 ]
	then
		# Handle delete
		:
	else
		if [ "$remote_sha" = $z40 ]
		then
			# New branch, examine all commits
			range="$local_sha"
		else
			# Update to existing branch, examine new commits
			range="$remote_sha..$local_sha"
		fi

		# Check for WIP commit
		commit=`git rev-list -n 1 --grep '^WIP' "$range"`
		if [ -n "$commit" ]
		then
			echo >&2 "Found WIP commit in $local_ref, not pushing"
			exit 1
		fi
	fi
done

exit 0







thesis/tsdb-seed/.git/hooks/pre-push.sample

#!/bin/sh

# An example hook script to verify what is about to be pushed.  Called by "git
# push" after it has checked the remote status, but before anything has been
# pushed.  If this script exits with a non-zero status nothing will be pushed.
#
# This hook is called with the following parameters:
#
# $1 -- Name of the remote to which the push is being done
# $2 -- URL to which the push is being done
#
# If pushing without using a named remote those arguments will be equal.
#
# Information about the commits which are being pushed is supplied as lines to
# the standard input in the form:
#
#   <local ref> <local sha1> <remote ref> <remote sha1>
#
# This sample shows how to prevent push of commits where the log message starts
# with "WIP" (work in progress).

remote="$1"
url="$2"

z40=0000000000000000000000000000000000000000

while read local_ref local_sha remote_ref remote_sha
do
	if [ "$local_sha" = $z40 ]
	then
		# Handle delete
		:
	else
		if [ "$remote_sha" = $z40 ]
		then
			# New branch, examine all commits
			range="$local_sha"
		else
			# Update to existing branch, examine new commits
			range="$remote_sha..$local_sha"
		fi

		# Check for WIP commit
		commit=`git rev-list -n 1 --grep '^WIP' "$range"`
		if [ -n "$commit" ]
		then
			echo >&2 "Found WIP commit in $local_ref, not pushing"
			exit 1
		fi
	fi
done

exit 0







thesis/OpenTsdbKafkaPublisher/.git/hooks/pre-rebase.sample

#!/bin/sh
#
# Copyright (c) 2006, 2008 Junio C Hamano
#
# The "pre-rebase" hook is run just before "git rebase" starts doing
# its job, and can prevent the command from running by exiting with
# non-zero status.
#
# The hook is called with the following parameters:
#
# $1 -- the upstream the series was forked from.
# $2 -- the branch being rebased (or empty when rebasing the current branch).
#
# This sample shows how to prevent topic branches that are already
# merged to 'next' branch from getting rebased, because allowing it
# would result in rebasing already published history.

publish=next
basebranch="$1"
if test "$#" = 2
then
	topic="refs/heads/$2"
else
	topic=`git symbolic-ref HEAD` ||
	exit 0 ;# we do not interrupt rebasing detached HEAD
fi

case "$topic" in
refs/heads/??/*)
	;;
*)
	exit 0 ;# we do not interrupt others.
	;;
esac

# Now we are dealing with a topic branch being rebased
# on top of master.  Is it OK to rebase it?

# Does the topic really exist?
git show-ref -q "$topic" || {
	echo >&2 "No such branch $topic"
	exit 1
}

# Is topic fully merged to master?
not_in_master=`git rev-list --pretty=oneline ^master "$topic"`
if test -z "$not_in_master"
then
	echo >&2 "$topic is fully merged to master; better remove it."
	exit 1 ;# we could allow it, but there is no point.
fi

# Is topic ever merged to next?  If so you should not be rebasing it.
only_next_1=`git rev-list ^master "^$topic" ${publish} | sort`
only_next_2=`git rev-list ^master           ${publish} | sort`
if test "$only_next_1" = "$only_next_2"
then
	not_in_topic=`git rev-list "^$topic" master`
	if test -z "$not_in_topic"
	then
		echo >&2 "$topic is already up-to-date with master"
		exit 1 ;# we could allow it, but there is no point.
	else
		exit 0
	fi
else
	not_in_next=`git rev-list --pretty=oneline ^${publish} "$topic"`
	/usr/bin/perl -e '
		my $topic = $ARGV[0];
		my $msg = "* $topic has commits already merged to public branch:\n";
		my (%not_in_next) = map {
			/^([0-9a-f]+) /;
			($1 => 1);
		} split(/\n/, $ARGV[1]);
		for my $elem (map {
				/^([0-9a-f]+) (.*)$/;
				[$1 => $2];
			} split(/\n/, $ARGV[2])) {
			if (!exists $not_in_next{$elem->[0]}) {
				if ($msg) {
					print STDERR $msg;
					undef $msg;
				}
				print STDERR " $elem->[1]\n";
			}
		}
	' "$topic" "$not_in_next" "$not_in_master"
	exit 1
fi

exit 0

################################################################

This sample hook safeguards topic branches that have been
published from being rewound.

The workflow assumed here is:

 * Once a topic branch forks from "master", "master" is never
   merged into it again (either directly or indirectly).

 * Once a topic branch is fully cooked and merged into "master",
   it is deleted.  If you need to build on top of it to correct
   earlier mistakes, a new topic branch is created by forking at
   the tip of the "master".  This is not strictly necessary, but
   it makes it easier to keep your history simple.

 * Whenever you need to test or publish your changes to topic
   branches, merge them into "next" branch.

The script, being an example, hardcodes the publish branch name
to be "next", but it is trivial to make it configurable via
$GIT_DIR/config mechanism.

With this workflow, you would want to know:

(1) ... if a topic branch has ever been merged to "next".  Young
    topic branches can have stupid mistakes you would rather
    clean up before publishing, and things that have not been
    merged into other branches can be easily rebased without
    affecting other people.  But once it is published, you would
    not want to rewind it.

(2) ... if a topic branch has been fully merged to "master".
    Then you can delete it.  More importantly, you should not
    build on top of it -- other people may already want to
    change things related to the topic as patches against your
    "master", so if you need further changes, it is better to
    fork the topic (perhaps with the same name) afresh from the
    tip of "master".

Let's look at this example:

		   o---o---o---o---o---o---o---o---o---o "next"
		  /       /           /           /
		 /   a---a---b A     /           /
		/   /               /           /
	       /   /   c---c---c---c B         /
	      /   /   /             \         /
	     /   /   /   b---b C     \       /
	    /   /   /   /             \     /
    ---o---o---o---o---o---o---o---o---o---o---o "master"


A, B and C are topic branches.

 * A has one fix since it was merged up to "next".

 * B has finished.  It has been fully merged up to "master" and "next",
   and is ready to be deleted.

 * C has not merged to "next" at all.

We would want to allow C to be rebased, refuse A, and encourage
B to be deleted.

To compute (1):

	git rev-list ^master ^topic next
	git rev-list ^master        next

	if these match, topic has not merged in next at all.

To compute (2):

	git rev-list master..topic

	if this is empty, it is fully merged to "master".







thesis/tsdb-seed/.git/hooks/pre-rebase.sample

#!/bin/sh
#
# Copyright (c) 2006, 2008 Junio C Hamano
#
# The "pre-rebase" hook is run just before "git rebase" starts doing
# its job, and can prevent the command from running by exiting with
# non-zero status.
#
# The hook is called with the following parameters:
#
# $1 -- the upstream the series was forked from.
# $2 -- the branch being rebased (or empty when rebasing the current branch).
#
# This sample shows how to prevent topic branches that are already
# merged to 'next' branch from getting rebased, because allowing it
# would result in rebasing already published history.

publish=next
basebranch="$1"
if test "$#" = 2
then
	topic="refs/heads/$2"
else
	topic=`git symbolic-ref HEAD` ||
	exit 0 ;# we do not interrupt rebasing detached HEAD
fi

case "$topic" in
refs/heads/??/*)
	;;
*)
	exit 0 ;# we do not interrupt others.
	;;
esac

# Now we are dealing with a topic branch being rebased
# on top of master.  Is it OK to rebase it?

# Does the topic really exist?
git show-ref -q "$topic" || {
	echo >&2 "No such branch $topic"
	exit 1
}

# Is topic fully merged to master?
not_in_master=`git rev-list --pretty=oneline ^master "$topic"`
if test -z "$not_in_master"
then
	echo >&2 "$topic is fully merged to master; better remove it."
	exit 1 ;# we could allow it, but there is no point.
fi

# Is topic ever merged to next?  If so you should not be rebasing it.
only_next_1=`git rev-list ^master "^$topic" ${publish} | sort`
only_next_2=`git rev-list ^master           ${publish} | sort`
if test "$only_next_1" = "$only_next_2"
then
	not_in_topic=`git rev-list "^$topic" master`
	if test -z "$not_in_topic"
	then
		echo >&2 "$topic is already up-to-date with master"
		exit 1 ;# we could allow it, but there is no point.
	else
		exit 0
	fi
else
	not_in_next=`git rev-list --pretty=oneline ^${publish} "$topic"`
	/usr/bin/perl -e '
		my $topic = $ARGV[0];
		my $msg = "* $topic has commits already merged to public branch:\n";
		my (%not_in_next) = map {
			/^([0-9a-f]+) /;
			($1 => 1);
		} split(/\n/, $ARGV[1]);
		for my $elem (map {
				/^([0-9a-f]+) (.*)$/;
				[$1 => $2];
			} split(/\n/, $ARGV[2])) {
			if (!exists $not_in_next{$elem->[0]}) {
				if ($msg) {
					print STDERR $msg;
					undef $msg;
				}
				print STDERR " $elem->[1]\n";
			}
		}
	' "$topic" "$not_in_next" "$not_in_master"
	exit 1
fi

exit 0

################################################################

This sample hook safeguards topic branches that have been
published from being rewound.

The workflow assumed here is:

 * Once a topic branch forks from "master", "master" is never
   merged into it again (either directly or indirectly).

 * Once a topic branch is fully cooked and merged into "master",
   it is deleted.  If you need to build on top of it to correct
   earlier mistakes, a new topic branch is created by forking at
   the tip of the "master".  This is not strictly necessary, but
   it makes it easier to keep your history simple.

 * Whenever you need to test or publish your changes to topic
   branches, merge them into "next" branch.

The script, being an example, hardcodes the publish branch name
to be "next", but it is trivial to make it configurable via
$GIT_DIR/config mechanism.

With this workflow, you would want to know:

(1) ... if a topic branch has ever been merged to "next".  Young
    topic branches can have stupid mistakes you would rather
    clean up before publishing, and things that have not been
    merged into other branches can be easily rebased without
    affecting other people.  But once it is published, you would
    not want to rewind it.

(2) ... if a topic branch has been fully merged to "master".
    Then you can delete it.  More importantly, you should not
    build on top of it -- other people may already want to
    change things related to the topic as patches against your
    "master", so if you need further changes, it is better to
    fork the topic (perhaps with the same name) afresh from the
    tip of "master".

Let's look at this example:

		   o---o---o---o---o---o---o---o---o---o "next"
		  /       /           /           /
		 /   a---a---b A     /           /
		/   /               /           /
	       /   /   c---c---c---c B         /
	      /   /   /             \         /
	     /   /   /   b---b C     \       /
	    /   /   /   /             \     /
    ---o---o---o---o---o---o---o---o---o---o---o "master"


A, B and C are topic branches.

 * A has one fix since it was merged up to "next".

 * B has finished.  It has been fully merged up to "master" and "next",
   and is ready to be deleted.

 * C has not merged to "next" at all.

We would want to allow C to be rebased, refuse A, and encourage
B to be deleted.

To compute (1):

	git rev-list ^master ^topic next
	git rev-list ^master        next

	if these match, topic has not merged in next at all.

To compute (2):

	git rev-list master..topic

	if this is empty, it is fully merged to "master".







thesis/OpenTsdbKafkaPublisher/.git/hooks/prepare-commit-msg.sample

#!/bin/sh
#
# An example hook script to prepare the commit log message.
# Called by "git commit" with the name of the file that has the
# commit message, followed by the description of the commit
# message's source.  The hook's purpose is to edit the commit
# message file.  If the hook fails with a non-zero status,
# the commit is aborted.
#
# To enable this hook, rename this file to "prepare-commit-msg".

# This hook includes three examples.  The first comments out the
# "Conflicts:" part of a merge commit.
#
# The second includes the output of "git diff --name-status -r"
# into the message, just before the "git status" output.  It is
# commented because it doesn't cope with --amend or with squashed
# commits.
#
# The third example adds a Signed-off-by line to the message, that can
# still be edited.  This is rarely a good idea.

case "$2,$3" in
  merge,)
    /usr/bin/perl -i.bak -ne 's/^/# /, s/^# #/#/ if /^Conflicts/ .. /#/; print' "$1" ;;

# ,|template,)
#   /usr/bin/perl -i.bak -pe '
#      print "\n" . `git diff --cached --name-status -r`
#	 if /^#/ && $first++ == 0' "$1" ;;

  *) ;;
esac

# SOB=$(git var GIT_AUTHOR_IDENT | sed -n 's/^\(.*>\).*$/Signed-off-by: \1/p')
# grep -qs "^$SOB" "$1" || echo "$SOB" >> "$1"







thesis/tsdb-seed/.git/hooks/prepare-commit-msg.sample

#!/bin/sh
#
# An example hook script to prepare the commit log message.
# Called by "git commit" with the name of the file that has the
# commit message, followed by the description of the commit
# message's source.  The hook's purpose is to edit the commit
# message file.  If the hook fails with a non-zero status,
# the commit is aborted.
#
# To enable this hook, rename this file to "prepare-commit-msg".

# This hook includes three examples.  The first comments out the
# "Conflicts:" part of a merge commit.
#
# The second includes the output of "git diff --name-status -r"
# into the message, just before the "git status" output.  It is
# commented because it doesn't cope with --amend or with squashed
# commits.
#
# The third example adds a Signed-off-by line to the message, that can
# still be edited.  This is rarely a good idea.

case "$2,$3" in
  merge,)
    /usr/bin/perl -i.bak -ne 's/^/# /, s/^# #/#/ if /^Conflicts/ .. /#/; print' "$1" ;;

# ,|template,)
#   /usr/bin/perl -i.bak -pe '
#      print "\n" . `git diff --cached --name-status -r`
#	 if /^#/ && $first++ == 0' "$1" ;;

  *) ;;
esac

# SOB=$(git var GIT_AUTHOR_IDENT | sed -n 's/^\(.*>\).*$/Signed-off-by: \1/p')
# grep -qs "^$SOB" "$1" || echo "$SOB" >> "$1"







thesis/OpenTsdbKafkaPublisher/.git/hooks/update.sample

#!/bin/sh
#
# An example hook script to blocks unannotated tags from entering.
# Called by "git receive-pack" with arguments: refname sha1-old sha1-new
#
# To enable this hook, rename this file to "update".
#
# Config
# ------
# hooks.allowunannotated
#   This boolean sets whether unannotated tags will be allowed into the
#   repository.  By default they won't be.
# hooks.allowdeletetag
#   This boolean sets whether deleting tags will be allowed in the
#   repository.  By default they won't be.
# hooks.allowmodifytag
#   This boolean sets whether a tag may be modified after creation. By default
#   it won't be.
# hooks.allowdeletebranch
#   This boolean sets whether deleting branches will be allowed in the
#   repository.  By default they won't be.
# hooks.denycreatebranch
#   This boolean sets whether remotely creating branches will be denied
#   in the repository.  By default this is allowed.
#

# --- Command line
refname="$1"
oldrev="$2"
newrev="$3"

# --- Safety check
if [ -z "$GIT_DIR" ]; then
	echo "Don't run this script from the command line." >&2
	echo " (if you want, you could supply GIT_DIR then run" >&2
	echo "  $0 <ref> <oldrev> <newrev>)" >&2
	exit 1
fi

if [ -z "$refname" -o -z "$oldrev" -o -z "$newrev" ]; then
	echo "usage: $0 <ref> <oldrev> <newrev>" >&2
	exit 1
fi

# --- Config
allowunannotated=$(git config --bool hooks.allowunannotated)
allowdeletebranch=$(git config --bool hooks.allowdeletebranch)
denycreatebranch=$(git config --bool hooks.denycreatebranch)
allowdeletetag=$(git config --bool hooks.allowdeletetag)
allowmodifytag=$(git config --bool hooks.allowmodifytag)

# check for no description
projectdesc=$(sed -e '1q' "$GIT_DIR/description")
case "$projectdesc" in
"Unnamed repository"* | "")
	echo "*** Project description file hasn't been set" >&2
	exit 1
	;;
esac

# --- Check types
# if $newrev is 0000...0000, it's a commit to delete a ref.
zero="0000000000000000000000000000000000000000"
if [ "$newrev" = "$zero" ]; then
	newrev_type=delete
else
	newrev_type=$(git cat-file -t $newrev)
fi

case "$refname","$newrev_type" in
	refs/tags/*,commit)
		# un-annotated tag
		short_refname=${refname##refs/tags/}
		if [ "$allowunannotated" != "true" ]; then
			echo "*** The un-annotated tag, $short_refname, is not allowed in this repository" >&2
			echo "*** Use 'git tag [ -a | -s ]' for tags you want to propagate." >&2
			exit 1
		fi
		;;
	refs/tags/*,delete)
		# delete tag
		if [ "$allowdeletetag" != "true" ]; then
			echo "*** Deleting a tag is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/tags/*,tag)
		# annotated tag
		if [ "$allowmodifytag" != "true" ] && git rev-parse $refname > /dev/null 2>&1
		then
			echo "*** Tag '$refname' already exists." >&2
			echo "*** Modifying a tag is not allowed in this repository." >&2
			exit 1
		fi
		;;
	refs/heads/*,commit)
		# branch
		if [ "$oldrev" = "$zero" -a "$denycreatebranch" = "true" ]; then
			echo "*** Creating a branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/heads/*,delete)
		# delete branch
		if [ "$allowdeletebranch" != "true" ]; then
			echo "*** Deleting a branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/remotes/*,commit)
		# tracking branch
		;;
	refs/remotes/*,delete)
		# delete tracking branch
		if [ "$allowdeletebranch" != "true" ]; then
			echo "*** Deleting a tracking branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	*)
		# Anything else (is there anything else?)
		echo "*** Update hook: unknown type of update to ref $refname of type $newrev_type" >&2
		exit 1
		;;
esac

# --- Finished
exit 0







thesis/tsdb-seed/.git/hooks/update.sample

#!/bin/sh
#
# An example hook script to blocks unannotated tags from entering.
# Called by "git receive-pack" with arguments: refname sha1-old sha1-new
#
# To enable this hook, rename this file to "update".
#
# Config
# ------
# hooks.allowunannotated
#   This boolean sets whether unannotated tags will be allowed into the
#   repository.  By default they won't be.
# hooks.allowdeletetag
#   This boolean sets whether deleting tags will be allowed in the
#   repository.  By default they won't be.
# hooks.allowmodifytag
#   This boolean sets whether a tag may be modified after creation. By default
#   it won't be.
# hooks.allowdeletebranch
#   This boolean sets whether deleting branches will be allowed in the
#   repository.  By default they won't be.
# hooks.denycreatebranch
#   This boolean sets whether remotely creating branches will be denied
#   in the repository.  By default this is allowed.
#

# --- Command line
refname="$1"
oldrev="$2"
newrev="$3"

# --- Safety check
if [ -z "$GIT_DIR" ]; then
	echo "Don't run this script from the command line." >&2
	echo " (if you want, you could supply GIT_DIR then run" >&2
	echo "  $0 <ref> <oldrev> <newrev>)" >&2
	exit 1
fi

if [ -z "$refname" -o -z "$oldrev" -o -z "$newrev" ]; then
	echo "usage: $0 <ref> <oldrev> <newrev>" >&2
	exit 1
fi

# --- Config
allowunannotated=$(git config --bool hooks.allowunannotated)
allowdeletebranch=$(git config --bool hooks.allowdeletebranch)
denycreatebranch=$(git config --bool hooks.denycreatebranch)
allowdeletetag=$(git config --bool hooks.allowdeletetag)
allowmodifytag=$(git config --bool hooks.allowmodifytag)

# check for no description
projectdesc=$(sed -e '1q' "$GIT_DIR/description")
case "$projectdesc" in
"Unnamed repository"* | "")
	echo "*** Project description file hasn't been set" >&2
	exit 1
	;;
esac

# --- Check types
# if $newrev is 0000...0000, it's a commit to delete a ref.
zero="0000000000000000000000000000000000000000"
if [ "$newrev" = "$zero" ]; then
	newrev_type=delete
else
	newrev_type=$(git cat-file -t $newrev)
fi

case "$refname","$newrev_type" in
	refs/tags/*,commit)
		# un-annotated tag
		short_refname=${refname##refs/tags/}
		if [ "$allowunannotated" != "true" ]; then
			echo "*** The un-annotated tag, $short_refname, is not allowed in this repository" >&2
			echo "*** Use 'git tag [ -a | -s ]' for tags you want to propagate." >&2
			exit 1
		fi
		;;
	refs/tags/*,delete)
		# delete tag
		if [ "$allowdeletetag" != "true" ]; then
			echo "*** Deleting a tag is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/tags/*,tag)
		# annotated tag
		if [ "$allowmodifytag" != "true" ] && git rev-parse $refname > /dev/null 2>&1
		then
			echo "*** Tag '$refname' already exists." >&2
			echo "*** Modifying a tag is not allowed in this repository." >&2
			exit 1
		fi
		;;
	refs/heads/*,commit)
		# branch
		if [ "$oldrev" = "$zero" -a "$denycreatebranch" = "true" ]; then
			echo "*** Creating a branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/heads/*,delete)
		# delete branch
		if [ "$allowdeletebranch" != "true" ]; then
			echo "*** Deleting a branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	refs/remotes/*,commit)
		# tracking branch
		;;
	refs/remotes/*,delete)
		# delete tracking branch
		if [ "$allowdeletebranch" != "true" ]; then
			echo "*** Deleting a tracking branch is not allowed in this repository" >&2
			exit 1
		fi
		;;
	*)
		# Anything else (is there anything else?)
		echo "*** Update hook: unknown type of update to ref $refname of type $newrev_type" >&2
		exit 1
		;;
esac

# --- Finished
exit 0





